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ABSTRACT 3GPP Access Traf ¢ Steering, Switching, and Splitting (ATSSS) enables traf ¢ to be
distributed across heterogeneous 3GPP and non-3GPP access networks to improve performance, reliability,
and resilience. ATSSS can use multipath transport protocols such as Multipath QUIC (MP-QUIC), where
packet scheduling plays a central role in determining latency and resource utilization for delay-sensitive
applications. Many existing MP-QUIC scheduling policies rely on instantaneous path measurements or

xed rules rather than forecasts of future application demand. In multi- ow scenarios, such decisions
can lead either to contention on the preferred low-latency path and transient latency in ation for priority
traf ¢ or to overly conservative use of available capacity. This paper proposes iScavenger, a predictive,
machine-learning-based multi- ow scheduling policy for ATSSS environments. iScavenger employs a Long
Short-Term Memory (LSTM) model to forecast near-future bandwidth demand for delay-sensitive Sticky
traf c. Based on this prediction, background packets are admitted to the preferred low-latency path only
when suf cient residual capacity is expected to remain; otherwise, they are steered to the alternative path.
The policy is implemented within the Monty MP-QUIC framework and evaluated in a controlled Mininet
testbed using traf c traces from the online game League of Legends, with xed and variable path capacities
and controlled jitter and packet loss. The results indicate that, under the evaluated conditions, iScavenger
provides con gurable operating points in the latency utilization trade-off, limiting additional Sticky- ow
RTT while achieving higher background throughput than conservative baseline policies. These ndings
highlight the potential of short-term traf c-demand prediction for proactive contention management in
ATSSS-enabled multi-access networks.

INDEX TERMS Access Traf ¢ Steering, Switching, and Splitting (ATSSS), Multipath QUIC, Machine
Learning Based Scheduling, Delay-Sensitive Traf ¢, Multi-Access Networks

I. Introduction

HE rapid evolution of mobile applications such as

high-de nition multimedia streaming, augmented and
virtual reality (AR/VR), cloud gaming, and mission-critical
communications has substantially increased the perfor-
mance requirements for mobile networks. These applications
generate heterogeneous traf ¢ with varying requirements
for bandwidth, latency, jitter, and reliability. Consequently,
future mobile systems must support not only high aggregate

throughput but also stable, low-latency communication for
interactive and delay-sensitive services.

To meet these demands, User Equipment (UE) devices
now commonly feature multiple network interfaces, such as
5G and Wi-Fi, enabling simultaneous connectivity across
heterogeneous access technologies. The 3rd Generation Part-
nership Project (3GPP) introduced Access Traf ¢ Steering,
Switching, and Splitting (ATSSS) in Release 16 to lever-
age such multi-access connectivity [1]. ATSSS distributes

This work is licensed under a Creative Commons Attribution 4.0 License. For more information, see https://creativecommons.org/licenses/by/4.0/

VOLUME ,

This work is licensed under a Creative Commons Attribution 4.0 License. For more information, see https://creativecommons.org/licenses/by/4.0/



This article has been accepted for publication in IEEE Open Journal of the Communications Society. This is the author's version which has not been fully edited and
content may change prior to final publication. Citation information: DOI 10.1109/0JCOMS.2026.3722388

Shah M. Emad Uddin et al.: Preparation of Papers for IEEE OPEN JOURNALS

traf ¢ across 3GPP and non-3GPP access networks, aiming
to improve Quality of Service (QoS), Quality of Experi-
ence (QOoE), reliability, and resilience through coordinated
use of available access paths [2], [3].

The practical deployment of ATSSS relies on mechanisms
that distribute packets across multiple access paths while
maintaining a single logical connection to the application.
Multipath TCP (MPTCP) and Multipath QUIC (MP-QUIC)
have therefore emerged as key transport substrates for
ATSSS and have been integrated into the 3GPP ATSSS
architecture [1], [4]. These protocols present a uni ed logical
connection to the application layer while distributing packets
among multiple heterogeneous paths [5]. As a result, the
packet scheduler within the multipath transport becomes
critical for determining both latency and resource utilization.

Effective scheduling is challenging in heterogeneous
multi-access environments, where access paths may differ
substantially in latency, bandwidth, and loss characteris-
tics, and their conditions can uctuate over time [6]. The
challenge intensi es when multiple ows with diverse per-
formance requirements share the same multipath substrate.
For instance, interactive applications such as cloud gaming
may generate short bursts of delay-sensitive traf ¢, while
background transfers compete for the same low-latency
access path. In these scenarios, scheduling decisions deter-
mine whether the delay-sensitive ow is protected, whether
residual capacity is ef ciently used, and whether background
traf c is prevented from interfering with priority traf ¢ [7],
[8].

Existing research addresses related aspects of this chal-
lenge, often at different control layers or with different
objectives. Network-level admission-control mechanisms, in-
cluding recent GNN-based methods, use information about
network topology, traf c state, and predicted QoS con-
ditions to determine whether traf ¢ should be admitted,
forwarded, rerouted, or rejected in SDN-controlled beyond-
5G networks [9]. These mechanisms are valuable for QoS-
aware traf ¢ regulation at the network-control level, but
they address a different problem from the transport-layer
packet scheduling considered in this paper. iScavenger does
not perform topology-, slice-, or SDN-level admission con-
trol. Instead, it operates within an already established MP-
QUIC/ATSSS context and makes packet-level admission
decisions for background traf c based on the predicted near-
future demand of protected delay-sensitive ows.

A second relevant line of work focuses on traf ¢, through-
put, bandwidth, and delay prediction in cellular and mobile
networks. Previous studies have used radio measurements,
physical-layer indicators, mobility or context information,
and historical throughput observations to predict future link
or path performance at various time scales [10] [15]. These
studies show that prediction can enable more proactive
resource management in LTE and 5G environments, and
are relevant because ATSSS schedulers may bene t from
forecasts of future path capacity. However, their primary

focus is the achievable throughput, bandwidth, or delay of an
access path. In contrast, iScavenger predicts the near-future
demand of the protected delay-sensitive ow and uses this
estimate to determine how much low-Ilatency capacity should
remain reserved from background traf c.

Traf c-demand prediction has also been explored at the
application and service level, including packet-level predic-
tion for mobile applications, temporal analysis and fore-
casting of VR traf c, and prediction for cloud-gaming ser-
vices [16] [20]. These studies con rm that interactive ser-
vices often display short-term temporal structures conducive
to prediction. iScavenger leverages this insight, but applies
traf c-demand prediction for a different control purpose.
Rather than predicting application traf c to classify services,
provision slices, or optimize media delivery, iScavenger uses
the predicted near-future demand of a protected ow as
an online control signal for packet-level residual-capacity
admission in a ow-aware MP-QUIC scheduler.

Another line of related work involves reactive and
learning-based multipath schedulers. Reactive schedulers
usually rely on observed signals, such as round-trip
time (RTT), congestion-window status, queue occupancy,
or queueing delay, to select a path [8], [21]. While these
methods are straightforward and effective in many cases,
they act only after congestion or queue buildup becomes
apparent. Learning-based multipath schedulers aim to im-
prove path selection in dynamic conditions by predicting
path quality, learning scheduling actions, or adapting to
path variability [22] [25]. However, these methods primarily
focus on selecting appropriate paths or scheduling actions
based on path state, without directly addressing how pre-
dicted application demand can be used to reserve low-latency
capacity for delay-sensitive traf ¢ before background traf c
causes contention.

The Monty framework serves as a strong foundation
for examining this problem, as it introduces explicit per-

ow queuing and con gurable scheduling policies atop MP-
QUIC [21]. Monty supports the coexistence of traf ¢ with
different priorities within a single multipath connection and
enables policies such as Sticky, Scavenger, LoWRTT, Care-
ful, and Careful+ to assign packets to paths. However, the
reference policies currently available in Monty are mostly
reactive, relying on present measurements and con gured
thresholds rather than predictions of future traf ¢ demand.
As a result, these policies may either leave low-latency ca-
pacity underutilized or permit background traf c to interfere
with delay-sensitive ows during bursty periods, depending
on their con guration.

This paper addresses the gap between ow-aware reactive
scheduling and demand-aware proactive admission control
by introducing iScavenger, a predictive multi- ow schedul-
ing policy tailored for ATSSS environments. iScavenger
is not intended as a generic traf ¢ predictor, a network-
level admission-control mechanism, or a machine-learning
technique for optimal path selection. Instead, it uses short-
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term demand prediction for a speci ¢ packet-scheduling
purpose: estimating how much capacity should be reserved
for delay-sensitive Sticky traf ¢ and admitting background
traf c to the preferred low-latency path only when suf cient
residual capacity is expected to remain.

Speci cally, iScavenger applies a Long Short-Term Mem-
ory (LSTM) model to forecast near-future bandwidth de-
mand for the protected Sticky ow. The predicted demand
is converted into a capacity reservation on the preferred low-
latency path. Background traf c is admitted to this path only
when suf cient residual capacity is anticipated; otherwise,
it is redirected to an alternative path. This approach renders
the scheduling decision proactive rather than purely reactive:
iScavenger manages background traf c before contention
manifests as queue buildup or RTT in ation.

The key novelty of iScavenger is therefore not the use
of machine learning for path selection itself. Its novelty lies
in integrating short-term application-demand prediction into

ow-aware MP-QUIC scheduling as a packet-level residual-
capacity admission mechanism. The approach operates en-
tirely within the packet-scheduling layer, builds on the mech-
anisms already provided by Monty, and does not require
modi cations to ATSSS control-plane procedures, steering
semantics, URSP rules, or MP-QUIC congestion control.

The main contributions of this work are as follows:

We design iScavenger, a predictive multi- ow schedul-
ing policy for ATSSS that reserves low-latency capacity
based on predicted demand from high-priority Sticky
traf c.

We develop an LSTM-based traf c-demand prediction
component that forecasts short-term demand of latency-
sensitive traf ¢ and supports proactive admission con-
trol of competing background traf c.

We implement iScavenger within the Monty MP-
QUIC framework while preserving compatibility with
the 3GPP ATSSS architecture and standard MP-QUIC
congestion-control operation.

We experimentally evaluate the proposed approach in
a controlled Mininet testbed using traf c traces from
the online game League of Legends. The results indi-
cate that predictive, ow-aware scheduling can improve
the latency utilization trade-off under the evaluated
conditions by maintaining bounded latency in ation
for delay-sensitive traf ¢ while allowing higher back-
ground throughput than conservative reactive baselines.

The remainder of this paper is organized as follows.
Section Il reviews related work on multipath transport and
ATSSS scheduling. Section 11l provides background on 5G
and ATSSS. Section IV presents the Monty framework. Sec-
tion V describes the proposed predictive scheduling policy.
Section VI details the experimental setup and methodology.
Section VII discusses the results, and Section V11 concludes
the paper.

VOLUME ,

Il. Related Work
ATSSS supports traf ¢ steering, switching, and splitting
over both 3GPP and non-3GPP access networks, thereby
improving performance, reliability, and resource utilization
in multi-access scenarios [1], [26]. ATSSS de nes an ar-
chitectural and policy framework instead of a xed packet-
distribution algorithm, prompting substantial research into
ef cient realization mechanisms. The work most relevant to
iScavenger spans Ve areas: network-level admission control
and QoS-aware traf c¢ regulation, traf ¢ and throughput
prediction, reactive multipath scheduling, ow-aware multi-
ow scheduling, and learning-based multipath scheduling.
This section reviews these areas and positions iScavenger
with respect to their respective control levels and objectives.

A. Network-Level Admission Control and QoS-Aware
Traf c Regulation
Admission control and QoS-aware traf ¢ regulation have
been studied as mechanisms for determining whether traf ¢
should be admitted, forwarded, rerouted, or rejected ac-
cording to network-level constraints. Recent studies have
explored GNN-based admission control in SDN-controlled
beyond-5G networks, where graph neural networks predict
QoS conditions from network topology and traf c state, and
an admission-control agent uses these predictions to regulate
ows [9]. These approaches demonstrate the potential of
prediction to support proactive QoS decisions.

However, these mechanisms operate at a different con-
trol layer from iScavenger. Network-level admission-control
systems typically consider topology, routing, traf c classes,
and network-wide QoS constraints. By contrast, iScavenger
operates within an established MP-QUIC/ATSSS context. It
does not decide whether a service, ow, slice, or route should
be admitted by the network. Instead, it makes packet-level
admission decisions for background traf ¢ within a ow-
aware multipath scheduler, using predicted demand from
a protected delay-sensitive ow to determine residual low-
latency capacity availability.

B. Traf c, Throughput, and Demand Prediction

Extensive research has addressed traf c, throughput, band-
width, and delay prediction in mobile and cellular networks.
Studies have leveraged radio measurements, physical-layer
indicators, mobility or context information, and historical
throughput to predict future link or path performance at
various time scales [10] [15]. These methods complement
ATSSS scheduling, as future path-capacity estimates enable
more informed steering and splitting decisions.

The focus of iScavenger is distinct. Rather than propos-
ing a new path-capacity predictor or forecasting achievable
throughput on a 5G or Wi-Fi access path, it assumes an
available estimate of low-latency path capacity and focuses
on predicting the short-term demand of the protected delay-
sensitive ow. This distinction is important because iScav-
enger uses prediction not to characterize the access path, but
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to determine how much low-latency capacity should remain
reserved before admitting background packets.

Application- and service-level traf c-demand prediction is
also relevant. Prior work has examined packet-level traf c
prediction for mobile applications, temporal characterization
of VR traf c, and prediction for cloud-gaming services [16]
[20]. These studies show that interactive and media services
may exhibit short-term temporal structure exploitable by
prediction models. iScavenger builds on this insight, us-
ing predicted application demand speci cally for packet-
level residual-capacity admission ina ow-aware MP-QUIC
scheduler.

C. Reactive Scheduling Approaches

A large body of ATSSS-related scheduling research relies on
reactive decision-making, in which forwarding decisions are
based on currently observed network measurements. Cost-
and policy-aware schedulers, such as Cheapest Path First
and Adaptive Cheapest Path First, select paths according to
operator-de ned cost preferences and reroute traf ¢ when
congestion or path degradation is detected [27]. Similarly,
Cost-Optimized Multipath Scheduling aims to balance net-
work resource usage and operational cost, particularly for
video-on-demand traf ¢ [28].

Other reactive approaches focus primarily on latency re-
duction. Cross-layer schedulers have used congestion-control
information from algorithms such as BBR and BBRv2 to
improve path selection and reduce queueing delay [29], [30].
Stream-aware and path-aware schedulers similarly attempt
to reduce packet reordering and head-of-line blocking by
adapting scheduling decisions to observed path characteris-
tics [31], [32].

Although these approaches differ in their optimization ob-
jectives, they share a common property: scheduling decisions
are driven by current or recently observed path signals, such
as RTT, queue occupancy, congestion-window availability, or
estimated path cost. Consequently, they can only react after
congestion, delay in ation, or queue buildup has become
visible. This reactive behavior can be limiting in multi-

ow scenarios, where best-effort traf ¢ may temporarily
occupy low-latency resources before the scheduler detects
the resulting interference with delay-sensitive traf c. iScav-
enger addresses this limitation by using predicted priority-

ow demand to regulate background admission before such
contention becomes visible.

D. Flow-Aware Multi-Flow Scheduling

Several studies have recognized that ATSSS deployments
may need to handle multiple simultaneous ows with dif-
ferent service requirements. Service-aware scheduling has
therefore been proposed to distinguish traf c based on appli-
cation type, service class, or latency constraints [33], [34].
Such approaches can improve differentiated traf c treatment,
but they often rely on explicit service labels, detailed radio-
layer information, or relatively stable traf ¢ assumptions.

The Monty framework [21] is particularly relevant to this
work because it introduces explicit ow awareness into an
MP-QUIC-based ATSSS setting. Monty classi es packets
into per- ow queues and applies con gurable scheduling
policies to different traf ¢ classes. This enables latency-
sensitive and best-effort traf ¢ to receive different treatment
while preserving compatibility with the 3GPP ATSSS archi-
tecture.

However, the scheduling policies currently available in
Monty are primarily reactive. Their decisions are based on
present measurements and con gured thresholds rather than
forecasts of future traf ¢ demand. As a result, although
Monty provides the mechanisms required for multi- ow
scheduling, its existing policies do not proactively reserve
low-latency capacity for delay-sensitive traf c¢ before con-
tention emerges.

E. Learning-Based Scheduling Approaches
Learning-based scheduling has been investigated to improve
multipath decision-making under dynamic network condi-
tions. These methods use historical measurements, online
observations, or reinforcement-learning feedback to infer
path quality or scheduling actions beyond what can be
achieved with xed rule-based heuristics.

For example, Best Path First (BPF) uses a Long Short-
Term Memory (LSTM) model to predict path quality based
on historical throughput, utilization, and variability [22].
Peekaboo applies online learning to adapt multipath schedul-
ing in heterogeneous environments [23], while FALCON
combines of ine and online learning to support fast path se-
lection [24]. Reinforcement-learning-based approaches, such
as ReLES, further demonstrate the potential of data-driven
scheduling in dynamic multipath settings [25].

Most existing learning-based schedulers focus on path-
quality prediction, path selection, or direct scheduling-action
selection for a ow. Their primary objective is typically to
choose the most suitable path under changing network condi-
tions. Even when prediction is used, the predicted quantity is
usually related to path state, such as throughput, utilization,
delay, or variability. Less attention has been given to using
the predicted application-level demand of a protected ow
to regulate contention between multiple ows sharing the
same multipath substrate. Consequently, existing learning-
based schedulers do not directly address predictive residual-
capacity reservation for delay-sensitive traf ¢ in multi- ow
ATSSS environments.

F. Research Gap and Positioning of iScavenger

Prior work has advanced network-level admission control,
cellular throughput and bandwidth prediction, application-
level traf c-demand prediction, reactive multipath schedul-
ing, ow-aware multi- ow scheduling, and learning-based
path selection. However, these areas address different parts
of the problem considered in this paper. Network-level
admission-control mechanisms regulate traf ¢ at the SDN
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or network-control layer, whereas iScavenger operates inside
the transport-layer packet scheduler. Cellular throughput and
bandwidth predictors estimate future path or link perfor-
mance, whereas iScavenger predicts the short-term demand
of the protected delay-sensitive ow. Application-level traf ¢
prediction shows that interactive services can exhibit pre-
dictable structure over short horizons, but such predictions
are not typically used as online control signals for residual-
capacity admission within a multipath scheduler.

Reactive schedulers can respond to congestion once it
is observed, but they do not anticipate future demand.
Flow-aware frameworks such as Monty can distinguish
between traf c classes, but their existing policies remain
measurement-driven and reactive. Learning-based schedulers
can predict path performance or select paths adaptively, but
they generally do not use predicted application demand to
manage contention between delay-sensitive and background

OWs.

iScavenger addresses this gap by combining ow-aware
scheduling with short-term traf c-demand prediction. Rather
than using machine learning to select the best path di-
rectly, iScavenger predicts the near-future demand of high-
priority Sticky traf ¢ and uses this prediction to regulate
the admission of background traf c¢ to the preferred low-
latency path. In this way, iScavenger provides predictive
residual-capacity reservation for delay-sensitive traf ¢ while
remaining compatible with the Monty framework and the
3GPP ATSSS architecture.

Ill. Background

This section provides an overview of the 5G system and
ATSSS mechanisms relevant to the design and evaluation of
the proposed scheduler. It rst explains how multi-access
connectivity is achieved in the 5G system architecture.
Next, it details how ATSSS communicates steering intent
through policy rules and steering modes. Finally, it discusses
the signi cance of packet-level multipath scheduling as a
key performance factor for delay-sensitive traf ¢ in multi-
access environments, and clari es the distinction between
ATSSS policy control and transport-layer scheduling, which
is critical for the iScavenger design.

A. 5G System Architecture and Multi-access Connectivity
The 5G System (5GS) is organized around a service-based
core (5GC) that distinctly separates control-plane functions
from user-plane forwarding. For data delivery, the primary
abstraction is the PDU session, which provides IP connec-
tivity between a UE and a data network via a UPF anchor.
Control-plane functions, including the Access and Mobility
Management Function (AMF), Session Management Func-
tion (SMF), and Policy Control Function (PCF), jointly
authenticate the UE, establish PDU sessions, and enforce
policy and QoS for the associated ows [1], [35].

A key feature of 5GS is its native support for seamless
interworking across heterogeneous access networks, includ-
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FIGURE 1: ATSSS Architecture diagram showing the inte-
gration of 3GPP and Non-3GPP access networks. The gure
highlights the data ow from the device over both 3GPP (red
path) and Non-3GPP (green path) access networks.

ing both 3GPP (e.g., NR/LTE) and non-3GPP (e.g., Wi-Fi)
access. This allows a UE to maintain simultaneous connec-
tivity over multiple access types, with the 5GC serving as the
central policy and anchoring point for session continuity [1].
In practice, multi-access is especially important for devices
and applications that experience signi cant variability in
radio conditions or require higher resilience and low latency
under load, situations in which dependence on a single access
may be unreliable [6].

B. ATSSS: Steering, Switching, and Splitting in 5G
ATSSS, standardized by 3GPP, manages traf c distribution
across multiple accesses in a multi-access PDU session [6],
[36]. It formalizes three core procedures: (i) steering, which
selects the access or set of accesses for a ow;

(ii) switching, which transfers an ongoing ow between
accesses while maintaining continuity; and

(iii) splitting, which distributes traf ¢ over multiple ac-
cesses concurrently.

ATSSS functions by translating operator and subscription
intent into rules applied at both the UE and network sides.
At a high level, the PCF derives policies that are transmitted
to the SMF, which then installs corresponding rules in the
UE and UPF to ensure consistent uplink and downlink
handling [1], [37]. Within the UE, traf c classi cation is
in uenced by policies such as the UE Route Selection
Policy (URSP), while ATSSS introduces additional rule se-
mantics and steering modes tailored for multi-access behav-
ior [1], [26]. Typical steering modes include priority-based
or minimum-delay selection, load-balancing, active/standby
operation, and, in recent developments, redundancy and KPI-
aware best-access selection [26], [36].

A key architectural aspect of ATSSS is that it does not
introduce a new transport protocol. Instead, it leverages
underlying multipath-capable transport or tunneling mech-
anisms to enable simultaneous use of multiple paths, while
presenting a single logical connection to applications. 3GPP
speci cally aligns ATSSS with multipath transports such as
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MPTCP and MP-QUIC [6], [26]. As such, ATSSS de nes
the policy framework and steering semantics but leaves the
packet-level scheduling algorithm to the underlying multi-
path transport. Thus, the practical performance of ATSSS,
especially for delay-sensitive traf ¢, depends greatly on the
scheduler provided by the chosen transport substrate.

This distinction is central to the present work. iScavenger
does not alter ATSSS policy rules, URSP behavior, steering
modes, or control-plane processes. Rather, it operates at
the packet-scheduling layer in an MP-QUIC-based ATSSS
implementation, where the scheduler determines how packets
from different ows are mapped to available access paths.

C. Multipath Transport and the Scheduling Problem
Multipath transport protocols maintain multiple paths or
sub ows and, for each transmission opportunity, decide how
to handle the next packet. This decision process interacts
with factors like congestion control, path RTT asymmetry,
and loss dynamics. In heterogeneous environments, simple
strategies can lead to out-of-order delivery, head-of-line
blocking (depending on reliability and reordering semantics),
and increased queuing delay on the fast path due to
interference from competing traf c, ultimately degrading
application-level latency [6], [8], [23], [38].

Most traditional schedulers are reactive: they depend on
recently observed path metrics such as RTT, loss, or con-
gestion window availability, and select the path that seems
optimal at the moment. Examples include minRTT-style
policies and their enhancements, such as BLEST and ECF,
which aim to avoid poor scheduling choices in the presence
of RTT heterogeneity [8], [38]. More recently, learning-based
schedulers have demonstrated that using richer path-state
information and online adaptation can improve scheduling
under non-stationary conditions [23], [25]. However, these
methods primarily use learning for path-state evaluation or
scheduling-action selection; iScavenger focuses on demand-
aware admission of background traf ¢ based on the predicted
near-future demand of the protected ow.

Reactive scheduling is inherently limited when delay-
sensitive ows coexist with best-effort traf c. Because de-
cisions are made based on current observations, responses
occur only after contention or queue buildup has started.
In multi- ow ATSSS scenarios, where multiple ows share
the same multipath substrate, this can cause transient inter-
ference between delay-sensitive and background traf c [6],
[21]. This limitation motivates the development of schedul-
ing mechanisms that can anticipate short-term demand from
protected traf ¢ and proactively regulate background use of
low-latency resources before contention manifests in path
measurements.

D. Implications for the Monty-Based Design

One practical method for implementing ATSSS policies is to
encapsulate multiple application ows within a shared mul-
tipath tunnel and enforce scheduling decisions at the tunnel

endpoints. The Monty framework adopts this approach by
classifying packets into ows, maintaining per- ow queues,
and applying con gurable scheduling policies over an MP-
QUIC substrate [21]. This supports differentiated handling
of latency-sensitive and throughput-oriented traf ¢ while
maintaining compatibility with the ATSSS architecture.

Monty implements essential mechanisms for multi- ow
scheduling, including ow classi cation, per- ow queuing,
and policy-based packet scheduling. However, the scheduling
policies currently available in Monty are mainly reactive,
depending on current measurements and preset thresholds
to make decisions [21]. As such, they do not explicitly
anticipate future traf ¢ demand when allocating path re-
sources. While Monty offers a solid foundation for ow-
aware scheduling, its default policies do not enable demand-
aware proactive reservation.

This limitation motivates the work described in this pa-
per. Building on Monty’s architecture, we explore whether
short-term traf c-demand prediction can proactively regulate
background traf ¢ and preserve capacity for delay-sensitive

ows before contention appears in conventional path mea-
surements. The proposed iScavenger scheduler addresses
this need through predictive, ow-aware scheduling, while
remaining fully compatible with both the Monty framework
and the 3GPP ATSSS architecture.

IV. Monty Framework
The Monty! framework offers a exible and policy-agnostic
platform for multi- ow scheduling in ATSSS-enabled envi-
ronments. Built atop MP-QUIC, Monty introduces explicit
ow awareness and supports modular, per- ow scheduling
policies. It separates mechanism from policy by provid-
ing ow classi cation, per- ow queuing, and packet-level
path selection, while delegating the scheduling logic to
con gurable policies. This architecture enables evaluation
of diverse ATSSS scheduling strategies while maintaining
compatibility with the 3GPP ATSSS framework.

Monty aggregates multiple application ows into a single
MP-QUIC connection between the UE and the network
endpoint. At the sender, packets are classi ed into separate
per- ow queues, unlike conventional multipath schedulers
that operate on a single packet queue. This separation
enables Monty to differentiate between traf ¢ classes with
distinct requirements, such as delay-sensitive foreground and
throughput-oriented background traf ¢. Scheduling is per-
formed across both ows and paths, allowing differentiated
treatment of traf c classes while fully utilizing available path
diversity. Figure 2 depicts the framework’s packet-scheduling
process.

Monty operates as a user-space extension of MP-QUIC.
In the evaluation setup, application traf ¢ is rst classi ed
into per- ow queues, after which the selected scheduling
policy assigns each packet to an MP-QUIC path. Mininet

IMonty is available as open-source software at
https://git.cs.kau.se/alexrabi/monty
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FIGURE 2: Monty framework packet-scheduling process.
Incoming packets are classi ed by their DSCP values and
placed into per- ow queues. The framework interacts with
the QUIC implementation to prepare datagrams, checks
congestion-window availability, selects a transmission path,
and applies a ow scheduler to determine which queued
packet to send (Source: Monty Framework [21]).

is used solely to emulate path characteristics such as delay,
queue size, bandwidth, jitter, and packet loss. Monty and
its scheduling policies function above the emulated network
layer. This clear separation enables new scheduling policies
to be evaluated without modifying the MP-QUIC implemen-
tation or the emulation environment.

A core feature of Monty is its separation of mechanism and
policy. The framework delivers mechanisms for ow clas-
si cation, per- ow queuing, congestion-window interaction,
and packet-level scheduling across multiple paths. Actual
scheduling behavior is determined by the policy assigned to
each ow. This separation enables Monty to realize ATSSS-
like traf c steering, switching, and splitting without being
restricted to a single scheduling strategy.

From the perspective of a scheduling policy, Monty pro-
vides a packet-level decision point at each transmission
opportunity. At this point, the framework exposes the active
per- ow queues, policy for each ow, and the available MP-
QUIC paths with their transport-layer state. The scheduling
policy then selects which queued packet to transmit and on
which path. This decision interface is crucial for iScavenger,
as iScavenger operates entirely at the scheduling layer, re-
placing only the background-traf ¢ path-selection logic with
a predictive residual-capacity admission rule, while leaving
classi cation, queue management, path establishment, and
congestion control unchanged.

Monty includes several reference policies used as base-
lines in this study. Sticky keeps a ow on a preferred
path for its duration, reducing path switching and packet
reordering; it is used for the delay-sensitive foreground ow
in our evaluation. LOWRTT selects the path with the lowest
estimated round-trip time, representing latency-oriented se-
lection without explicit priority protection. Scavenger directs
background traf ¢ away from paths already used by Sticky

ows, providing conservative traf ¢ separation. Careful and
Careful+ select paths based on queuing-delay thresholds,
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with Careful+ applying a less restrictive threshold. Collec-
tively, these policies span the trade-off between protecting
delay-sensitive traf ¢ and maximizing path utilization.

Congestion control is handled entirely by MP-QUIC.
Monty decides which path to use for each packet, but
transmission behavior on each path is governed by the MP-
QUIC congestion-control state. This separation maintains
compatibility with standard MP-QUIC mechanisms and en-
ables independent modi cation of scheduling policies. It also
ensures that iScavenger only in uences packet admission
and path selection for background traf c, without altering
congestion control, retransmission, or MP-QUIC protocol
semantics.

In summary, Monty supplies the architectural mechanisms
needed for multi- ow ATSSS scheduling: ow classi ca-
tion, per- ow queuing, policy-driven packet scheduling, and
integration with MP-QUIC congestion control. However,
Monty’s reference policies are primarily reactive and do
not anticipate future traf ¢ demand in their scheduling
decisions. The main contribution of this paper is thus not
the Monty framework itself, but iScavenger, a predictive
scheduling policy that leverages Monty’s policy interface to
regulate background admission based on predicted Sticky-

ow demand, as detailed in Section V.

V. iScavenger

This section introduces iScavenger, a predictive multi- ow
scheduling policy developed within the Monty framework.
Monty provides the mechanisms for ow classi cation,
per- ow queuing, and packet-level path selection across
multiple MP-QUIC paths, while the scheduling behavior is
determined by the policy assigned to each ow. iScavenger
uses this policy interface to add demand-aware proactive
admission control for background traf c.

The purpose of iScavenger is not to perform network-
level admission control, predict the capacity of cellular
access paths, or select the globally optimal path for every

ow. Instead, iScavenger addresses a more speci ¢ packet-
scheduling problem: it predicts the near-future demand of the
protected delay-sensitive Sticky ow and uses this prediction
to determine whether background packets may be admitted
to the preferred low-latency path without consuming capacity
expected to be needed by Sticky traf c.

The scheduler operates by: (i) monitoring recent Sticky-

ow sending rates, (ii) predicting near-future Sticky- ow
demand using an of ine-trained LSTM model, (iii) con-
verting the predicted demand into a capacity reservation on
the preferred low-latency path, (iv) estimating the residual
capacity available for background traf c, and (v) admitting
background packets to the low-latency path only when
suf cient residual capacity is expected to remain.

Figure 3 illustrates the overall architecture. Of ine model
training is separated from online inference. The trained pre-
diction model is integrated into the packet-scheduling loop
and does not modify MP-QUIC congestion control, retrans-
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FIGURE 3: iScavenger architecture. Historical traf c traces
are used to train an LSTM maodel of ine. During operation,
the trained model predicts near-future Sticky- ow demand,
allowing the scheduler to reserve capacity on the low-latency
path and regulate admission of background traf c.

mission behavior, transport-layer reliability, ATSSS control-
plane procedures, or URSP rules. Consequently, iScavenger
remains compatible with both the Monty framework and the
3GPP ATSSS architecture.

A. Design Objectives and Architecture

The design of iScavenger is motivated by the observation that
many delay-sensitive applications exhibit traf c patterns that
are at least partly predictable over short time horizons. Ex-
amples include online gaming, interactive cloud services, and
other applications that generate bursty traf c¢ with recurring
transmission characteristics.

Existing Monty policies protect delay-sensitive traf c
through reactive mechanisms. While effective in many sit-
uations, such approaches only respond after contention or
queue buildup has already emerged. iScavenger instead seeks
to prevent contention before it occurs by forecasting immi-
nent Sticky- ow demand and reserving capacity accordingly.
The objective is therefore not to predict long-term traf c
evolution or perform general path optimization, but to an-
ticipate near-future protected- ow demand and proactively
manage contention between ows sharing the same multipath
environment.

iScavenger is implemented as a user-space scheduling
policy within Monty. It uses Monty’s existing ow classi-
cation and per- ow queuing mechanisms and changes only
the scheduling decision for background traf c. Sticky traf ¢
remains associated with the preferred low-latency path, while
background traf ¢ may use the low-latency path only when
the predicted residual capacity is suf cient.
The architecture consists of four logical layers:

Flow Policy Layer: Monty classi es packets into
per- ow queues. Delay-sensitive Sticky ows remain
associated with the preferred low-latency path, while
background ows are eligible for scheduling over the
available paths according to the selected background
policy.
Prediction Layer: At periodic scheduling intervals,
the scheduler aggregates recent Sticky- ow traf c into
a Xxed-rate time series and provides the most recent
samples as input to the LSTM predictor. The predictor
estimates the expected Sticky- ow demand over a short
prediction horizon.
Predictive Admission Layer: The predicted Sticky-
ow demand is converted into a capacity reservation on
the preferred low-latency path. The scheduler computes
the residual capacity expected to remain and admits
background packets to the low-latency path only when
this residual capacity is suf cient.
Congestion Control Layer: Standard MP-QUIC con-
gestion control continues to regulate transmission rates
independently of the prediction mechanism. iScavenger
determines the scheduling and path-selection decision,
but the actual sending behavior on each path remains
governed by the MP-QUIC congestion-control state.

This separation con nes the direct effect of prediction er-
rors to subsequent admission and path-selection decisions for
background traf c. Sticky ows retain their con gured pri-
ority on the preferred low-latency path, while standard MP-
QUIC congestion control continues to operate unchanged.
Prediction errors may result in temporary over- or under-
reservation of low-latency capacity, thereby in uencing re-
source utilization or short-term queueing behavior. How-
ever, they do not modify the congestion-control algorithm,
transport-layer reliability mechanisms, MP-QUIC semantics,
or ow classi cation.

B. Traf ¢ Demand Prediction

The predictive component of iScavenger estimates the short-
term bandwidth demand of delay-sensitive Sticky ows. The
objective is not to forecast long-term traf ¢ evolution, but
rather to anticipate imminent traf c bursts that may interfere
with low-latency communication if background traf c is
admitted without coordination.
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1) Data provenance and preprocessing

The LSTM predictor is trained on packet-level traf c traces
representing the delay-sensitive Sticky ow. These traces
are obtained from the publicly available Gaming and Video
Streaming Traf ¢ for 5G dataset (GAVIST5G) [39]. Nine
local online-gaming traces, identi ed as [LOL1 - LOL9], are
selected. Each trace contains traf ¢ in two communication
directions: Ontario-to-California and California-to-Ontario.
For the experiments reported in this study, only the Ontario-
to-California traf ¢ is used. Each of the nine trace les
is preprocessed independently and resampled at intervals
of ( t = 1s). The resulting preprocessed traces are then
arranged according to their timestamps and concatenated in
chronological order to form a single traf ¢ sequence. The
evaluation uses a completely separate external evaluation
chunk, drawn from the same data distribution, which is
withheld from all development phases. The reported met-
rics therefore re ect the model’s expected performance on
entirely unseen future network traf c.

The raw traces consist of packets with irregular times-
tamps. To obtain a regularly sampled time series suitable for
forecasting, the traces are rst aggregated into  xed-duration
intervals of length t. For each interval, the Sticky- ow
demand is computed as the total amount of Sticky- ow data
observed in that interval and converted into a bitrate. This
produces a regularly sampled demand sequence:

rs(1);rs(2);:::5rs(n); 1)
where rg(i) denotes the Sticky- ow bitrate observed during
interval i.

Training samples are constructed using xed-length slid-
ing windows over the resampled Sticky- ow demand se-
guence. Each input window contains the K most recent
demand samples, while the prediction target is the Sticky-

ow demand over the future prediction horizon H. Thus, the
model learns to map recent Sticky- ow demand history to
the near-future demand estimate used by the scheduler.

To prevent future samples from leaking into the training
process, the resampled time series is partitioned chronolog-
ically into three non-overlapping segments: the rst 70% is
used for training, the subsequent 15% for validation, and
the nal 15% for testing. This prevents strongly overlapping
windows from the same traf ¢ sequence from appearing
in both training and test data. Normalization parameters
are computed from the training split only and then applied
unchanged to the validation and test splits.

2) Model selection and baseline predictors
To identify a suitable prediction model for online schedul-
ing, four forecasting approaches were evaluated: ARIMA,
XGBoost, GRU, and LSTM. Table 1 summarizes the result-
ing prediction accuracy measured using normalized Mean
Absolute Error (MAE).

These predictors were selected to cover different fore-
casting families under the same input and prediction target.
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ARIMA represents a classical statistical time-series baseline.
XGBoost represents a strong non-recurrent machine-learning
baseline that can model nonlinear relationships using lagged
demand features. GRU and LSTM represent recurrent neural-
network models designed to capture temporal dependencies
in sequential data. The purpose of this comparison is model
selection for the iScavenger demand predictor, not a full
benchmark campaign over all traf c-prediction methods.

This distinction is important because many domain-
speci ¢ cellular prediction methods target future path
throughput, bandwidth, or delay using radio-layer or context
features. Such models are complementary to iScavenger but
are not direct drop-in baselines for the predictor used here,
because iScavenger predicts the demand of the protected
application ow rather than the achievable capacity of an
access path. Path-capacity prediction could be integrated
with iScavenger as an input to Cj,, but it addresses a
different prediction target.

Among the evaluated models, LSTM achieved the lowest
prediction error and was therefore selected for deployment
within iScavenger. To obtain an optimal con guration, a
systematic hyperparameter search was performed using the
Optuna framework [40] with a Tree-structured Parzen Esti-
mator (TPE) sampler. The explored search space and selected
hyperparameters are summarized in Table 2. Input time steps
from 5 to 50, LSTM layers from 1 to 5, units per layer
from 16 to 128, dropout rates from 0.0 to 0.5, learning rates
from 0.0001 to 0.01, and batch sizes from 16 to 128 were
evaluated. Early stopping with a patience of 10 epochs and
a maximum of 100 epochs was employed during training.

The nal architecture consists of three stacked LSTM
layers with 96 units each. Input sequences have shape
(22; 1), and the model produces a single prediction for each
scheduling interval. All traf ¢ measurements are normalized
to the range [0;1] using a MinMax scaler tted only on
the training split. A dropout rate of 0.115 is applied after
each LSTM layer to reduce over tting. Training is performed
using the Nadam optimizer with a learning rate of 0.002 and
a batch size of 32.

To evaluate model stability, the nal architecture was
retrained ten times with independent random seeds, each
evaluated once on the test set. The resulting mean MAE
was 0:036 0:003, indicating stable prediction performance
across different initializations.

Let rs(t) denote the observed sending rate of the Sticky

ow at time t, computed from the resampled demand se-
quence. At discrete intervals t, the model processes the
most recent K samples:

@ ="Frs(t (K 1) 9t 0);rs(g (2)

The LSTM predictor estimates the aggregate Sticky- ow
demand over a short prediction horizon H:

Ds(t+ H) = fistm(X(®): ©)

The prediction horizon is intentionally limited to capture
imminent traf ¢ bursts rather than long-term trends. During
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TABLE 1: Comparison of predictive models on

TABLE 2: Hyperparameter search ranges and selected optimal

network traf ¢ patterns (MAE  SD). values for the LSTM model.

Model Mean MAE _ SD Hyperparameter Tested Range / Values Optimal Value

ARIMA 0.072528  0.000000

XGBoost 0043013  0.000035 Time steps (K) 75;6;::::50g 22

LSTM 0.038586  0.003966 Number of LSTM layers  ¥1;2;3; 4; 59 3

GRU 0.041876  0.003213 Number of units T16;32;48;:::;128g 96
Dropout rate [0:0; 0:5] 0.115
Learning rate [0:0001; 0:01] 0.002
Batch size T16; 32;64; 1289 32
Optimizer fAdam, SGD, RMSprop, Nadamg Nadam

evaluation, online inference is executed at each scheduling
interval. The resulting estimate Dg(t + H) is used by
the scheduler to determine how much low-latency capacity
should be reserved for Sticky traf ¢ before background
packets are admitted to the preferred path.

C. Predictive Bandwidth Reservation
Let Ciow(t) denote the con gured service capacity of the
preferred low-latency path at time t, before reserving ca-
pacity for Sticky traf c. In the present evaluation, Ciow(t)
is obtained directly from the link capacity con gured in the
controlled emulation and is supplied to the scheduler at each
prediction-update interval t. The scheduler therefore has
exact knowledge of the capacity applicable to the current
interval but no knowledge of subsequent capacity changes.
This design deliberately excludes path-capacity estimation
errors, allowing the evaluation to isolate the effect of Sticky-

ow demand prediction on the scheduling decisions. In an
operational deployment, C,qy(t) would instead need to be es-
timated from transport-layer throughput observations, radio-
layer measurements, or a dedicated path-capacity prediction
module.

Based on the predicted Sticky- ow demand, the scheduler

computes the residual capacity expected to remain available
for background traf c:

Cres(t) = Cion(t) 0s(t +H) ; 4

where is a safety margin that compensates for prediction
uncertainty and capacity-estimation error.

Background traf ¢ is admitted to the low-latency path
only if the estimated background traf ¢ admitted to that path
remains within the predicted residual capacity:

Ip (t) Cres (t) ; (5)

where rp(t) denotes the requested background rate.
Otherwise, background packets are steered to an alter-
native higher-latency path. Through this mechanism, iS-
cavenger implements predictive residual-capacity admission.
Unlike reactive policies such as Careful and Careful+, which
rely on instantaneous queue-delay measurements, iScavenger
regulates background traf c before queue buildup becomes
visible. By reserving capacity for predicted Sticky- ow

10

demand, the scheduler reduces the likelihood of transient
interference while preserving ef cient resource utilization.

D. Runtime Scheduling Logic
Algorithm 1 summarizes the runtime scheduling logic using
the notation de ned in Table 3. The algorithm is shown
at the level of the Monty scheduling policy interface and
focuses on the scheduling decision made after packets have
been classi ed into per- ow queues. Implementation-speci ¢
callback and data-structure details are omitted for clarity.
Algorithm 1 focuses on the scheduling decision made by
iScavenger after Monty has classi ed packets into per- ow
queues, as described in Section IV. The algorithm makes
explicit that Sticky packets retain priority on the preferred
low-latency path, while prediction is used only to regulate
whether background packets may also be admitted to that
path. Thus, the LSTM predictor does not replace MP-QUIC
congestion control, does not modify transport-layer behavior,
and does not select the path for Sticky packets. Its role
is to estimate near-future Sticky- ow demand so that the
scheduler can reserve low-latency capacity before admitting
background traf c.

E. iScavenger Operating Modes

To accommodate different deployment objectives, iScav-
enger supports two operating modes that differ in the selected
safety margin.

a: iScavenger_min (conservative).
Uses a positive, time-dependent safety margin (t) > 0,
resulting in stricter background admission and stronger la-
tency isolation for Sticky ows. In the conservative con-
guration evaluated in this study, the margin is set to
() = 0:2 Cjow(t), thereby reserving an additional 20%
of the current low-latency path capacity. This proportion
was selected a priori as a conservative allowance for Sticky-
ow demand-prediction errors and was held constant across
all experimental scenarios; it was not tuned separately for
individual network conditions. In an operational deployment,
the margin could also compensate for uncertainty in the
path-capacity estimate. The additional headroom reduces the

VOLUME ,

This work is licensed under a Creative Commons Attribution 4.0 License. For more information, see https://creativecommons.org/licenses/by/4.0/



This article has been accepted for publication in IEEE Open Journal of the Communications Society. This is the author's version which has not been fully edited and
content may change prior to final publication. Citation information: DOI 10.1109/0JCOMS.2026.3722388

~IEEE, IEEE Open Journol of the

('QWSDC Communications Society

TABLE 3: Main notation used in the iScavenger scheduling rule.

Symbol Description

t Current scheduling time.

p Generic packet considered by the scheduler.

Ps Sticky packet selected from a queue Q, where f(ps) 2 Fs.

Pb Background packet selected from a queue Q¢, where f(pp) 2 Fy,.

f(p) Flow associated with packet p.

Fs Set of delay-sensitive Sticky ows.

Fp Set of background ows.

Qf Per- ow queue associated with ow f.

Plow Preferred low-latency path.

Pait Alternative path used when background traf ¢ is not admitted to Pjoy.

Ciow (1) Estimated service capacity of Po, at time t, before reserving capacity for Sticky traf c.

rs(t) Observed Sticky- ow sending rate during the sampling interval ending at time t.

Rs Ordered history buffer containing previously observed Sticky- ow rate samples rs(t).
t Sampling and prediction-update interval used to aggregate packet-level Sticky- ow traf c.

K Number of past Sticky- ow demand samples used as predictor input.

H Prediction horizon.

Xx(t) Input window containing the K most recent Sticky- ow demand samples.

fist™m Trained LSTM predictor mapping X(t) to predicted Sticky- ow demand.

Iﬁs(t + H)  Predicted Sticky- ow demand over horizon H, expressed as a rate in the same units as Cjoy(t).
() Safety margin applied at time t to compensate for prediction and capacity-estimation errors.

Cres(t) Predicted residual capacity available for background traf ¢ on Py, at time t.

rp(t) Estimated aggregate rate requested by queued background traf c at time t.

rgdm(t) Background rate already admitted to Pjo, during the current prediction interval.

Avail(P) Predicate indicating whether path P is currently available for transmission according to MP-QUIC state.

risk of admitting excessive background traf c, at the cost of
potentially lower utilization of the preferred path.

b: iScavenger_max (aggressive).

Sets = 0, allowing background traf ¢ to utilize the full
predicted residual capacity. This improves link utilization but
may permit modest latency in ation when prediction errors
occur.

These variants provide a tunable trade-off between strict
latency protection and aggressive resource utilization. The
conservative mode is expected to favor Sticky- ow latency
protection, whereas the aggressive mode is expected to
improve background throughput and low-latency path uti-
lization.

F. Stability, Limitations, and ATSSS Integration
Prediction errors may result in temporary over- or under-
estimation of Sticky- ow demand. Underestimation may lead
the scheduler to admit too much background traf c to the
low-latency path, increasing the risk of short-term queueing
delay for Sticky traf c. Overestimation has the opposite
effect: background traf ¢ may be steered to the alternative
path even when some low-latency capacity would have been
available, reducing utilization.

Several mechanisms limit the impact of prediction errors:
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Sticky ows remain deterministically prioritized and are
never intentionally displaced by background traf c.
iScavenger affects future admission decisions for back-
ground packets rather than modifying already transmit-
ted packets.

Transport-layer congestion control continues to regu-
late sending behavior independently of the prediction
mechanism.

MP-QUIC retransmission, reliability, and congestion-
control semantics remain unchanged.

Consequently, the direct effect of prediction errors is
on the packet-level admission and path-selection decisions
made for background traf c. These decisions can change
the amount of background traf c assigned to each path and
thereby in uence the latency utilization trade-off, as well as
the RTT, loss, and queueing conditions observed by MP-
QUIC congestion control. However, iScavenger does not
modify the MP-QUIC congestion-control algorithm, retrans-
mission and reliability mechanisms, or protocol semantics.

A practical requirement of iScavenger is the availability of
a reasonable estimate of the capacity of the preferred low-
latency path. The proposed scheduler does not itself per-
form bandwidth estimation, but instead treats path-capacity
estimation as an input provided by the underlying system.
This assumption should not be interpreted as requiring
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Algorithm 1 iScavenger runtime scheduling logic

Require: Per- ow queues FQgg, paths Pioy and Py

Require: Predictor fi stm, safety margin , input length K

Require: Estimated low-latency capacity Cjow(t)

1: Initialize Sticky-demand history Rs and residual capacity Cres
(Ciow(0) )

2: Initialize time interval

t, prediction horizon H, t=H =1
3: for each scheduling opportunity at time t do

4: if a new prediction interval has elapsed then

5: rs(t)  Sticky bytes observed during t converted to bitrate
6: Append rs(t) to Rs

7: if jJRsj K then

8: X(t)  most recent K samples from Rs

9: Ds(t+H) fstm(X(D)

10 Cres(t) max(0; Ciow(t) Ds(t+H) )
11: else

12: Cres(t)  max(0;Ciow(t) )

13: end if

14: end if

15: if a Sticky packet ps is queued then

16: if Avail(Pjo) then

17: Send ps on Py

18: else

19: Defer ps until next scheduling tick

20: end if

21: else if a background packet py is queued then

22: rp(t)  requested background rate

23: if rp(t)  Cres(t) and Avail(Pow) then
24: Send pp on Py and update admitted background rate
25: else if Avail(Pgt) then

26: Send pp on Py

27: else

28: Defer py

29: end if

30: else

31: No packet is scheduled

32: end if

33: end for

perfect knowledge of instantaneous radio-channel capacity.
Rather, iScavenger requires a suf ciently accurate short-
term estimate to determine whether background traf ¢ can
be admitted without substantially increasing the risk of
contention with predicted Sticky- ow demand.

This assumption is consistent with prior work on through-
put and bandwidth prediction in cellular networks. Existing
studies have shown that available throughput on LTE and
5G links can be estimated or predicted from radio mea-
surements, physical-layer indicators, context information,
and historical observations. For example, cellular uplink
bandwidth has been predicted from radio measurements at
short time scales [11], and LTE uplink throughput has been
predicted from physical-layer measurements such as RSRP,
RSRQ, and SNR [41]. Other work has demonstrated real-
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time mobile bandwidth and handoff prediction in 4G/5G
networks [12], as well as bandwidth and delay prediction
for 5G cellular networks using statistical and machine-
learning methods [13], [14]. In addition, PHY-level channel
estimation in LTE and 5G NR provides lower-layer infor-
mation that can support capacity estimation, even though
iScavenger itself does not depend on a speci ¢ channel-
estimation mechanism [42], [43].

The availability of a suf ciently accurate short-term path-
capacity estimate is an explicit system-integration require-
ment of iScavenger and a limitation of the present evaluation,
which assumes that the con gured current path capacity is
available to the scheduler and does not quantify the ef-
fects of capacity-estimation errors. In an operational deploy-
ment, capacity estimates could be derived from radio-layer
measurements, transport-layer throughput observations, or
dedicated bandwidth-prediction modules. Estimation errors
could cause iScavenger to admit either too much or too
little background traf ¢ to the preferred path. The safety
margin used in the conservative iScavenger mode can reduce
sensitivity to such errors, although it cannot eliminate them.
Increasing the margin reduces the risk of overly aggressive
background admission but may also decrease utilization of
the preferred path. Evaluating iScavenger jointly with prac-
tical path-capacity estimation mechanisms therefore remains
an important direction for future work.

The effectiveness of iScavenger also depends on the
predictability of the protected traf ¢ ow. Many delay-
sensitive applications, including online gaming and interac-
tive services, exhibit short-term temporal structure that can
be exploited by traf c-demand predictors. However, highly
irregular or non-stationary traf ¢ may reduce prediction
accuracy and thereby diminish the bene ts of proactive
reservation. In such cases, a more conservative safety margin
can be used to reduce the risk of under-reserving capacity
for the Sticky ow.

From an ATSSS perspective, iScavenger does not mod-
ify steering semantics, URSP rules, MP-QUIC congestion
control, or control-plane signaling procedures. Instead, it
operates entirely within the packet-scheduling layer of the
multipath transport substrate. Compared with existing Monty
policies, iScavenger replaces reactive threshold-based protec-
tion with predictive residual-capacity reservation, enabling
proactive contention management while preserving compati-
bility with both the Monty framework and the 3GPP ATSSS
architecture.

VI. Evaluation and Methodology

This section presents the experimental methodology used
to evaluate the proposed iScavenger scheduling policy. The
objective is to isolate the impact of predictive, traf c-
aware scheduling in a controlled ATSSS-enabled multi- ow
environment. We rst de ne the evaluation objectives, then
describe the emulation setup, network scenarios, traf ¢ work-
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FIGURE 4: Network topology used for evaluation, illustrat-
ing an ATSSS-like multi-access setup with heterogeneous
low- and high-latency paths shared by multiple ows.

loads, scheduling baselines, predictive operation, evaluation
metrics, and methodological limitations.

A. Evaluation Objectives

The primary objective of the evaluation is to determine
whether a predictive, machine learning-assisted multi- ow
scheduling policy can improve the latency performance of
delay-sensitive traf c¢ in ATSSS-enabled environments while
maintaining ef cient use of available network resources.
Speci cally, the evaluation addresses the following ques-
tions:

Can predictive reservation of low-latency capacity re-
duce latency in ation for Sticky ows compared to
reactive, rule-based scheduling approaches?

Can predictive admission control allow background
traf c to opportunistically utilize residual capacity with-
out substantially degrading the latency performance of
delay-sensitive ows?

How sensitive is the latency performance of delay-
sensitive traf c to controlled bandwidth variation on the
preferred low-latency path?

How robust is iScavenger to jitter and packet-loss
impairments on the low-latency path, particularly in
protecting delay-sensitive Sticky ows while maintain-
ing useful background throughput?

These objectives directly align with the design motiva-
tion presented in Sections | and V, where iScavenger is
introduced as a predictive extension to Monty’s policy-based
multi- ow scheduling.

B. Testbed and Software Integration

The evaluation uses a controlled emulation environment
based on Mininet. Mininet provides a repeatable Linux-
based packet-processing environment in which path delay,
queue size, and link capacity can be con gured explicitly.
The testbed consists of a client and a server connected via
two heterogeneous access paths, representing an ATSSS-like
setting with one 3GPP access and one non-3GPP access,
such as Wi-Fi. Figure 4 illustrates the resulting topology.
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TABLE 4: Robust experimental settings under jitter and
packet loss.

’ Experimental settings Jitter range Packet loss
Low jitter, no packet loss 0 2ms 0%
High jitter, no packet loss 25ms 0%
Low packet loss, no jitter 0ms 1%
High packet loss, no jitter 0ms 5%
Low jitter, low packet loss 02ms 1%
Low jitter, high packet loss 0 2ms 5%
High jitter, low packet loss 2 5ms 1%
High jitter, high packet loss 2 5ms 5%

Netem and Linux traf c-control utilities are used to em-
ulate propagation delay, queueing, and link capacity. Each
access path is con gured with an egress queue of 1000
packets. The primary path represents the preferred low-
latency access and is con gured with a one-way propagation
delay of 2 ms. The secondary path represents a higher-latency
alternative and is con gured with a one-way propagation
delay of 7ms. The resulting round-trip propagation delays
are approximately 8 ms and 28 ms, respectively, including
the full emulated path between client and server.

Multipath connectivity is established using MP-QUIC
extended with the Monty framework. Monty runs in user
space and classi es application traf c into per- ow queues
before selecting an MP-QUIC path for each packet. iScav-
enger is implemented as an additional scheduling policy
within Monty and operates at the packet-scheduling layer. No
modi cations are made to the MP-QUIC congestion-control
mechanism or to the ATSSS control plane.

The two paths are con gured with distinct latency charac-
teristics to emulate heterogeneous access technologies. The
con gured path capacities allow contention to emerge on the
low-latency path when both delay-sensitive and background
traf ¢ are active, thereby exposing the trade-off between
latency protection and link utilization.

C. Network Scenarios
The evaluation is performed in three phases:

1) Phase 1: Fixed-bandwidth scenario. Both access
paths are con gured with a xed capacity of 10 Mbps.
This scenario isolates the effect of the scheduling
policy itself. By keeping path capacity constant, we
avoid introducing additional uncertainty from wireless-
channel dynamics, bandwidth-estimation errors, or
mobility effects. The xed-bandwidth scenario there-
fore allows us to evaluate whether short-term traf c-
demand prediction improves multi- ow scheduling de-
cisions under controlled and repeatable conditions.

2) Phase 2: Variable-bandwidth scenario. The capac-
ity of the preferred low-latency path is varied de-
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terministically between 7 Mbps and 10 Mbps, while
the higher-latency path and all other parameters are
kept unchanged. The same bandwidth-variation pattern
is replayed for all scheduling policies, ensuring that
performance differences are attributable to scheduling
behavior rather than to different network conditions.
This scenario is not intended to model the full wireless
channel or mobility process. Instead, it provides a
controlled stress case for evaluating how the policies
behave when the preferred low-latency path temporar-
ily loses capacity.

3) Phase 3: Jitter and packet-loss scenario. The robust-
ness of iScavenger under adverse network conditions
is assessed by introducing controlled jitter and packet
loss on the preferred low-latency path. Unlike Phase
2, which examines deterministic bandwidth variations,
this phase speci cally targets path-quality degrada-
tion caused by delay variation and packet drops. The
higher-latency path and all remaining experimental
parameters are maintained at their nominal values,
thereby isolating the effect of the introduced impair-
ments.

Eight experimental settings are considered, combining
three jitter levels and three packet-loss rates. The low-
jitter condition uses a jitter range of 0 2 ms, while
the high-jitter condition uses a jitter range of 2 5 ms.
Similarly, the low packet-loss condition uses a loss rate
of 1%, whereas the high packet-loss condition uses
a loss rate of 5%. These settings are summarized in
Table 4.
This con guration is designed to verify whether iScav-
enger can continue to protect the delay-sensitive Sticky
ow when the preferred low-latency path becomes
less reliable. At the same time, it evaluates whether
the scheduler can still maintain useful background
throughput under impaired path conditions.

In all the phases, the evaluation assumes that path-capacity
information is available to the scheduler. This decoupling is
intentional, since predicting future application demand and
predicting future path capacity are distinct problems. This
work focuses on the former: whether demand prediction
alone can improve packet scheduling and admission control.
In operational deployments, iScavenger could be combined
with bandwidth-estimation or throughput-prediction mech-
anisms that provide updated path-capacity estimates to the
scheduler.

D. Traf ¢ Workloads and Flow Classi cation
The evaluation considers one delay-sensitive ow and one
background ow within a shared ATSSS-enabled multipath
session. This two- ow setup is intentionally selected to
isolate the contention between latency-sensitive foreground
traf ¢ and best-effort background traf c. While operational
deployments may contain larger numbers of concurrent
ows, the chosen setup provides a controlled environment in
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FIGURE 5: Packet scheduling and path-selection process in
the ATSSS-enabled multipath setup. Sticky delay-sensitive
traf ¢ and background traf ¢ share a common MP-QUIC
connection, while scheduling policies determine per-packet
path assignment based on ow priority and path availability.

which the effect of each scheduling policy can be observed
without additional confounding factors.

The delay-sensitive ow is assigned the Sticky policy
and represents the primary application of interest. To model
realistic delay-sensitive traf c, we use traces from the pub-
licly available GAVIST5G dataset [39]. Speci cally, we use
League of Legends traces recorded between Ontario and
California. These traces contain bursty transmission patterns
and rapidly varying traf ¢ demand, which are characteristic
of interactive applications such as online games.

The background ow represents best-effort traf ¢ and
is generated using iPerf. It runs continuously for the full
70s experiment duration. The delay-sensitive gaming ow
starts after a 10s offset and remains active for 50s, from
10s to 60s. Thus, the rst 10s provide a pre-contention
interval, the 10 60s period captures coexistence between
delay-sensitive and background traf c, and the nal 10s
show the behavior after the delay-sensitive ow has ended.
The main experimental parameters used in all evaluation
phases are summarized in Table 5.

All ows use the same MP-QUIC connection and the same
BBR congestion-control algorithm. Traf c classi cation and
per- ow queuing are handled by Monty, which separates
delay-sensitive and background packets before applying the
selected scheduling policy. The same traf c traces, ow
assignments, experiment duration, and network conditions
are used for all evaluated scheduling policies to ensure a
fair comparison.

E. Scheduling Policies and Baselines
The evaluation compares iScavenger against the reference
scheduling policies provided by Monty: Sticky, LowRTT,
Scavenger, Careful, and Careful+. Figure 5 illustrates how
the delay-sensitive Sticky ow and the competing back-
ground ow share a common MP-QUIC connection, while
the selected scheduling policy determines the per-packet path
assignment. These policies are introduced in Section IV and
are therefore only summarized brie y here.

The delay-sensitive foreground ow always uses Sticky,
which keeps the ow on the preferred low-latency path. The
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TABLE 5: Main experimental parameters.

Parameter Value Parameter Value

Experiment duration 70s Background traf c interval 0 70s

Delay-sensitive traf c interval 10 60s Delay-sensitive ows 1

Background ows 1 Transport protocol MP-QUIC with Monty
Congestion control BBR Queue size 1000 packets per path
Low-latency path delay 2ms one-way High-latency path delay 7ms one-way

Approximate RTTs 8ms and 28 ms Fixed-bandwidth scenario 10 Mbps per path
Variable-bandwidth scenario 7 10 Mbps on low-latency path Delay-sensitive traf c League of Legends trace
Background traf c Long-running iPerf ow Predictive model LSTM; parameters in Table 2

competing background ow is scheduled using one of the
evaluated background policies: Scavenger, LowRTT, Careful,
Careful+, iScavenger_min, or iScavenger_max. Scavenger
represents conservative traf c separation, LowRTT repre-
sents latency-oriented path selection without explicit priority
protection, and Careful/Careful+ represent reactive queue-
delay-based protection mechanisms. iScavenger_min and iS-
cavenger_max represent conservative and aggressive variants
of the proposed predictive scheduler, respectively.

All evaluated policies operate within the same MP-QUIC
and Monty environment. Consequently, transport-layer be-
havior, congestion control, packet generation, topology, and
measurement procedures remain identical across experi-
ments. Any observed performance differences can therefore
be attributed to scheduling behavior rather than to modi ca-
tions of the transport protocol or the application workload.

For Careful and Careful+, the queue-delay thresholds
are kept xed across all experiments. No scenario-speci ¢
parameter tuning is performed. For iScavenger, the LSTM
predictor and its hyperparameters are those described in
Section V. The iScavenger min mode uses a positive safety
margin to reserve additional capacity for the Sticky ow,
while iScavenger max sets the safety margin to zero and
admits background traf ¢ up to the full predicted residual
capacity.

F. Predictive Scheduling Operation
The predictive component of iScavenger operates continu-
ously during the experiment. At each scheduling interval, the
scheduler collects the most recent Sticky- ow sending-rate
measurements and provides them as input to the pre-trained
LSTM model described in Section V. The model predicts
the expected Sticky- ow demand over the upcoming pre-
diction horizon. During the online scheduling experiments,
the scheduler uses the same temporal con guration as that
used during model development: sending-rate measurements
are aggregated, and predictions are updated every t=1s.
The LSTM predicts one sampling interval ahead (H = 1),
corresponding to 1s.

Based on this prediction, iScavenger estimates the resid-
ual capacity available on the low-latency path. Background
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packets are admitted to the low-latency path only when suf -
cient residual capacity is expected to remain after reserving
capacity for the predicted Sticky- ow demand. Otherwise,
background packets are steered to the higher-latency alter-
native path.

Unlike reactive baseline policies, which rely on current
path measurements such as RTT or queue occupancy, iS-
cavenger makes admission decisions based on predicted
future demand. This enables the scheduler to reserve capacity
before queue buildup becomes visible in network measure-
ments.

G. Evaluation Metrics

The evaluation uses both latency and utilization metrics
to capture the trade-off between protecting delay-sensitive
traf ¢ and exploiting available capacity.

For the delay-sensitive Sticky ow, we measure round-trip
time (RTT) and present the RTT distribution using empirical
cumulative distribution functions (ECDFs). We also consider
the median and upper-tail behavior of the RTT distribution,
since tail latency is particularly important for interactive
applications.

For background traf c, we measure time-series through-
put during the full experiment duration, with particular
focus on the interval in which Sticky traf ¢ is active.
This shows whether a policy preserves useful background
throughput while avoiding excessive interference with the
delay-sensitive ow.

In addition to aggregate background throughput, we con-
sider path utilization to determine whether a policy merely
avoids the low-latency path or actually makes effective use
of the available multipath capacity. This is important because
overly conservative policies may protect latency-sensitive
traf ¢ but leave residual capacity unused.

H. Methodological Considerations and Limitations

The controlled Mininet environment provides a repeatable
platform for isolating the effects of scheduling decisions.
However, it does not capture all sources of variability present
in operational wireless deployments. While Phase 2 explic-
itly introduces bandwidth variability, Phase 3 incorporates

15

This work is licensed under a Creative Commons Attribution 4.0 License. For more information, see https://creativecommons.org/licenses/by/4.0/



This article has been accepted for publication in IEEE Open Journal of the Communications Society. This is the author's version which has not been fully edited and
content may change prior to final publication. Citation information: DOI 10.1109/0JCOMS.2026.3722388

Shah M. Emad Uddin et al.: Preparation of Papers for IEEE OPEN JOURNALS

controlled jitter and packet loss to evaluate robustness.
These impairments are applied deterministically and do not
reproduce the full stochastic dynamics of a real wireless
channel. In particular, the emulation does not model detailed
radio-channel behavior, handovers or scheduler behavior in
the radio access network.

The variable-bandwidth experiment and the jitter/packet-
loss experiments provide controlled stress cases in which
the preferred low-latency path temporarily loses capacity or
experiences degraded quality. These scenarios should not be
interpreted as complete models of wireless mobility, radio-
channel variation, or network dynamics. Instead, they are
designed to evaluate whether the proposed scheduler remains
stable when the assumed low-latency path capacity changes
within a bounded range.

Another limitation is that iScavenger assumes the avail-
ability of a path-capacity estimate. The present evaluation
focuses on the interaction between traf c-demand prediction,
residual-capacity reservation, and packet scheduling. Inte-
grating iScavenger with dynamic bandwidth-estimation or
path-capacity-prediction mechanisms remains an important
direction for future work.

VII. Results

This section presents the experimental results evaluating
the proposed ML-based iScavenger policy in comparison
with existing Monty scheduling policies. The results are
structured to show how different policy designs affect (i) the
latency of delay-sensitive Sticky ows and (ii) the ability of
competing background traf c to utilize available path capac-
ity. In addition to the static Scavenger baseline, we include
the Careful and Careful+ policies to represent increasingly
conservative, rule-based latency-protection strategies.

A. Sticky Flow Latency Under Competing Background
Traf ¢
We rst examine how different background scheduling poli-
cies affect the RTT experienced by delay-sensitive Sticky
ows. Figures 6(a) and 7(a) show the ECDFs of the Sticky-
ow RTT under two representative sets of competing back-
ground policies. In Figure 6(a), the Sticky ow competes
with static Scavenger and ML-based iScavenger background
ows. In Figure 7(a), it competes with LowRTT and iScav-
enger Ows.

The static Scavenger policy keeps the Sticky- ow RTT
distribution close to the low-latency region. This behavior is
consistent with its conservative path-selection strategy: when
contention with Sticky traf c is detected, Scavenger avoids
using the preferred low-latency path for background traf c.
As a result, the Sticky ow experiences limited queueing
pressure on the preferred path. However, this latency protec-
tion comes at the cost of reduced background throughput, as
discussed in Section B.

LowRTT exhibits a different behavior. Since it selects
paths based primarily on current RTT, it may continue to
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place background traf c on the low-latency path even when
Sticky traf ¢ is active. This increases contention on the
preferred path and results in a rightward shift of the Sticky-

ow RTT distribution compared with the more conservative
policies.

The iScavenger variants occupy an intermediate region.
The conservative variant, iScavenger_min, keeps the median
and lower-percentile RTTs close to the low-latency region,
while introducing only a moderate increase in the upper tail.
This indicates that predictive residual-capacity reservation
can preserve much of the latency performance of the Sticky

ow while still allowing background traf ¢ to use avail-
able capacity. The more aggressive variant, iScavenger_max,
shifts the RTT distribution further to the right, particularly in
the upper tail. This re ects its more permissive background
admission policy, which increases low-latency path utiliza-
tion but also raises the risk of short-term contention when
Sticky- ow demand increases.

Figures 8(a) and 9(a) compare iScavenger with the queue-
delay-aware Careful and Careful+ policies. Careful keeps
the Sticky- ow RTT distribution tightly concentrated at low
values, indicating strong latency isolation. This behavior
is expected because Careful restricts background use of
the low-latency path when the estimated queueing delay
exceeds its con gured threshold. Careful+, which applies
a less restrictive threshold, allows more background traf c
onto the preferred path and therefore exhibits a broader RTT
distribution.

Compared with these reactive strategies, iScavenger_min
provides similar median RTT behavior while allowing higher
background throughput, as shown in the corresponding
throughput gures. The results therefore indicate three broad
scheduling behaviors:

Reactive protection (Careful, Scavenger): provides
strong Sticky- ow latency protection, but may leave
residual capacity unused.

Predictive protection (iScavenger): preserves low
RTT for much of the Sticky- ow distribution while
allowing more background traf c to use available ca-

pacity.
Latency-oblivious background scheduling
(LowRTT): prioritizes low-RTT path selection

for the background ow and can therefore increase
contention with Sticky traf c.

Overall, the latency results show that predictive admis-
sion control can maintain bounded RTT in ation for delay-
sensitive traf ¢ while providing a more exible trade-off
between latency isolation and background throughput than
purely reactive policies.

B. Background Throughput and Residual-Capacity Use

We next examine how the scheduling policies affect back-
ground traf c throughput when delay-sensitive Sticky traf c
is present. While Section A focused on latency protection,
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FIGURE 6: Interaction between Sticky traf ¢ and competing background traf ¢ under Scavenger and iScavenger. (a)
ECDF of the Sticky- ow RTT under static Scavenger and ML-based iScavenger background policies. (b) Background- ow
throughput over time for the same policies. The Sticky ow is active from 10s to 60s.
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(a) ECDF of Sticky- ow RTT under LowRTT and iScavenger.

(b) Background- ow throughput under LowRTT and iScavenger.

FIGURE 7: Interaction between Sticky traf ¢ and competing background traf ¢ under LowRTT and iScavenger.
(a) ECDF of the Sticky- ow RTT under LowRTT and ML-based iScavenger background policies. (b) Background- ow
throughput over time for the same policies. The Sticky ow is active from 10s to 60s.

this subsection considers how effectively each policy allows
background traf c to use available capacity.

Figure 6(b) shows the background throughput of static
Scavenger and ML-based iScavenger during the experiment.
Sticky traf c is active from 10s to 60s, creating controlled
contention for the preferred low-latency path.

With static Scavenger, background throughput decreases
substantially when the Sticky ow becomes active. This
behavior follows from the policy design: Scavenger avoids
the low-latency path when Sticky traf c is present, thereby
reducing the risk of interference. The corresponding RTT re-
sults show that this strategy protects Sticky traf c effectively,
but the throughput plot indicates that it may also underuti-
lize available capacity during periods when the Sticky- ow
demand is bursty or temporarily low.

LowRTT shows the opposite tendency. Since it continues
to favor the low-latency path, it can maintain background
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transmission on that path even during periods of Sticky
activity. This can improve background use of the preferred
path, but the RTT results in Figure 7(a) indicate that this
comes at the cost of increased delay for the Sticky ow.
The iScavenger variants maintain higher and more sta-
ble background throughput than static Scavenger during
the Sticky-active interval. This behavior is consistent with
the predictive admission mechanism: background traf c is
admitted to the low-latency path when the predicted residual
capacity is suf cient, and is shifted to the higher-latency path
when the predicted Sticky demand increases. The results
therefore suggest that iScavenger can exploit residual ca-
pacity more effectively than static avoidance-based policies
while still limiting latency degradation for the priority ow.
Figures 8(b) and 9(b) compare iScavenger with Careful
and Careful+. Careful shows a pronounced reduction in
background throughput during the Sticky-active interval.
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FIGURE 8: Interaction between Sticky traf ¢ and competing background traf ¢ under Careful and iScavenger.
(a) ECDF of the Sticky- ow RTT under Careful and ML-based iScavenger background policies. (b) Background- ow
throughput over time for the same policies. The Sticky ow is active from 10s to 60s.
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(a) ECDF of Sticky- ow RTT under Careful+ and iScavenger.
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(b) Background- ow throughput under Careful+ and iScavenger.

FIGURE 9: Interaction between Sticky traf ¢ and competing background traf ¢ under Careful+ and iScavenger.
(a) ECDF of the Sticky- ow RTT under Careful+ and ML-based iScavenger background policies. (b) Background- ow
throughput over time for the same policies. The Sticky ow is active from 10s to 60s.

This is consistent with its strict queue-delay threshold, which
limits background use of the low-latency path once the
estimated queueing delay exceeds the con gured threshold.
Careful+ allows background traf ¢ to return to the low-
latency path more readily and therefore achieves higher
throughput than Careful in some intervals, but its throughput
varies more noticeably over time.

Compared with Careful and Careful+, iScavenger provides
smoother background throughput during the same interval.
The predictive mechanism does not eliminate throughput
variation, but it reduces the need for abrupt reactive backoff
by adjusting background admission according to expected
Sticky- ow demand. These results suggest that predictive
scheduling can improve the utilization side of the latency
utilization trade-off without relying solely on queue-delay
threshold crossings.
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In summary, the throughput results indicate that iScav-
enger provides a more balanced operating point than the
conservative reactive policies. It maintains latency protection
for Sticky traf ¢ while allowing background ows to use
more of the available capacity during periods of contention.

C. Policy Spectrum: Latency Isolation Versus Utilization
Figures 6 9 collectively illustrate a latency utilization spec-
trum among the evaluated scheduling policies. The main
distinction is how each policy balances protection of delay-
sensitive Sticky traf c against the use of residual capacity
by background traf c.

At one end of the spectrum, Careful prioritizes latency
isolation. Its queue-delay-based admission control strongly
restricts background traf ¢ when queueing delay increases,
keeping the Sticky- ow RTT close to the low-latency re-
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gion. The trade-off is a substantial reduction in background
throughput during the Sticky-active interval.

Static Scavenger also prioritizes latency protection, but
does so primarily through path separation. When Sticky
traf c is present, background traf c is steered away from the
preferred low-latency path. This provides effective isolation,
but can be conservative when Sticky traf c is bursty and
residual capacity remains available between bursts.

LowRTT represents the opposite behavior. By selecting
the path with the lowest measured RTT for background traf-

¢, it can continue to use the low-latency path during Sticky
activity. This increases background access to the preferred
path but also increases contention with the delay-sensitive
ow, as re ected in the Sticky- ow RTT distribution.

The iScavenger variants provide tunable intermediate op-
erating points. iScavenger_max admits background traf c
more aggressively, improving background throughput but
shifting the Sticky- ow RTT distribution further to the right.
iScavenger_min applies a more conservative safety margin,
preserving more of the Sticky- ow latency performance
while still improving background throughput compared with
more restrictive reactive policies.

These results show that ATSSS scheduling should be
evaluated jointly in terms of latency isolation and capacity
utilization. Predictive, ow-aware scheduling provides an
additional control dimension by allowing the scheduler to
adapt background admission based on expected priority- ow
demand rather than only on currently observed congestion
signals.

D. Bandwidth Variability and Latency

In Phase 2, we evaluate the impact of controlled capacity
variation on Sticky- ow RTT. The preferred low-latency path
is varied between 7 Mbps and 10 Mbps, while the remaining
path parameters are kept unchanged. Figure 10 compares
the RTT distributions obtained under xed- and variable-
bandwidth conditions for the evaluated background policies.

Across the scenarios, the variable-bandwidth curves are
generally shifted to the right compared with the xed-
bandwidth curves. This indicates that reducing the available
capacity on the preferred low-latency path increases RTT
for the delay-sensitive ow. The effect is visible both in the
median region and in the upper tail, suggesting that capacity
variation increases RTT dispersion as well as worst-case
delay.

The magnitude of the shift depends on how the competing
background policy uses the low-latency path. In Figure 10(a),
where Sticky traf ¢ competes with Scavenger, the RTT
distribution remains concentrated in the low-latency region
under both bandwidth settings. The difference between xed
and variable bandwidth is comparatively small, which is
consistent with Scavenger avoiding the low-latency path
when Sticky traf c is active.

A larger separation between xed- and variable-bandwidth
conditions is observed when the competing policy makes
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more frequent use of the preferred path. In Figure 10(b),
the Sticky ow competing with LowRTT experiences a sub-
stantially broader RTT distribution under variable bandwidth.
This indicates that capacity variation has a stronger impact
when background traf ¢ continues to contend for the low-
latency path.

Figures 10(c) and 10(d) show the corresponding behav-
ior for Careful and Careful+. In both cases, xed band-
width results in faster ECDF convergence, whereas variable
bandwidth increases the RTT spread. The effect is more
pronounced for Careful+, which is consistent with its less
conservative admission behavior compared with Careful.

Figures 10(e) and 10(f) show the behavior of the iScav-
enger variants under xed and variable bandwidth. Under

xed bandwidth, the Sticky- ow RTT remains more con-
centrated. Under variable bandwidth, the RTT distribution
becomes broader and the upper tail increases. This indicates
that predictive admission control remains sensitive to the
accuracy and stability of the available-capacity estimate:
when the preferred path capacity is reduced, the residual
capacity available for background traf ¢ becomes smaller,
increasing the likelihood of transient contention.

Overall, the Phase 2 results show that controlled capacity
variation degrades Sticky- ow latency compared with the

xed-bandwidth case, particularly for policies that make
more aggressive use of the preferred low-latency path. These
results support the need to combine demand prediction with
robust path-capacity estimation in future deployments.

E. Robustness under Jitter and Packet Loss

In Phase 3, we evaluate the resilience of iScavenger against
path-quality degradation by introducing controlled jitter and
packet-loss impairments on the preferred low-latency path.
The experimental con gurations summarized in Table 4
isolate the effects of timing uncertainty and packet loss, both
individually and in combination. Figures 11-15 present the
ECDFs of Sticky- ow RTT and background- ow throughput
for each setting, with the Sticky ow active from 10 sto 60 s
in all cases.

Figure 11 examines the impact of increasing jitter while
packet loss is held at 0%. The baseline with no jitter and
loss and two impaired conditions, low jitter (0 2 ms) and
high jitter (2 5 ms) are compared.

The ECDF in Figure 11(a) depicts that the baseline lies
predominantly to the left of both impaired cases, with some
overlap in the middle region. This indicates that the Sticky

ow experiences its lowest RTT under nominal, impairment-
free conditions. As jitter increases from 0 ms to the low
and high ranges, the ECDF shifts progressively rightward,
meaning the Sticky ow experiences higher RTT under
jitter. The low-jitter and high-jitter ECDFs show similar
rightward shifts, with the high-jitter case exhibiting a slightly
longer tail. This behavior is explained by the corresponding
throughput traces in Figure 11(b) under the baseline con-
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(a) ECDF (RTT) of Sticky Flow when

competing with Scavenger under xed and
variable BW.

~Fixed BW
—Variable BW!

10 15 20 25 30
RTT (msec)

(d) ECDF (RTT) of Sticky when competing

with Careful+ under xed and variable BW.

ECDF

10 15 20 25 30 35 40
RTT (msec)

(b) ECDF (RTT) of Sticky Flow when

competing with LowRTT under xed and
variable BW.

~Fixed BW
—Variable BW|

0.8

0.6

ECDF

0.4

0.2

10 15 20 25 30 35
RTT (msec)
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(f) ECDF (RTT) of Sticky Flow when

competing with iScavenger_max under xed
and variable BW.

FIGURE 10: Sticky- ow RTT under xed and variable bandwidth. Each sub gure compares the ECDF of the Sticky-

ow RTT under

xed and variable bandwidth for a different competing background policy: (a) Scavenger, (b) LowRTT,

(c) Careful, (d) Careful+, (e) iScavenger_min, and (f) iScavenger_max.

dition, the bulk ow maintains its throughput without any
timing uncertainty.

The throughput traces in Figure 11(b) con rm that delay
variation alone does not signi cantly alter the scheduler’s
admission decisions. In the throughput traces under the
baseline condition, the bulk ow maintains its throughput on
both the preferred low-latency path and the higher-latency
path throughout the Sticky-active interval. When jitter is
introduced, the bulk ow’s throughput pro les for low and
high jitter are nearly identical to the baseline during the
Sticky-active period. The observed rightward shift in the
ECDF is therefore a direct effect of jitter on packet delays,
increasing the RTT distribution.

Figure 12 focuses on the in uence of packet-loss rate
while jitter is held at 0 ms. The baseline, low-loss (1%),
and high-loss (5%) con gurations are compared.

The ECDF in Figure 12(a) shows a different behavior from
the jitter-only case. The baseline ECDF lies to the right of
both loss cases, indicating that the Sticky ow experiences
its highest RTT under nominal conditions. As the loss rate
increases from 1% to 5%, the ECDF shifts progressively
leftward, meaning the Sticky ow experiences lower RTT
under higher loss. This behavior is directly attributable to
retransmission delays.

The Packet erasures on the low-latency path cause the
bulk ow’s congestion control to back off, reducing its
throughput. At 5% loss, the bulk ow’s throughput drops
markedly relative to the baseline and the 1% loss case. This
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reduction in bulk traf c¢ decreases queue occupancy on the
low-latency path, which directly lowers the queuing delay
experienced by Sticky packets.

While the high-loss ECDF exhibits occasional outliers
in the tail but the RTT remains bounded. This con rms
that iScavenger does not amplify latency under erasure
conditions. Notably, despite the loss-induced reduction in
bulk throughput, Figure 12(b) shows that the bulk ow
never experiences starvation and useful throughput persists
throughout the Sticky interval.

Comparing Figures 11-12, it is evident that jitter and
packet loss differently affect the system. Jitter directly im-
pacts the Sticky ow by introducing timing variability, which
shifts the RTT distribution rightward while leaving the bulk

ow’s throughput unaffected. Packet loss, in contrast, pri-
marily affects the bulk ow by triggering congestion-control
backoff, which reduces queue occupancy and consequently
lowers Sticky RTT. These complementary effects highlight
that jitter and loss operate through distinct pathways: jitter
degrades Sticky latency directly, while loss improves it
indirectly by suppressing the competing bulk traf c.

In Figures 13(a)-15(a), the baseline ECDF is generally
positioned to the right of the impaired cases. This indi-
cates that the Sticky ow experiences its higher RTT under
ideal, impairment-free conditions. This is explained by the
throughput behavior of the competing bulk ow as seen in
Figures 13(b)-15(b). Under the baseline condition, the bulk

ow can sustain higher throughput on the available paths,
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(a) ECDF comparison of Sticky- ow RTT competing with iScavenger_max
baseline, and iScavenger_max under low and high jitter with no packet loss.

No Packet Loss

Bitrate (Mbit/s)

Time (s)

(b) Background- ow throughput competing iScavenger_max baseline, and
iScavenger_max under low and high jitter with no packet loss.

FIGURE 11: Interaction between Sticky traf ¢ and competing background traf ¢ under iScavenger_max policy,
where low and high jitter ranges are 0 2 ms and 2 5 ms, respectively, and packet loss is 0%. (a) ECDF of the Sticky-

ow when competing with iScavenger_max background policy under baseline, and low and high jitter with no packet loss.
(b) Background- ow throughput over time for the same policy and experimental setting. The Sticky ow is active from
10s to 60s.

Bitrate (Mbit/s)

Time (s)

(a) ECDF comparison of Sticky- ow RTT competing with iScavenger_max
baseline, and iScavenger_max under low and high packet loss and no jitter.

(b) Background- ow throughput competing with iScavenger_max baseline,
and iScavenger_max under low and high packet loss and no jitter

FIGURE 12: Interaction between Sticky traf ¢ and competing background traf ¢ under iScavenger_max policy,
where low and high packet loss are 1% and 5%, respectively, and jitter is 0 ms. (a) ECDF of the Sticky- ow
when competing with iScavenger_max background policies under baseline, and low and high packet loss with no jitter. (b)
Background- ow throughput over time for the same policy and experimental setting. The Sticky ow is active from 10s

to 60s.

which increases queue occupancy on the low-latency path
and consequently raises the RTT of the Sticky ow.

When jitter is increased from 0-2 ms to 2-5 ms, the shift in
the Sticky- ow RTT distribution remains modest. This sug-
gests that delay variation alone does not severely constrain
the competing bulk ow. As a result, queue occupancy on
the low-latency path remains relatively stable, and the Sticky

ow continues to experience bounded delay.

Under the baseline condition, the bulk ow maintains
throughput as shown in Figures 13(b)-15(b). This back-
ground traf c increases queuing pressure on the low-latency
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path, which in turn increases the RTT of the Sticky ow.
However, the RTT remains within a bounded and acceptable
range for the assumed delay-sensitive traf ¢, con rming that
iScavenger’s prioritization mechanism continues to protect
the Sticky ow despite increased queuing pressure.

In contrast, when packet loss is introduced, as shown in
Figures 14(b) and 15(b), the bulk- ow throughput decreases.
At 5% packet loss, the reduction is particularly pronounced
relative to the baseline, as packet erasures consume part
of the transmitted capacity and trigger congestion-control
backoff. This reduction in bulk throughput alleviates queuing
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(a) ECDF comparison of Sticky- ow RTT competing with iScavenger_max (b) Background- ow throughput competing iScavenger_max baseline, and
baseline, and iScavenger_max under low and high jitter with low packet iScavenger_max under low and high jitter with low packet loss.
loss.

FIGURE 13: Interaction between Sticky traf ¢ and competing background traf ¢ under iScavenger_max policy,
where low and high jitter ranges are 0 2 ms and 2 5 ms, respectively, and packet loss is 1%. (a) ECDF of the
Sticky- ow when competing with iScavenger_max background policy under baseline, and low and high jitter with low
packet loss. (b) Background- ow throughput over time for the same policy and experimental setting. The Sticky ow is
active from 10s to 60s.

(a) ECDF comparison of Sticky- ow RTT competing with iScavenger_max (b) Background- ow throughput competing with iScavenger_max baseline,
baseline, and iScavenger_max under low and high packet loss and low jitter. and iScavenger_max under low and high packet loss and low jitter

FIGURE 14: Interaction between Sticky traf ¢ and competing background traf ¢ under iScavenger_max policy,
where low and high packet loss are 1% and 5%, respectively, and jitter ranges from 0-2 ms. (a) ECDF of the
Sticky- ow when competing with iScavenger_max background policies under baseline, and low and high packet loss with
low jitter. (b) Background- ow throughput over time for the same policy and experimental setting. The Sticky ow is active
from 10s to 60s.

pressure on the low-latency path, directly contributing to the  packet-loss impairments while preserving useful background
lower Sticky- ow RTT observed in Figures 14(a) and 15(a). throughput whenever path conditions allow.
Overall, the results show that the baseline condition cor-
responds to the case where the Sticky ow experiences
the highest, yet still bounded, RTT because the competing - Summary of Results
bulk ow can fully utilize the available path capacity. Un- The xed-bandwidth experiments reveal a clear trade-off
der packet-loss impairments, reduced bulk- ow throughput ~between protecting the latency of the Sticky ow and main-
lowers queue occupancy and consequently reduces Sticky- taining background- ow throughput. As shown in Figures 6
ow RTT. These ndings con rm that iScavenger effectively 9, the more conservative Scavenger and Careful policies keep

protects the delay-sensitive Sticky ow under jitter and the Sticky- ow RTT concentrated close to the low-latency
region, but substantially reduce background throughput dur-
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(a) ECDF comparision of Sticky- ow RTT competing with iScav-
enger_max baseline, and iScavenger_max under high jitter and packet loss.

(b) Background- ow throughput competing with iScavenger_max baseline,
and iScavenger_max under high jitter and packet loss.

FIGURE 15: Interaction between Sticky traf ¢ and competing background traf c under iScavenger_max policy, where
jitter ranges from 2-5 ms, and packet loss is 5%. (a) ECDF of the Sticky- ow when competing with iScavenger_max
background policy under baseline, high jitter and packet loss. (b) Background- ow throughput over time for the same policy
and experimental setting. The Sticky ow is active from 10s to 60s.

ing the Sticky-active interval. LoWRTT produces a broader
Sticky- ow RTT distribution, consistent with increased con-
tention on the preferred path.

The two iScavenger variants provide tunable operat-
ing points within this trade-off. The conservative iScav-
enger_min variant preserves much of the median and lower-
percentile Sticky- ow RTT behavior of the more conserva-
tive policies while providing higher background throughput.
The more aggressive iScavenger_max variant achieves still
higher background throughput, although this is accompanied
by a broader Sticky- ow RTT distribution, particularly in the
upper tail. These results show how the safety margin allows
iScavenger to prioritize either stronger latency protection or
more aggressive utilization of available capacity.

The variable-bandwidth experiments in Figure 10 show
that reductions in preferred-path capacity generally broaden
the Sticky- ow RTT distribution. The effect is comparatively
small for policies that restrict background use of the pre-
ferred path and more pronounced for policies that use it more
aggressively. These ndings show that the latency utilization
trade-off depends not only on predicted Sticky- ow demand
but also on timely information about the capacity available
on the preferred path.

The Phase 3 experiments in Figures 11 15 characterize the
behavior of iScavenger_max under the evaluated jitter and
packet-loss conditions. Introducing jitter shifts the Sticky-

ow RTT distribution toward higher values, while back-
ground throughput remains broadly similar to the nominal
case. Packet loss, in contrast, reduces background through-
put. The accompanying reduction in the observed Sticky-

ow RTT is consistent with lower contention on the pre-
ferred path and should not be interpreted as packet loss
improving overall application performance. Across the tested
impairment settings, iScavenger_max continues to provide a

VOLUME ,

nonzero background throughput while limiting the additional
latency experienced by the Sticky ow.

Overall, the results indicate that predictive, ow-
aware admission control can provide con gurable op-
erating points in the latency utilization trade-off under
the evaluated ATSSS-enabled multi- ow conditions. iScav-
enger_min favors Sticky- ow latency protection, whereas
iScavenger_max favors background utilization. The experi-
ments also identify path-capacity variation, jitter, and packet
loss as important factors to consider when con guring the
scheduler for operational deployments, thereby addressing
the evaluation objectives de ned in Section VI.

VIII. Conclusion
This work investigated predictive multi- ow scheduling for
delay-sensitive traf ¢ in ATSSS-enabled multi-access net-
works. While ATSSS provides a standardized architectural
framework for steering, switching, and splitting traf c across
heterogeneous access networks, the performance experienced
by applications depends strongly on the packet-scheduling
logic used by the underlying multipath transport. In multi-
ow scenarios, reactive schedulers may respond only after
contention has emerged, leading to transient queue buildup
and latency in ation for priority traf c. In contrast, con-
servative rule-based schedulers may leave available capacity
underutilized.

To address this limitation, we presented iScavenger, a pre-
dictive, machine-learning-based multi- ow scheduling policy
implemented within the Monty MP-QUIC framework. iScav-
enger uses short-term traf c-demand prediction to estimate
future bandwidth requirements for delay-sensitive Sticky

ows and to regulate the admission of background traf c
onto the preferred low-latency path. Through predictive
residual-capacity control, the scheduler preserves priority
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treatment for delay-sensitive traf ¢ while allowing back-
ground traf c¢ to exploit residual capacity when available.

The experimental evaluation, conducted in a controlled
Mininet-based multi-access testbed, indicates that predictive,

ow-aware scheduling can improve the latency utilization
trade-off under the evaluated conditions. Compared with
conservative baseline policies such as Scavenger and Care-
ful, the evaluated iScavenger con gurations maintain higher
background throughput while limiting the additional RTT
experienced by Sticky ows during contention periods. The
two iScavenger operating modes illustrate a tunable trade-
off: iScavenger_min emphasizes latency protection, whereas
iScavenger_max more aggressively exploits available capac-
ity. The variable-bandwidth results further show that reduc-
tions in preferred-path capacity increase Sticky- ow RTT,
particularly for policies that aggressively use the preferred
path. This highlights the importance of providing the sched-
uler with timely path-capacity information and motivates
future integration with practical path-capacity estimation
mechanisms.

The experiments under controlled jitter and packet loss
characterize the behavior of iScavenger_max when the pre-
ferred low-latency path experiences timing uncertainty and
packet erasures. Introducing jitter shifts the Sticky- ow
RTT distribution toward higher values, while background
throughput remains broadly similar to the nominal condition.
Packet loss, in contrast, reduces background throughput. The
accompanying reduction in the observed Sticky- ow RTT
is consistent with lower contention on the preferred path.
It should not be interpreted as an improvement in overall
application performance due to packet loss. Across the tested
impairment settings, iScavenger_max continues to provide a
nonzero background throughput while limiting the additional
latency experienced by the Sticky ow. These ndings indi-
cate that the aggressive iScavenger con guration continues
to operate under the evaluated path-quality degradations
while maintaining a balance between Sticky- ow latency and
opportunistic background utilization.

The study also highlights broader design implications for
ATSSS schedulers. Explicit ow awareness is important,
but it is not suf cient on its own to prevent transient
interference between delay-sensitive and background traf c.
Reactive queue-delay thresholds can provide strong latency
isolation, but may lead to conservative use of available
capacity. Short-horizon traf c-demand prediction provides
an additional control dimension, enabling the scheduler to
regulate background traf c¢ before congestion is observed.

This work has several limitations. The evaluation is based
on a controlled MP-QUIC emulation with two access paths:
one delay-sensitive Sticky ow and one competing back-
ground ow, both using traf c from a single application trace
family. These choices provide a repeatable environment for
isolating scheduling behavior. Still, they do not reproduce the
full stochastic dynamics of operational wireless networks,
including mobility, handovers, correlated path impairments,
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or radio-access scheduling effects. The evaluation also as-
sumes that the con gured current path capacity is available
to the scheduler and does not quantify the effect of capacity-
estimation errors. Moreover, the predictive model depends on
historical traf ¢ structure and may be less effective for highly
irregular or non-stationary workloads. Future work should
therefore evaluate iScavenger across more diverse applica-
tions and ow combinations, validate it in larger, more re-
alistic multi-access testbeds, consider mobility-induced path
variability, integrate practical path-capacity estimation, and
investigate adaptive or online learning mechanisms.

Overall, the results suggest that predictive, ow-aware
scheduling is a promising mechanism for improving the bal-
ance between latency protection and link utilization under the
evaluated ATSSS-enabled multi-access conditions. The pro-
posed approach remains architecturally compatible with the
Monty MP-QUIC framework. It does not require changes to
MP-QUIC congestion-control mechanisms or 3GPP ATSSS
steering semantics and control-plane procedures.
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