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Abstract

Path planning that takes kinodynamic constraints into account is a crucial
part of critical missions where autonomous vehicles must function indepen-
dently without communication from an operator as this ensures that the
vehicle will be able to follow the planned path. In this thesis, an algorithm is
presented that can plan kinodynamically feasible paths through large scale
continuous costmap environments for di [erent constraints on the maximum
allowed acceleration and jerk along the path. The algorithm begins by taking
a small stochastic sample of the costmap, with a higher probability to keep
more information from the cheaper, interesting areas of the map. This ran-
dom sample is turned into a graph to which Dijkstra’s algorithm is applied in
order to obtain an initial guess of a path. Simulated annealing is then used to
first smooth this initial guess to obey the kinodynamic constraints and then
optimize the path with respect to cost while keeping the kinodynamics below
the set limits. The majority of the simulated annealing iterations utilize a
GPU to significantly reduce the computational time needed.

The performance of the algorithm was evaluated by studying the paths
generated from a large number of di Lerknt start and end points in a complex
continuous costmap with a high resolution of 2551 x 2216 pixels. To evaluate
the robustness of the algorithm a large number of paths were generated, both
with the same and with dilerknt start and end points, and the paths were
inspected both visually, and the spread of the cost of the di[erknt paths was
studied.

It was concluded that the algorithm is able to generate paths of high
quality for dilerent limits on the allowed acceleration and jerk as well as
achieving a low spread in cost when generating multiple paths between the
same pair of points. The utilization of a GPU to improve computational
performance proved successful as the GPU executed between 2.4 and 2.8
times more simulated annealing iterations in a given time compared to the
CPU. This result hopefully inspires future work to utilize GPUs to improve
computational performance, even in problems that traditionally are solved
using sequential algorithms.






Sammanfattning

Banplanering som tar hansyn till kinodynamiska begrénsningar ar en avgérande
del av kritiska uppdrag déar autonoma fordon maste fungera utan kommunika-
tion fran en operator, eftersom detta sakerstéaller att fordonet kan folja den
planerade vagen. | denna uppsats presenteras en algoritm som kan planera
kinodynamiskt méjliga banor genom stora kontinuerliga kostnadskartor med
olika begransningar pa maximal tillditen acceleration och ryck langs banan.
Algoritmen borjar med att plocka ut ett litet stokastiskt urval av kostnad-
skartan med storre sannolikhet att behalla mer information fran de billiga,
intressanta omradena av kartan. Detta slumpmaéssiga urval omvandlas till en
graf pa vilken Dijkstras algoritm tillampas for att fa fram en initial gissning
till en bana. Simulated annealing anvands sedan for att forst slata ut banan
sa att den uppfyller de kinodynamiska begransningarna och sedan for att op-
timera banan med avseende pa kostnad samtidigt som kinodynamiken halls
under de satta granserna. Majoriteten av Simulated annealing-iterationerna
nyttjar en GPU for att minska berékningstiden betydligt.

Prestandan hos algoritmen utvarderades genom att studera de genererade
banorna fran ett stort antal start- och slutpunkter i en komplex kontin-
uerlig kostnadskarta med en hog upplosning pa 2551 x 2216 pixlar. For
att utvardera algoritmens robusthet genererades ett stort antal banor, bade
med samma och olika start- och slutpunkter, och banorna undersoktes bade
visuellt och spridningen av kostnad for de olika banorna studerades.

Det drogs slutsatsen att algoritmen kan generera banor av hog kvalitet
for olika begransningar pa tillaten acceleration och ryck och dessutom uppna
en lag spridning av kostnad vid generering av flera banor mellan samma par
av punkter. Anvandningen av en GPU for att forbattra berékningsprestan-
dan visade sig framgangsrik da GPU:n utforde mellan 2.4 och 2.8 ganger fler
simulated annealing iterationer pa en given tid jamfort med CPU:n. Detta re-
sultat inspirerar forhoppningsvis framtida arbeten att anvanda sig av GPU:er
for att forbattra berdkningsprestanda, dven i problem som traditionellt sett
I6ses med sekventiella algoritmer.
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Chapter 1

Introduction

One of the earliest problems that can be related to path planning is the fa-
mous Traveling Salesman Problenwhere a salesman, given a map of cities
and the distances between them, has to determine the shortest path to visit
each city exactly once.

Path planning as we will treat it in this thesis is a sub eld of robotics and
arti cial intelligence that involves the development of algorithms and tech-
niques to plan optimal or near-optimal paths for robots, autonomous vehicles,
and other devices to follow. The ultimate goal of path planning is to enable
these devices to move from one location to another safely, e ciently, and
e ectively while avoiding obstacles.

The subject of path planning has risen dramatically in popularity in the
last decades as robotics and autonomous systems have become increasingly
common in society. Autonomous vehicles, drones, industrial robots and more
all require path planning algorithms to navigate their environments and per-
form their tasks e ectively. Path planning is also critical in elds such as
healthcare, logistics, and search and rescue, where robots are used to per-
form tasks that are dangerous or di cult for humans.

Today many of us can see examples of path planning in our everyday life,
variations of path planning algorithms are implemented in robotic vacuum
cleaners and lawnmowers that are making their way into more and more
homes. The algorithms in these kinds of robotics are however often very
basic, such as making a random turn once a wall has been hit or moving in
outward spirals. Algorithms like these belong to something calle@overage
Path Planning where the purpose is to cover an area as large as possible in
as little time as possible.



What one might call the opposite toCoverage Path Plannings calledShortest-
Path Path Planning and as the name might suggest, it involves nding the
best, or shortest path between two locations. However, the "best" path in a
given environment must not always be the shortest one. It depends entirely
on how we choose to de ne "best". Perhaps the best path is the one that
takes the least amount of time to travel or the path that involves making the
least amount of sharp turns. The metric that is used to de ne what the best
path is can be customized however we like to t a given scenario.

1.1 Purpose

Despite path planning being an important subject for modern technology
and the fact that GPUs are getting more and more powerful to the point
where they now outclass CPUs in heavily multi-threaded applications, there
is still a lot of work left to be done on the speci c topic of path planning algo-
rithms being run on a GPU. In this paper, we attempt to Il some of this gap.

Additionally, most research done on path planning seems to be directed at
robotics. Many robots have the ability to come to a complete stop, spin in
place and then continue forward and are therefore able to follow almost any
path regardless of their shape. In this article, we will instead consider the
harder case where an object following the path always travels at a constant
speed. This means that there will be constraints on the path to not have
sharper turns than what the object following the path can execute at the
given constant speed. One case where this might be applicable is for mis-
sions where xed-wing drones are used, such as dropping food and supplies
at a destination or investigating an area that is unsafe for humans.

The purpose of this project is to try and develop a path planning algorithm
that takes advantage of the massively parallel architecture that is present in
modern GPUs. The fact that the algorithm is designed from scratch to run
on a GPU means that it is very natural to rank performance, which in this
case means a short execution time, as something to strive for.

The di erent costmaps used in this article are2551 2216pixels large. There

is no thought behind these speci ¢ dimensions other than that an example
costmap that was used to construct the ones used in the article had these
dimensions. The algorithm however will work for any size costmap. The
costmaps used in this article have their values normalized to be in the range



[0; 1]. The range in which the values fall is arbitrary as long as all values are
non-negative, this requirement comes from the fact that Dijkstra's algorithm
is used as a part of nding the path, as will be discussed later, and Dijkstra's
algorithm is not guaranteed to work as intended if some values are negative.
Figure 1.1 shows the continuous costmap used throughout the article.

Figure 1.1: The costmap which is mainly used throughout the
article. The dimensions of the map are2551 2216 pixels. Each
pixel represents a real world area ofl0 10 meters. This ratio
between pixels and meters is chosen more or less at random and in
a real world application it would be chosen based on the accuracy
needed.






Chapter 2
Theory

Before describing the algorithm that has been developed to nd paths through
continuous costmaps there are some subjects that have to be discussed in
order to better understand how the algorithm works and why it has been
designed this way. These include background on GPUs and how to use them
for general purpose programming, information on di erent costmaps, grid
based path nding algorithms, splines used to draw smooth curves to data
points and Monte Carlo methods used for optimization in problems involving
many parameters.

2.1 Graphics Processing Units

A graphics processing unit, or GPU, is the component of a computer that
renders 3D graphics or process data for visualization on a screen. This is
exactly the reason that leads to the development of GPUs to begin with in
the 1990s. It became clear to developers at this time that CPUs (Central
Processing Units), the main processors or "brains" of the computers, were
designed in a way that was far from optimal when it came to generating the
frames sent to a monitor during graphics heavy workloads.

The architecture of GPUs and CPUs are fundamentally very dierent. A
CPU today is constructed from a few separate cores, each core is able to
operate independently from every other core meaning that a CPU with for
example eight cores is theoretically eight times faster than a CPU containing
only one identical core. This is only valid if it is possible to split the workload
however. Each of these CPU cores is very complex, accepting a wide set of
instructions and is well optimized for minimizing latency.



On the other hand, a GPU executes computation using thousands of small
and simple threads, more or less designed for simple tasks like addition and
multiplication. A GPU is in general not that concerned about minimizing
latency, the goal is rather to maximize the total amount of calculations that
can be completed per unit time, often measured in FLOPS (Floating Point
Operations Per Second). Thanks to the sheer quantity of threads in a GPU
it is far superior to a CPU in tasks where all, or at least a signi cant amount,

of the threads can be utilized at once.

Each of the cores of a CPU can, thanks to technologies such as hyper thread-
ing, handle up to two threads that can execute instructions separately from
each other. Even taking this into consideration the quantity of threads on a
GPU is still much higher than it is on a CPU. The part of a GPU that is
the most similar to a physical core of a CPU is &treaming Multiprocessor
(SM). Multiple SMs are placed together on the same chip to form the whole
GPU, this is shown in gure 2.1. Each SM contains multiple small com-
pute units specialized for a certain kind of computation, for example, FP32
units specialized for calculations involving 32-bit oating point numbers and
Tensor Cores specialized for workloads that are common in machine learning
applications. A closer look at a single SM is shown in gure 2.2.



Figure 2.1: The NVIDIA Ampere architecture. Figure credit:
NVIDIA[1]

To get a feel for the massively parallel nature of a GPU we need to put
it in perspective and compare it to a CPU. Modern CPUs commonly have
between four and sixteen cores, each core being able to handle up to two
threads. GPUs today can have anywhere between 20 and 128 SMs and each
SM can handle up to 1536 individual threads.



8

Figure 2.2: A single SM from the NVIDIA Ampere architecture.
Figure credit: NVIDIA[1]



2.2 Kinodynamics

Kinodynamics is a combination of kinematics, which describes the motion of
objects without taking the forces that cause the motion into consideration,
and dynamics, which is the study of forces and their impact on the mo-
tion of objects. Kinodynamics will therefore give a more complete picture of
the movement of objects and the forces behind these movements than either
kinematics or dynamics would on their own. The path planning algorithm
developed here will take constraints on the acceleration, the rate of change
of velocity, and jerk, the rate of change of acceleration, along the path into
consideration when determining if a path is feasible or not. It will however be
assumed that the speed is constant along the whole path. This means that
the acceleration and jerk that are being considered result only in a change of
direction for the object following the path while keeping the speed unchanged.

The reason why a path planning algorithm that takes kinodynamic con-
straints into account is interesting is the fact that all real world objects are
subject to Newton's laws of motion, particularly the second law which is
summarized by the famous equatio® = ma. This tells us that in order for

an object to accelerate with some acceleratiosm which in the context here
will mean change direction since we assume a constant speed, there must
be a forceF acting on the object. For a xed wing drone, which is what is
mainly considered here, this force can only come from the surrounding air.
At a given speed there will be a ceiling to how large this force can be which
also means that, for a given speed, there will be some maximum amount of
acceleration and thereby also some maximum amount of turning capability
available to the drone.

2.3 Costmap

If one wants to nd a path between two points A and B, the environment
between the two points has to be de ned in some way. What is meant by
this is that if we don't say anything about the environment, a path between

A and B could simply be a straight line which would not be very interesting

in most situations. If we go back to the example given in the introduction
about robotic lawn mowers, the environment could be described by a grid
where squares containing only grass are coloured one colour and squares con-
taining obstacles like trees or the edge of the lawn are another colour. Put all
these squares together and we get a map of the environment the lawn mower
will operate in, in this case, aBinary Costmap since each pixel in the map



is either allowed or not. A traditional maze could also be called a binary
costmap since it is built by pixels that are either free, where we are allowed
to go or obstacles, where we are not.

Another way to think about a binary costmap is that it is unweighted, mean-
ing there is no real di erence between two free pixels. The only optimization
possible when calculating a path between two points in a binary costmap is
therefore the total distance traveled. A more general representation of an
environment would be aContinuous Costmapwhere every pixel has a cost
associated with it.

A continuous costmap can be constructed in many di erent ways. Perhaps
the two simplest methods are to either construct the map based on the posi-
tion and properties of real world objects or to base the costmap on a function.
These two di erent methods work well for two very di erent use cases.

Basing the costmap on where real world objects are positioned and what
these objects are might be the way to go if the use case is, for example, to
describe the environment to a robot that moves inside a house. In this case
the value of the costmap in places where there are only oors could be set
to zero or a very low value. Places where smaller objects that are easy to
move out of the way might get a slightly higher cost. Where larger furniture
like tables or couches are positioned the cost might be fairly high and the
cost of areas occupied by walls will probably be set to the maximum value
allowed. The justi cation for using a costmap instead of something like a
simple drawing of the house is the exibility to add properties like gradients
to the perimeter of objects to give a penalty for moving too close to objects
or any other kind of customization.

Determining the values of the costmap using a function can be a good idea
if the environment, or the part of the environment that is of the greatest in-
terest, the map is describing consists of some kind of eld for example. One
scenario where this can be applicable is when charged particles are traveling
through magnetic or electric elds.

2.4 Path Finding Algorithms

As discussed in the introduction there are a lot of dierent types of path
planning that all serve their own purpose but in this paper, we are mainly
interested in the Shortest-Path Path Planning. There are a lot of algorithms

10



that involve generating a path from some starting point to an endpoint.

2.4.1 Dijkstra's Algorithm

While the problem of nding the shortest path between two points has been

studied for centuries, most, or all, of the earlier methods, only work for prob-

lems where the distance between all neighbouring points, or the time it takes
to travel between neighbouring points, is equal. In other words, the earlier
methods only worked on graphs where all edge weights are equal. The rst
algorithm that could tackle problems where this wasn't the case is Dijkstra's

algorithm which was proposed in 1959[2].

Dijkstra's method of nding the shortest path between two nodes in a graph
is done using an iterative algorithm that works like this:

1. Set the starting node as the current node and set its tentative distance
as zero. Set the tentative distance of all other nodes in the graph to
in nity.

2. Calculate a new tentative distance to all nodes connected to the cur-
rent node that are not marked as visited. The new tentative distance
of neighbouring nodes is calculated by adding the weight of the edge

connecting a neighbour to the current node and the tentative distance
of the current node.

3. If the new tentative distance of a neighbouring node is less than its
current tentative distance, set its tentative distance to the new lower
value.

4. When all neighbouring nodes have been considered, mark the current
node as visited.

5. Set the node with the smallest tentative distance that has not been
marked as visited as the current node.

6. Repeat steps 2-5 until the destination node has been marked as visited.

7. To extract the path we can begin at the destination node and move
through the graph by following the path of the smallest tentative dis-
tances until the starting node is reached.

A graphic illustration of the algorithm is provided in gure 2.3.

11
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