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Abstract—Virtualization abstracts computing resources that
can be shared by multiple virtual machines. It is central to cloud
computing which enables demand based sharing of computing
resources over the Internet. To mitigate operational costs and
cope with increasing traffic demands, telecom operators have
started to adopt cloud computing. But telecom services and
applications are characterized by real-time responsiveness, strict
end-to-end latency, and high reliability; the performance of which
can be degraded due to the inherent overhead introduced by
virtualization. Comprehensive performance measurements and
analysis are important to improve the performance of emerging
telecom applications and services in a virtualized environment. To
this purpose, we conducted controlled experiments, to understand
the impact of virtualization on end-to-end latency, study the
performance of transport protocols in a virtualized environment,
and provide a packet delay breakdown in the hypervisor stack.
The experimental results indicate that end-to-end latency and
packet delay variation in virtualization layer is increased in co-
located virtual machines.

I. INTRODUCTION

Virtualization abstracts computing resources to be shared
among multiple virtual machines (VMs), which can be easily
allocated and delivered by a cloud computing system. The
flexibility, highly dynamic, and elastic characteristics of cloud
computing accelerate the introduction of new services and the
adoption of new technologies. Hence, cloud computing has
gained greater attention by the telecom industry.

Telecom services are typically provisioned by deploying
proprietary devices dedicated to a network function. This
has led to long product cycles, low service agility and high
costs of operation. To benefit from reduced infrastructure
cost, optimized operation and maintenance, cope with high
service demand and improve service agility, cloud computing
is adopted. Cloud computing and virtualization are therefore
among the major salient features of the next generation mobile
broadband system (5G) [1].

The benefits of virtualization come with the cost of in-
creased overhead, which may result in network performance
degradation [2][3]. Moreover, the interaction of virtualization
and data transport protocols such as Transmission Control
Protocol (TCP) and Streaming Control Transmission Protocol
(SCTP), can also impact the performance of telecom services
and applications. The hypervisor stack may introduce VM
packet buffering, which reduces data rate and increases re-
sponse time. Thus, to ensure performance guarantees and the
quality of service (QoS) of telecom services and applications

offering from a virtualized infrastructure, a detailed study and
experimentation are required.

Several studies have addressed the performance charac-
terization and evaluation of different virtualization platforms
and cloud computing systems [4][5]. Dantas et al. [6] and
Whiteaker et al. [7] have investigated the impact of virtual-
ization on a round-trip time (RTT) measurements in Xen and
KVM virtualization platforms. The results from their analysis
imply that high CPU and network load from competing
VMs can introduce delays in RTT measurements. Our work
complements the findings in [6][7] and takes further steps
and provide a detailed performance study and analysis of the
impact of virtualization on end-to-end latency. In particular,
a packet delay breakdown in virtualization layer, detailed
network performance measurement, and analysis of both TCP
and SCTP are studied. The contributions of this paper could
be summarized as follows:

• An understanding of the network performance of TCP
and SCTP in a virtualized environment with a focus
on end-to-end latency for both intra and inter-host VM
communication scenarios.

• An understanding of packet delay distribution in the
hypervisor components, which helps to improve the hy-
pervisor.

• An understanding of the interaction between co-located
VMs of different workloads.

The rest of the paper is organized as follows. In Section II,
an overview of the architecture of the VMware virtualization
platform is provided. The measurement setup and results are
presented in Section III. Section IV concludes the paper and
provides an outlook for future work.

II. BACKGROUND

This section provides a brief overview of the VMware ESXi
hypervisor with a focus on its network I/O processing function
and describes pktcap-uw-a packet tracing tool in ESXi host.

The VMware ESXi is a bare-metal hypervisor that has
direct access and control of the physical resources [8]. The
VMkernel is an important component of ESXi that provides
basic operating system services.

The I/O processing components of the ESXi are the vNIC
backend, the vSwitch, the VMkernel, and the physical NIC
driver (see Fig. 1). The backend is an emulated or para-
virtualized native driver. It routes the transmitted packet from



Fig. 1: The Architecture of VMware ESXi Hypervisor.

TABLE I: Packet flow path in ESXi hypervisor
Transmit(Tx) Receive(Rx)

Timestamp (Ts) Function Timestamp(Ts) Function
[23 : 49 : 30.14218] VnicTx [23 : 49 : 30.14454] UplinkRcv
[23 : 49 : 30.14219] PortInput [23 : 49 : 30.14458] UplinkRcvKernel
[23 : 49 : 30.14219] EtherswitchDispath [23 : 49 : 30.14458] PortInput
[23 : 49 : 30.14219] EtherswitchOutput [23 : 49 : 30.14459] EtherswitchDispath
[23 : 49 : 30.14220] PortOutput [23 : 49 : 30.14459] EtherswitchOutput
[23 : 49 : 30.14221] IOChain [23 : 49 : 30.14459] PortOutput
[23 : 49 : 30.14222] UplinkSndKernel [23 : 49 : 30.14461] IOChain
[23 : 49 : 30.14222] UplinkSnd [23 : 49 : 30.14462] VnicRx
[23 : 49 : 30.14274] PktFree [23 : 49 : 30.14464] PktFree

the VM to the vSwitch. The vSwitch decides the outgoing
port of the packet based on its destination MAC address
and enqueues to the port I/O chain. The VMkernel network
function copies the packet from the I/O chain to the physical
NIC driver queue, which in turn adds the packet to the transmit
queue.

When a packet is received by the physical NIC it generates
an interrupt that is captured by the hypervisor and routed
to the device driver. The driver transfers the packet to the
vSwitch, which routes the packet to the appropriate backend
driver. The backend copies the packet to the frontend driver
in the target VM. Once the packet is transferred, the backend
requests the hypervisor to send a virtual interrupt to the target
VM to notify it of the received packet. Upon reception of the
virtual interrupt, the frontend driver delivers the packet to the
VMs network stack, as if it came directly from the physical
device.

The ESXi hypervisor offers different network monitoring
and troubleshooting utilities (e.g., ping, vmkping, tcpdump-
uw, etc.) from the host machine. Pktcap-uw is one of the
packet tracing and monitoring tools in the ESXi host. It
reports the paths taken by a packet through the hypervisor
together with the timestamps that show the time when a
packet was handled by networking functions immediately
before it is released from the hypervisor stack (see Table I).

The packet delay in each packet processing entity is the
difference between the timestamp of a function call when
the packet entered the entity and a call to another function
that sends the packet to the upstream or downstream en-
tity (see Table II). Thus, the total delay in hypervisor is:

TABLE II: Packet delay in virtualization layer
Tx/Rx Delay ∆Ts Component

D1Tx Ts(PortInput)-Ts(VnicTx) Backend
D2Tx Ts(IOChain)-Ts(PortInput) vSwitch
D3Tx Ts(UplinkSndKernel)-Ts(IOChain) Kernel
D4Tx Ts(PktFree)-Ts(UplinkSndKernel) Driver
D1Rx Ts(PktFree)-Ts(VnicRx) Backend
D2Rx Ts(IOChain)-Ts(PortInput) vSwitch
D3Rx Ts(UplinkRcvKernel)-Ts(PortInput) Kernel
D4Rx Ts(UplinkRcv)-Ts(UplinkRcvKernel) Driver

ESXi = Backend + vSwitch + Kernel + Driver. Although
the delay distribution refers to VMware ESXi architecture,
we believe that it also applies to other virtualization platforms
(e.g., Xen, KVM, etc.) since it is based on basic components
of a generic hypervisor.

III. EXPERIMENTAL RESULTS

This section provides the description of our measurement
setup, experimental scenarios, and presents the results.

A. Experimental Setup

The experimental environment consists of a network of Dell
OptiPlex 9010 servers that are interconnected via a Gigabit
Ethernet switch. All machines are equipped with a quad-core
3.4 GHz Intel Core i7-3770 processor and 16 GB RAM. The
VMWare ESXi 6.0 virtualization platform runs on the servers.
All VMs are deployed with Ubuntu 14.04 (64 bit) distribution
and use default OS parameters of TCP and SCTP.

Netperf [9] network performance benchmarking tool is used
to generate the required workloads and collect performance
metrics. The reported results are point-wise averages and
standard deviation of ten repeated tests, each run for one
minute. The tests are limited to ten repetitions since no
significant variation was observed.

B. TCP and SCTP performance in VM

The delay overheads of vritualization can affect the per-
formance of TCP and SCTP and increase the response time
of applications. To understand this, we conducted a set of
experiments with TCP and SCTP and measured the round-
trip latency of a request-response (RR) workload. We refer to
this round-trip latency as response time for convenience.

In inter-host VM communication scenarios and with small
message sizes, the response time is less than 0.5ms (see Fig.
2) but increases for large message sizes which constitutes a
burst of small segments that need to be queued and sent by
the network adapter. The response time is lower with TCP
than SCTP for large application messages due to the usage of
a larger initial congestion window (i.e., initcwndTCP = 10
MSU, initcwndSCTP = 3 MSU). TCP can send ten segments
before it receives acknowledgment while SCTP can only send
three segments. In addition, SCTP has more header overhead
than TCP, which implies that for application message larger
than MTU, SCTP sends few segments, resulting in higher
end-to-end latency. In intra-host VM communication (see Fig.
3), the response time is less than 0.1 ms for small message
sizes since sender and receiver are on the same host. However,
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Fig. 2: Inter-host VMs end-to-end latency.

the processing of large messages increases the corresponding
response time.

The comparison of response time in virtualized and bare-
metal environment is given in Fig. 4. As shown in the figure,
the response time is higher in VM communication than host-
to-host communication by 0.14 ms. The packet delay in the
sender side hypervisor is about 0.07 ms. A similar packet delay
was also obtained from traces in the receiver-side hypervisor.
Thus, the increase in the response time in a virtualized system
is due to the overhead of the virtualization layer

The impact of virtualization on network throughput is
negligible (see Fig. 5) in our network setup. With TCP, a line
rate transmission can be achieved for all application message
sizes but SCTP’s throughput decreases for small message sizes
due to header overhead. SCTP bundles application messages
(chunks) with a size less than MTU into a single packet. Thus,
each SCTP packet consists of 12 bytes common header and
a number of chunks with a chunk header. Hence, the chunk
headers increase the network load and reduce the application
level throughput. The reduced throughput of TCP for 32K
and 64K messages is due to Linux SCTP using small send
and receive socket buffers. In fact, we have verified that, by
increasing the send and receive buffers, the SCTP throughput
is similar to TCP but prefer to report the result with default
buffer settings.

In the following, we report the results for TCP only, which
also applies to SCTP. The cases where there are differences
between TCP and SCTP will be explicitly mentioned

C. Packet delay breakdown in Hypervisor

As explained in Section II, the overall packet delay in the
hypervisor comprises the delay introduced due to the packet
processing entities. The delay distribution in the hypervisor is
presented in Fig. 6. As can be seen from the figure, the delay
in the backend and kernel is in the order of 1-5µs, for both
incoming and outgoing packets. The largest part of the delay
is introduced by a processing after a call to the physical NIC
driver function and until the packet is freed from the stack. The
receiver-side hypervisor has also similar delay distributions as
in Fig. 6.
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Fig. 3: Intra-host VMs end-to-end latency.
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Fig. 4: Inter-host VMs and host-to-host end-to-end latency, and delay
in hypervisor.
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Fig. 5: TCP and SCTP throughput (Inter-host VMs).
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Fig. 6: Packet delay in ESXi hypervisor.
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Fig. 7: Inter-host VMs end-to-end latency (co-located with BW
intensive VMs).
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Fig. 8: Inter-host VMs end-to-end latency (co-located with BW
intensive VMs, VMbw=250Mb/s)

D. End-to-end latency with co-located VMs

Efficient resource utilization, scalability, service and ap-
plication consolidation are the main goals of a cloud com-
puting system. Understanding the interaction of applications
with different characteristics hosted on co-located VMs and
performance levels help in the decision of VM consolidation
and service deployment. Fig. 7 presents the end-to-end delay
of a RR workload when 1-3 other co-located VMs with a bulk
traffic workload run in parallel. The response time of the RR
workload increases with the number of co-located VMs that
host bulk-traffic applications. The increase in response time is
not only due to overhead of virtualization but also due to the
unfairness in network sharing of the VMs where the hypervisor
provision network resources based on VM traffic load.

The above experiment is repeated by limiting the maximum
bandwidth of each VM to 25% of available capacity; i.e., each
VM has a fair share of the network resources. The result
(see Fig. 8) indicates that unfairness was the major factor
for high end-to-end delay in the former case. But it still
shows the variation and increase of end-to-end latency with
the number of VMs. Moreover, the distribution of the delay in
the hypervisor (see Fig. 9) and in the vSwitch also increases
with the number of VMs. With three and four VMs co-located,
over 70% of the delay distribution in the hypervisor indicates
more than 0.2 ms. In comparison, the delay in the vSwitch is
greater than 5µs in over 80% of the measurements.
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Fig. 9: Packet delay in ESXi (co-located VMs).

IV. CONCLUSIONS AND FUTURE WORK

This paper studies the impact of virtualization on end-to-
end latency and the performance of transport protocols in a
virtualized environment. The experimental results show that
end-to-end latency increases in a virtualized environment com-
pared to a non-virtualized system. The impact of virtualization
on network throughput is minimal in our network setup but
the interference of co-located VMs can result in reduced
throughput. When VMs are co-located, the response time of
latency sensitive applications can be increased. The increase in
the latency is due to unfairness in network resource sharing.
Network resources are provisioned by hypervisor based on
the VM traffic load, which implies that VMs with bulk-traffic
flows are favored at the expense of those with a low-traffic
load. Future work will focus on developing a workload-aware
VM placement and resource-provisioning scheme to ensure
fairness and mitigate the increase in the end-to-end latency in
co-located VMs.
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