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So-called soft real-time traffic may be sent over IP-based networks. The bursty, 
data-limited traffic pattern and the latency requirements from this traffic present 
a challenge to traditional communication techniques. The Stream Control 
Transmission Protocol (SCTP), with support for multihoming, was designed to 
better meet the requirements from soft-real time traffic. Multihoming provides for 
robustness and for concurrent multipath transfer (CMT) as well as for handover 
of sessions between heterogeneous networks. Still, to meet the timeliness 
requirements, tuning of protocol parameters and mechanisms is crucial.

This thesis addresses latency reduction for soft real-time traffic using SCTP 
multihoming. The first focus is on signaling traffic in case of path failure, where 
a path switch, a failover, occurs. We show that careful parameter tuning may 
reduce the failover time significantly. The second focus is on signaling traffic 
using CMT. We address sender-side scheduling and show that dynamic stream-
aware scheduling may reduce latency when data is transmitted over asymmetric 
network  paths. The third focus is multihomed SCTP for handover between 
heterogeneous networks, where we show that SCTP could provide for seamless 
handover of a media session at walking speed.
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“Give the ones you love wings to fly,
roots to come back, and reasons to stay.”
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Latency Reduction for Soft Real-Time Traffic
using SCTP Multihoming
JOHAN EKLUND
Department of Computer Science, Karlstad University

Abstract
More and more so-called soft real-time traffic is being sent over IP-based net-
works. The bursty, data-limited traffic pattern as well as the latency require-
ments from this traffic present challenges to the traditional communication
techniques, designed for bulk traffic without considering latency.

To meet the requirements from soft real-time traffic, in particular from
telephony signaling, the Stream Control Transmission Protocol (SCTP) was
designed. Its support for connectivity to multiple networks, i.e., multihom-
ing, provides robustness and opens up for concurrent multipath transfer (CMT)
over multiple paths. Since SCTP is a general transport protocol, it also enables
for handover of media sessions between heterogeneous networks. Migrating
an ongoing session to a new network, as well as CMT with minimal latency,
requires tuning of several protocol parameters and mechanisms.

This thesis addresses latency reduction for soft real-time traffic using SCTP
multihoming from three perspectives. The first focus is on latency for signal-
ing traffic in case of path failure, where a path switch, a failover, occurs. We
consider quick failure detection as well as rapid startup on the failover target
path. The results indicate that by careful parameter tuning, the failover time
may be significantly reduced. The second focus in the thesis is on latency
for signaling traffic using CMT. To this end, we address sender-side schedul-
ing. We evaluate some existing schedulers, and design a dynamic stream-aware
scheduler. The results indicate that the dynamic stream-aware scheduler may
provide significantly improved latency in unbalanced networks. Finally, we
target multihomed SCTP to provide for handover of a media session between
heterogeneous wireless networks in a mobile scenario. We implement a hand-
over scheme and our investigation shows that SCTP could provide for seam-
less handover of a media session at walking speed.

Keywords: transport protocol, SCTP, multihoming, latency, performance
evaluation, failover, concurrent multipath transfer, scheduling, mobility, hand-
over.
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1 Introduction
At the time of design of the infrastructure for computer networks, end-to-
end reliability and throughput of bulk data were the main issues. Data was
at that time sent over homogeneous, wired networks providing reliable trans-
fer between stationary end nodes. The way to get better performance was
to provide higher capacity. Today, traffic from a diversity of applications
is sent over IP-based [91] computer networks. Several of these applications
like telephony, video conferencing, on-line gaming, live TV, and machine-to-
machine communication generate traffic with significantly different charac-
teristics compared to traditional bulk traffic. The traffic is often data limited
and bursty in nature. Several of these applications have both timing and reli-
ability requirements on the transmission, so-called soft real-time applications,
which implies that a lost message or a too late delivery results in performance
degradation [30, 49, 64].

Beside the changed traffic characteristics and the latency requirements the
infrastructure has changed. From only consisting of wired links today’s IP-
based networks may comprise a diversity of link technologies, wired and wire-
less. Moreover, several network components are today deployed with more
than one network interface. Several interfaces as well as a diversity of access
techniques present new options. For example, connectivity to several net-
works could enable for more resilient connections. In case one network path
goes down, the session should be handed over to an alternate path without dis-
ruption. Moreover, multiple connections could enable for parallel transmis-
sion of data over several networks. Another possibility from using multiple
connections and multiple networks is ubiquitous connectivity for mobile ter-
minals. This should be feasible also for heterogeneous networks. Still, all
these options require parallel connectivity to more than one interface, i.e.,
multihoming.

The responsibility for the end-to-end transmission was, when designing
IP-based networks, put on the transport protocol, only located in the end
nodes [112]. The major transport protocol [70], the Transmission Control
Protocol (TCP) [90], was designed without latency considerations. One de-
grading factor in TCP is the conservative startup of a new connection, slow-
start, which is part of the congestion control [11]. Slow-start implies that a
new session using TCP starts data transmission at moderate speed to probe for
capacity. This conservative startup of the session may be a bottleneck, since
it may take several round trip times until the available send rate is reached,
or to complete a short transfer of data [3]. Thus, capacity increase will not
always lead to improved latency for TCP [38]. Additionally, the lack of sup-
port for separate subflows may in some cases make TCP too rigid for soft
real-time traffic [101]. Moreover, TCP was designed to connect to one net-
work and does not support multihoming. To overcome the latency issues with
TCP, several applications with soft real-time requirements, like SKYPE [104],
sometimes utilize the User Datagram Protocol (UDP) [89] as transport ser-
vice [29]. UDP is designed for quick transmission of data without reliability



4 Introductory Summary

guarantees, and without congestion control. Since UDP provides only a basic
transport service real-time sessions utilizing UDP for transport are normally
accompanied by additional application protocols, like the Real-Time Trans-
port Protocol and the Real Time Control Protocol [99] to fulfill real-time
requirements and to control the session. Still, the protocol suite does not
provide reliable service. Moreover, the congestion control is an important
mechanism to control admission of new traffic to a network and to avoid con-
gestion collapses of the networks [56, 69]. This shows that neither TCP nor
UDP fulfills the requirements from soft real-time traffic concerning timeliness
and ubiquitous connectivity.

Media sessions are often accompanied by control or signaling traffic, to
setup, control, maintain and tear down sessions. One example is telephony,
where signaling is a crucial part to fulfill user requirements regarding availab-
ility as well as latency [60, 61, 63]. To fulfill the timing and reliability require-
ments, telephony traffic has traditionally been sent over dedicated networks,
in the so called "Public Switched Telephone Network" (PSTN), using tailored
technologies. To meet the competition from new communication providers
as well as the opportunity to offer new applications, many operators have re-
placed their legacy circuit-switched fixed, and cellular core networks in favor
of IP-based networks [54]. To provide a transport service suitable for tele-
phony signaling traffic, the Internet Engineering Task Force (IETF) [4, 13],
responsible for standardization of technologies related to transport of data
in computer networks, formed the Signaling Transport (SIGTRAN) work-
ing group [59]. The working group decided to design a new transport pro-
tocol. The primary goals were a reliable protocol with support for redundant
paths and the possibility to handle different subflows separately. The pro-
tocol, the Stream Control Transmission Protocol (SCTP), was first standard-
ized in 1999 [105] and updated in 2007 [106]. During the design process, the
possible benefits of using SCTP for other types of applications became appar-
ent, and SCTP evolved from being a transport protocol designed for transport
of telephony signaling traffic over dedicated IP-based networks, to become a
general transport protocol. However, to enable for general deployment, the
protocol had to meet a number of additional requirements like fair sharing
of resources with existing reliable protocols. Thus, SCTP inherited some of
the functionality from TCP, for example its congestion control [11] including
slow-start to probe a new path for capacity. These additions to the protocol
implied a compromise, since they are not properly adapted to soft real-time
traffic. The applicability of SCTP for telephony signaling is discussed in [31].

In many ways SCTP is an evolution of TCP. It provides reliable transfer
and is TCP-friendly [95]. The major features separating SCTP from TCP are
multihoming, multistreaming, the possibility of unordered delivery, and mes-
sage preservation [108]. A connection between end hosts is in SCTP called
an association. Multihoming gives the ability for an association to connect
to more than one network. A multihomed association could provide for re-
dundancy and improved robustness. An association could encompass several
networks of the same type, which is the normal case in a signaling scenario.
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In a more general case a multihomed association could connect to networks
of different types, e.g., wired, WiFi and 3G/4G networks. When using SCTP
in a multihomed association with the default settings, all network paths are
attached to the association at the time of association setup. During a trans-
mission, data is sent on a single path, the primary path, while all other paths
serve as backup paths. Over these backup paths, heartbeats are regularly be-
ing sent to probe reachability. In case of path failure on the primary path, the
association is switched over to an alternate path, a so-called failover.

The second new concept introduced in SCTP is logical subflows, streams.
These streams are included to provide a more flexible service, i.e., to give
the possibility for the application to transmit separate data flows on different
streams within the same association. The stream concept enables for flexible
delivery of data to the application since, at the receiver, data is delivered to the
application as long as ordering is kept within the same stream. This, although
the total data arrival may be unordered. The stream concept may reduce the
risk of so-called Head-of-Line Blocking (HoLB) [102], where a single lost data
packet may block the entire data flow, including all subflows, until the lost
packet is retransmitted.

Since the initial standardization of SCTP, some additional features related
to multihoming have been designed. Two of these new features are relevant
to this thesis, Concurrent Multipath Transfer (CMT-SCTP) [16, 65] and Dy-
namic Address Reconfiguration (DAR) [109]. CMT-SCTP opens up for util-
ization of all available network paths included in an SCTP association for
parallel transfer of data. This feature should enable for better network utiliza-
tion, higher throughput as well as for more resilient associations. The primary
motivation behind DAR was to open up for the possibility to perform main-
tenance of an end node running an SCTP association without having to rees-
tablish the association, a so called hot swap. Moreover, the DAR extension
may be used to support transport layer based mobility.

SCTP is today implemented in several operating systems [33], and is avail-
able for Microsoft Windows as a separate kernel driver [36]. SCTP is deployed
and in operation in several dedicated networks [7, 8, 22, 51] and is a funda-
mental part of the control plane of the LTE cellular networks [6, 100]. Still,
the deployment in open networks, like the Internet, is limited, mainly be-
cause middleboxes in the networks may only let TCP and, to some extent,
UDP traffic pass. Perhaps SCTP will be more widely deployed in the future,
since a framework for real time communication in web browsers, WebRTC, is
currently being standardized [15, 57] and SCTP has been selected as a generic
transport service for non-media data in the WebRTC framework [14].

The primary ambition when designing SCTP with its multihoming cap-
ability was to provide a robust service in a failure situation, failover. Still,
CMT-SCTP could provide for more better network utilization and reduce
the risk of congestion. Moreover, multihoming extended by DAR, makes
the protocol a candidate for handover of a media session between heterogen-
eous networks in case a terminal is mobile, a so-called vertical handover. In
all these scenarios, soft real-time traffic may be considered, where minimal
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latency is crucial not to negatively impact the application performance. Still,
a path switch generally causes performance degradation. It takes time for the
sender to detect the failure and the association has to go through the slow-start
phase on the failover target path, where the capacity is in general unknown.
Moreover, reordering is a natural consequence of CMT. This reordering may
lead to extra delays. To minimize these delays, data scheduling before trans-
mission is crucial. The first part of the thesis addresses latency issues for tele-
phony signaling traffic in a failure situation as well as in a scenario with CMT.
Since SCTP is a general protocol, it could be used to transmit media traffic
in open networks. To this end, we end the thesis by addressing SCTP as a
candidate for seamless vertical handover.

The remainder of this thesis is structured as follows. In Section 2, the re-
search objective for my thesis work is presented, and the research questions
addressed in this thesis are defined. Section 3 presents the research context
and some relevant work in the area. In Section 4 the commonly used research
methodologies in computer networking are presented, in particular the meth-
odologies used in this thesis. Section 5 highlights the main contributions of
the work, while Section 6 briefly summarizes the appended papers and high-
lights their relation to the main objective of the thesis. Finally, Section 7 ends
the introductory summary by presenting some conclusions from the work
and by pointing out future work in the area. The remaining part of the thesis
includes the appended papers. Editorial changes have been made to some of
the papers to better fit the format of the thesis.

2 Research Objective
SCTP with its multihoming and multistreaming features is one candidate to
meet requirements from different types of soft real-time applications. For sig-
naling traffic in telco networks, failover performance as well as data schedul-
ing are relevant scenarios. Furthermore, for media traffic in networks over
the general Internet, SCTP could be a way to achieve seamless mobility. To
properly serve soft real-time traffic, SCTP multihoming has to be tuned and
evaluated from several aspects. To address transmission latency optimization
for soft real-time traffic using SCTP multihoming, we formulate the overall
objective of this thesis as:

To propose improvements to SCTP multihoming to reduce trans-
mission latency for soft real-time traffic.

In the thesis, the above objective is applied for two traffic types, signaling
traffic and media traffic. We have applied the overall objective in three scen-
arios, failover, scheduling and vertical handover, resulting in three questions.
The first question considers failover for signaling traffic in telco networks:
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Which are the mechanisms and parameters affecting SCTP failover
performance for signaling traffic? How do they interact, and how
can they be tuned to optimize failover latency without violating
fairness to other traffic?

The second question goes beyond failover and targets latency issues related
to multipath transfer.

How can scheduling be enhanced to provide lower latency for sig-
naling traffic using CMT-SCTP?

The final question addressed considers mobility and media traffic over the
general Internet. In particular, the focus is handover between different types
of networks, vertical handover:

To what extent could SCTP, with the Dynamic Address Reconfigur-
ation extension, provide for seamless vertical handover for a media
session?

In the next section, we expand and elaborate on the above-mentioned re-
search problems. We also address our contributions, and how they relate to
contemporary and previous work.

3 Research Context and Related Work
Timely delivery of data does not only relate to network capacity, especially if
data flows are data-limited and bursty, like in soft real-time communications.
The transport protocol traditionally used for reliable transfer of data over
computer networks, TCP [90], is not designed for timely delivery. The strict
ordering and the conservative startup of the session due to the congestion con-
trol implies that the full capacity of the network may not be used [38]. Several
modifications have been proposed to make TCP more suitable for traffic with
real-time requirements. Some of these proposals imply setup of several con-
nections to transfer data in parallel between the end hosts [12, 17], which
may violate fairness in relation to competing traffic. Other proposals suggest
relaxation of the strict ordering and/or reliability of TCP [88]. Still, TCP
is in general not suitable for traffic with timeliness requirements. The other
major transport protocol, UDP, may provide timely delivery of data, since
it transmits data instantly. UDP is extensively used for transmission of real-
time traffic [18], but since UDP traffic is transmitted without any reliability
guarantees, and without traffic control, UDP is not generally suitable for soft
real-time traffic with reliability requirements [111].

Further, as more and more network components are deployed with more
than one network interface, the end hosts should be able to connect to more
than one network. These networks could be used in parallel for timeliness
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or redundancy purposes. Connection to several networks, multihoming, is
not supported by standard TCP. Over the last years, work has been going on
to extend TCP, with support for multihoming to better utilize the available
network resources, better throughput and faster reaction to failures. The ex-
tension is now standardized as Mulitpath TCP (MPTCP) [45].

SCTP was developed to better meet the requirements from telephony
signaling. This traffic requires resilient connections as well as timely deliv-
ery, which is attractive also to other soft real-time applications. The multi-
homing feature of SCTP with the failover mechanism provides for resilience,
still without considering timeliness. One compromise made in the design of
SCTP is the congestion control, which, to a large part, was directly inherited
from TCP. This copying of the congestion control also copied the problem
of under-utilization of the network capacity described for TCP above, which
could impede timeliness. To this end, this thesis focuses on timeliness aspects
for traffic using SCTP multihoming.

Although SCTP is a modern transport protocol, initially designed in 1999
in RFC 2960 [105], some research has been conducted to improve, extend,
and verify the performance of the protocol. Some of this work was a few years
ago summarized by Shaojian et al. in [47] and by Dreibholz et al. in [34] and
later by Budzisz et al. in [21]. The current standardization activities regarding
SCTP are organized in the Transport Area Working Group (TSVWG) [1] in
IETF. In the following, a brief summary of recent work on SCTP, with an
emphasis on the target areas of this thesis, is given.

3.1 SCTP Failover and Hot Swap Performance
Signaling traffic has requirements on timeliness as well as on availability [60,
61, 62, 63]. A signaling message that is too late may have lost some of its valid-
ity. To achieve resilient connectivity for signaling traffic in case of path fail-
ure, the signaling association should be switched from a failed path, a failover
should take place. Optimally a failover from the primary path to one of the al-
ternate paths should occur transparently to the application. However, a trans-
parent failover may be a challenge when run over IP-based networks, since
a path failure is sometimes only detected by the sender node. The failover
decision is in these cases made based on lack of feedback from the correspond-
ing node. Consequently, a failover takes time. This extra time implies extra
delay for the current message, as well as for several of the following messages.
The extra delay comes from two parts: First, the association has to detect the
failure and to distinguish a failure from a temporary performance reduction.
Second, since SCTP includes congestion control, the startup on the alternate
path may imply extra delay. A failover should be transparent to the applica-
tion, but studies employing SCTP using the parameter settings recommended
in [106] have shown that this procedure takes several seconds [52, 73].

To fulfill the requirements on transmission of signaling traffic in a failure
situation, it is essential for SCTP to conduct a swift failover, to:
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1. Early detect a path failure and distinguish it from a temporary perform-
ance degradation.

2. Utilize the available capacity of the failover target path as soon as pos-
sible.

In contrast to failover, a hot swap is a planned path switch of an association
to an alternate path, due to, for example, maintenance or hardware upgrade.
In a hot swap scenario, the failure detection period is generally not a problem,
but the performance reduction due to slow-start on the hot swap target path
is still a challenge.

3.1.1 Tuning of Parameters and Mechanisms Impacting Failover in SCTP

Several protocol parameters have an impact on SCTP failover performance
[106]. The primary parameter is the Path.Max.Retrans (PMR), which defines
the number of consecutive timeouts before abandoning the current path. PMR
is closely coupled to the retransmission timeout (RTO) [106], which regulates
the time to wait for an acknowledgment before retransmitting a packet. The
RTO timer is adjusted dynamically during the transfer, to smoothly adapt to
the network conditions. Still, the boundaries for the RTO timer are configur-
able by setting the maximum (RTOmax) and the minimum (RTOmin) values
of the RTO timer. The SCTP RFC [106], gives some general recommenda-
tions concerning PMR and concerning the boundaries for the RTO interval.
However, these recommendations have shown to be too conservative to meet
the signaling application requirements on failover time [52, 60, 73]. Thus,
typically a less conservative configuration is used in telephony signaling net-
works [54]. Still, a stricter tuning of the PMR and the RTO parameters has
to be carefully tuned for two reasons:

• not to increase the risk of spurious failovers, which might lead to a
switch to an alternate path in a non-failure situation, and

• not to increase the risk of spurious timeouts, since a timeout reduces
the congestion window, which could negatively impact the association.

Some research has been conducted on lowering the default value of five
consecutive timeouts for PMR to shorten the failover process. Caro [72]
presented results indicating that an aggressive tuning of PMR to one is be-
neficial for the total transfer time of large files. Signaling traffic, on the other
hand, has quite different characteristics compared to bulk traffic and PMR
has also been studied in relation to this traffic. In a study by Grinnemo et
al. [52], the authors found a value of three for PMR to be reasonable for sig-
naling traffic. In case of a retransmission timeout, the congestion window is
collapsed to a small size and the RTO timer is doubled, an exponential back-
off. Thus, several consecutive timeouts result in an exponential increase of
the RTO timer. This increase was introduced to reduce the risk of spurious
timeouts [84]. Still, this dramatically increased RTO has an impact on the
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time to detect a failure. Grinnemo [51] proposed a slightly relaxed back off
of the RTO timer, which implies that the RTO timer should not be doubled
for every timeout.

The RTO boundaries in SCTP have been inherited directly from TCP [84,
85], with the lower bound set to one second and the upper bound to 60
seconds. Keeping the lower bound at one second is quite conservative, since
it disables the RTO dynamics in those cases the round trip time is short. The
motivation for having such a conservative lower bound was to reduce the risk
of spurious timeouts, as discussed in [10] and also addressed in the applic-
ability statement for signaling traffic over SCTP [31]. Still, in managed net-
works, the risk of spurious timeouts is limited and in these networks, a too
high lower bound of RTO could imply a significantly increased failover time
in case of short round-trip times. Modifications of the RTO interval in re-
lation to SCTP failover has been studied earlier by Jungmaier et al. [73], by
Grinnemo [51] and by Fallon et al. [42]. Still, an alternate tuning of the RTO
interval has to be conducted carefully, not to increase the risk of spurious
timeouts, and should benefit from knowledge about network characteristics.

Another protocol parameter which possibly could impact the failover per-
formance is the delayed selective acknowledgment (SACK) timer. A SACK
may be delayed at the receiver for a specified time before transmission back to
the sender, to enable for the same SACK to acknowledge multiple delivered
data packets [106]. By default a SACK is generated after 200 ms or after two
received packets. These settings are directly inherited from TCP [11], and are
suitable for bulk traffic but not necessarily for other types of traffic.

Other proposed ways to improve the failover performance include tuning
of other parameters. For example Nishida [81] has suggested an additional
state for the sending SCTP host, called Potentially Failed (PF), as an interme-
diate state between active and inactive for a path, currently presented as an
Internet draft for quick failover. If an end point fails to receive acknowledg-
ments from one destination address it sets this end point in PF state. No data
is sent to a destination in this state, and the transfer is immediately switched
to an alternate destination. The proposal recommends to increase the intens-
ity of heartbeats to the destination in PF state, to probe reachability. If a
heartbeat is acknowledged, the destination state is set back to active and the
transfer is switched back. The authors of this proposal mean that this modi-
fication of the protocol leads to a faster failover process without ignoring the
default recommendations in RFC 4960.

From the above description, it is evident that optimization of the failover
performance is complex. The various protocol parameters may interact dif-
ferently under different traffic conditions. Further, tuning of the protocol
parameters has to be conducted with regard to network parameters. Also, the
fairness aspect to other traffic has to be considered.

Parts of the work in this thesis focus on improving failover performance.
Initial work in this area was conducted by Jungmaier et al. [73]. We extend
this work and look at two different mechanisms, the RTO timer in combina-
tion to PMR, and the delayed selective acknowledgment timer (SACK delay).
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We elaborate on these mechanisms under relevant traffic and network condi-
tions. Furthermore, we consider a relaxed back-off of the RTO timer. We
present a set of protocol parameters to better meet the requirements from soft
real-time traffic, in particular telephony signaling traffic, on failover perform-
ance. We propose a reduced lower bound of the RTO timer interval, while the
upper bound is kept unmodified. Regarding the SACK delay, we found this
parameter to sometimes have a negative impact on failure detection and thus
on failover performance. Consequently, we recommend a reduction of the
default SACK delay of 200 ms to a small value, still above zero. Interestingly,
an option to remove the SACK delay in SCTP has also since the publication
of our work, been standardized [113].

3.1.2 Improving Startup on the Alternate Path

In a failover as well as in a hot swap scenario, the traffic is switched over to a
network where conditions are not known in advance by the sending end host,
and thus the traffic has to go through the slow-start phase on the new path.
This may lead to a throughput degradation which may restrict the service
offered to the application. One way to overcome the negative effect during
the startup phase is by removing the slow-start phase. This approach has been
studied for TCP by Liu et al. [76] in a proposal called Jump Start. The ob-
vious outcome of using Jump Start depends on the available capacity in the
network. If there is spare capacity in the network, Jump Start will not restrict
the transfer, while Jump Start may aggravate the situation in a congested net-
work. However, Jump Start is not a generally applicable algorithm, since it
introduces the risk of severe congestion. On the other hand, in a telephony
signaling scenario, the new path is usually known and connected before the
path switch, which implies that it would be possible for the sending end point
to obtain information concerning network conditions on the alternate path,
prior to the path switch. An estimate of the conditions on the target path
could be achieved by applying some of the well-known bandwidth estimation
techniques [58, 118]. Bandwidth estimation to reduce the negative impact of
slow-start for short data flows has also been presented for TCP. For example
in a proposal called TCP Fast Start [83], the sender estimates available band-
width based on the rate of returning acknowledgments to dynamically adjust
the congestion window during slow-start. In a similar proposal called As-
tart [116], the slow-start threshold is dynamically adjusted according to the
current network conditions. Bandwidth estimates could enable for an altern-
ate startup mechanism that reduces the negative impact after the path switch.
Alternate startup mechanisms in SCTP has been investigated in several stud-
ies [24, 43, 46]. Most of these studies focus on specific traffic and on specific
scenarios. To be able to evaluate the performance gain from an alternate star-
tup mechanism, it is important to match the different path switch scenarios
with relevant traffic, and to compare slow-start to the alternate mechanism.
On the basis of this, it is possible to identify the scenarios where the perform-
ance gain is most beneficial, and to quantify the improvement. One way to
improve startup on the target path, is to be more aggressive, i.e., to start by



12 Introductory Summary

a larger initial congestion window compared to the standard of up to four
message transfer units [106]. A larger initial congestion window has been
proposed for TCP by researchers at Google [39], and although found contro-
versial by for example Gettys [50], a recommendation for an increased initial
congestion window for TCP is available in [28]. An increased initial conges-
tion window results in a reduced number of round-trips to complete a short
data flow [3, 39, 110].

In this thesis, we elaborate on startup performance on the target path after
a path switch. We start by presenting an analytical model to calculate the im-
pact of the size of the initial congestion window on transfer time for a specific
message. Further, we experimentally validate the model; in particular, we
quantify the improvement by an ideal startup mechanism compared to utiliz-
ing the traditional slow-start mechanism. We also provide results that indicate
that an increased initial congestion window of up to ten segments could have
a beneficial impact on message transfer time, and this without penalizing con-
current traffic.

3.2 Concurrent Multipath Transfer
The number of mobile devices like smart phones and tablets with cellular
connectivity is rapidly increasing. The behavior of these low-power devices
is expected to lead to heavy signaling load. This increase in signaling traffic
is expected to continue as the Internet of things will be realized [19]. The
increasing volumes of signaling traffic will be challenging for SCTP. As a con-
sequence, parallel transmission of bursty data may be required to mitigate
delay spikes. The option to connect an end host to more than one network
interface opens up for concurrent multipath transfer (CMT). CMT is a way
to achieve more resilient connections and to more efficiently utilize the avail-
able network capacity. A result from CMT may be increased throughput and
reduced transfer times due to shorter queuing times when data is transmitted
over several paths. Still, increased throughput does not always imply reduced
latency for soft real-time traffic [27]. For example, different networks may
provide significantly different services, and a slow 3G connection may not
always be beneficial as a complement to a high speed Ethernet connection
for transfer between the same end hosts. An illustration of an unbalanced
network is shown in Figure 1, where the upper path has higher capacity com-
pared to the lower path, which is partly using a cellular network. The up-
per path, on the other hand, comprises a satellite link, which could imply
long transmission times. Concurrent transmission over unbalanced network
paths may induce reordering at the receiver. The impact of reordering is most
prominent for ordered transmission, where reordering may cause extra delays
before delivery to the application. To utilize the increased capacity offered
by multiple paths, careful scheduling in form of path and data selection, is
required.

TCP has traditionally only supported one interface per connection. An
extension to TCP, Multipath TCP (MPTCP), has recently been standardized
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Figure 1: Multihoming

[44, 45]. MPTCP provides the ability to connect several interfaces to the same
connection, and to simultaneously use multiple paths between peers for trans-
mission. MPTCP presents a regular TCP interface to applications, while data
is spread across several subflows. Benefits of MPTCP include better resource
utilization, better throughput, as well as more resilient connections. MPTCP
is currently attractive for researchers, and several implementations are avail-
able [2, 5]. Although MPTCP may provide higher throughput, it is not evid-
ent that MPTCP provides lower latency for short-flow traffic. Latency for
MPTCP in wireless networks has been studied in [26, 53] and the general con-
clusion is that it is not evident that MPTCP gives reduced application latency,
at least not with the default scheduler [53].

SCTP, with its multihoming capability has been extended for concurrent
multipath transfer, CMT-SCTP. The feature is not yet standardized, but an
IETF draft has been written [16]. During the design process for CMT-SCTP,
Iyengar and his colleagues [65, 66], made comprehensive studies on potential
drawbacks from using concurrent multipath transfer like reordering causing
unnecessary fast retransmissions, reduced congestion window update and in-
creased SACK traffic. They also provided solutions to these drawbacks. Still,
reordering is a natural consequence of multipath transfer. Thus, the higher
throughput does not always end up in faster delivery to the receiving applic-
ation. SCTP has an option for unordered delivery, but for several real-time
applications, a series of messages may be related, and have to be delivered in
order. Thus, transmission in unordered delivery mode is not a general option
for real-time traffic.

Issues related to parallel transfer of data over dissimilar paths, utilizing
CMT-SCTP has been comprehensively studied by Dreibholz [33]. He showed
in several simulation-based studies that send- and receive buffers may restrict
the transfer. In his studies, he considered bulk traffic. As a solution to the
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receive buffer blocking problem [67], he proposed to use some mechanisms,
e.g., buffer splitting [32] and non-renegable SACKs [80].

The stream concept of SCTP was introduced to better serve separate flows.
The stream concept could, to some extent, alleviate the problem with HoLB
[106] by letting the application send only related data on the same stream.
Since ordering is kept only within the same stream, only the data flows exper-
iencing unordered arrival will be impacted by HoLB. In the context of con-
current multipath transfer, there is an increased risk of HoLB, since data on
the same stream may be sent over different paths. To reduce the negative im-
pact of HoLB in case of lost data when using CMT-SCTP, Iyengar et al. [68]
presented different policies for which path to select for retransmission. These
policies are based on size of the congestion window and loss rate.

Avoiding HoLB is crucial to reduce latency for signaling traffic. To reduce
the risk of unordered arrival of data to the destination, scheduling of data
among the available paths is essential. Furthermore, to provide low latency,
the best available path should always be used for the current transmission. To
select the best available path, the current network conditions have to be evalu-
ated. Based upon this knowledge, the current message for transmission should
be mapped to the best available path. Some dynamic schedulers to select the
most appropriate path for transmission have been proposed. For example,
Wallace proposed in his thesis [115] a dynamic scheduling algorithm where
the sender dynamically ranks the available destination addresses for transmis-
sion, based on the estimated time of acknowledgement of the packet. In a
similar approach by Sarwar et al. [98] they estimated the forward delay of a
path, based on congestion window occupancy to schedule the data packets.
Moreover in a proposal by Halepoto et al. [55], they presented a dynamic
scheduler to increase throughput over dissimilar paths using CMT-SCTP. In
their proposal they utilized the number of outstanding bytes on a certain path
to estimate path quality to select the preferable path for the current message.
The scheduling in these proposals [55, 98, 115] comprise path scheduling,
i.e., which path to select for transmission, but do not explore SCTP streams.
Moreover, all these studies target bulk traffic, with significantly different char-
acteristics and performance metrics compared to signaling traffic. Thus, the
applicability for these schedulers for signaling traffic is not evident and has
not been evaluated.

As a way to overcome the HoLB problem for CMT-SCTP by utilizing
the stream concept, Dreibholz introduced a static stream scheduling concept
where data sent on a specific stream was directed to a specific path [35]. This
concept proved positive for the throughput as well as for the transfer time.
This study focused on bulk transfer of large files.

Data scheduling is not standardized in SCTP and is up to the implementer
of the protocol. A mechanism for optional stream scheduling for different
types of traffic has been proposed in [117] and is now implemented in the
FreeBSD operating system [92]. Moreover, some work on standardizing dif-
ferent stream schedulers for SCTP is currently taking place [107].

In this thesis, we present dynamic stream-aware scheduling, which re-
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gards network as well as queuing status and considers SCTP streams to make
scheduling decisions. We implement a stream-aware scheduler and compare it
to some existing scheduling concepts. We see that in networks with asymmet-
ric network paths, a dynamic stream-aware scheduler could provide signific-
antly lower transmission latencies compared to a dynamic path scheduler that
does not consider streams. Moreover, we notice that static scheduling, found
beneficial for bulk traffic, is not a general option for dynamic traffic since it
could lead to extra delays due to unbalances in data load. Further, we notice
that naive round-robin scheduling in general works fine over symmetric net-
works paths, but may lead to HoLB as well as to non-beneficial path selections
in asymmetric networks.

3.3 Mobility Management
In mobile telephony networks, handover of a voice call between different base
stations is a key feature. If an end user is mobile the call is handed over
between different base stations; in most cases transparently to the end user.
In these cases, the call is handed over between nodes in a homogeneous net-
work and signaling enables for the handover. Also, when regarding computer
networks, the introduction of wireless connectivity in the form of WLAN
and 3G/4G mobile connections, has lately increased the interest in ubiquitous
connectivity. More and more devices are nowadays deployed with multiple in-
terfaces for network connectivity, e.g., Ethernet, as well as different wireless
technologies. Connectivity using a diversity of network technologies presents
several challenges, including the handover decision process to always use the
best available connection [74, 78]. Several attempts to find an appropriate
solution has been made. Some of them are summarized in [119].

Mobility may be handled at several layers in the communication stack (the
IP stack). One attempt to provide mobility on the network layer is called Mo-
bile IP [71, 86, 87]. Mobile IP was created to enable users to keep the same
IP address while moving to a different network, thus ensuring that a mobile
terminal could continue communication without associations or connections
being dropped. Components in the Mobile IP infrastructure comprise a mo-
bile terminal, e.g., a smart phone or a laptop; a home agent, which is situated
in the home network, and which is serving as the anchor point for communic-
ation with the mobile node. The home agent tunnels packets from a device
on the Internet to the roaming mobile node. The foreign agent is a router
that may function as the point of attachment for the mobile node when it
roams to a foreign network, delivering packets from the home agent to the
mobile node. In Mobile IP, the mobile terminal receives a care-of address in
the foreign network and the current care-of address is registered at the home
agent. This, to provide for correct routing of data to the mobile terminal net-
work. Mobile IP provides a promising alternative for mobility, but has since
its standardization never really taken off. Reasons for this could be that Mo-
bile IP requires some extra network infrastructure and generates some extra
network traffic [9]. Moreover, security issues, like connection hijacking and
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denial of service, are problems for Mobile IP [114].
In a study by Ratola [93], he discussed where in the protocol hierarchy

mobility should be placed, at the network layer (Mobile IP) or at the transport
layer (SCTP). He concluded that neither the transport layer or the network
layer offered a service to handle mobility, why he promoted a new protocol,
Host Identity Protocol (HIP) [79], located between the transport and the net-
work layer to be the best alternative to handle mobility. Another approach
has been to utilize a cross layer approach [96], where the Session Initiation
Protocol [94], extended by mobility management [97] is responsible for the
handover by utilizing information from lower layers.

In 2004 a survey of mobility alternatives, presented by Eddy [40], he con-
cluded that for a session not to be interrupted, smooth handling of upcoming
IP addresses is required. Thus, his alternatives were to give the responsibility
of mobility to the network layer, such as with Mobile IP, or to the transport
layer, utilizing the Dynamic Host Configuration Protocol [37] to take care
of reconfiguring the host for an upcoming network. In addition to these al-
ternatives, he considered the application to be the part taking care of the func-
tionality for mobility. He concluded that the protocol best suited to handle
mobility should be a protocol at the transport layer, since then the different
underlying network technologies do not have to be modified. Still, he poin-
ted out that to make the TCP protocol, which was his first alternative as it
is connection oriented, an alternative, the protocol had to be extended by
components for mobility. One of these components is a handover scheme,
which requires multihoming, something that was not introduced for TCP at
the time of his survey. Thus, he promoted SCTP, originally designed with
multihoming. SCTP with its DAR extension is an attractive alternative since
it supports both multihoming and dynamic address reconfiguration. The chal-
lenges related to transport layer mobility between heterogeneous networks,
with SCTP in focus is presented by Budzisz et al. in [20]. Some work on ver-
tical handover based on SCTP has also been conducted [25, 41, 75, 77, 103].
The experimental results in these studies are all based on simulations.

In this thesis, we present a lightweight mobility scheme for handover
between heterogeneous networks, based on multihomed SCTP and the DAR
extension. We implement this mobility scheme in commodity smart phones,
and demonstrate, through several real-world experiments, the feasibility of
using this handover scheme for live video streaming. Although our handover
scheme was developed for SCTP, we think experiences from our work could
be beneficial for the work on MPTCP for mobility [82].

4 Research Methodology
In computer communication, two research methodologies are commonly used,
analytical and experimental. Analytical modeling often implies that a research
theory or problem is modeled by mathematical techniques to predict the out-
come of a communication scheme in one or more scenarios. This approach is
generally appropriate to initially tackle a research problem, or to get an insight
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in the outcome of a complex scenario, involving a large number of network
components, since it may not be feasible to set up the network. Analytical
modeling may provide insights in how different parameters impact the results
for the modeled scenarios, and may often provide an indication of a best or
worst case outcome.

When focus is on novel, not yet mature techniques, or when the problem
is complex, some assumptions are sometimes needed. To evaluate these types
of problems, a simulation is often the appropriate alternative. In simulations,
models of real entities or of network components are implemented in terms
of software on a single machine. Simulations are often used to speed up the
experimental process. Analytical modeling and simulations normally imply
extensive assumptions and simplifications, where some details may have to
be left out to find a solution. These simplifications may affect the validity
of the results. An extension from analytical modeling or from simulation,
to further validate the results, is to validate the results by employing more
realistic experimental methods.

Experimentation may take place in a lab environment as well as in a real
network. Experimentation in a live situation may provide realistic results. If
the experiment is conducted in an open network, the results are certainly rep-
resentative of the specific scenario at that moment. The problem here is that
it is hard to say what the results really represent. Conditions in open environ-
ments continuously change, and it may be difficult to repeat a situation found
in an open network. Thus, it is always hard to say whether the parameters
or conditions of interest are the main reasons behind a certain outcome. An
alternate way of experimentation is to try to control as many parameters as
possible to be certain about what parameters are impacting the outcome of
the experiment. One way to control some parameters when considering com-
puter communication is network emulation, which means using end nodes
with real implementations of the protocols, while the network conditions,
i.e., bandwidth, delay and loss-rate, are emulated, something which may have
an impact on the validity of the results. Still, recall that in computer net-
works the control mechanisms for the end-to-end transmission reside in the
end nodes. Thus, an emulation study focusing on these parts may be con-
ducted in a lab environment, and still provide quite realistic results. Experi-
mentation with real end nodes and an emulated network is usually closer to
reality compared to simulation. An advantage of emulation compared to a
live experiment is that emulation opens up for repeatability.

Most of the results presented in this thesis are based on results from studies
using emulated networks, where the network emulators Dummynet [23] and
its extension KauNet [48] have been used. Some results, where a new concept
is verified, are achieved by analytical modeling. In the part of the thesis regard-
ing concurrent multipath transfer, we employed simulations, since the imple-
mentation of CMT-SCTP in the FreeBSD operating system was found not
to behave correctly. Finally, to provide insights from a live situation, with all
components involved, one study was conducted as a live experiment using real
networks, provided by commercial operators, as well as commodity terminals.
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5 Main Contributions
The contributions of this thesis all regard SCTP multihoming and focus on
communication latency for soft real-time traffic. The contributions relate to
three different scenarios, failover, scheduling and vertical handover. In the
first two scenarios, the target traffic is telephony signaling, while the last scen-
ario targets media traffic. The target environment for signaling traffic is telco
networks while vertical handover for media traffic is addressed for the general
Internet.

The first contribution concerns failover time for SCTP multihoming. We
identify and suggest improvements to protocol as well as network parameters
impacting SCTP failure detection. In particular:

– We identify that the SACK delay could have a severely degrading im-
pact on failover time for data-limited traffic transmitted at low intens-
ity. Further, we show significant improvements by reducing the SACK
delay timer. This contribution is presented in Paper I.

– We present comprehensive recommendations on how to configure SCTP
as well as network parameters to meet the requirements of telephony
signaling applications. This contribution is given in Paper II.

The second contribution concerns sender-side scheduling as CMT-SCTP
is used. Timely delivery of data using CMT-SCTP requires careful sender-side
scheduling before transmission. We present dynamic stream-aware schedul-
ing and evaluate this scheduling approach by comparing it to some existing
scheduling concepts, for signaling traffic. Dynamic stream-aware scheduling
performs scheduling on the basis of the current traffic situation as well as the
network conditions. Moreover, dynamic stream-aware scheduling strives to
transmit data from a particular stream on a particular path, to reduce HoLB.
The results indicate that dynamic stream-aware scheduling could provide for
better timeliness for signaling traffic.

– We show that dynamic stream-aware scheduling can provide for im-
proved timeliness compared to a naive round-robin scheduler as well
as compared to a scheduler which maps data from a certain stream to
a certain path. Moreover, for asymmetric network paths we see that
dynamic stream-aware scheduling provides significantly lower transmis-
sion latency compared to a dynamic path scheduler that does not con-
sider streams. These contributions are presented in Paper III.

The third contribution concerns multihomed SCTP as a candidate for
handover of a media session between heterogeneous networks. In particular,
to what extent SCTP, extended by Dynamic Address Reconfiguration, could
provide for seamless vertical handover:

– As a way to improve startup on the alternate path after handover, we
analyze the impact of the slow-start mechanism. We formulate a model
to analytically calculate the impact of slow-start for a specific message
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after handover. We validate the model and show that the model could
be used to identify the impact of slow-start on real-time traffic at con-
stant bit rate. Moreover, we show that the model could be used to pre-
dict delay penalty during slow-start for a message in a bursty flow by
approximating the variable bit rate with a constant bit rate. This im-
plies that the model could also be applicable for this type of traffic in a
mobile handover scenario. The results are presented in Papers IV and
Papers V

– Targeting handover, we show that for a video transfer, an increased
initial congestion window could have a beneficial impact on message
transfer time during slow-start. On the other hand, an increased ini-
tial congestion window implies a more aggressive startup. To this end,
we evaluate the impact of the mechanism in a scenario with competing
traffic. We show that an increased initial congestion window of up to
ten message transfer units has only marginal impact on the competing
traffic on the handover target path. The results concerning startup after
a handover are presented in Papers VI and VII.

– As a final step focusing on handover between heterogeneous networks,
we design and validate a handover scheme for SCTP. We show in a live
experiment with a mobile terminal that SCTP with the DAR extension
could provide for a seamless handover when transmitting traffic from
a video conference. To provide for a seamless handover when handing
over to a cellular network, the required resources should be allocated
before the video session is handed over. This, to prepare the cellular
interface for transmission. These results are presented in Paper VIII.

6 Summary of Appended Papers

6.1 Structural Overview
In this thesis the focus is on data-limited traffic with timing constraints, e.g.,
soft real-time traffic. Some parts mainly focus on telephony signaling traffic,
while in other parts, the proposal or evaluation is more applicable to me-
dia traffic. Furthermore, some papers focusing on signaling traffic target fail-
over, i.e., the process when an association is switching path due to path fail-
ure, while other papers targeting signaling traffic address sender scheduling as
CMT-SCTP is used. The papers targeting media traffic are focusing on vertical
handover, i.e., the process when a media session is handed over between differ-
ent networks. These papers refer to wireless networks and mobile terminals.
The common denominator for all papers is SCTP multihoming and the focus
is on latency aspects for soft real-time traffic. Figure 2 is shown to clarify the
main applicability of the material in the different papers included in the thesis.
The numbering in the figure relates to the number of the appended papers in
the thesis. It follows that the first part of the thesis focuses mainly on signal-
ing, applicable mainly in dedicated wired networks. Two scenarios related to
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Figure 2: Traffic and Scenarios in the appended papers.

latency for signaling are addressed in the thesis, failover and scheduling, where
scheduling is applicable in a scenario with concurrent multipath transfer. The
latter papers consider mobility and focus on latency aspects related to vertical
handover of a media session between open heterogeneous wireless networks.
Paper IV is bridging signaling and mobility, since it focuses on latency reduc-
tion during startup on the target path after a failover or a handover.

Paper I – On the Relation Between SACK Delay and SCTP Failover Per-
formance for Different Traffic Distributions

In this paper, we evaluate the impact of SACK delay on SCTP failover per-
formance under different traffic conditions. The results show a clear relation
between the traffic distribution and the impact of the SACK delay. For low
intensity traffic, SACKs are more frequently delayed. This delay increases the
RTT and thus inhibits the RTO timer from reaching a low value. This in-
creased RTO timer inflates the failover time. We notice severe negative effects
for low intensity traffic, where the failover time may be increased by more
than 60% when keeping the SACK delay at the default value of 200 ms com-
pared to disabling the SACK delay. Further, we see that reducing the SACK
delay to a small value above zero reduces the negative impact significantly, at
marginal cost in form of increased network traffic. In case the traffic is in-
tense, our results show limited impact of SACK delay. The study is targeting
a specific parameter. Thus, the experiments are conducted in a controlled,
somewhat limited environment, without competing traffic.
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Paper II – Tuning SCTP Failover for Carrier Grade Telephony Signaling

To comply with the timing requirements from telephony signaling applic-
ations in a failover situation, several SCTP parameters have to be carefully
tuned. In this paper, we present a comprehensive study concerning configur-
ation of parameters impacting failover performance in a multihomed SCTP
environment. The considered SCTP parameters are the number of consecut-
ive timeouts, PMR, the interval for the RTO timer (RTOmin and RTOmax)
and the SACK delay. In the paper, we present how the tuning of these para-
meters has to consider network parameters like the RTT and the router buffer
sizes. We provide practically usable configuration recommendations for these
parameters. Additionally, as a complementary way to optimize SCTP fail-
over performance, the paper discusses relaxing the exponential backoff of the
retransmission timer.

Paper III – Efficient Scheduling to Reduce Latency for Signaling Traffic
using CMT-SCTP

Concurrent multipath transfer of data over multipath networks could provide
for more resilient associations as well as for higher throughput. The higher
throughput could be beneficial for signaling traffic to faster transmit a large
burst of data. Still, sending data over multiple paths may result in reordering
at the destination, which could result in extra delay in form of HoLB, negat-
ively impacting application latency. To reduce the risk of HoLB and to select
the best path for transmission, sender scheduling of data is crucial. One way
to schedule data packets is to map data on a specific SCTP stream to a specific
path. This reduces the impact of HoLB and has been shown beneficial for
bulk traffic. Still, the paper shows that for data-limited traffic, strict mapping
is most likely not appropriate and could induce severe delays. To this end, we
propose a mechanism for dynamic stream-aware scheduling. Based on regular
estimations of the network paths, control of the current queue lengths and
considering SCTP streams, dynamic stream-aware scheduling makes schedul-
ing decisions. The results from dynamic stream-aware scheduling are com-
pared to round-robin scheduling as well as to a dynamic scheduler that does
not considers SCTP streams. The comparison indicate that dynamic stream-
aware scheduling may provide significantly reduced latency in asymmetric
networks.

Paper IV – Theoretical Analysis of an Ideal Startup Scheme in Multi-
homed SCTP

This paper targets the startup on the alternate path, still with data-limited,
time-critical traffic in focus. This view covers not only the failover scenario,
but is applicable for all scenarios where an association is switching networks.
In these situations, the association has to go through the slow-start phase again
to probe for capacity on the target path. This may cause a sudden drop in
throughput and may increase message delays. In this paper, we present a
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model to analytically compare and quantify the degrading impact of slow-start
on message transfer times. We combine the three different path switch scen-
arios (failover, hotswap and handover) with relevant traffic, and point out the
scenarios where the slow-start mechanism could have a seriously degrading
impact. The results indicate that for high load traffic, the transfer times for an
individual message may in some cases increase by up to 75% as standard slow-
start is used compared to an ideal startup mechanism, where the congestion
window is not restricting the transfer.

Paper V – Impact of Slow Start on SCTP Handover Performance

In this paper, we continue the elaboration on the impact of slow-start after a
path switch, initiated in the previous paper. The scenario is using the SCTP
DAR mechanism to achieve ubiquitous connectivity. We employ a SCTP-
based session management framework to conduct a handover between hetero-
geneous networks. The framework is used to validate the theoretical model
for prediction of the extra delay introduced by the slow-start, presented in
Paper IV. The results verify that the model could be used to obtain an appre-
ciation of the startup delay penalties incurred by slow-start during handovers
in typical mobile, soft real-time traffic scenarios. Further, the results from the
study show that the model could be used to predict the message transfer times
in a variable bit rate flow by approximating the variable bit rate flow with a
suitable constant bit rate flow.

Paper VI – On the Use of an Increased Initial Congestion Window to
Improve mSCTP Handover Performance

This paper is an extension of Papers IV and V in focusing on the impact of
slow-start after a vertical handover. In particular, this paper presents results
focusing on reducing the negative impact of slow-start after a vertical han-
dover. The scenario is a mobile terminal receiving video data in a real-time
communication. In the experiments, real video stream traces are used as input.
The results indicate that the negative impact of the standard initial congestion
window is marginal if the RTT is small. In these cases, the quick feedback of
a successful delivery enables for a rapid increase of the congestion window ir-
respective of initial size. Moreover, it is seen that the negative impact is larger
as the RTT is long and the data rate is high, e.g. generated at high video resol-
ution. Thus, these are the cases where an increased initial congestion window
could have the most positive impact.

Paper VII – Implications of Using a Large Initial Congestion Window to
Improve mSCTP Handover Delay

A large initial congestion window provides for a smoother session startup on
the handover target path, (c.f. Paper VI). Still, the reason why the standard
slow-start begins by sending only a small number of data chunks is not to be
too aggressive to concurrent sessions traversing the same path. In this paper,
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the focus is on evaluating the effect of an increased initial congestion window,
on both the traffic flow under consideration and on competing traffic, in a
handover scenario. The results confirm that an increased initial congestion
window is beneficial for real time traffic, and that an increase of the initial
window up to the size of 10 message transfer units comes without noticeable
penalty to competing traffic.

Paper VIII – Handover in the Wild: The Feasibility of Vertical Handover
in Commodity Smartphones

To achieve seamless handover, the startup delay on the handover target path
has to be mitigated, and the handover decision has to be carefully made. In this
paper, we demonstrate the feasibility of using a lightweight vertical handover
scheme based on real experiments with SCTP multihoming and its DAR ex-
tension in smart mobile terminals. The vertical handover criteria is based
on the received signal strength. Since a handover between different networks
always introduces extra delays, we use a conservative handover approach to
eliminate unnecessary handovers and to avoid ping-pong effects. As handover
to a cellular network requires allocation of resources, data transmission on
this interface should begin prior to the handover of the association to prevent
extra delays. Our experiments suggest that the scheme indeed provides for
seamless vertical handover at walking speed for as demanding applications as
streaming real-time video.

7 Conclusion and Future Research
The bursty, data-limited traffic patterns, as well as the latency requirements
from so-called soft real-time applications challenge the traditional communic-
ation techniques, designed for bulk traffic without considering latency. To
meet the requirements of soft real-time traffic, and in particular telephony
signaling traffic, transported over IP networks, the Stream Control Transmis-
sion Protocol was designed. SCTP has support for connectivity to multiple
networks, i.e., multihoming, to provide robustness, as well as support for sep-
arate data flows, streams, which enables for more flexible delivery of data.
Still, to provide low latency transmission, several parameters have to be care-
fully tuned.

In this thesis, we initially focus on latency for telephony signaling traffic.
We have made comprehensive studies of the parameters involved in a failure
situation, when an ongoing association has to switch to an alternate path. We
show how these parameters interact and how they could be tuned to minimize
latency without negatively impacting competing traffic traversing the same
path. We provide recommendations on how to tune both protocol and some
network parameters.

Another option when considering multihoming for signaling traffic, is
parallel transmission of data over several paths, so-called concurrent multipath
transfer (CMT). During burst transmission CMT could be beneficial to reduce
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latency. Still, in case CMT is used over asymmetric paths or if loss occurs,
unordered data arrival to the destination could cause additional delay before
delivery to the application. To this end, we in this thesis focus on sender-side
data scheduling. We present dynamic stream-aware scheduling which con-
siders network as well as queuing status to make scheduling decisions. Since
SCTP delivers data to the application as long as the data within the same
stream arrives in order, the scheduler utilizes this functionality in the schedul-
ing process. We show that a stream-aware scheduler could provide for reduced
latency for real-time traffic in asymmetric networks compared to previously
proposed schedulers.

Finally, since SCTP is designed as a general transport protocol, it could be
used for transmission of media traffic over the general Internet. The function-
ality to dynamically add or delete IP addresses to an ongoing session opens up
for mobility and SCTP may be used for handover between heterogeneous net-
works. To this end, we design a SCTP-based handover mechanism to handle
vertical handover. We show that by this mechanism SCTP could provide for
seamless vertical handover for a streaming video session at walking speed.

For future work, two of the questions targeted in this thesis need further
attention. As the amount of signaling messages is expected to increase, fur-
ther research is needed for efficient data scheduling over multiple paths using
CMT-SCTP. We intend to increase our investigation by adding more paral-
lel paths as well as by adding stream priority. Moreover, mobility between
heterogeneous networks has been an issue for more than a decade. Vertical
handover is challenging since it covers many aspects like network detection,
mobility decisions and mobility protocols. Still, it should not add too much
complexity [119]. We find our lightweight SCTP-based mobility scheme to be
a promising alternative for mobility. Still, to provide for seamless handover at
more than walking speed our mobility scheme requires further development
to reduce the delay when a handover takes place. Moreover, the goal of seam-
less mobility at high speed may involve more extensive interaction with lower
layers in the IP-based communication hierarchy.
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