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Abstract

The profileration of multimedia applications, such as streaming video, teleconferencing,
and interactive gaming has created a tremendous challenge for the traditional transport
protocols of the Internet – UDP and TCP. Specifically, many multimedia applications
are examples of soft real-time applications. They have often relatively stringent require-
ments in terms of delay and delay jitter, but typically tolerate a limited packet loss rate.

In recognition of the transport service requirements of soft real-time applications,
this thesis studies the feasibility of using retransmission based, partially reliable trans-
port protocols for these applications. The thesis studies ways of designing retransmis-
sion based, partially reliable transport protocols that are congestion aware and TCP com-
patible. Furthermore, the transport protocols should provide a service that, in terms of
performance metrics such as throughput, delay, and delay jitter, are suitable for soft real-
time applications. The thesis work comprises the design, analysis, and evaluation of
two retransmission based, partially reliable transport protocols: PRTP and PRTP-ECN.
Extensive simulations have been carried out on PRTP as well as PRTP-ECN. These sim-
ulations have in part been complemented by some theoretical analysis. The results of
the simulations and the analysis suggest that substantial reductions in delay jitter and
improvements in throughput can indeed be obtained with both PRTP and PRTP-ECN as
compared to TCP. While PRTP reacted too slowly to congestion to be TCP-friendly and
altogether fair, PRTP-ECN was found to be both TCP-friendly and reasonably fair.

The thesis work also comprises an extensive survey on retransmission based, par-
tially reliable transport protocols. Based on this survey, we have proposed a taxonomy
for these protocols. The taxonomy considers two dimensions of retransmission based,
partially reliable transport protocols: the transport service, and the error control scheme.

Keywords: Transport protocol, Internet, partial reliability, retransmission-based, real-
time, simulation, taxonomy, survey
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1 Introduction

The origins of the Internet goes back to the experimentation of packet switching con-
ducted by Baran et al. [3] at RAND in the early sixties. The primary objective was to
design a network that would withstand a military attack, i.e., would continue to function
even if a number of network nodes went down. As a consequence of this, the Inter-
net protocols were mainly designed to provide for a dynamic and robust network, and
not, as was the case with the telecommunication network, a particular real-time trans-
port service. In particular, the two standard Internet transport protocols, UDP [22] and
TCP [23], were designed to provide an unreliable, best effort transport service and a
reliable transport service, respectively.

Traditionally, Internet has been used for applications such as remote login, e-mail,
and file transfer, i.e., applications whose service requirements mesh well with the trans-
port services offered by UDP and TCP. However, in the last decade, this has started to
change. The technological advances have revolutionized communication systems. The
speed and capacity of various components in a communication system, such as trans-
mission media, switches, processors, and memory, have grown linearly, and sometimes
even exponentially. This has introduced opportunities for new applications in the Inter-
net such as video broadcasting and conferencing, voice, distributed interactive games,
medical imaging, to name a few.

Furthermore, the market calls for a convergence in the communications industry.
They argue against a panoply of networks to meet all diverse communication require-
ments, especially considering the fact that more or less all communication today employ
digital techniques. That is, at the heart of most of today’s communication networks is a
collection of flows of bits, of 1s and 0s, which in many ways are indistinguishable from
each other.

Although, discussions about a ubiquitous service platform already took place when
the Integrated Services Digital Network (ISDN) architecture was introduced in the eight-
ies, and also when Broadband ISDN (B-ISDN) and Asynchronous Transfer Mode (ATM)
seemed to be on everyones agenda in the beginning of the nineties, it is, in at least one
way, different this time. Back then, there was a major disagreement between the data-
and telecommunication industry: the major proponents of ISDN and B-ISDN came from
the telecommunication sector, while the datacommunications sector were more skepti-
cal. However, this time there appears to be a consensus among the two sectors: both
camps seem to have agreed that if there is to be a convergence, the platform for it will
be the Internet.

It is widely agreed that one of the major hurdles to overcome in order for Internet
to become a ubiquitous service platform is to provide acceptable services for real-time
applications. That is, to design services that are able to meet the stringent performance
requirements of real-time applications in terms of throughput, delay, delay jitter, and
reliability. This problem has essentially been addressed in two ways: through the use of
integrated services (IS) architectures such as IntServ [6] and DiffServ [7], and through
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novel transport protocols or transport protocol frameworks such as RTP [25].

From a real-time service perspective, the two approaches target somewhat differ-
ent types of applications. The principal idea behind the IS architectures is to provide
something like virtual circuits in the Internet. They could be seen as primarily target-
ing isochronous applications, i.e., applications which only tolerate very small devia-
tions from their service requirements. In contrast, the second approach mainly involves
changing the transport protocols used by the end nodes. It entails no or only a few
changes to the Internet network infrastructure. Most notably, the second approach does
not include any service provisioning in the interior nodes in the Internet, and is therefore
not suitable for isochronous real-time applications. However, since the second approach
is less costly and easier to deploy, it is still considered an attractive solution for soft
real-time applications, i.e., applications that are more lenient against violations of the
service requirements.

An example of the second approach is the so called partially reliable transport proto-
cols. These protocols are characterized by providing a transport service which in terms
of reliability places itself in between the services provided by UDP and TCP, i.e., a
service which is more reliable than UDP but less reliable than TCP. In other words a
transport service which tolerates a limited amount of packet loss. Specifically, these
protocols fill the gap between the unreliable and completely reliable transport protocols
by permitting an application to specify a controlled level of loss, and then enhance the
service provided by the network level only enough to guarantee this loss level. The
reason partially reliable protocols are considered attractive for soft real-time applica-
tions is that they explicitly provide for the applications to make trade-offs between the
performance parameters reliability, delay, and delay jitter.

Essentially, the class of partially reliable transport protocols breaks down into two
subclasses: open-loop partially reliable transport protocols and closed-loop partially re-
liable transport protocols. The subclass of open-loop protocols comprises those proto-
cols which do not employ feedback from the network or end-node(s) when they perform
error recovery. Typically open-loop protocols use Forward Error Correction [16, 18]
(FEC) or channel coding [15] techniques to recover from corrupt and lost packets. Con-
trary to open-loop protocols, closed-loop protocols do employ feedback from the net-
work when they perform error recovery. While open-loop partially reliable transport
protocols have been extensively studied in the last 20 years [4, 5], the interest for closed-
loop protocols only goes back to the beginning of the 1990s [10, 20].

A contributing factor to the previous uninterest for closed-loop partially reliable
transport protocols was that they were not considered feasible for soft real-time mul-
timedia applications. However, this view was revised when Dempsey et al. [10], Pa-
padopoulos and Parulkar [20], and others demonstrated the feasibility of using closed-
loop partially reliable transport protocols also for this kind of applications. In particular,
they demonstrated that retransmission based, partially reliable transport protocols, i.e.,
those closed-loop protocols which perform error recovery through retransmissions, are
in fact suitable for some classes of continuous media applications.



3. Scope and Contributions of the Thesis 5

Our research is a continuation of the research on retransmission based, partially re-
liable transport protocols started by Dempsey et al. In line with their work, we study
retransmission based, partially reliable transport protocols in connection with soft real-
time applications, and then, with an emphasis on multimedia communication. Since we
do not consider it feasible, at least not in the short term, to introduce an altogether new
transport protocol in the Internet, our research is mainly concerned with extensions for
partial reliability to existing transport protocols. In that way, we are able to introduce
partially reliable transport services into the Internet, without imposing any changes to
the existing Internet infrastructure.

Although many other researchers have made significant contributions to this research
area [1, 9, 11, 12, 17, 21], we only know of one research group [8] that have considered
retransmission based, partially reliable transport protocols in terms of extensions to the
standard transport protocols. In fact, the majority of researchers seem to have been
far more concerned with finding the most performance efficient retransmission based,
partially reliable transport protocol than looking for solutions that are compatible with
the existing Internet.

2 Research Statement

The principal objective of our research is to design transport protocols suitable for soft
real-time applications, especially multimedia applications, in the Internet. As part of
our research, we study the feasibility of using retransmission based, partially reliable
transport protocols for this kind of applications. Specifically, we are studying ways of
designing retransmission based, partially reliable transport protocols that

� provide a transport service that, in terms of performance metrics such as through-
put, delay, and delay jitter, are suitable for soft real-time applications;

� are congestion aware, and ideally react to congestion in a TCP-friendly and fair
manner;

� are compatible with the existing Internet transport protocols, and only involve
small modifications to the existing Internet infrastructure.

3 Scope and Contributions of the Thesis

Our research has primarily involved the design, analysis, and evaluation of two partic-
ular retransmission based partially reliable transport protocols: PRTP (Partially Reli-
able Transport Protocol) and PRTP-ECN (Partially Reliable Transport Protocol using
Explicit Congestion Notification). These protocols are compatible with TCP, and pri-
marily differ from TCP in the way they make retransmissions: the application atop
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PRTP/PRTP-ECN specifies its minimum acceptable reliability level and PRTP/PRTP-
ECN only makes the number of retransmissions sufficient to uphold the specified reli-
ability level. We have performed extensive simulation experiments on both PRTP and
PRTP-ECN, and compared their performance with TCP in terms of performance metrics
of major importance to soft real-time applications.

In the simulation experiments performed on PRTP, we evaluated the performance
of PRTP compared to TCP for long-lived as well as short-lived connections, i.e., the
stationary as well as the transient behavior of PRTP were studied. The stationary analy-
sis comprised three performance metrics, average interarrival jitter, average throughput,
and average fairness, while we in the transient analysis only studied throughput. Fur-
thermore, in the stationary analysis, we also tested if PRTP exhibited a TCP-friendly
behavior.

The results of the simulation experiments showed that PRTP indeed is likely to give
substantial improvement in average throughput both for long-lived and short-lived con-
nections, and that significant reduction in average interarrival jitter can be obtained for
long-lived connections. However, the fairness and TCP-friendliness tests conducted on
PRTP in the stationary analysis gave at hand that PRTP is not altogether fair and TCP-
friendly. As a consequence of this, PRTP was modified to react more appropriately to
incipient congestion. In particular PRTP was modified to use parts of the explicit conges-
tion notification (ECN) mechanism proposed by IETF [24] to better signal congestion.
The modified version of PRTP was called PRTP-ECN.

The same simulation experiments as were performed on PRTP were also performed
on PRTP-ECN. While the improvement in average throughput and reduction in average
interarrival jitter were not as large for PRTP-ECN as for PRTP, they were still substantial.
Furthermore, in contrast to PRTP, PRTP-ECN showed a TCP-friendly behavior and was
reasonably fair against contending TCP flows.

The simulation experiments on PRTP-ECN were complemented with a theoretical
analysis. Both the stationary and the transient behavior of PRTP-ECN were theoretically
analyzed. Specifically, we derived analytical expressions for the packet loss tolerance of
PRTP-ECN at startup and in steady-state. We also analytically established the tolerance
of PRTP-ECN for packet loss bursts.

In addition to the work on PRTP and PRTP-ECN, we have done an extensive survey
of retransmission based, partially reliable transport protocols. On the basis of this survey,
we have proposed a taxonomy. Apart from serving as a framework for classification, the
taxonomy articulates the principal components of retransmission based, partially reliable
transport protocols; introduces a uniform terminology; and emphasizes those aspects of
retransmission based, partially reliable transport protocols that need further research.

To summarize, the main contributions of our research are as follows:

� We have demonstrated the feasibility of designing TCP compatible, retransmis-
sion based, partially reliable transport protocols that are congestion aware, and
that, in terms of throughput and interarrival jitter, are more suitable for soft real-
time applications than TCP.
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� We have made predictions, both analytically and through simulations, of the per-
formance improvements that can be obtained by using retransmission based, par-
tially reliable transport protocols for soft real-time applications in the Internet.

� We have presented a survey and a taxonomy of retransmission based partially
reliable transport protocols.

4 Thesis Outline

This thesis is a compilation of five papers. The five papers are listed below, together
with short synopses about their content.

Paper I: A Taxonomy and Survey of Retransmission Based Partially Reliable Trans-
port Protocols

A taxonomy for retransmission based, partially reliable transport protocols is presented.
The taxonomy consists of two classification schemes. The first classification scheme
classifies retransmission based, partially reliable transport protocols with respect to their
offered reliability service, and the second classification scheme with respect to their error
control scheme.

Furthermore, a survey of retransmission based, partially reliable transport protocols
is presented. The survey primarily focuses on the services offered by the protocols; how
they have been realized; and how they map into the taxonomy.

Taken together, the taxonomy and survey not only provides the foundation for re-
transmission based, partially reliable transport protocols, they also serve as an introduc-
tion to this class of transport protocols.

Paper II: A Simulation Based Performance Evaluation of PRTP

As mentioned in Section 3, our research has primarily concerned the design, analysis,
and evaluation of two particular retransmission based, partially reliable transport pro-
tocols: PRTP and PRTP-ECN. This paper introduces PRTP. The design and the core
principles of the protocol are described. However, the largest portion of the paper is
devoted to an extensive simulation study of PRTP.

The simulation study of PRTP comprised three simulation experiments. In the first
simulation experiment our simulation model of PRTP was validated against a prototype
of PRTP that we have implemented in Linux [2]. The second simulation experiment
evaluated the stationary performance of PRTP compared to TCP. In particular, we con-
sidered the performance of PRTP for long-lived connections in terms of average inter-
arrival jitter, average throughput, and average fairness. We also investigated whether or
not PRTP is TCP-friendly. Finally, in the third simulation experiment the transient per-
formance of PRTP compared to TCP was evaluated. Specifically, the third simulation
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experiment considered the throughput performance of PRTP in a typical Web browsing
scenario. Since, the throughput obtained in Web browsing is very much dependent on
the type of Internet connection, three types of connections were studied: fixed, modem,
and GSM.

Paper III: Evaluation of the QoS Offered by PRTP-ECN – A TCP Compliant Par-
tially Reliable Transport Protocol

The simulations presented in Paper II found PRTP to be TCP-unfriendly and not alto-
gether fair. To address this, PRTP-ECN was conceived. This paper considers PRTP-
ECN: its design and the principal ideas behind the protocol.

The stationary performance of PRTP-ECN was evaluated using the same simula-
tion testbed as was used in the stationary analysis of PRTP (see Paper II). This pa-
per gives a detailed description of the stationary analysis of PRTP-ECN. Specifically,
it evaluates the stationary performance of PRTP-ECN compared to TCP in terms of
average interarrival jitter, average throughput, average goodput, average fairness, and
TCP-friendliness.

Paper IV: A Simulation Based Performance Analysis of a TCP Extension for Best
Effort Multimedia Applications

In the same way as Paper III, this paper considers the stationary performance analysis of
PRTP-ECN. However, in this paper the focus is on the statistical design and analysis of
the simulation experiment.

The simulation experiment was designed as a series of factorial experiments, one for
each studied performance metric. This paper elaborates on the underlying effects model.
Examples of issues discussed are model fitting, e.g., variance stabilizing transforms, and
the statistical hypotheses tested. In addition to the performance metrics discussed in
Paper III, this paper also considers the link utilization of PRTP-ECN as compared to
TCP.

Paper V: Enhancing TCP for Applications with Soft Real-Time Constraints

While Papers III and IV only evaluated the performance of PRTP-ECN through sim-
ulations, the major contribution of this paper is a theoretical analysis of the transient
and stationary behavior of PRTP-ECN. In particular, this paper presents analytical ex-
pressions for the packet loss tolerance of PRTP-ECN at startup; explicit formulae for
the upper an lower bounds of the stationary packet loss tolerance of PRTP; and finally
an expression for the maximum packet loss burst tolerated by PRTP-ECN in stationary
state.

Although, the central theme of this paper is a theoretical evaluation of PRTP-ECN,
it also provides a summary of the stationary performance analysis of PRTP-ECN as
described in Paper III.
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5 Future Work

As stated in Section 2, the primary objective of our research is to study Internet trans-
port protocols that accommodate the service requirements of soft real-time applications.
We have focused on retransmission based, partially reliable transport protocols. Thus
far, we have, with PRTP and PRTP-ECN, demonstrated the feasibility of designing re-
transmission based, partially reliable transport protocols which like TCP are congestion
aware, but which, in terms of throughput and jitter, are more suitable for soft real-time
applications than TCP. However, both PRTP and PRTP-ECN builds upon TCP, an, in
many respects, less than ideal platform for transport protocols that target soft real-time
applications. Notably, TCP is a byte-oriented protocol, while many soft real-time appli-
cations, especially video and image applications, would benefit from a message-oriented
protocol; TCP in itself provides no support for extensions for partial reliability; and fur-
thermore TCP enforces an ordered delivery of packets which is unnecessarily stringent
for many soft real-time applications.

In 2000, a new transport protocol was published by IETF – SCTP [27]. Originally,
the rationale behind the development of SCTP was that a transport protocol was needed
for transportation of signaling information in telecommunication networks. However,
this narrow view of SCTP was later revised. Today, SCTP is considered a general pur-
pose transport protocol, on equal footing with transport protocols such as UDP and TCP.

Contrary to TCP, SCTP is a message-oriented transport protocol and consequently
keeps message boundaries; a framework for implementing partially reliable transport
services on top of SCTP has already been suggested as an Internet draft [26]. Further-
more, SCTP provides for partially ordered message delivery, another service that, in
addition to partial reliability, has been proven useful for soft real-time applications [9].
Taken together, we believe these features make SCTP a better platform than TCP for
retransmission based, partially reliable transport protocols that target soft real-time ap-
plications.

As mentioned, the SCTP transport protocol was primarily designed to be used by
signaling protocols in telecommunication networks. Specifically, SCTP was designed to
be used by the application and user parts of the SS7 [13] (Signaling System #7) protocol
stack. A common denominator of the majority of signaling protocols that will use SCTP
is that they have soft real-time requirements. For example, the MTP-L3 [14] layer in the
SS7 protocol stack requires response times within 500 to 1200 ms [19]. Failure to meet
these response times will result in the initiation of error procedures for specific timers
(e.g., timer T4 of ITU-T Q.704 [14]). Furthermore, MTP-L3 has very stringent demands
on message loss and sequence errors.

Signaling traffic represents a new type of soft real-time application in the Internet, an
application which up to now has attracted very little attention. Therefore, another strong
candidate for future research is to study the performance of Internet based signaling traf-
fic. We are particularly interested in studying the performance of the flow and congestion
control of SCTP for signaling traffic. SCTP has to a large extent inherited its flow and
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congestion control mechanisms from TCP. However, the flow and congestion control
mechanisms of TCP are most suitable for long-lived connections and less suitable for
short-lived ones. The principal objective with our research would be to study extensions
to SCTP that improve the performance of SCTP for short-lived signaling connections,
while at the same time let SCTP remain a general purpose transport protocol.
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Abstract

The mismatch between the services offered by the two standard transport proto-
cols in the Internet, TCP and UDP, and the services required by distributed multi-
media applications has led to the development of a large number of partially reliable
transport protocols. That is, protocols which in terms of reliability places themselves
between TCP and UDP. This paper presents a taxonomy for retransmission based,
partially reliable transport protocols, i.e., the subclass of partially reliable transport
protocols that performs error recovery through retransmissions. The taxonomy com-
prises two classification schemes: one that classifies retransmission based, partially
reliable transport protocols with respect to the reliability service they offer and one
that classifies them with respect to their error control scheme. The objective of our
taxonomy is fourfold: to introduce a unified terminology; to provide a framework in
which retransmission based, partially reliable transport protocols can be examined,
compared, and contrasted; to make explicit the error control schemes used by these
protocols; and, finally, to gain new insights into these protocols and thereby suggest
avenues for future research. Based on our taxonomy, a survey was made of existing
retransmission based, partially reliable transport protocols. The survey shows how
protocols are categorized according to our taxonomy, and exemplifies the majority
of reliability services and error control schemes detailed in our taxonomy.

1 Introduction

The two standard transport protocols in the TCP/IP suite, TCP [29] and UDP [28], date
back some thirty years. They were primarily designed to offer a service appropriate for
the prevailing applications in those days. TCP was designed to offer a completely reli-
able service, a service suitable for such applications as e-mail, file transfer, and remote
login; UDP, on the other hand, was designed to offer an unreliable service, a service
appropriate for simple query-response applications such as name servers and network
management systems. In recent years, we have witnessed a growing interest in dis-

15
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tributed multimedia applications, applications typically requiring a service that in terms
of reliability places itself somewhere between the services offered by TCP and UDP
but that often have stringent demands on throughput, delay, and delay jitter. To address
the needs of this class of applications, the Real-time Transport Protocol (RTP) [31] and
other application support protocols have been proposed.

These protocols try to follow the principles of protocol architecture design outlined
by Clark and Tennenhouse [9]. Specifically, they try to implement their two key archi-
tectural principles: application level framing and integrated layer processing. However,
apart from giving the application more control over transport level decisions, e.g., error
recovery decisions, these protocols also impose a number of transport level responsibil-
ities on the application, e.g., flow and congestion control and the administration of the
timing of the application messages.

The fact that RTP and similar protocols impose a number of duties on the applica-
tion that are normally taken care of by the transport protocol and that are essentially
of no interest to the application, have made many researchers argue that this is not the
right way to go [21]. They re-emphasize the requirement that there should be a clean
separation between the specification and implementation of a service. In particular, they
argue for a transport protocol which, in the same way as RTP, gives the application more
influence on the transport level decisions, but which, in contrast to RTP, relieves the
application from all transport level responsibilities. To this end, a class of transport pro-
tocols has emerged that offer a service enabling the application to trade some reliability
for improved performance with respect to some or all of the metrics: throughput, delay,
and delay jitter. In other words, emerged to offer a service more suitable for multime-
dia and other real-time applications than either TCP or UDP. This class of protocols is
commonly called partially reliable transport protocols.

From an implementation perspective, we may differentiate between two major
classes of partially reliable transport protocols: closed-loop and open-loop protocols.
Closed-loop protocols dynamically adapt their error control scheme based on feedback
of the current network conditions. In contrast, open-loop protocols do not use any feed-
back from the network. Instead, they work by adding redundancy to the payload and
thereby mitigate the impact of losses. While open-loop protocols have been extensively
studied and used for multimedia communication in the last twenty years [5, 6], closed-
loop techniques have not been considered appropriate for multimedia communication
for more than half that time.

At the beginning of the 1990s, Dempsey [12], Papadopoulos and Parulkar [26], and
others demonstrated the feasibility of using retransmission-based closed-loop partially
reliable transport protocols for multimedia communication. Since then, a large number
of retransmission based, partially reliable transport protocols for time sensitive applica-
tions such as multimedia has been proposed.

The main purpose of this paper is to present a taxonomy for retransmission based,
partially reliable transport protocols. The taxonomy comprises two classification
schemes: one that classifies retransmission based, partially reliable transport protocols
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with respect to the reliability service they offer and one that classifies them with respect
to their error control scheme.

The taxonomy has been developed through an extensive analysis of a significant
number of existing retransmission based, partially reliable transport protocols. We be-
lieve that it not only gives valuable insights into the key components of the existing
protocols but that it also provides a unified terminology and a baseline for future proto-
cols.

Our taxonomy has been inspired by earlier work of, among others, Diaz and Dempsey.
In particular, our view of the concept of a partially reliable service is to a large extent
derived from the work on partially reliable and partially ordered services done by Diaz et
al. [14]; our classification of retransmission based, partially reliable transport protocols
with respect to their error control scheme is to some degree influenced by the discussion
of closed-loop, partially reliable transport protocols in Dempsey’s thesis [11].

This paper also provides a classification and survey of existing protocols. The paper
shows how a selection of existing protocols are classified with respect to our taxonomy.
Furthermore, the paper presents a survey of a subset of the classified protocols. The
subset of protocols covers the majority of reliability services and error control schemes
in our taxonomy.

This paper is organized as follows. Section 2 provides some preparatory material. In
particular, the concept of a retransmission based, partially reliable transport protocol is
defined. Our taxonomy is presented in Section 3. Section 4 gives a survey of existing
retransmission based, partially reliable transport protocols and shows how they are clas-
sified with respect to our taxonomy. Finally, Section 5 concludes the paper with a brief
summary of our proposed taxonomy and a discussion of the insights gained in develop-
ing the taxonomy. The section also briefly considers how these insights can be used in
the design of future retransmission based, partially reliable transport protocols.

2 Preliminaries

The taxonomy of retransmission based, partially reliable transport protocols presented
in this paper is based on the following definition of a partially reliable service.

Definition 1 Let � denote the reliability level offered by a service. A service is consid-
ered partially reliable provided ���������
	��������� .
On the basis of Definition 1, we used the following definition of a retransmission based,
partially reliable transport protocol.

Definition 2 A retransmission based, partially reliable transport protocol is a transport
protocol that is explicitly designed to offer a partially reliable service and that uses an
error control scheme in which error recovery is performed through retransmissions.

The reason Definition 2 specifically states that a transport protocol must be explicitly
designed to offer a partially reliable service in order to be a partially reliable transport
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Figure 1: Classification with respect to reliability service.

protocol is that, from a practical viewpoint, there is no such thing as a transport pro-
tocol offering a completely reliable service. For example, TCP is designed to offer a
completely reliable service but is only able to do so as long as some conditions hold.
In particular, TCP depends on the ability of the IP protocol to provide end-to-end con-
nectivity and assumes that the TCP checksum is able to detect all conceivable kinds of
bit errors. Consequently, TCP fails to provide a completely reliable service in the rare
occasions when the network becomes partitioned or the TCP checksum fails to detect a
corrupted packet [35].

3 The Taxonomy

As mentioned in Section 1, our taxonomy consists of two classification schemes: one
which classifies retransmission based, partially reliable transport protocols with respect
to their offered reliability service and one which classifies them with respect to their
error control scheme. The former classification scheme is presented in Subsection 3.1
and the latter in Subsection 3.2.

3.1 Classification with Respect to Reliability Service

Figure 1 depicts the classification scheme with respect to the reliability service offered.
As follows from Figure 1, the protocols are classified along three dimensions: specifica-
tion of reliability level, granularity, and adaptiveness.

Specification of Reliability Level. We distinguish between two main classes of spec-
ifications: implicit specifications and explicit specifications. In implicit specifi-
cations, the reliability level is implicitly determined by one or more QoS and/or
transport constraints other than just the guaranteed reliability level, e.g., number
of retransmissions, priorities, deadlines, playback rate, or maximum latency. Con-
trary to implicit specifications, explicit specifications explicitly prescribe a certain
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guaranteed reliability level. Common ways of formulating explicit reliability level
requirements include: specifying an upper bound for packet loss, stating the min-
imum number of messages that must be successfully transmitted out of a fixed-
length message group, or assigning reliability classes to messages.

Granularity. The dimension granularity refers to the calculation base of the reliability
service provided by a retransmission based, partially reliable transport protocol.
Or, put differently, the granularity of a retransmission based, partially reliable
transport protocol represents the smallest unit of data on which the protocol con-
trols the reliability service, and consequently is the smallest unit of data on which
the protocol ascertains the reliability service. In implementation terms, the dimen-
sion granularity refers to the unit of data considered by the error control scheme
when it makes retransmission decisions on lost or corrupted packets (cf. Sec-
tion 3.2). As shown in Figure 1, we distinguish between three main classes of
protocols with respect to granularity: message, message group, and flow.

Message. In this context, the term message denotes messages exchanged between
application entities, i.e., Application Protocol Data Units (APDUs). When
a protocol has a granularity of a message, this means that the error control
scheme of the protocol performs retransmissions based on the status of one
message. This, for example, can be that the reliability service is based on
the number of times a message has been retransmitted, or that the reliability
service is based on a priority level assigned to a message.

Typically, protocols with a granularity of a message target video and au-
dio streaming applications: both video and audio coders usually generate
sequences of fixed-sized data blocks that conveniently fit into messages.
Furthermore, video coding schemes such as MPEG-1, MPEG-2, and H.263
generate data blocks of different importance, e.g., H.263 generates I-, P-,
and B-frames of which I-frames are more important than either the P- or
B-frames. By using a protocol with a granularity of a message, a video ap-
plication using one of these video coding schemes can exploit the fact that all
data blocks are not equally important and assign different reliability levels
to each data block.

Message Group. A protocol is said to have a granularity of a message group when
the retransmission decision of the protocol involves not only one message
but a pre-specified number of messages. Typically, a protocol adhering to
this class, calculates the reliability level by counting the number of success-
fully received messages within a fixed-length message group.

Protocols with a granularity of a message group primarily target the same
niche of applications as those with a granularity of a message, i.e., video
and audio streaming applications. Compared to protocols with a granularity
of a message, the major advantages of message-group based protocols are
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that they are generally easier to realize and, owing to their coarser granular-
ity, entail less overhead. However, the coarser granularity of message group
based protocols is not always beneficial. While, it could be argued that a
granularity of a message group is sufficient for many audio streaming ap-
plications, it is less than ideal for video streaming applications: while audio
coders typically produce packets of more or less the same importance, this
is, as said, generally not the case with video coders.

Flow. A flow refers to a unidirectional stream of messages from a single me-
dia source. One or several flows constitute a session: a single connection
and/or conversation between one endpoint and one or several other end-
points. Common examples of flows are video streams in a video broadcast
application and audio streams in an Internet radio application. When a pro-
tocol belonging to this class of protocols makes a retransmission decision
at a particular time during a flow, it bases its retransmission decision on all
packets sent and/or received in this flow up to this time.
To our knowledge, the number of protocols having a granularity of a flow are
very scarce. As a matter of fact, we know of only two protocols: SRP [27]
and PRTP-ECN [17, 18]. SRP primarily targets audio applications, and
PRTP-ECN has been used to improve the transmission of images on Web
pages. The principal incentive for these two protocols to use a granular-
ity of a flow is that it makes them very easy to implement: Compared to
message- and message-group-based protocols, flow-based protocols tend to
involve less state information, and are because of that often less complex.
However, flow based protocols tacitly assume that all messages are of equal
importance. Therefore, special arrangements have to be made in order to use
these protocols for transmission of images and video streams. For example,
PRTP-ECN only works for images that are coded according to some robust
image coding scheme.

Adaptiveness. The last dimension, adaptiveness, refers to the situation in which, during
the lifetime of a session, a protocol permits an application to change its reliability
requirements. There are two main classes of protocols with respect to adaptive-
ness: non-adaptive and adaptive.

Non-Adaptive. Those protocols, which offer a pre-configured reliability service,
are members of the non-adaptive class of protocols. In other words, non-
adaptive protocols comprise protocols which, in the same way as TCP and
UDP, are designed to offer a certain fixed reliability service. However, in
contrast to TCP and UDP, they are rarely general protocols. They are often
specifically tuned for a certain category of applications, or even a certain
product.

Adaptive. The adaptive class is the complement of the non-adaptive class, i.e.,
comprises all protocols that do not offer a pre-configured reliability service.
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It has three subclasses: per-flow adaptive, in-flow adaptive, and per-message
adaptive. In per-flow adaptive protocols, the reliability service is specified
at the inception of a flow and remains fixed during the whole lifetime of
the flow. A further degree of flexibility is provided by in-flow adaptive pro-
tocols, which enables applications to alter the reliability service during the
flow lifetime. Finally, the highest degree of flexibility is found in in-flow
adaptive flows that permit applications to alter the reliability service on a
per-message basis.
Since per-flow adaptive protocols make no provisions for an application to
re-negotiate the reliability service of a flow, they are primarily useful for
inelastic applications such as audio broadcasting. More elastic applications,
such as many video streaming tools, are typically better off with an in-flow
or per-message adaptive transport protocol: at high traffic loads, an in-flow
or per-message adaptive protocol permits an application to continue a flow,
although at a lower service level.
As follows from the definition of in-flow adaptive flows, they represent a
middleway between per-flow adaptive and per-message adaptive protocols.
There are very few in-flow adaptive protocols. However, an example of an
in-flow adaptive protocol is PRTP-ECN [17, 18].

3.2 Classification with Respect to Error Control Scheme

This section explains how, according to our taxonomy, retransmission based, partially
reliable transport protocols are classified with respect to their error control scheme: Sub-
section 3.2.1 discusses the logical architecture of an error control scheme of a retrans-
mission based, partially reliable transport protocol. On the basis of the logical architec-
ture, the actual classification scheme is presented in Subsection 3.2.2.

3.2.1 The Logical Architecture of an Error Control Scheme

The error control scheme of a retransmission based, partially reliable transport protocol
can be viewed as consisting of five principal components: an error detection component,
an error feedback component, a retransmission-decision component, a retransmission-
decision feedback component, and finally, a retransmission component. Figure 2 illus-
trates the interrelationship between the five components, and the responsibility of the
respective component is as follows:

Error Detection Component. The error detection component is responsible for detect-
ing lost or corrupted packets. Packet losses are usually detected through the re-
ception of out-of-sequence packets and/or timeouts, while packet corruption is
discovered through the use of checksums.

Error Feedback Component. In error control schemes in which the error detection
and the retransmission decision are not made on the same side, i.e., error detection
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Figure 2: The logical architecture of an error control scheme.

occurs at the receiver side while the retransmission decision takes place at the
sender side, an error feedback component is used to inform the retransmission
decision component about packet loss and corruption events.
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Retransmission Decision Component. As follows from its name, the retransmission
decision component comprises the part of the error control scheme that is respon-
sible for deciding whether a lost or corrupted packet should be retransmitted.

Retransmission Decision Feedback Component. The retransmission decision feed-
back component is only needed in error control schemes in which the retransmis-
sion decision takes place at the receiver. It is the responsibility of this component
to communicate the retransmission decisions of the receiver back to the retrans-
mission component at the sender.

Retransmission Component. The retransmission component is always located at the
sender. It is the responsibility of this component to execute the retransmission
requests made by the retransmission decision component, i.e., it is this component
which performs the actual retransmissions.

3.2.2 The Classification Scheme

Retransmission based, partially reliable transport protocols differ from completely re-
liable ones primarily in their retransmission strategy. Thus, as shown in Figure 3, the
classification scheme with respect to the error control scheme is exclusively based on
the most salient features of the retransmission decision component. In particular, classi-
fication is done along the two dimensions of location and decision base.

Location. The retransmission decision component of an error control scheme is located
at either the sender side or the receiver side. Depending on the location of the re-
transmission decision component, we distinguish between sender based protocols
and receiver based protocols.

Although an analytical study by Marasli et al. [23] suggests that sender based
protocols in some instances exhibit a slightly better throughput performance than
receiver based protocols, the latter indeed possess some attractive features. Re-
ceiver based protocols are generally more scalable and versatile. An example is
the case in which a server serves several clients, all with different reliability ser-
vice requirements. In the sender based case, the responsibility of providing the
correct service to all clients is primarily the server’s. In the receiver based case,
the responsibility has to a large degree been distributed to each one of the clients.
Furthermore, in the receiver based case, the sender is not involved in the retrans-
mission decisions and is consequently able to simultaneously serve several clients
with different retransmission decision components.

In some protocols, the retransmission decision is normally made by the receiver
but in exceptional cases is ignored by the sender. For example, in the CM proto-
col proposed by Papadopoulos and Parulkar [25], the sender has a retransmission
buffer whose size approximately follows the size of the playout buffer at the re-
ceiver side. When a packet has been sent, it is placed in the retransmission buffer
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and, if necessary, the oldest packet in the retransmission buffer is discarded. When
a retransmission request arrives at the sender for a packet that has already been
discarded from the retransmission buffer, the retransmission request is ignored by
the sender. Even though it could be argued that protocols like the CM protocol
should be classified as hybrid sender based receiver based protocols, we classify
them as receiver based protocols because only the retransmission decision at the
receiver side is made with regard to the requirements imposed by the data stream,
i.e., uses a decision base that is either metrics based, priority based, or based on
reliability classes.

Decision Base The decision base comprises the metrics, rules, and/or heuristics that
form the basis for the retransmission decisions made by a retransmission deci-
sion component. This dimension has three main classes: priority, metrics, and
reliability classes.

Priority. In priority based protocols, each packet is assigned a priority based on
its relative importance. Retransmission of lost packets is always performed
in priority order with high priority packets sent before packets with lower
priorities. Often protocols are not pure priority based protocols but are com-
bined priority and deadline based. Apart from having a priority, packets
in combined priority- and deadline-based protocols also have a deadline to
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meet. In these protocols, lost packets are typically retransmitted in prior-
ity order until they have been successfully received or their deadline has
expired. This means that high priority packets have a better chance of be-
ing delivered since, in the event of packet loss, they are more likely to be
retransmitted.
Priority based protocols are very lightweight and have therefore found their
use in the area of audio and video broadcasting. For example, the CUDP [32]
transport protocol targets audio and video file servers and SR-RTP [15] tar-
gets video file servers.

Metrics. Protocols that base their retransmission decision on direct or indirect
measurements of one or several properties of a flow, e.g., packet loss rate or
timeliness, are considered metrics based protocols. We distinguish between
three classes of metrics based protocols: protocols that base their retransmis-
sion on some kind of estimate of the packet loss rate; protocols that perform
retransmissions as long as the timeliness of the data flow is not violated; and
protocols that indirectly consider the timeliness of the data flow by restrict-
ing the number of retransmissions performed on individual messages.

Packet Loss. To our knowledge, existing protocols use either of two ap-
proaches to estimate the packet loss rate. The first approach involves
using a statistic, e.g., the arithmetic average or mean packet loss rate.
Protocols belonging to this class usually monitor the packet loss rate by
continuously calculating an estimate or weighted estimate of the mean
packet loss rate. The second approach involves calculating the aver-
age packet loss rate over a fixed-length sequence of packets. Since the
packet loss based protocols using this approach typically keep track of
the fixed-length sequence of packets through the use of a sliding win-
dow mechanism, this subclass of packet-loss-based protocols is called
the sliding window class.
A problem with pure packet loss based protocols are their obliviousness
to time, which makes them not altogether perfect for audio, video, and
other time sensitive applications. However, measurements made on a
pure packet loss based protocol, AOEC [16], suggest that the improve-
ments obtained in terms of throughput and delay by selective retrans-
missions compensates for this problem to some degree.

Time. Time based protocols comprise those protocols that employ a metric
that is a function of time. The class of time based protocols can be
further divided into the subclasses: deadline based and statistic based
protocols.
In deadline based protocols, the retransmission decision component is-
sues a retransmission request for a lost packet provided the retrans-
mitted packet is likely to meet the deadline of the lost packet. Typi-
cally, deadline based protocols are used by streaming media applica-
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tions where it is important that packets arrive at the receiver before their
playout time. There are two major classes of deadline based protocols:
absolute deadline based and relative deadline based protocols. Ab-
solute deadline based protocols refer to protocols in which deadlines
are calculated with respect to the beginning of a flow while, in relative
deadline based protocols, the deadline of a packet is calculated relative
to preceding packets.
The class of statistic based protocols comprises all time based proto-
cols that use a metric that is a function of statistical estimates of one or
several time related performance metrics, e.g., mean latency.
As far as we know, there exist no purely time-statistic based protocols.
However, there is at least one protocol, SRP [27], that uses a metric
involving both packet loss and time. In contrast to deadline based pro-
tocols, SRP is able to make explicit trade-offs between reliability level
and timeliness.

Number of Retransmissions. Contrary to time based protocols, protocols be-
longing to this class have no notion of time. Instead, they impose timely
delivery of packets by limiting the number of times a packet can be re-
transmitted. More specifically, a retransmission counter is associated
with each packet. The counter is decreased every time the packet is re-
transmitted. When the retransmission counter of a packet reaches zero,
the packet is discarded.
There are very few protocols that adhere to this class. In fact, we have
not found a single protocol that has a decision base only involving the
number of times a packet has been retransmitted. On the other hand,
there is a reliability class based protocol, k-XP [3, 22], in which one
reliability class has a decision base consisting of the number of times a
packet has been retransmitted.
The reason there are so few protocols that base their retransmission de-
cision on the number of times a packet has been retransmitted is of
course that this is a very imprecise metric; it only indirectly governs the
packet loss rate and the timeliness. However, in combination with reli-
ability classes, it has proven itself quite useful. In particular, using the
number of times a packet has been retransmitted as a decision base has
been proven useful in implementing a better than best effort reliability
class similar to the controlled load service class of IntServ [7].

Reliability Classes. In reliability class based protocols, each packet is associated
with one of a pre-defined set of reliability classes. The decision of whether a
lost or corrupted packet should be retransmitted is solely based on the class
of the packet. For example, packets associated with a reliable service class
are retransmitted until they have been successfully delivered, while packets
that are members of an unreliable service class are never retransmitted.
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The majority of reliability class based protocols use either of two reliability
class schemes: PR/UR or R/PR/UR. The PR/UR scheme comprises two ser-
vice classes: a partially reliable (PR) service class and an unreliable (UR)
service class, while the R/PR/UR scheme also offers a reliable (R) service
class.
From a logical point of view, the PR service class of a reliability class
scheme has its own decision base and therefore theoretically the same sub-
classes as the decision base dimension of the retransmission-decision com-
ponent. However, in practice, the decision base of the PR service classes
in existing protocols are primarily metrics based. The decision base here is
normally deadline based or takes the form of an upper limit on the number
of times a packet can be retransmitted.
A major advantage with reliability class based protocols is that they provide
for explicit synchronization between heterogeneous flows, i.e., flows with
different reliability and timing requirements. Thus, video conferencing and
similar applications that involve several heterogeneous flows are relieved
from the complex task of performing synchronization between multiple in-
dependent flows.

4 A Classification and Survey of Existing Protocols

This section surveys a selection of existing retransmission based, partially reliable trans-
port protocols and classifies them with respect to our taxonomy (see Section 3). Table 1
shows how the following protocols are classified: Slack ARQ [13], PECC [11, 12], k-
XP [3, 22], POCv2 [10], AOEC [16], CUDP [32], VDP [8], Jacobs/Eleftheriadis [20],
TLTCP [24], SRP [27], Papadopoulos/Parulkar [25], SR-RTP [15], HPF [21], MSP [19],
XUDP [4], PR-SCTP [33], and PRTP-ECN [17, 18]. A survey of a subset of these proto-
cols is also presented: PECC, POCv2, SRP, HPF, PR-SCTP, and PRTP-ECN. Together,
this subset illustrates the majority of reliability services and error control techniques
detailed in our taxonomy.

4.1 PECC

To be precise, PECC (Partially Error-Controlled Connection) is an error control scheme,
not a protocol. Developed by Dempsey et al. [11, 12] as an extension to the multi-service
transport protocol Xpress Transfer Protocol [36] (XTP), it was primarily intended for
continuous media applications.

The application atop PECC specifies its service requirements explicitly on a per-flow
basis through four parameters: fifo min, window length, window density,
and max gap. The fifo min parameter indicates the minimum number of contigu-
ous bytes that must be queued before the receiver is permitted to issue a retransmis-
sion request. In other words, fifo min should be an estimate of the number of bytes
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Reliability Service Retransmission Decision

Specification of
Protocol Reliability Level Granularity Adaptiveness Decision Base Location

Slack ARQ Implicit Message Per-Flow Absolute Deadline Receiver
PECC Explicit Message Group Per-Flow Absolute Deadline, Sliding Window Receiver
k-XP Explicit Message Message Reliability Classes, R/PR/UR(Number of Retransmissions) Sender
POCv2 Explicit Message Message Reliability Classes, R/PR/UR(Relative Deadline) Receiver
AOEC Explicit Message Group Per-Flow Sliding Window Receiver
CUDP Implicit Message Group Per-Flow Priority Sender
VDP Implicit Message Per-Flow Reliability Classes, PR/UR(Absolute Deadline) Receiver
Jacobs/Eleftheriadis Implicit Message Per-Flow Absolute Deadline Receiver
TLTCP Implicit Message Message Absolute Deadline Sender
SRP Explicit Flow Per-Flow Point Estimate of Packet Loss and Time Receiver
Papadopoulos/Parulkar Implicit Message Per-Flow Absolute Deadline Receiver
SR-RTP Implicit Message Per-Flow Absolute Deadline, Priority Receiver
HPF Explicit Message Per-Flow Reliability Classes, R/PR/UR(Absolute Deadline) Sender
MSP Implicit Message Per-Flow Absolute Deadline Receiver
XUDP Explicit Message Message Reliability Classes, R/PR/UR(Absolute Deadline) Sender
PR-SCTP Implicit Message Message Absolute Deadline Sender
PRTP-ECN Explicit Flow In-Flow Point Estimate of Packet Loss Receiver

Table 1: Classification of retransmission based, partially reliable transport protocols in our taxonomy. The decision bases of the
partially reliable classes in the reliability class schemes are appended in parentheses to the names of the schemes.



4. A Classification and Survey of Existing Protocols 29

consumed by the application during one round trip time. The two parameters of win-
dow length and window density specify the loss tolerance of the application.
They specify that no more than window density bytes are permitted to be lost out
of window length bytes of application data. From a practical viewpoint, this means
that a reliability service at a granularity of a message group is offered: setting win-
dow length to a number of bytes equal to or less than the size of a message is not
meaningful1. Finally, the last parameter, max gap, puts a limit on burst losses, giving
an upper bound to how many contiguous bytes are permitted to be lost by the application.

Since PECC is mainly intended for continuous media applications, it assumes that
the XTP receiver logically places received data in a FIFO buffer that is emptied at an
approximately constant rate (isochronously). Consequently, the fifo min parame-
ter serves as an absolute deadline for the data received. Together with the parameters
window length and window density, this makes PECC an absolute deadline and
sliding-window based protocol.

In PECC, the retransmission decision takes place at the receiver side. Every time
an out-of-sequence packet is received, this is taken as an indication of one or more
packets being lost and results in the invoking of the retransmission decision component
of PECC. If there are more than fifo min bytes in the FIFO buffer, a retransmission
request is issued for the presumably lost data. Otherwise, PECC tries to skip as much
data as is needed to facilitate a retransmission, i.e., make the depth of the FIFO buffer
greater than fifo min bytes. However, when this is not possible without violating the
max gap parameter or the sliding window determined by the window length and
window density parameters, PECC reports a failure to the application and skips the
data anyway.

4.2 POCv2

POCv2 was proposed by Conrad et al. [10] at the University of Delaware in an attempt to
design a transport protocol better suited for distributed multimedia applications. How-
ever, the origin of POCv2 traces back to the POC [1, 2] (Partial Order Connection)
protocol, which was developed as a joint effort between the University of Delaware and
LAAS/ENSICA.

Apart from being a partially reliable transport protocol, POCv2 builds upon the no-
tion of partial order. It considers a flow as consisting of a partially ordered sequence of
messages, where each message corresponds to exactly one media object (e.g., an audio
clip or a component of a video frame).

POC is a reliability class based protocol: The POCv2 application decomposes a flow
into messages; specifies the partial order of the messages; and assigns each message to
one of three reliability classes: reliable, partially reliable, or unreliable. Furthermore,

1Notably, if window length is assigned a value equal to or less than the size of a message, an unreliable
service is obtained when window density is set to 0, and a completely reliable service is obtained for all
values of window density greater than 0.
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during a flow, POCv2 enables an application to alter the reliability class assigned a
particular message.

The retransmission decisions in POCv2 are taken by the receiver. Whether or not
a request for retransmission of a message should be issued depends on the reliability
class of the message: For reliable messages, retransmission requests are issued until
they are successfully received; partially reliable messages are retransmitted as long as
the receiver has some messages to deliver to the application. The receiver will stop
issuing retransmission requests for a partially reliable message when there are no more
messages to deliver to the application, and when declaring the partially reliable message
as lost will make some messages succeeding the lost message (with respect to the partial
order among the messages) deliverable. In other words, the decision base of the partially
reliable class of messages is relative deadline based, where the deadlines for the partially
reliable messages are measured with respect to their preceding messages in the partial
order. Finally, no retransmission requests are issued for unreliable messages.

4.3 SRP

Commonly, retransmission based partially reliable transport protocols that consider both
the timing and the packet loss requirements of a multimedia streaming application, e.g.,
PECC, do so by simply giving the timing requirements priority over the packet loss re-
quirements; lost packets are retransmitted as long as this can be done without violating
the timing requirements. In contrast, the SRP (Selective Retransmission Protocol) pro-
tocol proposed by Piecuch et al. [27] not only strives to offer a service that complies with
the timing and packet loss requirements imposed by the streaming application but also
strives to offer the service that gives the optimal trade-off between the two requirements.

During an SRP session, the SRP client is responsible for receiving a multimedia
stream from the server and issuing retransmission requests if necessary. The retrans-
mission decisions of the receiver are governed by the maximum tolerable transmission
delay and the maximum tolerable packet loss rate of the application. These performance
requirements are communicated to SRP by the application at the inception of a flow and
are specified on a per-flow basis.

The SRP receiver assumes that packets arrive at a constant rate. The receiver thus
maintains an estimate of the arrival time of the next packet in a flow. A packet is con-
sidered lost if it has not been received before its expected arrival time has elapsed.

The expected arrival time of a packet is calculated as the arrival time of the previous
packet plus the round trip timeout (RTO) value maintained by the SRP receiver. Since
it is vital for the performance of SRP that the RTO is accurate, the receiver updates the
RTO by sending time probe packets to the sender at regular intervals.

The SRP receiver implements two retransmission decision algorithms: Equal Loss
Latency (ELL) and Optimum Quality (OQ). ELL and OQ are based on the notions of
loss ratio and delay ratio. The loss ratio, ��������� , is the quotient of the current packet loss
rate divided by the maximum tolerable packet loss rate, and the delay ratio, ���
	����� , is
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the quotient of the current transmission delay divided by the maximum tolerable trans-
mission delay. As an estimate of the current transmission delay, one-half of RTO is
used. When a packet loss is detected, ELL decides whether the lost packet should be
retransmitted based on which case minimizes Equation 1, while OQ tries to minimize
Equation 2.

� � � � ��������� ���
	����� � (1)� � ���� � ����� ����
	 ���
 (2)

4.4 HPF

The HPF (Heterogeneous Packet Flows) protocol was designed by Li et al. [21] to ef-
fectively support heterogeneous packet flows: for example, MPEG flows with frames of
different priority or multiplexed audio/video streams. The primary motivation for HPF
was to demonstrate the feasibility of designing a transport protocol that provides mecha-
nisms for flow and congestion control on a per-flow basis and mechanisms for reliability,
sequencing, framing, and prioritization on a per-message basis.

The application atop HPF partitions the data stream into messages, e.g., MPEG
frames, and specifies the service requirements at the initiation of a flow on a per-message
basis. In particular, HPF enables an application to assign a message to one of the three
reliability classes: reliable, unreliable, and unreliable delay bounded. The application
messages are then treated as single entities by HPF, i.e., all packets belonging to the
same application message are assigned the same reliability class as the message.

HPF is a sender based protocol, i.e., the retransmission decisions are made by the
sender. The retransmission policy for reliable and unreliable packets is simple: a reliable
packet is retransmitted until it has been successfully received, while an unreliable packet
is never retransmitted. The retransmission policy for unreliable delay bounded packets
are somewhat more complex. Specifically, all delay bounded packets are assigned a
deadline based on the transmission rate. A packet is only retransmitted if the estimated
round trip time suggests that the packet can be retransmitted and still meet its deadline.
In other words, delay bounded packets use an absolute deadline based decision base.

4.5 PR-SCTP

To address the shortcomings and limitations of TCP and UDP for transportation of tele-
phony signaling messages, the SIGTRAN (Signaling Transport) working group in IETF
developed SCTP [34].

SCTP provides a message based, reliable, and ordered transport service to an ap-
plication. It accomplishes this by fragmenting the application messages into so called
chunks and assigning a Transmission Sequence Number (TSN), to each chunk. In the
same way as in TCP, SCTP employs a cumulative acknowledgement mechanism: data
chunks received are acknowledged by informing the sender of the TSN of the next ex-
pected chunk.
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While the development of SCTP was directly motivated by the transfer of the SS7
(Signaling System Number 7) signaling protocol to IP, SIGTRAN ensured that the de-
sign of SCTP was general enough for the protocol to be suitable for applications with
similar requirements. As a result of this design decision, a number of extensions to
SCTP have been proposed [33, 37]. One of the most recent ones is PR-SCTP [33].

PR-SCTP is SCTP extended with a framework for implementing partially reliable
transport services. It entails adding two new items to SCTP: a new parameter and a new
type of chunk. The parameter introduced by PR-SCTP is used during the initialization
of an SCTP session by both sides to signal support for PR-SCTP to the other side. A
PR-SCTP session can only be initiated if both sides use PR-SCTP. If either the sending
or receiving side is not using PR-SCTP, the other side has the option to end the session or
start an SCTP session instead. The new type of chunk introduced by PR-SCTP, Forward
Cumulative TSN (FCTSN), is used by the sender to inform the receiver that it should
consider all chunks having a TSN less than a certain value as having been received.

At present, only one service has been proposed that is based on PR-SCTP, timed
reliability. When an application uses this service, it assigns deadlines to its messages.
In contrast to HPF, the deadlines are assigned continuously during the lifetime of a flow,
and not only at the flow inception. These deadlines are translated into chunk lifetimes by
PR-SCTP. Before a packet is transmitted or retransmitted, the PR-SCTP sender evaluates
the lifetime of the packet. When the lifetime of a packet has expired, it is discarded, and
the sender informs the receiver about this by sending it an FCTSN.

4.6 PRTP-ECN

PRTP-ECN is an extension to TCP suggested by Grinnemo et al. [17, 18] that aims to
make TCP better suited for applications with soft real-time constraints (e.g., best effort
multimedia applications). In particular, PRTP-ECN is an attempt to make this tradi-
tionally congestion insensitive class of applications aware of congestion. An attractive
feature of PRTP-ECN is that it only entails modifying the retransmission decision com-
ponent of TCP on the receiver side; the sender side is left unaffected.

PRTP-ECN offers a flow based reliability service. As long as no packets are lost in
a flow, PRTP-ECN behaves in the same way as standard TCP. When an out-of-sequence
packet is received, however, this is taken as an indication of packet loss, and the mod-
ified retransmission decision component is invoked. This component decides, on the
basis of the success rate of all previous packets in a flow, whether to acknowledge all
packets up to and including the out-of-sequence packet or to do the same as standard
TCP, i.e., acknowledge the last successfully received in-sequence packet and wait for a
retransmission.

The success rate of previous packets, called the current reliability level ( � � �
), is cal-

culated as an exponentially weighted moving average over all packets up to but not
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including the out-of-sequence packet. It is calculated as

� � ������� ���	�
������� ��� 
���� 
 ��� 

���
������� ��� 
 ��� 
 	 (3)

where
�

is the sequence number of the packet preceding the out-of-sequence packet, ���
is the weight or aging factor, and

� 
 denotes the number of bytes contained in packet�
. Variable

� 
 is given a binary value. If the kth packet was successfully received, then� 
 � � otherwise
� 
 � � .

An application communicates its lower bound reliability level through the aging fac-
tor and a second parameter called the required reliability level ( � � �

). This parameter
functions as a target value. As long as � � ������� �"!�!�#

, lost packets are acknowledged.
However, if an out-of-sequence package is received at a time when � � �$�����

is below
!�!�#

,
the last in-sequence packet is acknowledged, forcing the sender to retransmit the lost
packet. It should be noted that an application is permitted to alter either ��� or

!�!�#
at any

time during the lifetime of a flow, i.e., PRTP-ECN is an example of an in-flow adaptive
protocol.

Although, PRTP-ECN is a flow based protocol, it has some features in common with
message group based protocols. In particular, PRTP-ECN does not consider all mes-
sages as being equally important, which is usually the case with flow based protocols.
Instead, the aging factor makes PRTP-ECN consider newly arrived messages to be more
important than messages that arrived for some time ago. Furthermore, to some degree,
PRTP-ECN provides for an application to control the maximum tolerable message burst
loss length: More or less the same reliability level is given by several different combi-
nations of ��� and

!�!�#
. However, the combinations differ from each other in that they

translate to different upper limits on message burst loss.
In order to decouple the error control and congestion control schemes of TCP, PRTP-

ECN uses the transport-level flags of ECN [30] (Explicit Congestion Notification). In
particular, when lost packets are acknowledged, PRTP-ECN signals congestion to the
sender side by setting the explicit congestion notification flag in the acknowledgement
packet. As a result, when the sender receives an acknowledgement of a lost packet, it
will act as if a congestion has occurred, e.g., reduce its congestion window; however, it
will not re-send the lost packet.

5 Concluding Remarks

This paper presents a taxonomy for retransmission based, partially reliable transport
protocols. A selection of existing protocols was also surveyed and classified according
to the taxonomy.

The proposed taxonomy comprises two classification schemes. The first classifica-
tion scheme classifies retransmission based, partially reliable transport protocols with
respect to the reliability service they offer. In this scheme, retransmission based, par-
tially reliable transport protocols are classified along three dimensions: specification of
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reliability level, granularity, and adaptiveness. The second classification scheme clas-
sifies retransmission based, partially reliable transport protocols with respect to their
retransmission decision component. The scheme comprises two dimensions: location
and decision base.

In the introduction to this paper, a clean separation between the service interface
and implementation was used as an argument for the introduction of partially reliable
transport protocols. However, the taxonomy and survey suggest that, in a large number
of retransmission based, partially reliable transport protocols, the service interface is
more or less transparent, i.e., closely coupled to the implementation of the error control
scheme, and that very often the service interface and implementation are intertwined.
In view of this, future protocols should probably consider using service interfaces that
enable applications to specify their requirements in terms of meaningful performance
metrics, not in terms of parameters of their error control scheme. For example, a video
streaming application should be able to specify the playout rate and not be forced to
specify the deadline of each individual message.

The taxonomy shows that the majority of retransmission based, partially reliable
transport protocols use error control schemes that are simply variations of a relatively
small set of core principles. Most protocols base their retransmission decision on one
of the following core principles or a combination thereof: an estimate of the average
packet loss rate, an absolute deadline, an upper bound on the number of retransmissions,
priorities, or reliability classes. Noteworthy, neither of the core principles for the error
control schemes of retransmission based, partially reliable transport protocols explicitly
involve delay jitter, a performance parameter that for many multimedia applications is
at least as important as the delay itself. Instead, delay jitter is almost always indirectly
controlled through buffers at the receiver side. Based on this observation, we think that
future retransmission based, partially reliable transport protocols may gain from, not
only considering packet loss rate and delay, but also more actively try to control the
delay jitter.
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Abstract

PRTP is proposed to address the need of a transport service that is more suitable
for applications with soft real-time requirements, e.g., video broadcasting. It is an
extension for partial reliability to TCP. The main idea behind PRTP is to exploit the
fact that many soft real-time applications tolerate a limited amount of packet loss.
In particular, PRTP enables an application to trade some of the reliability offered by
TCP for improved throughput and interarrival jitter. This paper describes the design
of PRTP and gives a detailed description of a simulation based performance evalu-
ation. The performance evaluation involved the performance of PRTP compared to
TCP in long- as well as in short-lived connections and showed that PRTP probably
would give significant improvements in performance, both in terms of throughput
and interarrival jitter, for a wide range of applications. The performance evaluation
also suggested that PRTP is not TCP-friendly and altogether fair against competing
flows and thus is not suitable for use in an environment where the main reason for
packet loss is congestion, e.g., in a fixed Internet environment. We believe, how-
ever, that PRTP could be a viable alternative for wireless applications in error prone
environments.

1 Introduction

Traditionally, the Internet has been used by two kinds of applications: applications that
require a completely reliable service, such as file transfers, remote login, and electronic
mail, and applications for which a best effort service suffices, such as network manage-
ment and name services. Over the course of the last decade, however, a large number
of new applications have become part of the Internet’s development and have started
to erode this traditional picture. In particular, we have experienced a growing interest
in distributed applications with soft real-time requirements, e.g., best effort multimedia
applications.
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While the two standard transport protocols, TCP [26] and UDP [25], successfully
provide transport services to traditional Internet applications, they fail to provide ade-
quate transport services to applications with soft real-time requirements. In particular,
TCP provides a completely reliable transport service and gives priority to reliability over
timeliness. While, soft real-time applications commonly require timely delivery, they
can do with a less than completely reliable transport service. In contrast, UDP provides
a best effort service and makes no attempt to recover from packet loss. Nevertheless,
despite the fact that soft real-time applications often tolerate packet loss, the amount
that is tolerated is limited.

To better meet the needs of soft real-time applications in terms of timely delivery,
a new class of transport protocols has been proposed: retransmission based, partially
reliable transport protocols. These protocols exploit the fact that many soft real-time
applications do not require a completely reliable transport service and therefore trade
some reliability for improved throughput and jitter.

Early work on retransmission based, partially reliable transport protocols was done
by Dempsey [9], and Papadopoulos and Parulkar [24]. Independently of each other,
they demonstrated the feasibility of using a retransmission based partially reliable trans-
port protocol for multimedia communication. Further extensive work on retransmission
based partially reliable transport protocols was done by Diaz et al. [10] at LAAS-CNRS
and by Amer et al. [2] at the University of Delaware. Their work resulted in the pro-
posal of the POC (Partial Order Connection) protocol, which has also been suggested as
an extension to TCP [7]. Examples of more recent work on retransmission based par-
tially reliable transport protocols are TLTCP [21] (Time-Lined TCP) and PR-SCTP [28]
(Partially Reliable extension to the Stream Control Transmission Protocol).

This paper presents PRTP, an extension for partial reliability to TCP. PRTP differs
from many other proposed extensions to TCP, such as POC, in that it does not involve
any elaborate changes to standard TCP. In fact, PRTP only involves a change in the re-
transmission decision scheme of standard TCP: lost packets are acknowledged provided
the cumulative packet reception success rate is always kept above the minimum guar-
anteed reliability level communicated to PRTP by the application. Another attractive
feature of PRTP is that it only has to be implemented on the receiver side. Neither the
sender nor any intermediary network equipment, e.g., routers, need be aware of PRTP.
Thus, PRTP provides for gradual deployment.

This paper also presents a simulation based performance evaluation that has been
performed on PRTP. The performance evaluation comprised of two subactivities. Our
simulation model of PRTP was first validated against a prototype of PRTP implemented
in Linux. Second, we made a performance analysis of PRTP. The performance analysis
involved studying the stationary and the transient behavior of PRTP, i.e., the behavior of
PRTP in long- as well as short-lived connections.

The paper is organized as follows. Section 2 elaborates on the design of PRTP.
Sections 3 and 4 discuss the implementation and validation of the PRTP simulation
model. The performance analysis of PRTP is presented in Sections 5 and 6. Section
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5 considers the stationary performance of PRTP, while Section 6 considers its transient
behavior. Section 7 gives a brief summary and some concluding remarks.

2 Protocol Design

As mentioned above, PRTP is an extension for partial reliability to TCP that aims at
making TCP better suited for applications with soft real-time constraints, e.g., best-
effort multimedia applications. In particular, the main intent in PRTP is to trade some of
the reliability offered by TCP for improved throughput and jitter.

An attractive feature of PRTP is that it only involves changing the retransmission
decision scheme of standard TCP; the rest of the implementation of standard TCP is
left as is. This makes PRTP very easy to implement and compatible with existing TCP
implementations. In addition, PRTP only needs to be implemented on the receiver side.
Neither the sender side nor any intermediate network equipment such as routers are
affected by PRTP.

PRTP allows an application to specify a reliability level between 0% and 100%.
The application is then guaranteed that this reliability level will be maintained until a
new reliability level is specified or until the session is terminated. More precisely, the
retransmission decision scheme of PRTP is parameterized. The application atop PRTP
explicitly specifies a minimum acceptable reliability level by setting the parameters of
the PRTP retransmission decision scheme. Implicitly, the parameters govern the trade-
off between reliability, throughput, and jitter. By relaxing the reliability, the application
can receive less jitter and better throughput.

The timeline in Figure 1 illustrates how PRTP works. As long as no packets are
lost, PRTP works in the same way as standard TCP. When an out-of-sequence packet
is received (1), however, this is taken as an indication of packet loss, and the PRTP
retransmission decision scheme is invoked. This scheme decides whether the lost packet
should be retransmitted on the basis of the rate of successfully received packets at the
time of the reception of the out-of-sequence packet. To be more precise, this scheme
calculates an exponentially weighted moving average over all packets, lost and received,
up to but not including the out-of-sequence packet. This weighted moving average is
called the current reliability level, � � �������

, and is defined as

� � ������� � � � 
������� ��� 
���� 
 ��� 

� � 
������� ��� 
 ��� 
 �

(1)

In Equation 1,
�

is the sequence number of the packet preceding the out-of-sequence
packet, ��� is the weight or aging factor, and

� 
 is the number of bytes contained in
packet

�
. The variable denoted

� 
 is a conditional variable that only takes a value of 1
or 0. If the

�
th packet was successfully received, then

� 
 � � otherwise
� 
 � � .

An application communicates its lower bound reliability level through the aging fac-
tor and a second parameter called the required reliability level. The required reliability
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Figure 1: PRTP session.

level,
!�!�#

, acts as a reference value. As long as � � �$����� � !�!�#
, lost packets need not

be retransmitted and are therefore acknowledged (2). If an out-of-sequence packet is
received and � � ��� ���

is below
!�!�#

, PRTP acknowledges the last in-sequence packet, and
waits for a retransmission (3). In the remainder of this text, a PRTP protocol that has
been assigned fixed values for ��� and

!�!�#
is called a PRTP configuration.

3 The PRTP Simulation Model

All simulations of PRTP in this paper were made with version 2.1b5 of the ns2 [23]
network simulator. In ns2, PRTP is implemented as an agent derived from the FullTcp
class. In particular, the PRTP agent only modifies the retransmission decision scheme of
FullTcp in the way detailed in Section 2. Besides this modification, the PRTP agent
fully supports the TCP Reno [11] congestion control mechanisms. Most notably, fast
retransmit and fast recovery are supported.
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The FullTcp class in ns2 strives to correctly model the 4.4 BSD implementation
of TCP [20]. However, in version 2.1b5 of ns2, the FullTcp class still lacks support
for some of the congestion control mechanisms of 4.4 BSD, specifically for selective
acknowledgements (SACK) [19] and timestamps [17]. A consequence of this is that our
PRTP simulation model also lacks support for these mechanisms.

4 Validation of the PRTP Simulation Model

This section considers the validation of our PRTP simulation model against a prototype
of PRTP implemented in Linux. Subsection 4.1 summarizes the validation setup and
methodology, and Subsection 4.2 discusses the results of the validation.

4.1 Methodology

The validation of our ns2 simulation model was done using the experiment testbed de-
picted in Figure 2(a). Nodes 1, 2, and 3 in Figure 2(a) denote three 233 MHz Pentium
II PCs. Nodes 1 and 2 ran unmodified versions of Linux 2.2.14, while node 3 ran our
PRTP prototype. All three PCs ran on a 10 Mbps Ethernet LAN. Traffic was introduced
between the nodes 1 and 3 by a constant bitrate traffic generator residing at node 1 that
sent bulk data to a PRTP sink application at node 3. The traffic between nodes 1 and
3 was routed through node 2 on which NIST Net [22], a network emulation tool, was
running. NIST Net was introduced to make it possible for us to vary the propagation
delay and packet loss frequency on the link between nodes 1 and 3.

Our PRTP prototype [3] is derived from Linux 2.2.14, whose TCP implementation
supports both the SACK and the timestamp options. Therefore, in order to mitigate
the differences between our PRTP simulation model and our prototype implementation,
neither of these two options was turned on during the validation.

Figure 2(b) illustrates how the experiment testbed in Figure 2(a) was modeled in ns2.
Node 1 hosted an FTP application (Application/FTP) which ran on top of a TCP
agent (FullTcp), while node 3 ran our PRTP agent in LISTEN mode (i.e., our PRTP
agent functioned as a sink and discarded all received packets). The TCP and PRTP
agents were configured with the same parameter settings as the corresponding protocols
in the experiment testbed. Bidirectional packet losses were induced by a uniform error
model (ErrorModel/Uniform).

The PRTP simulation model was validated for propagation delays of 50 ms and 125
ms and packet loss frequencies of 1%, 3%, and 5%. Furthermore, in order to validate a
number of PRTP configurations, the aging factor, ��� , and the required reliability level,!�!�#

, of PRTP were varied. In particular, experiments and simulations were run for ��� set
to 0.9 and 1.0, and

!�!�#
set to a range of values between 70% and 100%. In each scenario,

traffic was injected by the constant bitrate traffic generator/FTP application at node 1,
which sent 5 Mbytes of data to the receiver application at node 3. To be able to obtain
statistically significant results, each scenario was run 20 times.
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(a) Experiment testbed.

Node 1

Bandwidth: 10 Mbps
Propagation delay: 0 ms

Propagation delays: 50 ms, 125 ms
Packet loss frequencies: 1%, 3%, 5%

Uniform error model

Node 3

Running sender application
(Application/FTP)

Running receiver application
(PRTP agent in LISTEN mode)

(b) Simulation testbed.

Figure 2: Validation of the PRTP simulation model.

4.2 Results

The validation of the PRTP simulation model was confined to only one metric: the
transfer time. Figures 3, 4, 5, and 6 show the results of the simulations and experiments
in which ��� was equal to 0.9 and 1.0, respectively. In each graph, the time it took to
transfer 5 Mbytes of data is plotted against

!�!�#
. The 95% confidence interval for each

transfer time is shown.

As follows from figures 3, 4, 5, and 6 there was a close correspondence between the
transfer times observed in the experiments and the simulations. Still, the results of the
experiments and the simulations differed in two important ways. In scenarios where the
propagation delay was 125 ms and

!�!�#
was below 90%, the simulations tended to predict

shorter transfer times than were measured in the experiments. In the scenarios where
!�!�#

was higher than 90%, the situation was the reverse: the transfer times observed in the
simulations were in most cases longer than those obtained in the experiments.
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(a) Packet loss frequency: 1%.

(b) Packet loss frequency: 3%.

(c) Packet loss frequency: 5%.

Figure 3: Transfer time against
!�!�#

for an aging factor of 0.9 and a propagation delay of
50 ms.
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(a) Packet loss frequency: 1%.

(b) Packet loss frequency: 3%.

(c) Packet loss frequency: 5%.

Figure 4: Transfer time against
!�!�#

for an aging factor of 0.9 and a propagation delay of
125 ms.
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(a) Packet loss frequency: 1%.

(b) Packet loss frequency: 3%.

(c) Packet loss frequency: 5%.

Figure 5: Transfer time against
!�!�#

for an aging factor of 1.0 and a propagation delay of
50 ms.
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(a) Packet loss frequency: 1%.

(b) Packet loss frequency: 3%.

(c) Packet loss frequency: 5%.

Figure 6: Transfer time against
!�!�#

for an aging factor of 1.0 and a propagation delay of
125 ms.
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The first difference between the experiments and the simulations was an effect of our
PRTP prototype being hampered by more spurious timeouts than our simulation model.
This, in turn, seemed to be an effect of the retransmission timeout being calculated more
aggressively in Linux 2.2.14 than in ns2, and consequently more aggressively in our
PRTP prototype than our simulation model. This also explains why the difference in
transfer times was marginal when the propagation delay was short (50 ms) and became
obvious first when the propagation delay was longer (125 ms). When the propagation
delay was short, the time it took to recover from a retransmission timeout was also very
short. Together with the fact that the number of retransmission timeouts occurring at
low values of

!�!�#
was very small, this made the fraction of time spent on recovering

from timeouts almost negligible compared with the total transfer time. However, when
the propagation delay was long, each timeout recovery took a substantial amount of
time. Therefore, even though the number of timeouts was small, the duration of each
timeout recovery was long enough to make the total fraction of the transfer time spent
on recovering from timeouts non-negligible.

As mentioned earlier, the implementation of TCP in our PRTP simulation model
and prototype differed in some important ways. Despite the fact that we had tried to
make them behave as similarly as possible during the validation, some differences re-
mained. In particular, the TCP implementation of Linux 2.2.14 implemented the TCP
NewReno [16] modification to TCP Reno’s fast recovery, which was found to be the
reason for the second difference between the simulations and the experiments.

TCP NewReno made our PRTP prototype more robust toward multiple packet losses
within a single sender window. This difference was of no importance at low

!�!�#
val-

ues since PRTP then was quite tolerant to packet loss anyway. However, at
!�!�#

values
greater than 90%, PRTP more or less required that every lost packet was retransmit-
ted, i.e., PRTP worked almost in the same way as TCP. Thus, in those scenarios, our
PRTP prototype reacted to multiple packet losses in a TCP NewReno fashion, while our
PRTP simulation model reacted in the same way as TCP Reno. Consequently, when
the packet loss rate was low (1%), and therefore the chances of experiencing multiple
packet losses was marginal, there was no significant difference between our PRTP pro-
totype and simulation model. At higher packet loss rates (3% and 5%), however, the
number of multiple packet losses was large enough to make the transfer times obtained
with the PRTP prototype significantly shorter than in the simulations.

5 Stationary Analysis

The stationary analysis of PRTP studied the performance of PRTP in long-lived con-
nections. Three performance metrics were studied: average interarrival jitter, average
throughput, and average fairness. Average fairness was measured using Jain’s fairness
index [18]. In particular, the average fairness for

�
flows, each one acquiring an average
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Figure 7: Simulation testbed used in the stationary analysis.

bandwidth,
���

, on a given link, was calculated as

Fairness index
������ � � �� �� � � � �� � � �� �� � �� � �

(2)

A problem in Jain’s fairness index is that it essentially considers all protocols with
better link utilization than TCP more or less unfair [4]. To address this problem, Jain’s
fairness index was complemented with the TCP-friendliness test proposed by Floyd et
al. [12]. According to this test, a flow is TCP-friendly provided its arrival rate does not
exceed the arrival rate of a conformant TCP connection under the same circumstances.
Specifically, it means that the following inequality must hold between the arrival rate of
a flow,

�
, the packet size, � , the minimum round-trip time, 	�
�
 , and the experienced

packet-loss rate,
�
������� :

�� �
�

��� ����� �
	�
�
�� � ������� �

(3)

Compared to Jain’s fairness index, the main advantage of the TCP-friendliness test is
that it accepts a certain skewness in the bandwidth allocation between competing flows.
In particular, a flow is permitted to use more bandwidth than dictated by Jain’s fairness
index provided it does not use more bandwidth than the theoretically most aggressive
TCP flow would have in the same situation.

5.1 Simulation Experiment

Figure 7 depicts the simulation testbed used for the stationary analysis. The primary
factors in the simulation experiment were the protocol used at node 4 and the traffic load
on the link between nodes 7 and 8.

In our experiment, simulations were made in pairs. TCP was used at both nodes 1
and 4 in the reference simulations, while the TCP agent at node 4 was replaced with
PRTP in the comparative simulations.
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Each simulation comprised two FTP applications (Application/FTP) at nodes
1 and 2 that sent data at a rate of 10 Mbps to receivers at nodes 4 and 5. The initial
congestion windows of the TCP agents (FullTcp) at nodes 1 and 2, i.e., the sender
side transport agents, were initialized to two segments [1]. The advertised windows of
the TCP and PRTP agents at nodes 4 and 5, i.e., the receiver side transport agents, were
set to 20 segments. Both the sender side and the receiver side transport agents announced
a maximum segment size of 1460 bytes.

Background traffic was accomplished by a UDP flow between nodes 3 and 6. The
UDP flow was generated by a constant bitrate traffic generator residing at node 3. How-
ever, the departure times of the packets from the traffic generator were randomized,
effectively turning the constant bitrate traffic generator into a variable bitrate generator
(VBR).

Nodes 7 and 8 modeled routers, specifically routers with a buffer capacity of 25
segments and which employed drop-tail (FIFO) queueing.

The traffic load was controlled by setting the mean sending rate of the UDP flow to a
fraction of the nominal bandwidth of the link between the routers. Simulations were run
for seven traffic loads: 20%, 60%, 67%, 80%, 87%, 93%, and 97%. These seven loads
corresponded approximately to packet loss rates of 1%, 2%, 3%, 5%, 8%, 14%, and
20% in the reference simulations. Simulations were run for seven PRTP configurations,
and each simulation was run 40 times to obtain statistically significant results.

The PRTP configurations were selected on the basis of the metric allowable steady-
state packet loss frequency, � � , defined in [15]. In short, � � gives an approximate esti-
mate of the largest sustainable packet loss tolerance of a particular PRTP configuration
and is based on the ideal scenario in which packets are lost at all times at which the
PRTP configuration permits the packet loss, i.e., at all times at which �

!�# � !�!�#
. Seven

configurations were selected in which � � was made approximately equal to 2%, 3%, 5%,
8%, 11%, 14%, and 20%. These configurations are denoted: PRTP-2, PRTP-3, PRTP-5,
PRTP-8, PRTP-11, PRTP-14, and PRTP-20.

In all simulations, the UDP flow and the FTP flow between nodes 2 and 5 started at
0 s. The FTP flow between nodes 1 and 4 started at 600 ms. Each simulation run lasted
100 s.

5.2 Results

The graphs in Figures 8, 9, and 10 show how the three performance metrics studied,
average interarrival jitter, average throughput, and average fairness, varied with the pro-
tocol used at node 4 and the router link traffic load, i.e., the two primary factors. In each
graph, the sample mean of the observations obtained for a performance metric in the 40
runs comprising a simulation was taken as a point estimate for the performance metric
in that simulation.

Figure 8 illustrates how the average interarrival jitter of the seven PRTP configu-
rations varied with the traffic load. The traffic load is on the horizontal axis, and the
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Figure 8: Interarrival jitter vs. traffic load.

Figure 9: Throughput vs. traffic load.
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Figure 10: Fairness index vs. traffic load.

average interarrival jitter relative to the average interarrival jitter obtained with TCP is
on the vertical axis.

As is evident from Figure 8, the largest reductions in average interarrival jitter with
PRTP compared to TCP were obtained at low traffic loads and with the PRTP config-
urations that had the largest � � values. Specifically, both PRTP-14 and PRTP-20 gave
a reduction in average interarrival of more than 150% when the traffic load was 20%
(ca. 1% packet loss rate). This was of course not surprising: when the traffic load
was low, i.e., when the packet loss rate was low, those PRTP configurations tolerating
large packet loss rates almost never had to make retransmissions of lost packets. Conse-
quently, the interarrival jitter experienced with these PRTP configurations at low traffic
loads was primarily caused by variations in the queueing delays at the two routers, and
was therefore very low.

However, even though the largest reductions in average interarrival jitter at low traffic
loads were obtained with the PRTP configurations that had largest packet loss tolerances,
significant reductions were also obtained with PRTP configurations with relatively low
� � values. In particular, Figure 8 shows that, at a traffic load of 20%, PRTP-5 gave a
reduction in average interarrival jitter of 106%, and PRTP-8 gave a reduction in average
interarrival jitter of 137%. In fact, even PRTP-2 gave a non-negligible reduction in
average interarrival jitter when the traffic load was low: at a traffic load of 20%, PRTP-2
gave a reduction in average interarrival jitter of 59%, and, at a traffic load of 60% (ca.
2% packet loss rate), the reduction was 29%.
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At high traffic loads, the largest reductions in average interarrival jitter were also
obtained with those PRTP configurations tolerating the largest packet loss rates: at a
traffic load of 87% (ca. 8% packet loss rate), PRTP-14 gave a reduction in average
interarrival jitter of 70%, and PRTP-20 gave a reduction of 94%. However, PRTP-8
and PRTP-11 also gave substantial reductions in average interarrival jitter at high traffic
loads. In fact, as shown in Figure 8, these two PRTP configurations gave a substantial
reduction in average interarrival jitter for all seven traffic loads studied, from the lowest
to the highest traffic load. Most notably, they both reduced the average interarrival jitter
compared to TCP at the two highest traffic loads, 93% (ca. 14% packet loss rate) and
97% (ca. 20% packet loss rate), by more than 30%.

Another noteworthy observation is the increase in the reduction of the average in-
terarrival jitter obtained with PRTP configurations PRTP-8, PRTP-11, PRTP-14, and
PRTP-20, as compared to TCP, when the traffic load increased from 93% to 97%. How-
ever, this was not because these PRTP configurations actually reduced their average
interarrival jitter when the traffic load was increased. Instead, it was caused by a large
increase in the average interarrival jitter for TCP, PRTP-2, PRTP-3, and PRTP-5 when
the traffic load increased from 93% to 97%, i.e., when the packet loss rate reached ap-
proximately 20%. This in turn seemed to be an effect of loss of retransmitted packets
at times when the sending window was only two packets, i.e., at times when the loss of
packets unconditionally led to timeouts. Specifically what happened at those times, was
that one of the two packets in the sender window was dropped, which, apart from lead-
ing to a timeout and a retransmission of the dropped packet, also led to a doubling of the
RTO (Retransmission timer). Then, when the retransmitted packet was also dropped,
it took twice the time of the first retransmission until a second attempt to retransmit
the dropped packet was made. PRTP configurations PRTP-8, PRTP-11, PRTP-14, and
PRTP-20 never found themselves in the same predicaments. This was primarily because
they managed to keep their sender windows large enough to enable packet loss recovery
through fast retransmit and fast recovery.

Figure 9 shows the result of the throughput evaluation. As before, the traffic load
is on the horizontal axis, and, this time, the average throughput relative to the average
throughput of TCP is on the vertical axis.

A comparison between the results of the throughput evaluation and the results of the
evaluation of the average interarrival jitter indicates that the improvements in average
throughput obtained with PRTP as compared to TCP were not of the same magnitude
as the reductions in average interarrival jitter. In addition, we observe that, in the same
way as for average interarrival jitter, the largest gains in average throughput compared
to TCP, at both low and high traffic loads, were obtained with the PRTP configurations
that had the largest � � values. For example, at a traffic load of 20%, PRTP-20 gave an
improvement in average throughput of almost 50%, while PRTP-2 gave an improvement
in average throughput of only 26%; at a traffic load of 97%, the difference was even
larger: while PRTP-20 gave an improvement in average throughput of as much as 75%,
PRTP-2 gave an improvement of only 11%. The reason the largest gains in average
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throughput were obtained with the PRTP configurations with the largest packet loss
tolerances was the same as for average interarrival jitter: the PRTP configurations that
tolerated the largest packet loss rates almost never had to make retransmissions of lost
packets, which not only resulted in reductions in average interarrival jitter but also in
improvements in average throughput. Specifically, the retransmissions performed by the
TCP sender always entailed reductions of the TCP sender window. This meant that at
high packet loss rates, the TCP sender window was frequently less than four packets.
As a consequence, the TCP sender was often unable to detect packet losses through fast
retransmit at high packet loss rates. Instead, packet losses at those times were detected
through timeouts. In other words, at high packet loss rates, the retransmissions made
by the TCP sender were often preceded by a timeout period that drastically reduced the
throughput performance.

While the largest improvements in average throughput were indeed obtained with the
PRTP configurations with the largest packet loss tolerances, we observe that all seven
PRTP configurations in fact gave noticeable improvements in average throughput over
TCP at low traffic loads. At a traffic load of 20%, PRTP-2 (as already mentioned) gave
an improvement in average throughput of 26%; PRTP-3 gave an improvement of 31%;
PRTP-5 gave an improvement of 39%; PRTP-8 gave an improvement of 44%; PRTP-11
and PRTP-14 gave an improvement of 47%; and PRTP-20 gave an improvement of 48%.

As follows from Figure 9, when the traffic load increased from 20%, the relative
throughput performance of the four PRTP configurations with the lowest packet loss
tolerances, PRTP-2, PRTP-3, PRTP-5, and PRTP-8, immediately started to decrease,
while the relative throughput performance of the three PRTP configurations with the
highest packet loss tolerances, PRTP-11, PRTP-14, and PRTP-20, continued to increase.
In particular, the relative throughput performance of PRTP-11 and PRTP-14 continued
to increase up to a traffic load of 67% (ca. 3% packet loss rate), while the relative
throughput performance of PRTP-20 peaked at the traffic load of 60%.

The reason for this behavior in the relative throughput performance of the seven
PRTP configurations was of course an effect of their different packet loss tolerances.
The four PRTP configurations with the lowest packet loss tolerances had to begin issu-
ing retransmission requests for lost packets at lower packet loss rates, i.e., lower traffic
loads, than the three with the highest packet loss tolerances. Consequently, the relative
throughput performance of the four PRTP configurations with the lowest packet loss
tolerances started to decrease at much lower traffic loads than the three with the highest
packet-loss tolerances.

One might have expected that the maximum relative throughput performance of the
seven PRTP configurations would have occurred closer to their respective � � values, i.e.,
closer to their allowable steady-state packet loss frequencies: The number of retrans-
missions increased with increased traffic load, i.e., increased packet loss rate, for TCP,
but should have been kept low for a particular PRTP configuration as long as the packet
loss rate was below � � . For example, one might have expected that the relative through-
put performance of PRTP-3 and PRTP-5 would have peaked at traffic loads of 67% (ca.
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3% packet loss rate) and 80% (ca. 5% packet loss rate) and that the relative throughput
performance of PRTP-20 would have increased monotically all the way up to the traffic
load of 97% (ca. 20% packet loss rate). However, as mentioned in Section 5.1, � � is
defined on the basis of a certain ideal packet loss scenario. Depending on how much the
actual packet losses in a simulation differed from this packet loss scenario, the actual
packet loss tolerance of a PRTP configuration differed from � � .

It follows from Figure 9 that the relative throughput performance of all seven PRTP
configurations increased when the traffic load increased from 93% to 97%. This was not
because the throughput performance of these PRTP configurations actually suddenly
increased but was instead, in the same way as for average interarrival jitter, an effect
of the performance of TCP deteriorating rapidly when the packet-loss rate approached
20%. In fact, in the same way as for average interarrival jitter, this was due to TCP
experiencing loss of retransmitted packets at times when the sender window was only
two packets: the retransmissions and the doubling of the RTO not only impeded the jitter
performance but also impeded the throughput performance.

Figure 10 shows the result of the evaluation of the average fairness index. Again,
traffic load is displayed on the horizontal axis, and the fairness index is displayed on the
vertical axis.

Since the fairness index, by the way it is defined (see Equation 2), is inversely
proportional to the gain in average throughput obtained with PRTP, it is not surprising
that the plots of the fairness indexes for the seven PRTP configurations have shapes
roughly opposite to those of the corresponding plots for average throughput.

As follows from the plots of the fairness indexes for the PRTP configurations in
Figure 10, PRTP was not altogether fair: While the reference TCP flow between nodes
1 and 4, except for the simulations with a traffic load of 97%, never acquired more than
a 20% larger bandwidth than the competing TCP flow between nodes 2 and 5 (i.e., had a
fairness index less than 0.99), the PRTP configurations with large packet loss tolerances
had a fairness index less than 0.9, i.e., acquired more than a 50% larger bandwidth than
the TCP flow between nodes 2 and 5, at a wide range of traffic loads. Most notably,
PRTP-20 had an average fairness index of 0.74 at a traffic load of 60% (ca. 2% packet
loss rate), i.e., had a bandwidth allocation that was four times that of the TCP flow
between nodes 2 and 5.

The fact that PRTP was not as fair as TCP was expected and was a direct consequence
of the way PRTP works: PRTP not only acknowledges successfully received packets but
also lost packets provided � � �$����� � !�!�#

(see Section 2). However, in TCP error and
flow control are intertwined. Thus, in the cases that PRTP acknowledges lost packets, it
temporarily disables the congestion control mechanism of the sender side TCP.

Although PRTP was not as fair as TCP, it could still, as mentioned in Section 5,
have exhibited a TCP-friendly behavior. However, as follows from Table 1, this was
not the case. Even at low packet loss tolerances, PRTP was TCP-unfriendly, and this
became worse when the packet loss tolerance was increased. The PRTP configurations
with packet loss tolerances above 10% only passed the TCP-friendliness test in a few
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Protocol Pass Freq.
TCP 96.6%
PRTP-2 41.6%
PRTP-3 36.6%
PRTP-5 26.8%
PRTP-8 14.9%
PRTP-11 5.8%
PRTP-14 1.0%
PRTP-20 0.0%

Table 1: Results of TCP-friendliness tests.

percent of the simulations. PRTP-20 never passed the TCP-friendliness test.
A contributing factor to the low pass frequencies in the TCP-friendliness tests, and

the reason TCP did not pass all tests, was that the TCP-friendliness test assumes a fairly
constant round-trip time [12]. Although, the round-trip times were reasonably constant
at low traffic loads, this was not the case at higher traffic loads: At higher traffic loads a
large fraction of the round-trip times comprised queueing delays which exhibited non-
negligible fluctuations.

6 Transient Analysis

The previous section evaluated the performance of PRTP for long-lived connections.
However, at present, short-lived connections in the form of Web traffic constitutes by
far the largest fraction of the total Internet traffic [6]. To this end, we decided to com-
plement our study of the stationary behavior of PRTP with an analysis of its transient
performance. Subsection 6.1 describes the simulation setup and methodology of the
transient analysis, and Subsection 6.2 discusses the results of the simulation experiment.

6.1 Simulation Experiment

The transient performance of PRTP was evaluated in a typical Web browsing scenario.
Figure 11(a) illustrates the envisioned Web browsing scenario. As follows from Fig-
ure 11(a), we considered the case when a fictive user requested Web pages from a Web
server. Since performance improvements with PRTP over TCP can only be obtained
for loss tolerant applications, the Web pages were considered to contain JPEG images
coded according to some robust scheme (e.g., the one proposed in [13]).

The Web browsing scenario in Figure 11(a) was modeled in ns2, as depicted in Fig-
ure 11(b). Node 1 modeled the Web client and node 2 the Web server.

Since version 2.1b5 of ns2 did not lend itself easily to simulations of Web client/server
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HTTP responses
(HTML pages with JPEG images)

Web serverWeb client

HTTP requests

(a) Web browsing scenario.

Node 1

Running Web client
(TCP/PRTP agent in LISTEN mode)

Bandwidth: b kbps
Propagation delay: d ms

Deterministic error model

Packet drops specified
for periods of 48 packets

Node 2

Running Web server
(Application/FTP)

(b) Simulation testbed.

Figure 11: Transient analysis of PRTP.

scenarios, some simplifications were made: the Web browsing scenario was modeled as
a file transfer scenario between an FTP client at node 1 and an FTP server at node 2; the
FTP server was modeled by an FTP application (Application/FTP) running atop
a TCP agent (FullTcp); and the FTP client was modeled by a TCP (FullTcp) or
PRTP agent running in LISTEN mode (i.e., worked as a sink and discarded all received
packets). More precisely, the FTP client was modeled by a TCP agent in the reference
simulations and by a PRTP agent in the comparative simulations.

In all simulations, the TCP and PRTP agents used a maximum segment size of 1460
bytes. Furthermore, the PRTP agent was configured in all simulations with an aging
factor, ��� , of 1.0 and a required reliability level,

!�!�#
, of 85%, which approximately

translated to an allowable steady-state packet loss frequency of 15%.
Simulations were run for seven different file sizes: 5 kB, 8 kB, 12 kB, 20 kB, 35 kB,

60 kB, and 1 MB; the 1 MB file was included to enable straightforward comparisons
between the performance of PRTP for long- and short-lived connections. Furthermore,
simulations were performed for three types of Internet connections: fixed, modem, and
GSM.

The three types of Internet connections simulated were modeled using different
bandwidths and propagation delays on the link between nodes 1 and 2. The link config-
urations shown in Table 2 were used. The link configurations for the fixed Internet con-
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Table 2: Link configurations for simulated Internet connections.

Internet connection Bandwidth, b (kbps) Propagation delay, d (ms)
Fixed 400 12

150 30
60 180

Modem 33.6 35
48 35

GSM 7.68 310

nection were intended to model three typical LAN connections, the link configurations
for the modem connection was intended to model a 56 kbps modem in two common In-
ternet access scenarios, and the link configuration for the GSM connection was intended
to model a non-transparent, 3.1 kHz, GSM modem connection.

The performance of PRTP for short-lived connections is by way of its design (see
Section 2) not only dependent on how many packets are lost, i.e., the packet loss rate but
also to a large degree dependent on which particular packets are lost. Therefore, in order
to ascertain that the same packets were lost for both TCP and PRTP, and thereby making
the results of the TCP and PRTP simulations comparable, packet losses were introduced
in the simulations by way of a custom designed deterministic error model. Although,
another way of approaching the problem would have been to run each simulation a large
number of times, it was recognized that the number of repetitions that would have been
needed to obtain the same variability in the result as for the custom designed determin-
istic error model would have been excessive. Specifically, it would have precluded us
from using the same design for both simulations and experiments [14] and consequently
made straightforward comparisons more difficult.

The deterministic error model enabled us to specify the ordinal numbers of those
packets that should be dropped. The error model was initialized with a list containing the
ordinal numbers of those packets within a period of 48 packets that should be dropped.
One such list was called a loss profile. Simulations were run for the six loss profiles
listed in Table 3. As follows from Table 3, these loss profiles represented a spectrum
of packet loss rates between 0% and 20%.

6.2 Results

As mentioned, the primary objective of the transient analysis was to evaluate the perfor-
mance of PRTP compared to TCP in a typical Web browsing scenario for three types of
Internet connections: fixed, modem, and GSM. In contrast to the stationary analysis, the
transient analysis only evaluated the throughput performance of PRTP.

Figures 12 through 16 show the result of the transient analysis. The graphs in Fig-
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(a) Bandwidth: 400 kbps, Propagation delay: 12 ms.

(b) Bandwidth: 150 kbps, Propagation delay: 30 ms.

(c) Bandwidth: 60 kbps, Propagation delay: 180 ms.

Figure 12: Throughputs for fixed connection.
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(a) Bandwidth: 400 kbps, Propagation delay: 12 ms.

(b) Bandwidth: 150 kbps, Propagation delay: 30 ms.

(c) Bandwidth: 60 kbps, Propagation delay: 180 ms.

Figure 13: Relative throughputs for fixed connection.
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ures 12, 14, and 16(a) show the actual throughputs obtained with TCP and PRTP and
Figures 13, 15, and 16(b) show the throughputs of PRTP relative to TCP expressed in
percent of the throughputs of TCP. To better appreciate how the relative throughput of
PRTP varied with increased packet loss rate (i.e., increasing loss profile number) and
increased file size for the three studied types of Internet connections, the markers in the
relative throughput graphs are connected with lines.

Let us first consider the results of the simulations of the fixed Internet connection.
The graphs in Figures 12 and 13 show that the trend was that the relative throughput
performance of PRTP increased with increased packet loss rate and increased file size.
The largest gains in throughput obtained with PRTP compared to TCP were obtained
when the packet loss rate was 20% (i.e., loss profile #6) and the file was at least 60 kB.

On the other hand, Figures 12 and 13 also show that significant improvements in
throughput were already obtained when the packet loss rate was as moderate as 10%
and the file was no larger than 35 kB. Specifically, when the packet loss rate was 10%
(i.e., loss profile #5) and the file was 35 kB, the relative throughput of PRTP was 245%
in the simulation of a 400 kbps fixed Internet connection; 184% in the simulation of
a 150 kbps fixed Internet connection; and 229% in the simulation of a 60 kbps fixed
Internet connection.

Similar results were obtained for the simulations of the modem (see Figures 14
and 15) and GSM connections (see Figure 16). The trend in the simulations of these
two types of Internet connections was also that the relative throughput performance of
PRTP increased with increased packet loss rate and increased file size. However, for
these two types of Internet connections, significant improvements in throughput were
also obtained at moderate packet loss rates and with relatively small files. When the
packet loss rate was 10% and the file was 20 kB, the relative throughput of PRTP was
216% in the simulation of a 33.6 kbps modem connection; 197% in the simulation of a
48 kbps modem connection; and 227% in the simulation of a GSM connection.

As follows from the relative throughput graphs in Figures 13, 15, and 16(b), the
relative throughput performance of PRTP exhibited large fluctuations between different
loss profiles and file sizes. The trend of the throughput performance of PRTP increasing

Table 3: Loss profiles.

Loss profile (#) Packets dropped (ordinal numbers) Packet-loss rate (%)
1 None 0
2 8 2
3 10, 33 4
4 6, 22, 38 6
5 4, 15, 18, 24, 44 10
6 5, 6, 9, 15, 22, 28, 33, 35, 42, 47 20
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(a) Bandwidth: 33.6 kbps, Propagation delay: 35 ms.

(b) Bandwidth: 48 kbps, Propagation delay: 35 ms.

Figure 14: Throughputs for modem connection.

with increased packet loss rate and increased file sizes was pretty weak.
The large fluctuations in the relative throughput performance of PRTP was primarily

an effect of us using a deterministic error model instead of a stochastic one: in some
simulations, a certain loss profile turned out to represent a particularly favorable packet
loss pattern for PRTP, and sometimes an unfavorable one. For example, the loss profile
#2 represented a particularly favorable packet loss pattern for PRTP when the file size
was 12 kB and a fixed Internet connection was simulated (see Figure 13). In the simula-
tions of the 400 kbps and 150 kbps fixed Internet connections the relative throughput of
PRTP increased from 100% to 175% when the file size increased from 8 kB to 12 kB,
and in the simulation of the 60 kbps fixed Internet connection the increase was from
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(a) Bandwidth: 33.6 kbps, Propagation delay: 35 ms.

(b) Bandwidth: 48 kbps, Propagation delay: 35 ms.

Figure 15: Relative throughputs for modem connection.

100% to almost 254%.
What happened in these simulations was that the next to last packet in the TCP sender

window was lost at a time the sender window comprised only three packets, i.e., at a time
the lost packet could only be detected through a timeout. For PRTP, the lost packet had
only marginal impact on the throughput performance: PRTP permitted this packet loss,
and therefore ACK:ed the lost packet in the ACK of the last packet.

On the other hand, loss profile #6 represented a particularly unfavorable packet loss
pattern for PRTP in the simulations of the 33.6 kbps and 48 kbps modem connections
(see Figure 15) when the file size was 20 kB: in the simulation of the 33.6 kbps modem
connection, the relative throughput of PRTP was barely 47%, and in the simulation of
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(a) Throughput.

(b) Relative throughput.

Figure 16: GSM connection with bandwidth of 7.68 kbps and propagation delay of 310
ms.

the 44.8 kbps modem connection the relative throughput was only a little bit over 50%.
The reason to the dramatic decrease in relative throughput for PRTP at these two oc-

casions was that the ACK of a retransmitted packet was lost at a time the sender window
was only one packet: the first packet in a sender window of three packets was lost. This
led to a timeout and a retransmission of the lost packet. Unfortunately, the ACK of the
retransmitted packet was also lost and yet another timeout and retransmission occurred.
This time, the timeout was twice as long and significantly impeded the throughput per-
formance of PRTP.

To sum up, the transient analysis suggests that PRTP can give substantial improve-



68 A Simulation Based Performance Evaluation of PRTP

ments in throughput for short-lived Internet connections as diverse as fixed, modem, and
GSM. However, the results are very preliminary and further simulations are needed to
more firmly establish them.

7 Conclusions

This paper presents an extension for partial reliability to TCP, PRTP, that aims at mak-
ing TCP more suitable for multimedia applications. PRTP enables an application to
prescribe a minimum guaranteed reliability level between 0% (i.e., a best-effort trans-
port service such as UDP) and 100% (i.e, a completely reliable transport service such as
TCP).

The major advantage of PRTP is that it only entails modifying the retransmission
decision scheme of TCP. Specifically, PRTP alters the retransmission decision scheme
of TCP in such a way that retransmissions of lost packets are made only when it is
necessary in order to uphold the minimum required reliability level.

The paper also gives a detailed description of a simulation based performance eval-
uation that has been performed on PRTP. The performance evaluation was made using
the ns2 network simulator and comprised two subactivities. First, our simulation model
of PRTP was validated against our implementation of PRTP in Linux: in short, this val-
idation suggested that our simulation model quite accurately modeled PRTP. Second,
a performance analysis of PRTP was conducted. This analysis entailed evaluating the
stationary and the transient performance of PRTP compared to TCP.

The stationary analysis indicated that significant reductions in average interarrival
jitter and improvements in average throughput could be obtained with PRTP at both low
and high traffic loads and with PRTP configured to tolerate low as well as high packet
loss rates. However, the stationary analysis also found PRTP to be less fair than TCP
and not TCP-friendly.

The transient analysis entailed evaluating the throughput performance of PRTP in a
typical Web browsing scenario. Three types of Internet connections were considered:
fixed, modem, and GSM. The results suggested that at packet loss rates as low as 10%,
and for files as small as 35 kB, throughput gains larger than 140% could be obtained
with PRTP irrespective of the Internet connection.

Taken together, the stationary and transient analyses clearly indicate that PRTP can
give significant performance improvements compared to TCP for a wide range of loss
tolerant applications. However, the stationary analysis also indicated that PRTP would
most likely exhibit a TCP-unfriendly behavior and therefore would not share bandwidth
in a fair manner with competing TCP flows. Consequently, we do not recommend using
PRTP for wireline applications. We believe that PRTP can indeed be a good choice
for loss tolerant applications in error prone wireless environments, e.g., GSM with a
transparent link layer: error rates on wireless links are much higher compared to the
error rates in fiber and copper links used in the fixed Internet. Thus, packet loss that
is not related to congestion is much more common and cannot always be compensated
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for by layer two retransmissions. Trying to retransmit on layer two could, for example,
trigger a TCP retransmission if it takes too much time.

Although, the current version of PRTP is not TCP-friendly and altogether fair, and
therefore not suitable for wireline applications, we intend to change this in future ver-
sions of the protocol. In particular, we believe that PRTP could be made more TCP-
friendly and fair in at least two ways. First, PRTP could be modified so that when a lost
packet is acknowledged, ECN [27] (Explicit Congestion Notification) is used to signal
congestion to the sender side TCP. Second, PRTP could, at the same time it acknowl-
edges a lost packet, also advertise a smaller receiver window. Furthermore, it would be
interesting to see whether the adverse effects that PRTP has on TCP could be reduced
by active queueing techniques such as RED [5] (Random Early Detection) and WFQ [8]
(Weighted Fair Queueing).
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Abstract

The introduction of multimedia in the Internet imposes new QoS requirements
on existing transport protocols. Since neither TCP nor UDP comply with these re-
quirements, a common approach today is to use RTP/UDP and to relegate the QoS
responsibility to the application. While this approach has many advantages, it also
entails leaving the responsibility for congestion control to the application. Con-
sidering the importance of efficient and reliable congestion control for maintaining
stability in the Internet, this approach may prove dangerous. Better support at the
transport layer is therefore needed. This paper presents a partially reliable trans-
port protocol, PRTP-ECN, designed to be both TCP-friendly and to better comply
with the QoS requirements of applications with soft real-time constraints. This is
achieved by trading reliability for better jitter characteristics and improved through-
put. A simulation study was performed on PRTP-ECN and the outcome suggests
that PRTP-ECN can give applications that tolerate a limited amount of packet loss,
significant reductions in interarrival jitter and improvements in throughput as com-
pared to TCP. The simulations also verified the TCP-friendly behavior of PRTP-
ECN.

1 Introduction

Distribution of multimedia traffic such as streaming media over the Internet poses a ma-
jor challenge to existing transport protocols. Apart from having demands on throughput,
many multimedia applications are sensitive to delays and variations in those delays [27].
In addition, they often have an inherent tolerance for limited data loss [29].

The two prevailing transport protocols in the Internet today, TCP [21] and UDP [20],
fail to meet the QoS requirements of streaming media and other applications with soft
real-time constraints. TCP offers a fully reliable transport service at the cost of increased
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delay and reduced throughput. UDP on the other hand introduces virtually no increase
in delay or reduction in throughput but provides no reliability enhancement over IP. In
addition, UDP leaves congestion control to the discretion of the application. If misused,
this could impair the stability of the Internet.

In this paper, we present a novel transport protocol, Partially Reliable Transport
Protocol using ECN (PRTP-ECN), which offers a transport service that better complies
with the QoS requirements of applications with soft real-time requirements. PRTP-
ECN is a receiver based, partially reliable transport protocol that is implemented as
an extension to TCP and is able to work within the existing Internet infrastructure. It
employs a congestion control mechanism that largely corresponds to the one used in
TCP. A simulation evaluation suggests that, by trading reliability for latency, PRTP-
ECN is able to offer a service with significantly reduced interarrival jitter and increased
throughput and goodput as compared to TCP. In addition, the evaluation implies that
PRTP-ECN is TCP-friendly, which may not be the case in some RTP/UDP solutions.

The paper is organized as follows. Section 2 discusses related work. Section 3 gives
a brief overview of the design principles behind PRTP-ECN and Section 4 describes
the design of the simulation experiment. The results of the simulation experiment are
discussed in Section 5. Finally, in Section 6, we summarize the major findings and
indicate further areas of study.

2 Related Work

PRTP-ECN builds on the work of a number of researchers. The feasibility of using
retransmission based, partially reliable error control schemes to address the QoS re-
quirements of digital continuous media in general, and interactive voice in particular
was demonstrated by Dempsey [9]. On the basis of his findings, he introduced two new
retransmission schemes Slack Automatic Repeat Request (S-ARQ) [10] and Partially
Error-Controlled Connection (PECC) [11]. The principle behind the S-ARQ technique
is to extend the buffering strategy at the receiver to handle jitter in such a way that a
retransmission can be done without violating the time limit imposed by the application.
In contrast to S-ARQ, PECC does not involve any modifications to the playback buffer.
Instead, it modifies the retransmission algorithm so that retransmission of lost packets
occurs only in those cases that it can be done without violating the latency requirements
of the application. PECC was incorporated into the Xpress Transport Protocol [28], a
protocol designed to support a variety of applications ranging from real-time embedded
systems to multimedia distribution. Although PRTP-ECN and PECC have some sim-
ilarities, they differ in that PRTP-ECN considers congestion control, and PECC does
not.

Extensive work has been done at LAAS-CNRS [12, 23] and the University of
Delaware [4, 5] on using partially reliable and partially ordered transport protocols to
offer a service better adapted to the QoS needs of streaming media applications. Their
work resulted in the proposal of a new transport protocol, Partial Order Connection
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(POC) [2, 3]. The POC approach to realizing a partially reliable service combines a
partitioning of the media stream into objects, with the notion of reliability classes. An
application designates individual objects as needing different levels of reliability, i.e.,
reliability classes are assigned at the object level. By introducing the object concept
and letting applications specify their reliability requirements on a per-object basis, POC
offers a very flexible transport service. However, PRTP-ECN is significantly easier to
integrate with current Internet standards. An early version of POC was considered as
an extension to TCP but required extensive rework of the TCP implementation [7]. In
addition, POC needs to be implemented at both the sender and the receiver side, while
PRTP-ECN involves only the receiver side.

Three examples of partially reliable protocols utilizing the existing Internet infras-
tructure are: Cyclic-UDP [26], VDP (Video Datagram Protocol) [6], and MSP (Media
Streaming Protocol) [14]. Cyclic-UDP works on top of UDP and supports the delivery
of prioritized media units. It uses an error correction strategy that makes the probabil-
ity of successful delivery of a media unit proportional to the unit’s priority. The CM
Player [25], which is part of an experimental video-on-demand system at the Univer-
sity of California at Berkeley, employs Cyclic-UDP for the transport of video streams
between the video-on-demand server and the CM Player client. VDP is more or less
an augmented version of RTP [24]. It is specifically designed for transmission of video
and uses an application driven retransmission scheme. MSP, a successor to VDP, uses
a point-to-point client-server architecture. A media session in MSP comprises two con-
nections — one UDP connection used for the media transfer and one TCP connection
for feedback control. On the basis of the feedback, the sender starts dropping frames
from the stream, taking into account the media format. In contrast to these protocols,
PRTP-ECN is a general transport protocol that is not aimed at a particular application
domain. Furthermore, PRTP-ECN uses the same congestion control mechanism as TCP
does — the same congestion control mechanism that has proven successful in the In-
ternet for years. In addition to this, all these three protocols involve the sender, which
is not the case in PRTP-ECN. By involving the sender, these protocols can only lend
themselves to small-scale deployments and homogeneous environments. This is not so
for PRTP-ECN.

3 Overview of PRTP-ECN

As mentioned above, PRTP-ECN is a partially reliable transport protocol. It is imple-
mented as an extension to TCP, and differs from TCP only in the way it handles packet
losses. PRTP-ECN need only be employed at the receiver side. An ECN-capable TCP
is used at the sender side.

PRTP-ECN lets the QoS requirements imposed by the application govern the retrans-
mission scheme. This is done by allowing the application to specify the parameters in a
retransmission decision algorithm. The parameters let the application directly prescribe
an acceptable packet loss rate and indirectly affect the interarrival jitter, throughput, and
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goodput. By relaxing the reliability, the application receives less interarrival jitter and
better throughput and goodput.

PRTP-ECN works in a way identical to TCP as long as no packets are lost. When an
out-of-sequence packet is received, this is taken as an indication of packet loss. PRTP-
ECN must then decide whether the lost data are needed to ensure the required reliability
level imposed by the application. This decision is based on the success rate of previ-
ous packets. In PRTP-ECN, the success rate is measured as an exponentially weighted
moving average over all packets, lost and received, up to but not including the out-of-
sequence packet. This weighted moving average is called the current reliability level,
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, and is defined as
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The QoS requirements imposed on PRTP-ECN by the application translate into two
parameters in the retransmission scheme: af and � � �

. The required reliability level, � � �
,

is the reference in the the feedback control system made up of the data flow between
the sender and the receiver, and the flow of acknowledgements in the reverse direction.
As long as � � �$����� � � � �

, dropped packets need not be retransmitted and are therefore
acknowledged. If an out-of-sequence packed is received and � � �$�����

is below � � �
, PRTP-

ECN acknowledges the last in-sequence packet and waits for a retransmission. In other
words, PRTP-ECN does the same thing as TCP in this situation.

There is, however, a problem in acknowledging lost packets. In TCP, the retransmis-
sion scheme and the congestion control scheme are intertwined. An acknowledgement
not only signals the successful reception of one or several packets; it also indicates that
there is no noticeable congestion in the network between the sender and the receiver.
PRTP-ECN decouples these two schemes by using the TCP portions of ECN (Explicit
Congestion Notification) [22].

The only requirement imposed on the network by PRTP-ECN is that the TCP im-
plementation on the sender side must be ECN capable. It does not engage intermediary
routers. In the normal case, ECN enables direct notification of congestion instead of
indirect notification via missing packets. It engages both the IP and TCP layers. Upon
incipient congestion, a router sets a flag, the Congestion Experienced bit (CE), in the IP
header of arriving packets. When the receiver of a packet finds that the CE bit has been
set, it sets a flag, the ECN-Echo flag, in the TCP header of the subsequent acknowl-
edgement. Upon reception of an acknowledgement having the ECN-Echo flag set, the
sender halves its congestion window and performs fast recovery. PRTP-ECN does not
involve intermediate routers, however, and correspondingly does not need the IP parts
of ECN. It employs the ECN-Echo flag only to signal congestion. When an out-of-
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sequence packet is acknowledged, the ECN-Echo flag is set in the acknowledgement.
When the acknowledgement is received, the sender will throttle its flow but refrain from
re-sending any packet.

4 Description of Simulation Experiment

The QoS offered by PRTP-ECN as compared to TCP was evaluated by simulation,
where potential improvements in average interarrival jitter, average throughput, and av-
erage goodput were examined. We also investigated whether PRTP-ECN connections
are TCP-friendly and fair against competing flows.

4.1 Implementation

We used version 2.1b5 of the ns2 network simulator [19] to conduct the simulations
described in this paper. The TCP protocol was modeled by the FullTcp agent, while
PRTP-ECN was simulated by PRTP, an agent developed by us.

The FullTcp agent is similar to the 4.4 BSD TCP implementation [18, 30]. This
means, among other things, that it uses a congestion control mechanism similar to TCP
Reno’s [1]. However, SACK [17] is not implemented in FullTcp. The PRTP-ECN
agent, PRTP, inherits most of its functionality from the FullTcp agent. Only the
retransmission mechanism differs between FullTcp and PRTP.

4.2 Simulation Methodology

The network topology used in the simulation study is depicted in Figure 1. There were
three primary factors in the experiment:

1. protocol used at node S4,

2. traffic load, and

3. starting times for the flows emanating from nodes S1 and S2.

Two FTP applications attached to nodes S1 and S2 sent data at a rate of 10 Mbps to
receivers at nodes S4 and S5. The FTP applications were attached to TCP agents. Node
S4 accommodated two transport protocols: TCP and PRTP-ECN. Both protocol agents
used an initial congestion window of two segments [1]. All other agent parameters were
assigned their default values.

Background traffic was accomplished by a UDP flow between nodes S3 and S6. The
UDP flow was generated by a constant bitrate traffic generator residing at node S3. The
departure times of the packets from the traffic generator were randomized, however,
resulting in a variable bit rate flow between nodes S3 and S6. A maximum transfer unit
(MTU) of 1500 bytes was used in all simulations.
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Figure 1: Network topology.

Routers R1 and R2 had a single output queue for each attached link and used FCFS
scheduling. Both router buffers had a capacity of 25 segments, i.e., approximately twice
the bandwidth-delay product of the network path. All receivers used a fixed advertised
window size of 20 segments, which enabled each of the senders to fill the bottleneck
link.

The traffic load was controlled by setting the mean sending rate of the UDP flow
to a fraction of the nominal bandwidth on the R1-R2 link. Tests were run for seven
traffic loads: 20%, 60%, 67%, 80%, 87%, 93%, and 97%. These seven traffic loads
corresponded approximately to packet-loss rates of 1%, 2%, 3%, 5%, 8%, 14%, and
20% in the reference tests, i.e., the tests in which TCP was used at node S4. Tests were
run for eight PRTP-ECN configurations (see Section 4.3), and each test was run 40 times
to obtain statistically significant results.

In all simulations, the UDP flow started at 0 s, while three cases of start times for
the FTP flows were studied. In the first case, the flow between nodes S1 and S4 started
at 0 s, and the flow between nodes S2 and S5 started at 600 ms. In the second case, the
situation was the reverse, i.e., the flow between nodes S1 and S4 started at 600 ms, and
the flow between nodes S2 and S5 started at 0 s. Finally, in the last case, both flows
started at 0 s. Each simulation run lasted 100 s.

4.3 Selection of PRTP-ECN Configurations

As explained in Section 3, the service provided by PRTP-ECN depends on the values
of parameters af and � � �

. In the remainder of this text, we call an assignment of these
parameters a PRTP-ECN configuration.

The PRTP-ECN configurations used in the simulation experiment were selected on
the basis of their tolerance to packet losses. Since the packet loss frequency that a PRTP-
ECN configuration tolerates depends on the packet loss pattern, we defined a metric, the
allowable steady-state packet loss frequency, derived from the particularly favorable
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Table 1: Selected PRTP-ECN configurations

Configuration Name Steady-State Packet-Loss Frequency af rrl
PRTP-2 0.02 0.99 0.97
PRTP-3 0.03 0.99 0.96
PRTP-5 0.05 0.99 0.94
PRTP-8 0.08 0.99 0.91
PRTP-11 0.11 0.99 0.88
PRTP-14 0.14 0.99 0.85
PRTP-20 0.20 0.99 0.80

scenario in which packets are lost at all times when PRTP-ECN allows it, i.e., all times
when � � � � � � �

. Simulations suggest that the allowable packet loss frequency in this
scenario approaches a limit, � ������� , as the total number of sent packets,

�
, reaches infinity,

or more formally stated:

� � � ���
� ���� �����
�����

�
	��� �
� � �� 	 (2)

where
� � denotes the packet sequence comprising all packets sent up to and including

the nth packet and
��	��� ��� � � is a function that returns the number of lost packets in

� � .
Considering that packet losses almost always occur in less favorable situations, the al-
lowable steady-state packet loss frequency may be seen as a rough estimate of the upper
bound of the packet loss frequency tolerated by a particular PRTP-ECN configuration.

We selected seven PRTP-ECN configurations that had allowable steady-state packet
loss frequencies ranging from 2% to 20%. Since our metric, the allowable steady-state
packet loss frequency, did not capture all aspects of a particular PRTP-ECN configura-
tion, care was taken to ensure that the selection was done in a consistent manner. Of the
eligible configurations for a particular packet loss frequency, we always selected the one
with the largest aging factor. If there were several configurations with the same aging
factor, we consistently selected the configuration having the largest required reliability
level. Table 1, lists the selected PRTP-ECN configurations. As seen in the table, the al-
lowable steady-state packet loss frequencies for the selected PRTP-ECN configurations
roughly correspond to the packet loss rates in the reference tests (see Section 4.2).

4.4 Performance Metrics

This subsection gives definitions of the performance metrics studied in the simulation
experiment.

Average interarrival jitter: The average interarrival jitter is the average
variation in delay between consecutive deliverable packets in a flow [8].
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Average throughput: The average throughput of a flow is the average bandwidth de-
livered to the receiver, including duplicate packets [15].

Average goodput: The average goodput of a flow is the average bandwidth delivered
to the receiver, excluding duplicate packets [13].

Average fairness: The average fairness of a protocol on a link is the degree to which
the utilized link bandwidth has been equally allocated among contending flows.
A metric commonly used for measuring fairness is Jain’s fairness index [16]. For�

flows, with flow � receiving a fraction,
���

, on a given link, the fairness of the
allocation is defined as:

Fairness index
� ���� � � �� �  � � � �� � � �� �� � �� � �

(3)

TCP-friendliness A flow is said to be TCP-friendly if its arrival rate does not exceed the
arrival rate of a conformant TCP connection under the same circumstances [13].
In this simulation study, we make use of the TCP-friendliness test presented by
Floyd and Fall [13]. According to their test, a flow is TCP-friendly if the following
inequality holds for its arrival rate:

�  �
�

� � ����� �
	�
�
 � � ������� 	 (4)

where
�

is the arrival rate of the flow in Bps, � denotes the packet size in bytes,
	�
�
 is the minimum round trip time in seconds, and

�
������� is the packet loss

frequency.

5 Results

In the analysis of the simulation experiment, we made a TCP-friendliness test, and cal-
culated the average interarrival jitter, the average throughput, and the average goodput
for the flow between nodes S1 and S4. In addition, we calculated the average fairness in
each run. We let the mean, taken over all runs, be an estimate of a performance metric
in a test. Of the three primary factors studied in this experiment, the starting times of
the two FTP flows were found to have marginal impact on the results. For this reason,
we focus our discussion on one of the three cases of starting times: the one in which the
FTP flow between the nodes S1 and S4 started 600 ms after the flow between nodes S2
and S5. It should be noted, however, that the conclusions drawn from these tests also
apply to the tests in the other two cases.

To make comparisons easier, the graphs show interarrival jitter, throughput, and
goodput for the PRTP-ECN configurations relative to TCP, i.e., the ratios between the
metrics obtained for the PRTP-ECN configurations and the metrics obtained for TCP are
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Table 2: Performance metrics for tests where the traffic load was 20%.

Jitter (ms) Throughput (bps) Goodput (bps) Fairness Index

TCP 27.5 � 1.5 579315 � 17992 578781 � 17981 0.99 � 0.003
PRTP-2 18.9 � 0.8 662325 � 14829 662082 � 14832 0.98 � 0.006
PRTP-3 18.6 � 0.7 664734 � 13949 664467 � 13951 0.98 � 0.006
PRTP-5 18.0 � 0.7 669018 � 14385 668883 � 14395 0.98 � 0.006
PRTP-8 17.3 � 0.6 680175 � 12561 680046 � 12566 0.98 � 0.005
PRTP-11 17.3 � 0.6 677904 � 12588 677778 � 12586 0.98 � 0.006
PRTP-14 17.0 � 0.7 683313 � 14350 683193 � 14350 0.98 � 0.006
PRTP-20 17.1 � 0.6 681975 � 13047 681855 � 13047 0.98 � 0.006

Table 3: Performance metrics for tests where the traffic load was 67%.

Jitter (ms) Throughput (bps) Goodput (bps) Fairness Index

TCP 101.8 � 3.6 237156 � 5479 235920 � 5483 1.00 � 0.002
PRTP-2 72.6 � 2.8 268659 � 6627 268248 � 6630 0.98 � 0.005
PRTP-3 63.5 � 2.5 284100 � 6707 283797 � 6725 0.98 � 0.007
PRTP-5 51.8 � 1.4 309105 � 5813 308934 � 5814 0.95 � 0.010
PRTP-8 50.0 � 0.8 312003 � 4111 311871 � 4108 0.94 � 0.007
PRTP-11 49.9 � 1.1 312624 � 5633 312483 � 5640 0.94 � 0.009
PRTP-14 49.8 � 1.0 312618 � 5071 312471 � 5065 0.94 � 0.008
PRTP-20 49.9 � 1.0 311787 � 4778 311652 � 4783 0.94 � 0.007

Table 4: Performance metrics for tests where the traffic load was 97%.

Jitter (ms) Throughput (bps) Goodput (bps) Fairness Index

TCP 737.1 � 112.3 39741 � 4521 39093 � 4406 0.92 � 0.053
PRTP-2 722.6 � 77.1 37812 � 3710 37392 � 3664 0.95 � 0.033
PRTP-3 701.4 � 97.0 38214 � 3494 37848 � 3464 0.95 � 0.030
PRTP-5 582.7 � 56.1 42669 � 3434 42393 � 3420 0.93 � 0.042
PRTP-8 485.2 � 36.0 46737 � 2880 46557 � 2864 0.91 � 0.045
PRTP-11 425.2 � 45.0 48396 � 4512 48237 � 4512 0.88 � 0.046
PRTP-14 329.7 � 28.2 53304 � 3138 53184 � 3131 0.86 � 0.050
PRTP-20 242.8 � 11.8 58173 � 2853 58059 � 2851 0.83 � 0.047

plotted. As a complement to the graphs, Tables 2, 3, and 4 show the estimates of the
metrics together with their 99%, two-sided, confidence interval for a selection of traffic
loads.
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Figure 2: Interarrival jitter vs. traffic load.

Our evaluation of the jitter characteristics of PRTP-ECN gave very promising results.
As can be seen in the graph in Figure 2 and the tables, the PRTP-ECN configurations
decreased the interarrival jitter as compared to TCP. The reduction was about 30% at low
traffic loads but was in some cases as much as 68% for packet loss rates in the neigh-
borhood of 20%. The confidence intervals show that the improvements in interarrival
jitter obtained by using PRTP-ECN are statistically significant. They also show that,
by using a properly configured PRTP-ECN configuration, not only could the interarrival
jitter be decreased, but the variations in the interarrival jitter could also become more
predictable.

Considering the importance of jitter for streaming media, the suggested reduction
in interarrival jitter may make PRTP-ECN a viable alternative for such applications.
For example, a video broadcasting system that tolerates high packet loss rates could
theoretically decrease its playback buffer significantly by using PRTP-ECN.

Our evaluation of the throughput and goodput of PRTP-ECN also gave positive re-
sults. As evident in Figures 3 and 4 and the tables, significant improvements in both
throughput and goodput were obtained using PRTP-ECN. For example, an application
accepting a 20% packet loss rate could increase its throughput, as well as its goodput,
by as much as 48%. However, applications that tolerate a packet loss rate of only a few
percent may also experience improvements in throughput and goodput of as much as
20%. From the confidence intervals, it follows that the improvements in throughput and
goodput were significant and that PRTP-ECN could provide less fluctuating throughput
and goodput than TCP. A comparison of the throughputs and goodputs further suggest
that PRTP-ECN is better than TCP at utilizing bandwidth. This has not been statistically
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Figure 3: Throughput vs. traffic load.
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Figure 4: Goodput vs. traffic load.

verified, however.
Recall from Section 4.2 that a traffic load approximately corresponds to a particular

packet loss rate. Taking this into account in analyzing the results, it may be concluded
that a PRTP-ECN configuration had its optimum in relative interarrival jitter, relative
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throughput, and relative goodput when the packet loss frequency was almost the same as
the allowable steady-state packet loss frequency. This is a direct consequence of the way
we defined the allowable steady-state packet loss frequency. At packet loss frequencies
lower than the allowable steady-state packet loss frequency, the gain in performance was
limited by the fact that it was not necessary to make very many retransmissions in the
first place. When the packet loss frequency exceeded the allowable steady-state packet
loss frequency, the situation was the reverse. In these cases, PRTP-ECN had to increase
the number of retransmissions in order to uphold the reliability level, which had a neg-
ative impact on interarrival jitter, throughput, and goodput. However, it should be noted
that even in cases in which PRTP-ECN had to increase the number of retransmissions,
it performed far fewer retransmissions than TCP.

TCP-friendliness is a prerequisite for a protocol to be able to be deployed on a large
scale and was therefore an important design consideration in PRTP-ECN. As mentioned
in Section 4.4, this study employed the TCP-friendliness test proposed by Floyd and
Fall [13]. We said that a PRTP-ECN configuration was TCP-friendly if it passed the
TCP-friendliness test in more than 95% of the simulation runs. The reason for not
requiring a 100% pass-frequency was that not even TCP managed to be TCP-friendly in
all runs.

Our simulation experiment suggested that PRTP-ECN is indeed TCP-friendly. All
PRTP-ECN configurations passed the TCP-friendliness test. We also computed the fair-
ness index [16] for each simulation run. As can be seen in the graph in Figure 5, PRTP-
ECN is reasonably fair. However, since PRTP-ECN gave better throughput than TCP,
it follows from the definition of the fairness index that it must be lower for PRTP-ECN
than for TCP.

6 Conclusions and Future Work

This paper presented a TCP-compliant, partially reliable transport protocol, PRTP-ECN,
that addresses the QoS requirements of applications with soft real-time constraints.
PRTP-ECN was built as an extension to TCP and trades reliability for reduced inter-
arrival jitter and improved throughput and goodput. Our simulation evaluation suggests
that PRTP-ECN is able to offer a service with significantly reduced interarrival jitter
and increased throughput and goodput as compared to TCP. Our simulations also found
PRTP-ECN to be TCP-friendly. In all tests, PRTP-ECN passed the TCP-friendliness
test proposed by Floyd et al. [13]. In a broader perspective, our simulations illustrate
the trade-off that exists between different QoS parameters and how it may be exploited
to achieve a general transport service that better meets the needs of a particular applica-
tion. It furthermore demonstrates the appropriateness of letting the application control
the QoS trade-offs that must be made but allowing a general transport protocol to be
responsible for carrying it out, thereby making it possible to enforce congestion control
on all flows. This is of major importance for the stability of the Internet.

A more extensive simulation experiment of PRTP-ECN will be conducted in the
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Figure 5: Fairness index vs. traffic load.

near future. This study will treat both the steady-state behavior of PRTP-ECN and its
transient behavior. We are also working on an implementation of PRTP-ECN. Once the
implementation is completed, an experimental study will be initiated.
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Abstract

Since TCP is considered unsuitable for the majority of emerging multimedia
applications, these applications primarily use UDP transport together with propri-
etary congestion control schemes that have better jitter and throughput character-
istics. A common problem in these congestion control schemes is that they often
exhibit a TCP-unfriendly and unfair behavior. As the number of applications that
use this kind of schemes increases, this can become a serious threat to the stability
and performance of the Internet. In an attempt to make TCP a viable alternative to
some best effort multimedia applications, we have proposed an extension to TCP
– PRTP-ECN. The performance of PRTP-ECN has been compared with TCP in an
extensive factorial simulation experiment. This paper gives a detailed description of
this simulation experiment with an emphasis on its statistical design and analysis.
The analysis of the experiment includes, among other things, a series of ANOVA
tests. These tests indicate that PRTP-ECN gives significant reductions in average
interarrival jitter while at the same time leads to improvements in average through-
put and goodput and better link utilization. In addition, the analysis suggests that
PRTP-ECN is almost as fair as TCP and exhibits a TCP-friendly behavior.

1 Introduction

A large portion of the emerging multimedia applications use the UDP transport proto-
col, which, unlike TCP, provides neither flow nor congestion control. Often, as is the
case in RealNetworks’ RealPlayer [19] and Microsoft’s Windows Media Services [13],
these multimedia applications are somewhat responsive to network congestion but not
as much as TCP-based applications. Furthermore, they use proprietary algorithms to
respond to congestion that are more or less incompatible with the one used by TCP.
Consequently, a large-scale deployment of these UDP based multimedia applications
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could lead to an unfair bandwidth allocation among competing traffic flows, which in a
longer perspective could result in a congestion collapse [9].

In an attempt to broaden the spectrum of applications that can run on top of TCP,
making it possible for some of those best effort multimedia applications that today use
UDP to run on TCP, we have proposed an extension to TCP: PRTP-ECN [8]. PRTP-
ECN aims at making TCP better suited for applications with soft real-time constraints,
e.g., best effort multimedia applications, while still being TCP-friendly. The principal
idea behind PRTP-ECN is to trade reliability for reduced jitter and improved throughput.

PRTP-ECN is implemented as a partially reliable error recovery mechanism and in
that respect builds on the early work on retransmission based error recovery schemes
conducted by Dempsey [3, 4] and Papadopoulus and Parulkar [17]. Independently of
each other, they demonstrated the feasibility of using a retransmission based partially
reliable error recovery mechanism for multimedia communication. Extensive work on
partial reliability in connection with multimedia has also been done at LAAS-CNRS [5]
and at the University of Delaware [2], work that resulted in particular in POC (Partial
Order Connection), a partially ordered and partially reliable transport protocol specifi-
cally targeting multimedia applications. More recent proposals of partially reliable mul-
timedia protocols also factor in TCP-friendliness. Examples of this genre of protocols
include TLTCP (Time-Lined TCP) [15] and the rate based protocol proposed by Jacobs
et al. [10]. Both these protocols are designed to provide a TCP-friendly delivery of time
sensitive data to applications that are loss tolerant, such as streaming media players. Fur-
thermore, U-SCTP [21], an unreliable extension to SCTP (Stream Control Transmission
Protocol) [20], has been proposed. It is able to provide a limited form of congestion
aware, partially reliable transport service. Considering that U-SCTP was proposed by
the major designers of SCTP, this further emphasizes the need of a transport protocol
that is both TCP-friendly and offers a more flexible transport service than TCP.

PRTP-ECN sets itself apart from many other partially reliable error recovery schemes
that have been proposed in that it reacts to congestion in the same way as standard TCP.
Furthermore, PRTP-ECN is completely compatible with standard TCP and is conse-
quently able to interwork with existing TCP implementations. In addition, PRTP-ECN
only needs to be implemented on the receiver side. Neither the TCP sender side nor any
intermediate network equipment such as routers, gateways, etc. are affected by PRTP-
ECN.

To compare the performance of PRTP-ECN with TCP in terms of average interarrival
jitter, average throughput, average goodput, and average link utilization, we conducted
a simulation experiment. The primary objective of the simulation was to investigate
whether PRTP-ECN performs better than TCP and whether the difference in perfor-
mance between PRTP-ECN and TCP is statistically significant. Furthermore, we wanted
to determine whether PRTP-ECN exhibits a TCP-friendly behavior and competes fairly
with standard TCP flows. This paper gives a detailed description of this simulation
experiment with an emphasis on the statistical design and analysis of the experiment.

The remainder of this paper is organized as follows. Section 2 gives a brief overview
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of the design principles behind PRTP-ECN. In Section 3, we discuss the organization of
the simulation experiment. In particular, we discuss the statistical design and analysis
of the simulation experiment and give a description of the simulation procedure. The
results of the simulation experiment are presented and discussed in Section 4. Finally,
Section 5 summarizes the findings and gives some concluding remarks.

2 Overview of PRTP-ECN

The PRTP-ECN extension to TCP only involves changing the retransmission decision
algorithm of TCP, i.e., PRTP-ECN retains most of the characteristics and mechanisms of
TCP. In particular, PRTP-ECN does not alter data transfer, flow control, multiplexing, or
connection characteristics of TCP in any way. This enables PRTP-ECN to transparently
interwork with existing TCP implementations. The modifications to TCP imposed by
PRTP-ECN have been isolated to the receiver side. No changes are required at the sender
side.

The PRTP-ECN retransmission decision algorithm is parameterized. An application
atop PRTP-ECN explicitly prescribes a minimum acceptable reliability level by setting
the parameters of the retransmission algorithm. Implicitly, the parameters govern the
trade-off between reliability, interarrival jitter, throughput, and goodput. By relaxing the
reliability, PRTP-ECN implicitly favors a reduction in interarrival jitter and an increase
in throughput and goodput.

Figure 1 illustrates how PRTP-ECN works. As long as no packets are lost, PRTP-
ECN behaves in the same way as standard TCP. When an out-of-sequence packet is
received, it is taken as an indication of packet loss and the retransmission decision al-
gorithm is invoked. This algorithm decides, on the basis of the success rate of previous
packets, whether to acknowledge all packets up to and including the out-of-sequence
packet or to do the same as standard TCP, i.e., acknowledge the last successfully re-
ceived in-sequence packet and wait for a retransmission. In PRTP-ECN, the success
rate is measured as an exponentially weighted moving average over all packets, lost and
received, up to but not including the out-of-sequence packet. This weighted moving
average is called the current reliability level, � � �������

, and is defined as

� � ������� ��� �
������� ��� 
���� 
 ��� 

� � 
������� ��� 
 ��� 
 	 (1)

where
�

is the sequence number of the packet preceding the out-of-sequence packet, ���
is the weight or aging factor, and

� 
 denotes the number of bytes contained in packet
�

.
The variable denoted

� 
 is a conditional variable that only takes a value of 1 or 0. If the�
th packet was successfully received, then

� 
 � � otherwise
� 
 � � .

An application communicates its lower bound reliability level through the aging fac-
tor and a second parameter called the required reliability level. The required reliability
level,

!�!�#
, acts as a reference value. As long as � � ������� � !�!�#

, dropped packets need
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Figure 1: PRTP-ECN session.

not be retransmitted and are therefore acknowledged. If an out-of-sequence packet is
received and � � ��� ���

is below
!�!�#

, PRTP-ECN acknowledges the last in-sequence packet,
and waits for a retransmission. In the remainder of this text, a PRTP-ECN protocol that
has been assigned fixed values for ��� and

!�!�#
is called a PRTP-ECN configuration.

Acknowledging lost packets interferes with the congestion control in standard TCP,
which interprets lost packets as a signal of congestion. PRTP-ECN remedies this by
employing Explicit Congestion Notification (ECN) [18]. More specifically, PRTP-ECN
uses the TCP portions of ECN and does not involve intervening routers. Instead, when
an out-of-sequence packet is received by PRTP-ECN, it sets the ECN-Echo flag in the
acknowledgement of the out-of-sequence packet. When an acknowledgement with the
ECN-Echo flag set is received, the sender takes the appropriate congestion measures
but does not retransmit any packet. The sender confirms the receipt of the congestion
notification in the next data packet. The PRTP-ECN session then continues in the same
way as a regular TCP session until the next packet drop.



3. Description of the Simulation Experiment 97

3 Description of the Simulation Experiment

This section describes the design of the simulation experiment. Two aspects are con-
sidered. First, in Subsection 3.1, the statistical design of the simulation experiment and
the techniques used to analyze the design are discussed. Second, in Subsection 3.2, we
describe the simulation model used in the simulation experiment.

3.1 Statistical Design and Analysis

The simulation experiment was designed as a fixed-factor factorial experiment with five
response variables [11, 14] and was replicated 40 times. The five response variables
corresponded to the performance metrics: average interarrival jitter, average throughput,
average goodput, average link utilization, and average fairness index (further explained
in Section 4.4), i.e., all performance metrics studied except TCP-friendliness. In the
remainder of this section, we let � denote the set comprising the performance metrics
studied excluding TCP-friendliness.

The simulation experiment comprised three factors: one primary factor and two sec-
ondary factors. The primary factor, protocol, had eight levels. Apart from TCP, we
ran simulations on seven PRTP-ECN configurations. The secondary factors were traffic
load and the relative starting times of competing flows. The first secondary factor, traffic
load, could assume seven levels and the second secondary factor, relative starting times
of competing flows, three levels.

We were primarily interested in the effects of PRTP-ECN. Traffic load was intro-
duced as a way to indirectly control the packet loss rate. This was necessary since the
performance of PRTP-ECN was by way of its design directly dependent on the packet
loss rate. The relative starting times were included as a factor in the experiment to verify
that PRTP-ECN shares bandwidth fairly with TCP in all situations, irrespective of the
bandwidth allocated to PRTP-ECN at the time a TCP flow starts. However, the relative
starting times we observed to have a marginal impact on all five performance metrics
studied, including fairness.

A more detailed description of the three factors in the experiment and how they
translate into parameters in the simulation setup follows in Subsection 3.2, where the
simulation procedure is discussed. In the remainder of this section, we let � denote the
set of levels of the primary factor (protocol), 
 the set of levels of the first secondary
factor (traffic load), and � the set of levels of the other secondary factor (relative starting
times of competing flows).

The underlying effects model of our five-factorial experiment was

������ 
 � � � � �
	 �� �
� �� �� �
 � � 	�� � ���� �
� � 	�� � �� 
 � � ��� � �� 
 � � 	���� � ���� 
 ��� ���� 
 �

where � ��� 	 � �
� 	�� � 
 	 � ��� 	 and �  � �� � . Here
� ���� 
 � is a random variable

denoting the
�

��� � � �
th observation of performance metric � ,

� �
is the overall mean value
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Figure 2: Network topology.

of metric � , 	 �� is the effect of the � th protocol in � on metric � , � �� is the effect of the
� th traffic load in 
 on metric � , and � �
 is the effect of the

�
th case of the relative start-

ing times on metric � . The remaining terms, except � ���� 
 � , represent interaction effects
between the three factors. Term � ���� 
 � is a random error component that incorporates all
other sources of variability. In the effects model, the treatment and interaction effects
are defined as deviations from the mean where sums � ����� 	 �� 	

� � �
	 � 
 ��� � 	���� � ���� 
 are

equal to zero.
The following hypotheses were tested at a significance level of 0.01:

� ��	��
 �
� 	 �� �

� �� � � ��� �
� 	 ����� � � . The hypotheses were tested using a three-factor analysis of

variance (ANOVA) test. This test assumes that the random errors in the effects models
are normally and independently distributed with a mean of zero and a constant variance.
We verified the normality assumption with normal probability plots of the residuals and
residual histograms. The constant variance assumption was checked with plots of residu-
als versus fitted values and by the Levene test [14]. Variance stabilizing transformations
were employed to mitigate effects of non-homogeneous variances. The independence
assumption was not verified. Since this is a simulation experiment, we tacitly assumed
that the random errors were independently distributed over time.

In tests in which the null hypothesis was rejected, which turned out to be all tests,
we compared the means of the performance metrics for the PRTP-ECN configurations
with the ones obtained for TCP. In addition, we compared the PRTP-ECN configurations
with each other. All comparisons were made using Tukey’s test [14].

3.2 Simulation Procedure

We used the ns [16] network simulator to conduct the experiment presented in this paper.
Figure 2 shows the network topology used in all simulations. Simulations were done in
pairs. In the reference scenarios, TCP was used at all four nodes, S1, S2, S4, and S5,
while TCP at node S4 was replaced with PRTP-ECN in the evaluation scenarios.
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The initial congestion windows of the TCP and PRTP-ECN protocols were initial-
ized to two segments [1]. They used an advertised window size of 20 segments, which
enabled each of the senders to fill the bottleneck link. All other protocol parameters
were assigned their default values. The maximum transfer unit (MTU) was set to 1500
bytes.

The routers, R1 and R2, had a single output queue for each attached link and used
FCFS scheduling. Both router buffers had a capacity of 25 segments, i.e., approximately
twice the bandwidth-delay product of the network path.

The traffic consisted of two FTP flows and one UDP flow. The two FTP flows were
generated by FTP applications sending data at a constant rate from node S1 to node S4
and from node S2 to node S5. Both FTP applications had an unlimited amount of data
to send, and their sending rates were limited only by the available bandwidth on the
bottleneck link between nodes R1 and R2. Although both FTP flows were monitored in
our experiment, the key component was the FTP flow between nodes S1 and S4. The
FTP flow between nodes S2 and S5, which in all simulations was a standard TCP flow,
was only introduced to make it possible for us to calculate the average fairness index.

The UDP flow served as background traffic and was generated by a constant bitrate
traffic generator residing at node S3 and sending data to node S6. By randomizing the
departure times of the UDP packets, the UDP flow was transformed to a variable bitrate
flow.

The three factors in the simulation experiment translated to the following parameters:
protocol used at node S4, traffic load of the R1-R2 link, and starting times of the two
FTP flows.

The PRTP-ECN configurations were selected on the basis of their tolerance to packet
loss. More precisely, the PRTP-ECN configurations were selected on the basis of a
metric, the allowable steady-state packet loss frequency [7], which gives an estimate of
the packet loss tolerance in steady state for a given configuration. Seven configurations
were selected, with allowable steady-state packet loss frequencies approximately equal
to 2%, 3%, 5%, 8%, 11%, 14%, and 20%. In the remainder of this paper, we denote these
configurations, PRTP-2, PRTP-3, PRTP-5, PRTP-8, PRTP-11, PRTP-14, and PRTP-20,
respectively.

The traffic load was controlled by setting the mean sending rate of the UDP flow
to a fraction of the nominal bandwidth on the R1-R2 link. Tests were run for seven
traffic loads, 20%, 60%, 67%, 80%, 87%, 93%, and 97%. These seven traffic loads
corresponded approximately to the packet-loss rates of 1%, 2%, 3%, 5%, 8%, 14%, and
20% in the reference tests.

In all simulations, the UDP flow started at 0 s, while three cases of start times for
the FTP flows were studied. In the first case, the flow between nodes S1 and S4 started
at 0 s, and the flow between nodes S2 and S5 started at 600 ms. In the second case, the
situation was the reverse, i.e., the flow between nodes S1 and S4 started at 600 ms, and
the flow between nodes S2 and S5 started at 0 s. Finally, in the last case, both flows
started at 0 s. Each simulation run lasted 100 s.
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4 Results of the Simulation Experiment

This section discusses the results of the simulation experiment. A large part of the
discussion concerns the post-processing of the observations from the simulation experi-
ment. In particular, we elaborate on the validity of the effects models and the steps taken
to establish reasonably valid models for the ANOVA tests. Due to space limitations,
the discussion of the results has been condensed. Only the results in one performance
metric, average interarrival jitter, are discussed in full. The discussion of the other per-
formance metrics is limited to the outcome of the ANOVA and Tukey tests and the most
important parts of the post-processing activity.

We used initially the untransformed effects model for average interarrival jitter (see
Subsection 3.1). When verifying the model adequacy, the residuals were found to devi-
ate considerably from a normal distribution. As follows from the histogram and normal
probability plot in Figures 3(a) and 3(c), the distribution of the residuals was reason-
ably symmetrical but deviated from a normal distribution in that it had much shorter and
thinner tails.

The constant variance assumption was severely violated. As Figure 3(e) clearly
shows, there was a trend in the spread of residuals as a function of the average interarrival
jitter. Regression analysis suggested the power transformation:

��� � � ���
�
� � � � � ��� � ��� .

The normality assumption and the constant variance assumption were better satis-
fied by the transformed effects model. As is illustrated by the residual histogram in
Figure 3(b), the transformed effects model had much longer tails while still showing a
symmetrical distribution.This observation is confirmed by the normal probability plot of
the residuals in Figure 3(d).

As follows from Figure 3(f), the correspondence between the residuals and the av-
erage interarrival jitter was far less obvious for the transformed effects model. It is also
evident from the plot in Figure 3(f) that the variance was not altogether constant, and this
was confirmed by the Levene test ( �
	��

�

�� �
, ��� �

�
� � ). However, balanced ANOVA

tests (equal sample sizes in all treatments) are fairly robust toward minor violations of
the constant variance assumption. Hence, the outcome of the ANOVA test conducted on
the transformed effects model was not affected by the somewhat fluctuating variance.

The transformed effects model had a coefficient of determination, 	 � , equal to
99.3%, i.e., it accounted for as much as 99.3% of the variability in average interarrival
jitter. Considering that our effects model did not take into account the fact that, because
of its design, PRTP-ECN’s performance is highly dependent on which specific packets
are lost, this result was very satisfactory and suggested that the model could be regarded
as adequate.

It followed from the ANOVA test that the choice of protocol had indeed an impact on
the average interarrival jitter. We had a positive interaction between protocol and traffic
load, i.e., the reduction in average interarrival jitter attained with PRTP-ECN was greater
when the traffic load increased. This interaction effect was due mainly to the way PRTP-
ECN reacted to packet loss. Contrary to TCP, PRTP-ECN accepted a limited amount of
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(a) Histogram of residuals for the untransformed
effects model.

(b) Histogram of residuals for the transformed
effects model.

(c) Normal probability plot of residuals for the
untransformed effects model.

(d) Normal probability plot of residuals for the
transformed effects model.

(e) Residuals vs. fitted values plot for the un-
transformed effects model.

(f) Residuals vs. fitted values plot for the trans-
formed effects model.

Figure 3: Verification of the effects models for average interarrival jitter.
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packet loss. At low packet loss rates, the retransmissions had only a marginal impact
on the average interarrival jitter, which explains why TCP and PRTP-ECN had almost
the same average interarrival jitter at low traffic loads. However, at higher loss rates
the difference in the number of retransmissions made by TCP and PRTP-ECN became
significant, which explains the improvement in average interarrival jitter attained by
using PRTP-ECN at greater traffic loads.

The Tukey test ( �
� �

�
� � ) indicated that all PRTP-ECN configurations had less

average interarrival jitter than TCP. This test also suggested that the higher the allowable
steady-state packet loss frequency, the better the jitter characteristics for a PRTP-ECN
configuration.

4.1 Average Interarrival Jitter

To conclude, we infer that PRTP-ECN most probably would lead to reduced average
interarrival jitter. Our simulation experiment suggests in particular that the reduction in
average interarrival jitter obtained with PRTP-ECN increases with increased traffic load.
It seems further that the reduction in average interarrival jitter increases with increased
allowable steady-state packet loss frequency. Table 1 shows the 99% confidence inter-
vals for the mean average interarrival jitter for TCP and the PRTP-ECN configurations.
As seen in the table, the PRTP-ECN configurations had about 30% less average interar-
rival jitter at low traffic loads as compared to TCP and, at very high traffic loads, some
configurations gave more than a 50% reduction in average interarrival jitter. Further-
more, it follows from Table 1 that PRTP-ECN not only gives a reduction in the average
interarrival jitter, it also reduces the variations in the average interarrival jitter, which
makes it more predictable.

4.2 Average Throughput and Average Goodput

The results of the factorial experiment for average throughput and average goodput were
almost identical. Thus only average throughput is discussed in this section. It should be
remembered, however, that the same results also apply to average goodput.

In the untransformed effects model, the standard deviation was found to be ap-
proximately proportional to the mean average throughput. We therefore applied a log-
transformation [11]:

� � � ����� � ��� � � � �
�
� � ��� � � . As follows from the normal prob-

ability plot in Figure 4(a), the distribution of the residuals fitted a normal distribution
reasonably well. The plot is slightly S-shaped, which indicates that the distribution,
although symmetrical, had somewhat shorter tails than a normal distribution.

The Levene test suggested that the errors in the case of the transformed effects model
were not constant: � 	 �

�

�  �
, � � �

�
� � . Although the variance was not altogether

constant, it did not exhibit any conspicuous pattern (see Figure 4(b)).
The ANOVA test suggested that PRTP-ECN had indeed a positive effect on the av-

erage throughput. In addition, the ANOVA test showed that there was a positive interac-
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Protocol Traffic Load
20% 60% 67% 80% 87% 93% 97%

TCP 27.5

�

1.5 82.4

�

0.4 101.8

�

3.6 178.5

�

5.6 267.6

�

8.7 460.3

�

21.9 737.1

�

112.3
PRTP-2 18.9

�

0.8 53.2

�

0.2 72.5

�

2.8 145.7

�

4.6 230.0

�

6.7 420.7

�

15.9 722.6

�

77.1
PRTP-3 18.6

�

0.7 46.6

�

0.2 63.5

�

2.5 135.8

�

5.8 221.5

�

6.2 404.0

�

13.1 701.4

�

97.0
PRTP-5 18.0

�

0.7 40.7

�

0.1 51.8

�

1.4 108.4

�

4.6 193.7
�

6.4 361.3

�

20.1 582.7

�

56.1
PRTP-8 17.3

�

0.6 40.3

�

0.1 50.0

�

0.8 87.9

�

2.5 143.9
�

4.8 306.1

�

15.1 485.2

�

36.0
PRTP-11 17.3

�

0.6 40.3

�

0.1 49.9

�

1.1 85.6

�

1.7 122.8

�

3.6 242.9

�

12.8 425.2

�

45.0
PRTP-14 17.0

�

0.7 39.8

�

0.1 49.8

�

1.0 84.9

�

1.3 121.5

�

2.8 191.2

�

9.4 329.7

�

28.2
PRTP-20 17.1

�

0.6 40.0

�

0.1 49.9

�

1.0 85.4

�

1.3 121.3

�

2.8 182.0

�

5.2 242.8

�

11.8

Table 1: 99% confidence intervals for mean average interarrival jitter in sec.
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(a) Normal probability plot of residuals. (b) Residuals vs. fitted values plot.

Figure 4: Verification of the transformed effects model for average throughput.

tion between protocol and traffic load. This is a consequence of PRTP-ECN’s resilience
against packet loss. The average throughput of TCP deteriorates rapidly when we start
to drop packets. In contrast, PRTP-ECN is able to withstand a limited amount of packet
loss.

The Tukey test ( �
� �

�
� � ) confirmed that all PRTP-ECN configurations had a bet-

ter average throughput than TCP. It also followed from the Tukey test that an increase
in the allowable steady-state packet loss frequency resulted in an increase in average
throughput.

To summarize our findings, PRTP-ECN seems to give a significant improvement in
average throughput compared to TCP. As expected, there is a trade-off between through-
put and resilience to packet loss. The higher the allowable packet loss frequency, the
higher the gain in average throughput. Table 2, which shows the 99% confidence in-
tervals for the mean average throughputs, suggests that PRTP-ECN can give between
14% and 20% improvement in average throughput at low traffic loads, and close to 50%
improvement in average throughput for some configurations when the traffic load ap-
proaches the bottleneck link capacity.

4.3 Average Link Utilization

We started with the effects model for the untransformed response variable. This model
was rejected, however, since we had an obvious linear relationship between residuals
and link utilization. On the basis of this linear relationship, we derived a power trans-
formation:

� � � � � �  � ����� ���  .
Figures 5(a) and 5(b) show the normal probability plot and the residuals versus fitted

values plot for the transformed effects model. These plots show that the residuals were
almost normally distributed and that there was no apparent trend between the residuals
and the average link utilization. We still did not have a constant variance. Levene’s test
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Protocol Traffic Load
20% 60% 67% 80% 87% 93% 97%

TCP 579 � 18 279 � 8 237 � 5 148 � 2 103 � 2 61 � 3 40 � 5
PRTP-2 662 � 15 337 � 7 269 � 7 158 � 3 108 � 2 62 � 2 38 � 4
PRTP-3 665 � 14 353 � 8 284 � 7 162 � 4 108 � 2 63 � 2 38 � 3
PRTP-5 669 � 14 372 � 6 309 � 6 178 � 5 113 � 2 68 � 4 43 � 3
PRTP-8 680 � 13 373 � 6 312 � 4 190 � 4 128 � 3 71 � 2 47 � 3
PRTP-11 678 � 13 373 � 7 313 � 6 192 � 3 136 � 3 78 � 3 48 � 5
PRTP-14 683 � 14 375 � 8 313 � 5 192 � 3 137 � 3 86 � 4 53 � 3
PRTP-20 682 � 13 374 � 7 312 � 5 191 � 2 137 � 3 86 � 3 58 � 3

Table 2: 99% confidence intervals for mean average throughput in kbps.

gave � 	 � �
�

� � �
, � � �

�
� � . However, as mentioned in Section 4.1, this had only a

marginal impact on the ANOVA test.
The ANOVA test indicated that PRTP-ECN and TCP did not have the same average

link utilization, and it followed from the Tukey test ( �
� �

�
� � ) that all PRTP-ECN

configurations utilized the link better than TCP. The ns2 trace files suggested that the
reason PRTP-ECN was able to better utilize the link was chiefly its robustness to packet
loss. As the link utilization approached the link capacity, the packet loss rate increased,
which in the case of TCP led to timeouts, followed by retransmissions and slow-start. In
contrast, as long as the packet loss rate was well below the allowable steady-state packet
loss frequency, PRTP-ECN did not experience any timeouts, did not have to perform
any retransmissions, and did not have to return to slow-start. Furthermore, the Tukey
test indicated that the link utilization increased with an increase in allowable steady-
state packet loss frequency. This is a direct consequence of what we discussed earlier

(a) Normal probability plot of residuals. (b) Residuals vs. fitted values plot.

Figure 5: Verification of the transformed effects model for average link utilization.
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concerning retransmissions: A higher allowable packet loss frequency leads to fewer
retransmissions and, consequently, to better link utilization.

In conclusion, we can say that our statistical evaluation of the average link utiliza-
tion suggests that PRTP-ECN utilizes the link somewhat better than TCP. Furthermore,
the gain in link utilization seems to increase with an increase in allowable packet loss
frequency.

4.4 Average Fairness and TCP-Friendliness

To study whether PRTP-ECN shared bandwidth fairly with TCP, we used the fairness
metric proposed by Jain et al. [12]. According to their metric, the so called fairness
index, the fairness of an allocation of bandwidth to

�
flows, each receiving

� �
bps, is

given by the formula:

Fairness index
������ � � �� �� � � � �� � � �� �� � �� � �

(2)

The fairness index measures the “equality” of bandwidth sharing. If all flows sharing the
same link receive the same amount of bandwidth, the fairness index is 1 and the fairness
of the bandwidth allocation is 100%. As the disparity in bandwidth allocation increases,
fairness decreases and a bandwidth allocation scheme that favors only a selected few
flows has a fairness index near 0.

We used ANOVA to test the hypothesis that PRTP-ECN shared bandwidth in a fair
manner with TCP. More precisely, we tested the hypothesis that the average fairness
indexes calculated in the PRTP-ECN simulations did not differ significantly from those
calculated in the TCP simulations. As before, the untransformed effects model was
found inadequate. The positive residuals especially exhibited a clear trend toward a
decrease with an increased fairness index. This is a direct consequence of the fairness
index having an upper bound of 1. The spread of residuals has, by definition, an upper
bound given by the expression: 1 - fitted value. As a consequence, the positive residuals
must decrease with increased fitted values.

Since the fairness index shows a behavior similar to a proportion, we used an Omega
transformation [11]. More specifically, the following transformation was used:

��� �
� � �����  � ��� � �

�
. The result of this transformation was quite satisfactory. As follows

from the normal probability plot in Figure 6(a), the distribution of the residuals was very
similar to a normal distribution but differed in that it was slightly skewed (a somewhat
longer upper tail than lower tail) and showed more peaks. As follows from Figure 6(b),
the variance of the residuals was still not constant, an observation confirmed by the
Levene test: � 	 � �

�

� � �
, � � �

�
� � . More importantly, however, Figure 6 (b) shows

that there was no obvious correlation between the residuals and the fitted values.
The ANOVA test suggested that TCP and PRTP-ECN were not equally fair. Fur-

thermore, the Tukey test ( �
� �

�
� � ) indicated that TCP was more fair than either of

the PRTP-ECN configurations and that the fairness index was roughly inversely pro-
portional to the allowable steady-state packet loss frequency. The difference in fairness
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(a) Normal probability plot of residuals. (b) Residuals vs. fitted values plot.

Figure 6: Verification of the transformed effects model for average fairness index.

between TCP and PRTP-ECN was marginal, however. As shown in Table 3, the fair-
ness index of the PRTP-ECN configurations was above 94% at all traffic loads except
the highest one. At the highest traffic load, those PRTP-ECN configurations having an
allowable steady-state packet loss frequency of 11% or more attained a fairness index of
less than 90%. It should be noted, however, that TCP had a fairness index of only 92% at
the highest traffic load and that PRTP-ECN always had a fairness index well above 80%.
Furthermore, at the two highest traffic loads, there were PRTP-ECN configurations that
had an even better average fairness index than TCP.

A problem in the fairness index is that it assumes that all flows passing through a
particular link are able to utilize bandwidth as it becomes available. This is not always
true, however. In particular, it is not true in our simulation experiment. As we noted in
Section 4.3, when the link utilization approached the link capacity, the packet loss rate
increased, which led to timeouts and a reduced TCP sending rate and in turn to reduced
link utilization.

We addressed the inability of the fairness index to differentiate between utilization of
“spare” bandwidth and bandwidth conquered from contending flows by also considering
TCP-friendliness, a criteria very closely connected to fairness. A flow is said to be
TCP-friendly if its arrival rate does not exceed the arrival rate of a conformant TCP
connection under the same circumstances [6]. In our simulation experiment, we tested
whether PRTP-ECN is TCP-friendly using the TCP-friendliness test proposed by Floyd
and Fall [6]. According to their test, a flow is TCP-friendly if the following inequality
holds for its arrival rate:

�  �
�

��� � � � �
	 
 
 � � ��� � � 	 (3)

where
�

is the arrival rate of the flow in Bps, � denotes the packet size in bytes, 	�
�
 is
the minimum round-trip time in seconds, and

�
������� is the packet-loss frequency.

The results of the TCP-friendliness tests are given in Table 4. TCP was included
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Protocol Traffic Load
20% 60% 67% 80% 87% 93% 97%

TCP 0.99 � 0.003 0.99 � 0.003 1.00 � 0.002 1.00 � 0.001 1.00 � 0.001 0.99 � 0.004 0.92 � 0.050
PRTP-2 0.98 � 0.006 0.98 � 0.006 0.99 � 0.006 1.00 � 0.001 1.00 � 0.002 1.00 � 0.003 0.95 � 0.030
PRTP-3 0.98 � 0.006 0.96 � 0.009 0.98 � 0.007 0.99 � 0.002 1.00 � 0.001 1.00 � 0.003 0.95 � 0.030
PRTP-5 0.98 � 0.006 0.94 � 0.008 0.95 � 0.010 0.98 � 0.008 0.99 � 0.003 0.97 � 0.030 0.93 � 0.040
PRTP-8 0.98 � 0.005 0.94 � 0.008 0.94 � 0.007 0.95 � 0.008 0.96 � 0.009 0.98 � 0.010 0.91 � 0.050
PRTP-11 0.98 � 0.006 0.94 � 0.011 0.94 � 0.009 0.95 � 0.008 0.94 � 0.010 0.94 � 0.030 0.88 � 0.050
PRTP-14 0.98 � 0.006 0.94 � 0.012 0.94 � 0.008 0.95 � 0.008 0.94 � 0.010 0.90 � 0.040 0.86 � 0.050
PRTP-20 0.98 � 0.006 0.94 � 0.009 0.94 � 0.008 0.95 � 0.007 0.94 � 0.010 0.90 � 0.040 0.83 � 0.050

Table 3: 99% confidence intervals for mean average fairness index.
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Protocol Pass Freq.
TCP 99.0%
PRTP-2 99.2%
PRTP-3 99.6%
PRTP-5 99.8%
PRTP-8 99.5%
PRTP-11 99.5%
PRTP-14 98.7%
PRTP-20 98.9%

Table 4: Results of TCP-friendliness tests.

in the TCP-friendliness tests as a means to verify the TCP-friendliness calculations.
As shown, all PRTP-ECN configurations passed the TCP-friendliness test in almost all
simulation runs. The reason we did not have a 100% pass frequency was because the
TCP-friendliness test assumes a fairly constant round trip time [6], which was not com-
pletely fulfilled at higher traffic loads. At higher traffic loads, the largest portion of the
round trip time was queueing delays, which exhibited non-negligible fluctuations. This
is of course also the reason why TCP failed the TCP-friendliness test in some simula-
tion runs, which had been impossible had all the assumptions of the test been fulfilled.
Actually, as follows from Table 4, TCP failed in more simulation runs than all but two
PRTP-ECN configurations, PRTP-14 and PRTP-20. This again suggests that PRTP-ECN
indeed exhibited TCP-friendly behavior in the simulation experiment.

5 Conclusions

To address the need of a TCP-friendly and fair transport protocol for multimedia appli-
cations, an extension to TCP, PRTP-ECN, is proposed. The performance of PRTP-ECN
has been compared with TCP in an extensive simulation study designed as a fixed-factor
factorial experiment. This paper gives a detailed description of this simulation experi-
ment. The results of the experiment indicate that PRTP-ECN gives a reduced average
interarrival jitter and an increased average throughput. At the same time it exhibits TCP-
friendly behavior and is reasonably fair against contending congestion aware flows. In
addition, PRTP-ECN seems to improve the link utilization. We also noted that almost
the same results were obtained for average goodput as for average throughput, which
suggests that the improvements in average throughput given by PRTP-ECN directly
translate into improvements in average goodput.
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Abstract

Experiences in the use of the Internet as a delivery medium for multimedia based
applications have revealed serious deficiencies in its ability to provide the QoS of
multimedia applications. We propose an extension to TCP that addresses the QoS
requirements of applications with soft real-time constraints. Although TCP has been
found unsuitable for real-time applications, it can with minor modifications be ad-
justed to better comply with the QoS needs of applications that have soft real-time
requirements. Enhancing TCP with support for this group of applications is im-
portant since the congestion control mechanism of TCP assures the stability of the
Internet. In contrast, specialized multimedia protocols that lack appropriate con-
gestion control can never be deployed on a large-scale basis. Two factors of great
importance for applications with soft real-time constraints are jitter and throughput.
By relaxing the reliability offered by TCP, the extension gives better jitter charac-
teristics and throughput. The extension need only be implemented at the receiving
side. The reliability provided is controlled by the receiving application, thereby al-
lowing a flexible trade-off between different QoS parameters. This paper describes
and analyses our TCP extension. The analysis investigates how the different appli-
cation controlled parameters influence performance. Our analysis is supported by a
simulation study that investigates the trade-off between interarrival jitter, through-
put, and reliability. The simulation results also confirm that the extended version of
TCP still behaves in a TCP-friendly manner.

Keywords: QoS, TCP, Partial reliability, TCP-friendly, Analysis, Simulation

1 Introduction

Over the last decade, we have seen an explosive growth of multimedia communications
and applications [39]. A tremendous amount of traffic on today’s networks consists not
only of text but also of images, video, audio, and other continuous data streams. The
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exponential increase in the number of web servers and image intensive web pages com-
bined with applications such as video broadcasting, multimedia conferencing, distance
learning, etc. imposes new requirements on existing transport services. Many of these
applications are sensitive to delay and interarrival jitter but can accommodate a limited
amount of data loss.

The two predominant transport protocols in the Internet today, UDP [30] and
TCP [31], fail to provide an adequate transport service to multimedia applications and
other applications with soft real-time constraints. TCP provides an application with a
completely reliable transport service, while UDP makes no provisions whatsoever for
improving the IP service level. Furthermore, UDP has no built-in congestion control
mechanism. It is widely believed [10, 16, 34] that congestion control mechanisms are
critical to the stable functioning of the Internet. At present the vast majority (90-95%)
of Internet traffic uses the TCP protocol [18]. However, due to the growing popularity of
streaming media applications, and because standard TCP is not suitable for the delivery
of time sensitive data, increasing numbers of applications are being implemented using
UDP and other congestion unaware transport protocols. The widespread use of pro-
tocols that do not implement congestion control or avoidance mechanisms may result
in a congestive collapse of the Internet [16] similar to the one that occurred in Octo-
ber, 1986 [21]. Taken together, this clearly demonstrates the need of further research in
transport protocols for soft real-time applications.

This paper describes an extension to TCP called PRTP-ECN. PRTP-ECN aims at
making TCP better suited for applications with soft real-time constraints, e.g., best effort
multimedia applications. It accomplishes this by trading reliability for reduced delay
and interarrival jitter, and improved throughput. More precisely, PRTP-ECN converts
TCP from a completely reliable transport protocol to a partially reliable one, i.e., a
transport protocol accepting a prescribed packet loss rate. Implementing PRTP-ECN
only involves modifying TCP’s retransmission scheme; the rest of TCP is left unaffected.
This makes PRTP-ECN compatible with standard TCP implementations, and enables
gradual deployment. It also follows that PRTP-ECN reacts to congestion in a way similar
to TCP, which makes it TCP-friendly and reasonably fair.

The remainder of the paper is organized as follows. Section 2 reviews some related
work. This is followed by a description of the PRTP-ECN retransmission scheme in
Section 3. Section 4 presents a simple theoretical analysis of the PRTP-ECN reliability
scheme, where the packet loss behavior of PRTP-ECN both at startup and in steady-
state are studied. Furthermore, we investigate how PRTP-ECN reacts to packet loss
bursts. In Section 5, we briefly describe a simulation study in which the interarrival
jitter, throughput, and TCP-friendliness of PRTP-ECN were evaluated against standard
TCP. The paper is concluded in Section 6 with a summary of our major findings.
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2 Related Work

As already mentioned in Section 1, PRTP-ECN is an extension to TCP that transforms
it to a retransmission based, partially reliable transport protocol. The feasibility of using
a retransmission based error recovery scheme for multimedia traffic was demonstrated
by Dempsey et al. [14]. They showed that, by adding some delay before the playout of
each audio packet received, retransmission can be used to protect audio data from packet
loss. In his Ph.D. thesis [13], Dempsey proposed two novel retransmission based error
recovery schemes: Slack ARQ and PECC (Partially Error-Controlled Connection). The
principle behind Slack ARQ [13] was to extend the control time, i.e., the time a packet is
delayed at the receiver before playback, to minimize interarrival jitter and thereby pro-
vide for continuous playback. The PECC protocol [13, 14] provides a transport service
for applications that desire to trade reliability for latency. Developed as an enhancement
to the XTP (Xpress Transport Protocol) protocol [40], the PECC protocol modifies the
retransmission algorithm of XTP to provide a connection oriented service under which
retransmission of lost packets occurs only when it will not incur additional delay to the
data delivery. Early work on partially reliable transport protocols for multimedia com-
munication was also conducted by Papadopoulus and Parulkar [28], who suggested an
ARQ scheme involving, among other things, selective repeat and retransmission expira-
tion.

Extensive work on partial reliability in connection with multimedia transfer has
been done at LAAS-CNRS [15, 36] and at the University of Delaware [4, 5]. Their
work resulted in the proposal of a new transport protocol, POC (Partial Order Connec-
tion) [2, 3, 12]. The POC approach toward realizing a partially reliable service combines
a partitioning of the media stream into objects with the notion of reliability classes. An
application designates individual objects as needing different levels of reliability, i.e.,
reliability classes are assigned at the object level. By introducing the object concept
and letting applications specify their reliability requirements on a per-object basis, POC
offers a very flexible transport service.

More recent work on partially reliable transport protocols has been carried out by
Piecuch et al [29]. They developed an application level protocol, SRP (Selective Re-
transmission Protocol), which works on top of UDP. SRP implements two retransmis-
sion decision algorithms: equal loss latency and optimum quality. The retransmission
algorithms differ in the way quality is measured. However, both algorithms base their
retransmission decisions on the packet loss frequency and the latency.

In addition to general partially reliable protocols, a large number of transport proto-
cols targeting specific applications have been proposed. For example, Rhee [35] presents
a retransmission based error control technique for interactive video, and Li et al. [23]
proposed a novel scheme for distribution of MPEG coded video over a best effort net-
work.

In contrast to PRTP-ECN, a large number of the proposed partially reliable transport
protocols do not implement any congestion control at all, or employ one that does not
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interact fairly with TCP. In addition, many of the proposed transport protocols are not
able to interwork with the existing Internet infrastructure or require radical changes to
extant transport protocols. PRTP-ECN, on the other hand, entails only modifying the re-
transmission scheme of TCP and is able to interact with standard TCP implementations.

A key feature of PRTP-ECN is its TCP-friendly behavior. In view of the negative
effects that TCP-unfriendly flows have on the stability and performance of the Internet, a
large body of work has accumulated describing various congestion control mechanisms
for multimedia applications. A majority of these mechanisms are either window based,
as is TCP, or rate based.

Examples of window based congestion control schemes are TLTCP (Time-lined
TCP) [24, 25] and the binomial congestion control algorithms proposed by Bansal and
Balakrishnan [6, 7]. TLTCP works in the same way as TCP except that it imposes dead-
lines on outstanding data. It sends data in a similar fashion as in TCP until the deadline
for a section of data has been passed. Upon expiration of a deadline, obsolete data are
discarded and the sending window is moved forward to enable new data to be sent. The
binomial congestion control algorithms suggested by Bansal and Balakrishnan may be
seen as a generalization of the additive-increase/multiplicative-decrease (AIMD) con-
gestion scheme employed by TCP. The principle idea behind this family of congestion
control algorithms is to more smoothly adapt a flow to available bandwidth. This is done
by decreasing the rate of a flow less rapidly than multiplicative decrease upon incipient
congestion and increasing the flow less rapidly than the additive increase when probing
for more bandwidth.

Rate based congestion control mechanisms calculate an appropriate sending rate by
viewing it as a function of the estimated round trip time and packet loss rate. Numerous
rate based schemes have been proposed. The RAP (Rate Adaptation Protocol) [34]
uses an AIMD rate control scheme based on regular acknowledgements sent by the
receiver, which the sender uses to detect lost packets and estimate the round trip time.
Sisalem and Schulzrinne [38] propose a congestion control mechanism, LDA (Loss-
Delay Based Adjustment Algorithm), similar to the one used by RAP. Their scheme
relies on regular RTP/RTCP reports [37] sent between the sender and the receiver to
estimate the loss rate and round trip time. In addition, they propose modifications to
RTP that allow the protocol to estimate the bottleneck bandwidth using the packet pair
technique proposed by Bolot et al. [9]. Model based congestion control schemes are a
novel category of rate based algorithms. They are based, either explicitly or implicitly,
on analytic models of TCP. The congestion control schemes proposed by Tan et al. [41]
and Karandikar et al. [22] are based on the simplified relationship between throughput,
packet loss probability, and round trip time formulated by Floyd et al [16]. Padhye et al.
developed a more thorough model of TCP [27], also taking into account the impact of
timeouts. On the basis of this model, they designed a more accurate congestion control
scheme [17] that has been submitted as an Internet draft to IETF [20].

A problem with many rate based schemes is that they rely on accurate estimates of
packet loss rates and round trip times. Ramesh and Rhee [33] show that inaccuracies in
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these estimates can result in significant overallocation or underallocation of bandwidth.
In contrast, the congestion control mechanism employed by PRTP-ECN and TCP is
based on the principle of conservation of packets [21]. This principle helps to create a
robust and self-regulating congestion control mechanism.

3 The PRTP-ECN Retransmission Scheme

The PRTP-ECN extension to TCP only involves changing the retransmission decision
algorithm of TCP, i.e., PRTP-ECN retains most of the characteristics and mechanisms of
TCP. In particular, PRTP-ECN does not alter data transfer, flow control, multiplexing, or
connection characteristics of TCP in any way. This enables PRTP-ECN to transparently
interwork with existing TCP implementations. The modifications to TCP imposed by
PRTP-ECN have been isolated to the receiver side. No changes are required at the sender
side.

The PRTP-ECN retransmission decision algorithm is parameterized. The application
atop PRTP-ECN explicitly prescribes a minimum acceptable reliability level by setting
the parameters of the retransmission algorithm. Implicitly, the parameters govern the
trade-off between delay jitter, throughput, and goodput. By relaxing the reliability, the
application receives less interarrival jitter and improved throughput and goodput.

Figure 1 illustrates how PRTP-ECN works. As long as no packets are lost, PRTP-
ECN behaves in the same way as standard TCP. When an out-of-sequence packet is
received, it is taken as an indication of packet loss and the retransmission decision al-
gorithm is invoked. This algorithm decides, on the basis of the success rate of previous
packets, whether to acknowledge all packets up to and including the out-of-sequence
packet or to do the same as standard TCP, i.e., acknowledge the last successfully re-
ceived in-sequence packet and wait for a retransmission. In PRTP-ECN, the success
rate is measured as an exponentially weighted moving average over all packets, lost and
received, up to but not including the out-of-sequence packet. This weighted moving
average is called the current reliability level, � � �������

, and is defined as

� � �$����� � � ��� 
�� � ��� 
 ��� 
 ��� 

� ��� 
�� � ��� 
 ��� 
 	 (1)

where
�

is the number of packets received less the out-of-sequence packet, ��� is the
weight or aging factor, and

� 
 denotes the number of bytes contained in packet
�

. The
variable denoted

� 
 is a conditional variable that only takes a value of 1 or 0. If the
�

th
packet was successfully received, then

� 
 � � otherwise
� 
 � � .2

An application communicates its lower bound reliability level through the aging fac-
tor and a second parameter called the required reliability level. The required reliability
level,

!�!�#
, acts as a reference value. As long as � � ������� � !�!�#

, dropped packets need
2In Eq. 1 packets are numbered backwards starting at the packet preceding the out-of-sequence packet and

going backwards to the first packet sent.



120 Enhancing TCP for Applications with Soft Real-Time Constraints

Figure 1: PRTP-ECN session.

not be retransmitted and are therefore acknowledged. If an out-of-sequence package is
received and � � �������

is below
!�!�#

, PRTP-ECN acknowledges the last in-sequence packet
and waits for a retransmission.

Acknowledging lost packets interferes with the congestion control in standard TCP,
which interprets lost packets as a signal of congestion. PRTP-ECN remedies this by
employing explicit congestion notification [32]. More specifically, PRTP-ECN uses the
TCP portions of ECN (Explicit Congestion Notification).

Normally, ECN involves both the IP and TCP layers. Upon incipient congestion,
a router sets a flag, the Congestion Experienced bit (CE), in the IP header of arriving
packets. The receiving end-node propagates the congestion signal back to the sender
by setting the so called ECN-Echo flag in the acknowledgement of a CE packet. When
the sender receives an ECN-Echo packet, it takes the same actions as are taken when a
congestion loss has occurred, e.g., reduces its congestion window. To provide robustness
against dropped acknowledgements with the ECN-Echo flag set, the receiver continues
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to set the ECN-Echo flag in acknowledgements until it receives a confirmation of the
congestion action at the sender. When the sender has taken the congestion action, it
notifies the receiver by setting a flag, the Congestion Window Reduced bit (CWR), in
the following data packet.

PRTP-ECN does not involve intervening routers. Instead, when an out-of-sequence
package is acknowledged, the ECN-Echo flag is set in the acknowledgement packet.
When receiving the acknowledgement, the sender will take the appropriate congestion
actions but will not retransmit any packet.

4 Packet-Loss Behavior of the PRTP-ECN Retransmis-
sion Scheme

This section theoretically analyzes how the response of PRTP-ECN to packet losses de-
pends on ��� and

!�!�#
by studying the expression for � � �

in Section 3 (Eq. 1). The analysis
makes the simplifying assumption that all packets are of equal size, which reduces the
expression for � � ��� ���

to

� � ������� ��� ��� 
�� � ��� 
 ��� 

� ��� 
�� � ��� 
 �

(2)

In the remainder of this text, a PRTP-ECN protocol that has been assigned fixed values
for ��� and

!�!�#
is called a PRTP-ECN configuration.

In Subsection 4.1, we consider the startup behavior of PRTP-ECN. More precisely,
we investigate how the number of packets that must be successfully received until a
packet loss is allowed, i.e., until � � ��� � � �

, depends on ��� ,
!�!�#

, and the initial value of
� � �

. The steady-state behavior of PRTP-ECN is considered in Subsection 4.2. Explicit
formulae are derived for the upper and lower bounds for the required distance between
packet losses, i.e., the number of packets that has to follow a packet loss until a packet
can be lost again without having to be retransmitted. On the basis of the formulae
for the bounds of the required distance between packet losses, we derive bounds for
the allowable packet loss frequency of a PRTP-ECN configuration. We also define a
metric for the allowable packet loss frequency and show how this metric relates to the
previously derived packet loss frequency bounds. Finally, in Subsection 4.3, we analyze
how PRTP-ECN reacts to bursts of packet losses.

4.1 The Startup Behavior

Considering that the majority of conversations over the Internet involve only a small
amount of data [11, 42], it is of interest to study the behavior of PRTP-ECN at startup.
In this subsection, we derive an expression for the upper bound, � , of the number of
packets that must be successfully received at startup until it is possible for a packet to
be lost without having to be retransmitted. It follows from the formula for � � �

(Eq. 2)
that the packet loss behavior of PRTP-ECN at startup depends on three parameters: ��� ,
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Figure 2: Derivation of formula for � .

!�!�#
, and the initial value of � � �

, � . We assume that � � �
is initialized to � by setting its

numerator to � and its denominator to 1. At the time of the first packet loss, the value of
� � �

is given by (See Figure 2):

� � ��� � � � � � ��� ������� � ��� ���  �
� ������� � ��� ���  (3)

By observing that both the numerator and the denominator of � � �
are geometric series,

we obtain:

� � ��� � � � � � ���
 � �	��
 � �	� � ���

���  �
 � �	� 
��� � �	� (4)

A packet loss is allowed when � � � � � � �
, which gives us:

���  � �	��
 � �	� � ���
���  �

 � �	� 
��� � �	� �	!�!�#
(5)

Eq. (5) gives us the following upper bound for � :

� �
���� ����� ���� � �	�� ���� ����� �	� � � � � �  � �	���

� � ���
!#"""

�
(6)

Figures 3, 4, and 5 show how � varies with ��� ,
!�!�#

and � . They illustrate how the initial
behavior of PRTP-ECN depends on the configuration and how it can be controlled by
the initial value used for �

!�#
. More packets must be received for high values of

!�!�#
or

for low values of ��� . As expected, using a large � value allows PRTP-ECN to accept a
packet loss more quickly without requiring a retransmission.
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Figure 3: � as a function of ��� and
!�!�#

when � � �
�
� .

Figure 4: � as a function of ��� and
!�!�#

when � � �
�

�
.

Figure 5: � as a function of ��� and
!�!�#

when � � �
�
� .
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Figure 6: Derivation of formula for ��� .

4.2 The Steady-State Behavior

As is evident from the description of the PRTP-ECN retransmission scheme in Section 3,
the long-term packet loss behavior of PRTP-ECN is governed by the values of ��� and����� . In this section, we will investigate this relationship further by deriving explicit
formulae for the upper and lower bounds on allowable packet loss frequency, i.e., the rate
of packet losses PRTP-ECN can accommodate without having to make retransmission
requests. We begin by studying the problem of finding expressions for the upper and
lower bounds of the required distance between packet losses.

To find a formula for the lower bound of the required distance between packet losses,
� � , we consider the case in which an infinite amount of packets have been successfully
received followed by two packet losses that occur � �
	�� packets apart. This scenario is
illustrated in Figure 6. At the time of the second packet loss, we have

���������� �����������! "$#&% �'� �)(*(*(�� �'�,+�-/.10 � �'�,+�-!230 �4(�(*(5� ��� " 21+�-/.10
� �)(*(�(5� ��� " 21+�-/.60 7 (7)

We decompose the expression for ��8�'���9� ���/� into two rational expressions: the first
expression covering the packets from the first to the second packet loss and the second
expression covering all packets up to and including the first packet loss. This gives us

��8�����:� � � ���;�!�� "<#&%
= +�-�.10>�? 0 ���

>
= " 21+�-/.60>�?6@ �'� >

�
= " 2A+ - .60>�? +�-B230 ���

>
= " 2A+�-�.60>�?1@ ��� > 7 (8)

Next, we reduce (8) by using the formula for the sum of a geometric series:

��8�'�/�C� �����������! "$#&% �'� 0�.ED�F�G
-�HJI

0�.ED�F
0�.ED�F5K5L G -0�.ED�F

� �'� + - 2E0 0�.ED�F K
HJI

0M.ND�F
0�.ED�F5K�L G -0M.ND�F 7 (9)
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Figure 7: � � as a function of ��� and
!�!�#

.

By evaluating (9), we obtain:

� � �$��� � � � � � ��� ��� �  � ��� ��� � ���
�

(10)

We find a formula for � � by minimizing � � ��� � � � � � subject to the constraints: � � ����
� � ����� � ��� ��� !�!�# , which gives

� � � � ��� ���� � �	��	� � � � ���	� �
(11)

The graph in Figure 7 shows how � � varies with ��� and
!�!�#

. As expected, � � increases
with increasing

!�!�#
values and with decreasing ��� values.

In a theoretically worst case, all allowable packet losses result in � � �
obtaining the

value of � � �
. Considering this case, illustrated in Figure 8, we derive a formula for the

upper bound of the required distance between packet losses. We express � � �
at the time

of the first packet loss in terms of its numerator and denominator:

� � ��� ��� � �
� �

(12)

Since � � ������� � !�!�#
, we obtain the following relationship between the numerator and the

denominator of � � �
at the time of the first packet loss:

� � !�!�# �
�

(13)
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Figure 8: Derivation of formula for ��� .

This gives us the following expression for � � �
at the time of the second packet loss:

� � �$��� � ��� � � ��� ������� � ��� ��� �  � ��� ��� !�!�# �
� ������� � ��� ��� �  � ��� ��� � �

(14)

Employing the formula for the sum of a geometric series, we get:

� � ��� � � ��� � � ���  � �	��� �	��
 � �	� � ���
� � !�!�# �

 � �	� � � � �	� � ���
��� � �

(15)

However, � � �$��� � ��� � � !�!�# which gives us the following equation for the upper bound
of the required distance between packet losses:

���  � �	��� �	��
 � �	� � ���
� � !�!�# �

 � �	� � � � �	� � ���
� � � � !�!�#

�
(16)

Solving (16) for � � gives us: ��� � � ��� ��� � �	����� � ��� ���	� �
(17)

The graph in Figure 9 shows how � � depends on ��� and
!�!�#

. Again, � � increases with
increasing

!�!�#
values and with decreasing ��� values. We can also see in Figures 7 and 9

that, for some configurations, � � and � � coincide meaning that both bounds are tight for
these configurations.

Since the allowable packet loss frequencies are bounded by the reciprocals of the
required distances between packet losses, we obtain the following formulae for the upper
and lower bounds of the allowable packet loss frequency:

� � � �� � 	 (18)

� � � ���� �
(19)
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Figure 9: ��� as a function of ��� and
!�!�#

.

Although � � gives some appreciation for the maximum allowable packet loss frequency
of PRTP-ECN, it is an overestimate. A more usable metric for the maximum packet
loss frequency of a PRTP-ECN configuration is obtained by considering the scenario in
which packets are lost at all times when PRTP-ECN allows this, i.e., at all times when

�
!�# � !�!�#

. Simulations suggest that the allowable packet loss frequency in this scenario
approaches a limit, � � , as the total number of sent packets,

�
, reaches infinity, or more

formally stated:

� �
������ �����
� ���

��	��� ��� � �� 	 (20)

where
� � denotes the packet sequence comprising all packets sent up to and including

the nth packet, and
��	��� ��� � � is a function that returns the number of lost packets in

� � .
Henceforth, we will call the metric � � the allowable steady-state packet loss frequency.
The graphs in Figures 10, 11, and 12 illustrate how � � depends on ��� and

!�!�#
and how

it relates to � � and � � . We can see that the configuration dictates the allowable steady-
state packet loss frequency obtained by the protocol and that � � falls nicely in between
the upper and lower bound.

4.3 The Maximum Allowable Packet-Loss Burst Length

Since packet losses very often occur in bursts [8], it is important to analyze how PRTP-
ECN reacts to packet loss bursts. To obtain an explicit formula for the maximum al-
lowable packet-loss burst length, we consider the case in which an infinite number of
packets have been successfully received by PRTP-ECN at the time of the packet loss
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Figure 10: � � as a function of ��� and
!�!�#

.

Figure 11: � � as a function of ��� and
!�!�#

.

Figure 12: � � as a function of ��� and
!�!�#

.
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Figure 13: Maximum allowable packet-loss burst length.

burst. Figure 13 illustrates this case. Let
�

denote the number of packets sent at the time
of the first packet loss in the packet loss burst and

�
the length of the burst in number of

packets. At the end of the packet loss burst, � � �
is given by

� � �$��� � � � � �����
��� �

� � ��� � �
�� � ��� 

� � ��� � �
�� � ��� 
 �

(21)

If we recognize the numerator and denominator as being geometrical series and replace
the sums with the corresponding explicit formula, we obtain:

� � ����� � � � � �����
� ���

��� �  � �	��� ��
 � �	� � �	� � ��� ��
 � �	� �
(22)

From (22) it follows that

� � ��� � � � � � ���
�

�
(23)

The problem of finding the maximum allowable packet loss burst length can now be
formulated as finding: ���
	� �������� � �	!�!�#�� �

(24)

Since, for ��� � � � 	�� � , the function � ��� � � ����� is a strictly monotonically decreasing
function, we have ���
	� �������� � � !�!�#�� ��� ���
	� �������� � �	!�!�#���� �

(25)
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Figure 14:
�

as a function of ��� and
!�!�#

.

This gives us the following explicit formula for the maximum allowable packet loss burst
length:

� � � ��� !�!�#� � ��� � �
(26)

Figure 14 illustrates how
�

depends on ��� and
!�!�#

. Larger packet loss burst lengths are
accepted for small values of

!�!�#
and for high values of ��� .

5 Simulation Experiment

In the previous section, we theoretically analyzed the packet loss behavior of the PRTP-
ECN retransmission scheme. A simulation study was done to examine the implications
of the packet loss behavior of PRTP-ECN for interarrival jitter, throughput, and TCP-
friendliness [19]. This section gives a condensed description of this simulation experi-
ment.

5.1 Methodology

We used the ns [26] network simulator to conduct the experiment reported in this paper.
Figure 15 shows the network topology used in all simulations. The primary factors in
the experiment were the protocol used at node S4, the traffic load on the link between
nodes R1 and R2, and the starting times of the flows emanating from nodes S1 and S2.
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S1

S2

S3

R2

S4

S5

S6

R1
1.5 Mbps, 50 ms

10 Mbps, 0 ms

10 Mbps, 0 ms

10 Mbps, 0 ms

10 Mbps, 0 ms

10 Mbps, 0 ms

10 Mbps, 0 ms

Figure 15: Network topology.

The last factor was found to have a limited impact on the result, however, and is thus not
discussed further here.

In our experiment, simulations were made in pairs. In the reference tests, TCP was
used at both nodes S1 and S4 while, in the evaluation tests, the TCP agent at node
S4 was replaced with PRTP-ECN. In the simulations, two FTP applications attached
to nodes S1 and S2 sent data at a rate of 10 Mbps to receivers at nodes S4 and S5.
The initial congestion window of the TCP and PRTP-ECN agents was initialized to two
segments [1]. All other agent parameters were assigned their default values.

Background traffic was accomplished by a UDP flow between nodes S3 and S6. The
UDP flow was generated by a constant bitrate traffic generator residing at node S3. The
departure times of the packets from the traffic generator were randomized, however,
resulting in a variable bit rate flow between nodes S3 and S6. In all simulations, a
maximum transfer unit (MTU) of 1500 bytes was used. The routers, R1 and R2, had
a single output queue for each attached link and used FCFS scheduling. Both router
buffers had a capacity of 25 segments, i.e., approximately twice the bandwidth-delay
product of the network path. All receivers used a fixed advertised window size of 20
segments, which enabled each one of the senders to fill the bottleneck link.

The traffic load was controlled by setting the mean sending rate of the UDP flow
to a fraction of the nominal bandwidth on the R1-R2 link. Tests were run for seven
traffic loads, 20%, 60%, 67%, 80%, 87%, 93%, and 97%. These seven traffic loads
corresponded approximately to packet loss rates of 1%, 2%, 3%, 5%, 8%, 14%, and
20% in the reference tests. Tests were run for seven PRTP-ECN configurations. Each
test was run 40 times to obtain statistically significant results.

The PRTP-ECN configurations were selected on the basis of the metric � � defined in
Section 4.2. Seven configurations were selected in which � � was approximately equal
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Figure 16: Interarrival jitter vs. traffic load.

to: 2%, 3%, 5%, 8%, 11%, 14%, and 20%. These configurations are denoted: PRTP-2,
PRTP-3, PRTP-5, PRTP-8, PRTP-11, PRTP-14, and PRTP-20.

In all simulations, the UDP flow and the FTP flow between nodes S2 and S5 started
at 0 s. The FTP flow between nodes S1 and S4 started at 600 ms. Each simulation run
lasted 100 s.

5.2 Results

Several performance metrics were evaluated for the analysis of the simulation experi-
ment. Here, we consider only the average interarrival jitter, the average throughput, and
TCP-friendliness for the FTP flow between nodes S1 and S4.

The graph in Figure 16 shows the result of the evaluation of the interarrival jitter.
The traffic load expressed in percent of the bandwidth of link R1-R2 is on the horizontal
axis, and the relative interarrival jitter is on the vertical axis. The relative interarrival
jitter was calculated as the ratio of the measured interarrival jitter to the interarrival jitter
measured in the reference test. As follows from the graph, the PRTP-ECN configurations
significantly decreased the interarrival jitter as compared to TCP. At low traffic loads,
the reduction was about 30%. For packet loss rates in the neighborhood of 20%, the
reduction was in some cases as much as 68%.

Figure 17 presents the result of the throughput evaluation. As before, we have traf-
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Figure 17: Throughput vs. traffic load.

fic load on the horizontal axis. On the vertical axis, we have relative throughput, i.e.,
throughput relative to the throughput measured in the reference test. While the increase
in throughput was not as significant as the reduction in interarrival jitter, it was still sig-
nificant. For example, an application accepting a 20% packet loss rate could increase its
throughput by as much as 48%. Applications tolerating only a few percents packet loss
rate could also experience improvements in throughput of as much as 20%. A compar-
ison of the throughputs for PRTP-ECN and TCP also suggest that PRTP-ECN is better
at utilizing the bandwidth than TCP. This has not been statistically verified, however.

Recall from Section 5.1 that a traffic load corresponds approximately to a particular
packet loss rate. Taking this into account in analyzing the results, it may be concluded
that a PRTP-ECN configuration had its optimum in both relative interarrival jitter and
relative throughput when the packet-loss frequency was almost the same as � � . This is
a direct consequence of the way we defined � � . At packet loss frequencies lower than
� � , the gain in performance was limited by the fact that not very many retransmissions
were necessary in the first place. When the packet loss frequency exceeded � � , the
situation was the reverse. In these cases, PRTP-ECN had to increase the number of
retransmissions in order to uphold the reliability level, which had a negative impact on
both interarrival jitter and throughput. It should be noted, however, that even in cases
when PRTP-ECN had to increase the number of retransmissions, it performed far fewer
retransmissions than TCP.
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The TCP-friendliness of the FTP flow was evaluated using the TCP-friendliness test
proposed by Floyd and Fall [16]. According to their test, a flow is said to be TCP-
friendly if the following inequality holds for its arrival rate:

�� �
�

� � �������
	�
�
 � � � 	 (27)

where
�

is the arrival rate of the flow in Bps,
�

denotes the packet size in bytes, 	�
�
 is
the minimum round trip time in seconds, and

�
� is the packet loss frequency. In analyzing

the results of the TCP-friendliness tests, we said that a PRTP-ECN configuration was
TCP-friendly if more that 95% of the runs in a test passed the TCP-friendliness test.
The reason for not requiring a 100% pass frequency was that not even TCP managed
to be TCP-friendly in all runs. Our simulation experiment suggests that PRTP-ECN
is indeed TCP-friendly. As a matter of fact, all PRTP-ECN configurations passed the
TCP-friendliness test.

6 Conclusion

This paper proposed an extension to TCP called PRTP-ECN. PRTP-ECN aims at making
TCP more suitable for applications with soft real-time constraints, e.g., best effort mul-
timedia applications. It accomplishes this by trading reliability for reduced delay and
interarrival jitter, and improved throughput. More specifically, PRTP-ECN introduces a
novel retransmission scheme that makes TCP a partially reliable transport protocol, i.e.,
a transport protocol accepting a prescribed packet loss rate.

Analytic models are developed for the packet loss behavior of PRTP-ECN. They es-
tablish how the application controlled parameters of the protocol influence the response
of PRTP-ECN to packet loss. In order to better appreciate the implications of the packet
loss behavior of PRTP-ECN for interarrival jitter, throughput, and TCP-friendliness, a
simulation experiment was done. The experiment suggests that PRTP-ECN is able to
offer a service with significantly reduced interarrival jitter and improved throughput as
compared to TCP, while at the same time being TCP-friendly.
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