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Abstract

The stability and performance of the Internet to date have in a large part been due to
the congestion control mechanism employed by TCP. However, while the TCP conges-
tion control is appropriate for traditional applications such as bulk data transfer, it has
been found less than ideal for multimedia applications. In particular, audio and video
streaming applications have difficulties managing the rate halving performed by TCP in
response to congestion. To this end, the majority of multimedia applications use either
a congestion control scheme which reacts less drastic to congestion and therefore often
is more aggressive than TCP, or, worse yet, no congestion control whatsoever. Since
the Internet community strongly fears that a rapid deployment of multimedia applica-
tions which do not behave in a fair and TCP-friendly manner could endanger the current
stability and performance of the Internet, a broad spectrum of TCP-friendly congestion
control schemes have been proposed. In this report, a survey over contemporary propos-
als of TCP-friendly congestion control mechanisms for multimedia traffic in the Internet
is presented. A classification scheme is outlined which shows how the majority of the
proposed congestion control schemes emanate from a relatively small number of design
principles. Furthermore, we illustrate how these design principles have been applied in
a selection of congestion control scheme proposals and actual transport protocols.
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2. A Classification Scheme 1

1 Introduction

It is widely believed that TCP-friendly congestion control mechanisms are critical for
the stability, performance, scalability and robustness of the Internet [11, 23]. In partic-
ular, the Internet Engineering Task Force (IETF) recommends that all non-TCP traffic
should be TCP-friendly, i.e., not send more data than TCP under similar network con-
ditions [11]. Presently, the vast majority (90%-95%) of the Internet traffic originates
from TCP [14]. However, due to the growing popularity of Internet-based multimedia
applications, and because TCP is not suitable for the delivery of time-sensitive data, a
growing number of applications are using UDP. Since UDP does not implement con-
gestion control, it is vital that applications using UDP implement their own congestion
control schemes. Ideally, they should do so in a way that ensures fairness. Regret-
tably, this is mostly not the case. For example, the congestion control mechanisms em-
ployed by the two dominating streaming media applications in the Internet, the RealOne
Player [62] and the Windows Media Player [50], are both considered more aggressive
than TCP [4, 49].

In this report, a survey over contemporary proposals of TCP-friendly congestion
control mechanisms for multimedia traffic in the Internet is presented. On the basis of
the work of Widmer et al. [81], a classification scheme is outlined in Section 2 which
shows how the majority of the proposed congestion control schemes emanate from a
relatively small number of design principles. Section 3 illustrates how these design
principles have been applied in a selection of congestion control scheme proposals and
actual transport protocols. Finally, in Section 4, we conclude this report with a brief
summary and a discussion on open issues.

2 A Classification Scheme

TCP-friendly congestion control mechanisms can be classified with respect to a mul-
titude of characteristics. In this section, a classification scheme for TCP-friendly con-
gestion control mechanisms is proposed that is an extension to the one suggested by
Widmer et al. [81].

Figure 1 shows our proposed classification scheme in tree form. Only the left-most
branch of the classification tree has been completely broken down, i.e., the branch in-
cluding the sender-based, the rate-based and the probe-based classes. The dashed line
denote that the class has the same subtree as its left-most sibling, or if there is no left-
most sibling, the same subtree as the corresponding node in the left subtree of the root.
A dashed-dotted line denotes a plausible, but not yet proven, relation.

As follows from Figure 1, we distinguish between two main categories of TCP-
friendly congestion control schemes: unicast and multicast. Congestion control schemes
are considered being multicast schemes if they scale to large receiver sets and are able
to cope with heterogeneous network conditions. If not, they are considered unicast
schemes. It is by far more difficult to design a multicast scheme than a unicast scheme.
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Figure 1: Classification of TCP-friendly congestion control mechanisms.

For example, a multicast scheme has to solve the loss path multiplicity problem [8],
i.e., how to react to uncorrelated packet-losses from the receivers. Furthermore, TCP-
friendliness is a much more complicated issue for multicast congestion control schemes
than for unicast schemes.

A common criterion for classifying TCP-friendly congestion control schemes is
whether they operate at a single rate or use a multi-rate approach. In single-rate schemes,
data is sent to all receivers at the same rate. Obviously, unicast schemes are confined to
single rate. The primary drawback with multicast single-rate schemes is that the send-
ing rate is confined to the TCP-friendly rate of the bottleneck link in the multicast tree.
Something which severely limits the scalability of single-rate schemes. Still, several
multicast single-rate schemes have been proposed, for example LTRC [52], TRAM [18],
RLA [79], LPR [9], MTCP [65], NCA [34] and pgmcc [67]. As opposed to single-rate
schemes, multi-rate schemes allow for a more flexible allocation of bandwidth along dif-
ferent network paths. Especially, they decouple the different branches of the multicast
tree. Examples of multicast multi-rate schemes are RLM [48], RLC [77], FLID-DL [13],
TopoSense [32], LVMR [43], LTS [75], TFRP [73], MLDA [72], PLM [42] and Rain-
bow [82].

A typical approach to multi-rate congestion control is to use layered multicast, a
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rate-based probing congestion control mechanism (further explained below). The key
principle behind this approach is that a sender divides the data, e.g., a video or audio
sequence, into several layers and transmits them to different multicast groups. Each
receiver then individually decides to join as many groups as permitted by the bottleneck
bandwidth between the receiver and the sender. The more groups a receiver joins, the
better is the reception quality. With layered multicast, congestion control is performed
indirectly by the group management and routing mechanisms of the underlying multicast
protocol. In order for this mechanism to be effective, it is crucial to coordinate join
and leave decisions behind a common bottleneck. If only some receivers leave a layer
while others stay subscribed, no pruning is possible and consequently congestion cannot
be reduced. Furthermore, receivers do not make efficient use of the multicast layers
when they are not subscribed to a layer that is already present in their subpart of the
routing tree. The leave latency is another issue of concern. In malicious cases, the time
it takes to effectuate a leave operation is in the order of seconds. All but one of the
previously listed examples of multicast multi-rate schemes use layered multicasting. In
particular RLM [48], RLC [77], FLID-DL [13], TopoSense [32], LVMR [43], LTS [75],
TFRP [73], MLDA [72], PLM [42] use layered multicast but not Rainbow [82].

The end-to-end argument, as articulated by Saltzer, Clark and others [15, 20, 68],
argues that the intelligence of a network should primarily be placed on the end systems
rather than making it a part of the network infrastructure. Since the end-to-end argument
has had a profound influence on the design of the Internet, the majority of mechanisms
proposed for the TCP/IP protocol suite have only involved the end nodes. This has also
been the case with the proposed congestion control schemes. However, there are some
important advantages to involve intermediary nodes as well in the congestion control.
Maybe the most salient one being that end-to-end congestion control schemes rely on
the collaboration of the end systems. Experience in the current Internet has shown that
this cannot always be assumed. Greedy applications often use non-TCP-friendly mech-
anisms to gain more bandwidth. Furthermore, congestion control schemes can benefit
from assistance from intermediary nodes such as routers, gateways and switches.

As shown in Figure 1, we distinguish between three types of single- and multi-rate
schemes: end-to-end, router-supported and router-based. Router-supported congestion
control mechanisms include those mechanisms in which the main responsibility for the
congestion control is on one of the end nodes but in which the intermediary nodes, e.g.,
routers, assist in some way. An example of a router-supported congestion mechanism is
the one proposed by Charny et al. [17]. In their scheme, the intermediary nodes calculate
how bandwidth should be allocated among competing flows in a fair way and inform the
senders about this in control packets. Each sender maintains an estimate of its optimal
sending rate which it periodically updates based on the control packets. Other examples
of router-supported congestion control mechanisms are the one proposed by Kanakia et
al. [33], TRAM [18], MTCP [65] and Rainbow [82].

Router-based congestion control mechanisms, or as they are also called, decentral-
ized congestion control mechanisms differ from the router-supported ones in that the
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main responsibility of the congestion control has moved from the end nodes to the in-
termediary nodes. In some cases, the router-based schemes do not even involve the
end systems. For example, in the FSP (Fair Scheduling Paradigm) congestion control
scheme [41], the routers assume selfish and non-collaborative end-system applications.
Furthermore, to my knowledge all router-based congestion control schemes rely on some
fair scheduling policy. For example, FSP relies on the

�������
(Worst-case Fair weighted

Fair Queueing) scheduling policy.

The end-to-end and router-supported congestion control schemes can be further di-
vided into sender- and receiver-based schemes. Whether a congestion control scheme
should be classified as a sender- or receiver-based scheme depends on where the congestion-
control decision is made. If it is the sender who has the final decision about the sending
rate, then it is sender-based. A congestion control mechanism is receiver-based if it is
the receiver who determines its own appropriate reception rate and forwards this infor-
mation to the sender.

It seems as if the majority of unicast congestion control schemes are sender-based.
However, some receiver-based schemes have been proposed. An example of a receiver-
based congestion control mechanism is TEAR (TCP Emulation At Receivers) [66]. In
TEAR, a receiver calculates a fair reception rate which is sent back to the sender. Con-
trary to receiver-based unicast schemes, receiver-based multicast schemes are quite com-
mon. In particular, the majority of layered multicast congestion control schemes seem
to be receiver-based.

Sender- and receiver-based congestion control mechanisms are further partitioned
into three classes based on how they are implemented: window-based, rate-based and
hybrid congestion control mechanisms. In a window-based scheme, the rate at which
a sender is allowed to send is governed by the size of a sender window. By far the
most common window-based congestion control scheme is the one employed by TCP.
The main principle behind the TCP congestion control scheme is that the size of the
sender window represents the amount of data in transit. A sender only sends new pack-
ets into the network when it receives acknowledgements for packets received by the
receiver. Frequently, this principle is referred to as the principle of packet conservation
and was first formulated by Jacobson [31]. Other transport protocols using a window-
based congestion control mechanism are Time-lined TCP [53, 54], RLA [79], LPR [9],
MTCP [65], NCA [34], pgmcc [67] and Rainbow [82].

In rate-based congestion control schemes, the sending rate is directly controlled, in-
stead of indirectly as is the case for window-based schemes. In principle, the sender sets
a timer with a timeout value equal to the inverse of the current transmission rate every
time it sends a packet. The first widely known rate-based congestion control scheme
was the one employed by NETBLT (NETwork BLock Transfer) [21]. In NETBLT, the
sender and receiver initially negotiate a sending rate. During a session, the receiver
continuously monitors the rate at which it receives packets. If the reception rate is
less than the sending rate, the receiver informs the sender who then multiplicatively
reduces the sending rate. Further examples of rate-based congestion control schemes
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are RAP [63, 64], LDA [71], TFRCP [56], TFRC [25, 29, 80], LTRC [52], TRAM
[18], TEAR [66], RLM [48], RLC [77], FLID-DL [13], TopoSense [32], LVMR [43],
LTS [75], TFRP [73], MLDA [72], PLM [42] and the one proposed by Kanakia et al.
[33].

Since window-based congestion control schemes have some inherent advantages
over rate-based ones, e.g., the stability property [19], the rate-based proponents started
to investigate hybrid schemes that used a window for their rate estimation and thereby
inherited the stability property from the window-based schemes. An example of such a
congestion control mechanism is the aforementioned TEAR mechanism. In TEAR, the
receiver employs a window to estimate the packet arrival rate and does also monitor the
round-trip time. Based on the size of the window and the round-trip time, the receiver
calculates an estimate of a fair sending rate which it reports to the sender.

Depending on how the sending rate in a rate-based scheme or the size of the sender
window in a window-based scheme is controlled, we distinguish between two large sub-
classes: probe-based schemes and model-based schemes. In probe-based schemes, the
sending rate is adjusted in increments based on feedback from receivers and/or inter-
mediary nodes. Very often probe-based schemes are referred to as AIMD (Additive
Increase Multiplicative Decrease) schemes. However, as follows from Figure 1, we con-
sider the probe-based class to encompass a broader range of schemes. For example,
we consider all congestion control schemes based on control theory as pertaining to the
probe-based class.

Model-based congestion control mechanisms base their sending rate on a model of
the window-based congestion control scheme employed by TCP. As follows from Fig-
ure 1, we distinguish between two kinds of models: equation-based models and econom-
ical models. The analytical modeling of TCP over multiple congested routers performed
by Floyd in the early nineties [22] inspired researchers like Mathis [47], Padhye [55],
and more recently Sikdar [70] to attempt to mathematically model TCP throughput.
These models lay the foundation for the so-called equation-based or analytical conges-
tion control mechanisms.

The majority of equation-based congestion control mechanisms base their sending
rate on either of the following two analytical models of the TCP throughput:

� � � � �����
	�
����� ����� (1)

� � �	�
����� �������� 	�
���! � � � ���" ���# #$ � ��� � ��&% � (2)

where T denotes the upper bound of the throughput for a TCP flow, s denotes the packet
size,

	�
���
denotes the round-trip time,

���
denotes the packet-loss rate and

	'
���
denotes

the round-trip timeout value. Actually, Equation 2 is only a refinement of Equation 1.
Equation 1 is the analytical model proposed by Mathis and Floyd [44, 47] which gives a
rough estimate of the steady-state throughput for TCP. Based on this model, Padhye and
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others [55] developed Equation 2 which also captures the effect of timeouts on the TCP
throughput.

The TCP-friendly transport protocol for point-to-point video transmission proposed
by Tan and Zakhor [74] is an example of a rate-based protocol where Equation 1 serves
as one part of the congestion control scheme. Equation 1 assumes that timeouts do not
occur at all. Contrary to this assumption, Mathis [47], Padhye [55] and others have
conducted measurements suggesting that timeouts actually account for a large percent-
age of the window-reduction events during real TCP sessions. This, has made more
recent equation-based schemes abandon Equation 1 in favor of Equation 2. An exam-
ple of such a scheme is TFRC (TCP-Friendly Rate Control) [25, 29, 80]. This scheme
uses a slightly simplified version of Equation 2 and has been proposed in an internet
draft [29] as a suitable congestion control mechanism for applications such as telephony
and streaming media where a relatively smooth sending rate is of importance. Other
examples of equation-based schemes which use Equation 2 are TFRCP [56], MPEG-
TFRCP [78] and JSNMP [58].

It can be shown that the throughput,
�

, given by Equation 1 also maximizes the
objective function:

�  � % ��� �
	 �
��� ��� ��� � (3)

where
�

is an arbitrary constant,
	 
���

is the round-trip time and
� �

is the packet-loss
rate. Thus, the simplified analytical model of the TCP congestion control mechanism
given by Equation 1 can be expressed in terms of economics as determining the through-
put,

�
, that optimizes the objective function

�  � % . Based on the observation that the
behavior of the TCP congestion control scheme can be translated to an optimization
problem in economics have motivated some researchers to start working with TCP-
friendly congestion control schemes for multimedia traffic from this viewpoint. For
example, Kelly et al. [27, 35] has shown how Equation 3 may be applied in a network
where users adapt their sending rate based on ECN marking information. Another, more
unorthodox, approach has been taken by Gibbens, Key and McAuley [28, 39]. They
consider the choice of congestion control strategy as forming a game. An example game
is to transfer a certain amount of data in a given time at minimum cost. More generally,
they envisage strategies where users adapt their sending rate in a more complex way,
and perhaps need some minimum rate for real-time service; A strategy further elabo-
rated by Key and Massoulie in [38] where they describe the interaction of streaming and
file transfer users in a large system.

Yet another way of viewing congestion control is to see it as an instance of the classi-
cal control theory problem. In classical control theory, a controller is allowed to change
its input to a black box and observing the corresponding output. Its aim is to choose an
input as a function of the observed output, so that the system state conforms to some
desired objective. There is however a circumstance that makes congestion control much
harder than the typical control theory problem. The sources in a network comprises a
coupled control system. This coupling among sources makes flow control fundamentally
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hard, and not easily amenable to techniques from classical control theory.
An early example of a control theoretic approach to congestion control is the packet-

pair control scheme devised by Keshav [36, 37]. In this scheme, the sender estimates the
bottleneck bandwidth by sending packets pairwise, and adjusts its sending rate accord-
ingly. A refinement of this scheme was proposed by Mishra et al. [51]. Contrary to the
scheme proposed by Keshav, this scheme implements the packet-pair control scheme at
each hop along a path. Neighboring nodes periodically exchange explicit resource man-
agement packets that contain the buffer occupancy and the actual service rate of every
flow traversing that path. More recent control theoretic approaches tend to build on more
advanced theories. For example, in [2] two schemes were proposed based on so-called
optimal-control theory: the ��� approach [7] and the LQG (Linear-Quadratic-Gaussian)
approach [12]. Several objectives were proposed. In particular, objectives were formu-
lated to minimize the variation of the bottleneck queue size, to obtain good fidelity
between input and output rates and to minimize jitter. An exception to the trend of us-
ing more and more advanced control theory is the approach proposed by Mascolo [46].
Using only classical control theory and what is called Smith’s principle, he proposes a
congestion control scheme which guarantees stability and full link utilization. Further-
more, he shows that the TCP congestion control mechanism actually works as a Smith
predictor.

A consequence of the work performed by Mascolo [46] is that the congestion control
mechanism employed by TCP is in effect based on control theory. In particular, the TCP
congestion control scheme pertains to a class of congestion control schemes commonly
known as AIMD schemes, i.e., schemes which additively probes for increased band-
width at times of no congestion and multiplicatively decreases its sending rate when
congestion is signaled. Mathematically, an AIMD congestion control algorithm may be
expressed as

Increase: �����	��
 � ��� �� ����� � (4)

Decrease: �����	��
 �  #$
��� % ��� ��� � � $ � (5)

where Equation 4 refers to the window or rate increase at times of no congestion, and
Equation 5 refers to the window or rate decrease on detection of congestion. In Equa-
tions 4 and 5, the parameters � and � govern how fast the control algorithm should probe
for more bandwidth, and how fast it should slow down the sending rate upon incipient
congestion. Indirectly, � and � govern such properties of the congestion algorithm as
convergence and oscillation.

Chiu and Jain [19] have shown that all AIMD schemes are inherently stable. More
specifically, they have shown that AIMD schemes are the only stable schemes for dy-
namic window control. This, and the fact that the congestion control of TCP is con-
sidered to be the major reason the Internet to date is stable [5], have resulted in a large
number of AIMD congestion control schemes being proposed. One of the earliest ex-
amples is probably the DECbit scheme suggested by Ramakrishnan and Jain [59, 60]
in the late eighties. The key idea behind this scheme is that every packet carries a bit in
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its header that is set by a network node, e.g., a router, when it experiences congestion.
The receiver copies the bit from a data packet to its acknowledgement, and sends the ac-
knowledgement back to the source. The source then modifies its sender window based
on the series of bits it receives in the acknowledgement headers according to an AIMD
scheme similar to TCP’s. Un interesting variant of the AIMD concept was proposed
by Sisalem and Schulzrinne [71]. Their congestion control scheme, LDA (Loss-Delay
Based Adjustment algorithm), differs from many other AIMD schemes in that it does
not devise its own feedback mechanism. Instead it relies on the RTCP feedback mes-
sages provided by RTP (Real-time Transport Protocol) [69]. The parameters, i.e., � and
� in Equations 4 and 5, in LDA are dynamically adjusted to the network conditions. In
particular, the additive increase factor � is calculated as a function of the current send-
ing rate and the bottleneck bandwidth. In order to measure the bottleneck bandwidth,
LDA uses the packet-pair approach described by Bolot [10]. The same approach as
used by the aforementioned packet-pair control scheme suggested by Keshav [36, 37].
Other examples of AIMD schemes are the congestion control scheme used by the trans-
port protocol for streaming media proposed by Jacobs and Eleftheriadis [30] and the
schemes found in Time-lined TCP [53, 54], RAP [63, 64], TEAR [66] and LDA [71].

Despite attractive properties like stability and fairness, the TCP congestion control
scheme is used sparingly in connection with multimedia. The major reason being that
streaming media applications have difficulties handling the drastic rate reductions oc-
curring in the TCP AIMD scheme [25, 74]. Motivated by this, Bansal and Balakrish-
nan [4, 5] have proposed a generalization of the standard AIMD congestion control
algorithm, i.e., Equations 4 and 5. Actually, they propose an entirely new class of non-
linear congestion control algorithms: the binomial algorithms. The binomial algorithms
extend the AIMD rules given by Equations 4 and 5 in the following way:

Increase: �����	��
 � � � �� � � �� ����� � (6)

Decrease: � ���	� 
 � � � ��� �
�
� � � � � $ � (7)

where
�

and � are parameters introduced to mitigate the oscillatory behavior of the stan-
dard AIMD congestion control algorithm.

The reason for calling congestion control schemes based on Equations 6 and 7 bino-
mial schemes is because their control rules involve the addition of two algebraic terms
with different exponents. They are interesting because of their simplicity, and because
when � � $

their sending rate, contrary to TCP’s, are not halved at times of congestion.
Furthermore, it is shown in [5] that binomial schemes that have

� � ��� � and
� � � � �

converge to a fair and bandwidth efficient operating point.
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Figure 2: Block diagram of the dynamics of a TCP connection.

3 Examples of TCP-Friendly Congestion Control Mech-
anisms

To illustrate how some of the different classes of TCP-friendly congestion control mech-
anisms for multimedia traffic have been implemented, eight examples are discussed in
this section. The eight congestion control mechanisms discussed are listed in Table 1.
The left column gives the name of the congestion control mechanism and the right its
classification according to our classification scheme. For those congestion control mech-
anisms which do not have a name, either the name of the corresponding transport proto-
col or the initial letters of the surnames of the authors of the protocol are used.

3.1 TCP-GAW

Recall from our discussion of binomial congestion control algorithms in Section 2 that
the major reason TCP is not suitable for multimedia transfers is the drastic rate reduc-
tions in the TCP congestion control scheme in times of congestion. TCP-GAW [46] is an
extension to standard TCP that aims at making TCP react more smoothly to congestion.
It builds upon classical control theory and the theory of Smith predictors [3, 45]. The
Smith predictor is a well known effective dead-time compensator for a stable process
with large time delay. The main advantage of the Smith predictor is that the time delay
is eliminated from the characteristic equation of the closed-loop system.

TCP-GAW is derived from a simplified model of a connection in which the bottle-
neck link is modeled as an integrator with transfer function �� . More specifically, the
control equation of TCP-GAW is derived from the block diagram depicted in Figure 2.
The reference signal ���  	 % in Figure 2 is the desired queue level at the bottleneck queue,� �  	 % is the output rate from the Smith controller

��� �  � % , 	
���  	 % is a deterministic func-
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Protocol Class

TCP-GAW Unicast/Single-rate/End-to-End/Sender-based/Window-based/Probe-based/Control Theory
Time-lined TCP Unicast/Single-rate/End-to-End/Sender-based/Window-based/Probe-based/Binomial/AIMD
RAP Unicast/Single-rate/End-to-End/Sender-based/Rate-based/Probe-based/Binomial/AIMD
TFRC Unicast/Single-rate/End-to-End/Receiver-based/Rate-based/Model-based/Equation-based
TEAR Unicast/Single-rate/End-to-End/Receiver-based/Hybrid Rate- and Window-based/Probe-based/Binomial/AIMD
KMR Unicast/Single-rate/Router-supported/Sender-based/Rate-based/Probe-based
LDA Multicast/Single-rate/End-to-End/Sender-based/Rate-based/Probe-based/Binomial/AIMD
RLC Multicast/Multi-rate/End-to-End/Receiver-based/Rate-based/Probe-based

Table 1: A selection of transport protocols and their classification.
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Figure 3: Desired input-output dynamics of TCP connection.

tion modeling the available bandwidth for the � th flow at bottleneck link � and � ���  	 % is
the actual bottleneck queue level.

The objective of the Smith controller is to guarantee that the output rate � �  	 % utilizes
all available bandwidth and that queue overflow is avoided. Formally, this means that
the following two conditions must hold:

� � �  	 %�� ��� for
	 ��� � (8)� � �  	 % � � for
	 � 	 
��� � (9)

where � � is the bottleneck queue capacity and
	'
���

is the round-trip time. The Smith
principle suggests to look for a controller such that the closed-loop controlled system
with a delay in the control loop becomes equivalent to a system with the delay outside
of the control loop. In our case this translates to finding a controller

� � �  � % such that the
input-output dynamics of the system in Figure 2 becomes equal to the dynamics of the
system in Figure 3. By equating the transfer functions of the systems in Figures 2 and 3
we obtain �	��
� �������� ����� �$ � ����
� ������ � ������� � � � �$ � � � � � � ��� ��� (10)

From Equation 10, it is possible to derive the following expression for the control equa-
tion:

� � 	 � � � � �  	 � �"!�# % � � ���  	 � �$!�# % �&% �� � � ���'� �  �( % 	 (*) � (11)

Equation 11 tells us that the output rate from the Smith controller is directly proportional
to the free space in the bottleneck queue, i.e., � �  	 � � !�# % � � ���  	 � � !�# % , decreased by
the number of packets released by the controller during the last round trip.

The rate-based control equation of the Smith controller given by Equation 11 can be
rewritten to the following window-based control equation:

� �  	 % ( � � ��  	 � � !�# % � � ���  	 � � !�# % � % �� � �����'� �  �( % 	 ( � (12)
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where � �  	 % ( represents the number of packets that can be sent at time
	

and the integral
represents the number of outstanding packets. The expression � ��  	 � � !�# % � � � �  	 � � !�# %
is the free space at the bottleneck queue and is called the Generalized Advertised Buffer
(GAW).

Equation 12 represents the congestion control scheme employed by TCP-GAW. Ex-
tensive simulations with TCP-GAW performed by Gerla et al. [26] suggest that TCP-
GAW indeed provides smoother reaction to congestion than either of TCP-Reno, TCP-
RED and TCP-ECN.

3.2 Time-lined TCP

Time-lined TCP (TLTCP) [53, 54] is a transport protocol specifically targeting time-
sensitive applications like streaming media applications. It uses the same window-based
AIMD congestion control scheme as TCP does, but differs from TCP in that all data are
given deadlines. Furthermore, TLTCP extends the traditional TCP socket interface to
enable the application to specify timing information.

TLTCP is a partially reliable protocol. In particular, TLTCP assumes that data not
delivered before its deadline are not useful to the receiver. The deadlines in TLTCP are
orchestrated by a timer called the lifetime timer. This timer keeps track of the deadlines
associated with the oldest data in the sender window. In TLTCP, each section of data is
associated with a deadline. TLTCP sends a section of data and performs retransmissions
in the same way as TCP until the section deadline is reached. At that time, TLTCP moves
its sending window past the obsolete data and starts sending data whose deadline has
not yet been reached. In other words, TLTCP has complemented the acknowledgement-
based progression of the sender window that is used in TCP with a deadline-based one.

As previously mentioned, the sender discards all obsolete data when the lifetime
timer expires. However, if the receiver was not informed of this, it would consider the
discarded data to be lost and reject packets from the following data section. TLTCP
solves this problem by explicitly notifying the receiver about the change in its next
expected sequence number. The expected sequence number notifications are included
with every packet as a TCP option.

Another problem that TLTCP has to solve is the acknowledgements of obsolete data.
For example, consider a TLTCP sender that has specified a deadline 	 � for packets 1 - 10
and a deadline 	 � for packets 11 - 20. Now, suppose that when deadline 	 � is reached,
only packets 1 - 3 have been sent. At this point, TLTCP will omit packets 4 - 10 and will
start sending packets 11 - 20. However, in order to preserve the TCP congestion con-
trol semantics, the TLTCP sender have to recognize acknowledgements for the obsolete
packets 1 - 3. It does that by using a vector in which the highest sequence number sent
and the last acknowledgement received for each obsolete section that has outstanding
data are stored. Returning to our example, this means that when an acknowledgement
for packet 3 is received by the sender, the sender window is enlarged by three packets,
i.e., it moves the end of the sender window to packet 23. Furthermore, packets 1, 2 and
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Figure 4: Example of an obsolete packet being lost. Comparison between TCP and
TLTCP.

3 are removed from the obsolete data vector.

The main difference between the congestion control mechanism of TCP and the one
employed by TLTCP is that TLTCP never retransmits obsolete data. To further clarify
this difference, we consider the scenario depicted in Figure 4. In this scenario, packets
10 to 14 are sent, and then, due to a deadline, packets 10 to 19 become obsolete. During
the transmission of packets 10 to 14, packet 10 is lost, and this is detected by the sender
when a timeout occurs or when three duplicate acknowledgements are received. In this
situation, TCP will re-send packet 10 while TLTCP will send packet 20, which is the
next valid unacknowledged packet.
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The behavior of TLTCP in terms of TCP-friendliness has been evaluated in a simu-
lation study [53, 54] using the ns-2 simulator [76]. In the scenario used, several TLTCP
and TCP flows competed for bandwidth over a common bottleneck link. Two fairness
metrics were considered: the friendliness ratio [56, 64] and something they called the
separation index [56]. The friendliness ratio was calculated as

� � � ��� � � ����� � (13)

where
� ���

denotes the mean throughput of the TLTCP flows and
� �����

the mean
throughput of the TCP flows. Two types of separation indices were calculated:

� ����� � �
	 � ��� � ����� 
��� �����
� �� ��� � � � ����� 
��� �����
� � � (14)

��� ��� � �
	 � ��� � ����� 
� � �����
� � � � ��� 
� � ���

� �� ��� � � � ����� 
� � �����
� � � � ��� 
� � ���

� � � (15)

where
� ����� 


denotes the throughput of the � th TCP flow,
� ��� 


denotes the throughput
of the � th TLTCP flow, and � �����

and � ���
the number of TCP and TLTCP flows. The� �����

separation index measured the variation in throughput between the TCP flows,
while

��� ��� measured the throughput variation between all flows, both the TCP and
TLTCP flows. Four factors were considered in the simulation study: the number of
competing flows, the maximum advertised window size, the propagation delay and the
deadline intervals.

Independent of the number of competing flows, TLTCP exhibited a higher friend-
liness ratio and

� � � � was consistently higher than
� �����

. In addition, the friendliness
ratio increased as the number of flows increased. The reason why TLTCP was unable
to compete completely fairly with TCP flows was due to the inability of TLTCP to re-
act properly to multiple losses of obsolete data. For example, re-consider the scenario
in Figure 4. Suppose that in addition to packet 10 also packet 14 was lost (see Figure
5). In this scenario, TCP would retransmit the lost packet and halving its sending rate.
However, TLTCP would not be aware of the loss of packet 14 because of the earlier
sequence update that moved the sender window to packet 20. Consequently, the loss of
packet 14 would not cause a reduction in the sending rate for TLTCP.

Since increasing the maximum advertised window size increases the likelihood of
multiple losses of obsolete data, the same result as obtained when varying the num-
ber of competing flows were obtained when varying the maximum advertised window.
Contrary to this result, TLTCP exhibited a TCP-friendly behavior irrespective of the
propagation delay. An effect of TLTCP being ACK-clocked.

Clearly, increasing the deadline interval will make TLTCP behave like TCP. If the
deadline interval is large enough, TLTCP will be able to send all packets in the sender
window before the deadline is reached. However, decreasing the deadline interval turned
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Figure 5: Example of TLTCP missing a packet loss in the obsolete data.

out to have a deteriorating impact on TLTCP. The reason to this was that very few packets
were sent in each deadline interval. As the deadline interval became shorter, the number
of outstanding packets became less than four making it impossible for TLTCP to react
to packet losses with fast retransmit and fast recovery. Instead, TLTCP had to timeout
and shrink its sender window to one packet.

3.3 RAP

The Rate Adaptation Protocol (RAP) [63, 64] is intended to be an alternative to UDP
for realtime playback applications like video-on-demand. The primary idea behind a
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Figure 6: A schematic of a RAP based application.

RAP-based application is to separate congestion control from transmission quality con-
trol. The argument being that the former should be governed by the network state while
the latter should be the responsibility of the application. Figure 6 shows the essential
components of a typical RAP-based application. The RAP source module in Figure 6 is
exclusively responsible for the congestion control, while the responsibility of the trans-
mission quality is on the layer manager. That is, the layer manager adapts the transmis-
sion quality based on the sending rate specified by the RAP source module. The layer
manager employs layered encoding to adjust the transmission quality. Since rate adap-
tation happens on a shorter timescale than layer adaptation, the receiver uses a buffer
manager to accommodate temporary mismatches between the sending rate and the play-
back rate. The buffer manager also informs the retransmission manager on the sender
side about the buffer occupancy making it possible for the retransmission manager to
perform selective retransmissions.

The congestion control scheme used in RAP differs quite a bit from the AIMD
scheme employed by TCP. First and foremost, RAP is not ACK-clocked but uses a
timer-driven approach. The timer interval is adjusted according to the Jacobson/Karel
algorithm [31], the same algorithm as used by TCP. Each time the timer expires, the
sending rate is changed according to the following rules:

� ��� ��� 	 � ��� � ���	� 
 �
��� � ���	� � ��� � ���	� 


��� � � ��� � �
��� � � � ��� � � � � (16)

	 � � � � 	 � ��� � ��� � 
 � � � � ��� � ���	� 

��� � �
�

� � (17)

where � is the packet size,
��� �

is a parameter called the Inter-Packet Gap,
�
� �!�

is
the smoothed round-trip time calculated according to the Jacobson/Karel algorithm,

�
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is a special feedback function and � is the decrease factor, usually set to 0.5. As follows
from Equations 16 and 17, there is no explicit increase factor (cf. � in Equation 4) in
the AIMD algorithm used by RAP. Instead, the sending rate is controlled by adjusting
the

��� �
parameter.

The motivation for the feedback function
�

in Equations 16 and 17 is to make
RAP more responsive to transient congestion. When TCP experiences heavy load, the
acknowledgements start to arrive more irregularly at the sender leading to aperiodic
sending-rate updates. In order to be TCP-friendly, RAP has to mimic these aperiodic
sending updates, and this is where the feedback function

�
comes in.

�
is calculated as

� � 	�� ��
���
	 ����
��� � (18)

where
	�����
���

denotes the short-term round-trip time and
	�����
���

the long-term round-
trip time. Both round-trip times are calculated as weighted moving averages of the
round-trip time estimates but with different weights. Commonly, the weight used when
calculating

	�����
���
is 0.01 and when calculating

	�� ��
���
0.9.

RAP uses two mechanisms to detect packet losses: timeouts and inter-packet gaps.
Since RAP is not ACK-clocked, it detects timeout losses differently from TCP. The
ACK-clocking property makes sure that TCP always has an updated estimate of the
round-trip time, a prerequisite for a timer-driven timeout detection mechanism. How-
ever, a RAP sender may send several packets before receiving a new acknowledgement
and be able to update the round-trip time estimate. Therefore, a timeout mechanism
similar to TCP’s is not appropriate for RAP since that could result in detecting late ac-
knowledgements as packet losses. Instead, a RAP sender maintains a list called the
transmission history list with records for all outstanding packets. Apart from the packet,
the record includes the time at which the packet was sent. Before sending a new packet,
the sender traverses the transmission history list looking for potential timeouts. Packets
in the transmission list that have timed out are marked as lost. An advantage with this
mechanism is that it makes it possible to detect packet-loss bursts, not just single-packet
losses.

The inter-packet gap approach to packet-loss detection in RAP works similar to the
fast-recovery mechanism of TCP. As a matter of fact, RAP uses the same octet-based
sequence numbering as TCP does. If a RAP sender receives an acknowledgement that
implies the delivery of three packets after an outstanding one, the outstanding packet is
considered lost.

A consequence of RAP being timer-driven and not ACK-clocked as TCP, is that a
RAP sender requires a way to differentiate the loss of an acknowledgement from the
loss of the acknowledged data. To this end, an acknowledgement in RAP contains, apart
from the acknowledgement number, the sequence numbers for the beginning and the end
of the last gap. In this way, RAP is able to accommodate single-ACK losses. However,
RAP is not able to properly handle multiple ACK-losses.

A set of simulations has been conducted, examining whether or not RAP exhibits
a TCP-friendly behavior. They indicate that RAP competes fairly with TCP in a wide
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Network

Receiver reports

Data packets

ReceiverSender

Figure 7: A schematic for the main components of TFRC.

range of scenarios. However, RAP is more aggressive than TCP when the sending win-
dow is small and TCP experiences multiple packet losses, and in cases when the lack of
statistical multiplexing makes TCP experience multiple packet losses. That is, as long
as TCP recovers from packet losses by doing fast retransmit, RAP and TCP is able to
compete fairly, but when TCP experiences a timeout and temporarily looses its ACK-
clocking RAP becomes more aggressive than TCP.

3.4 TFRC

TCP-Friendly Rate Control (TFRC) [25, 29, 80] is an example of an equation-based
congestion control mechanism for unicast streaming media traffic. It is designed to have
a much smoother rate adaptation than TCP while be reasonably fair against competing
TCP flows.

The main components of TFRC and how they interact is sketched in Figure 7. As
follows from Figure 7, the sender sends a stream of data packets to the receiver. Each
data packet sent by the sender contains, apart from the payload, a packet sequence num-
ber, a timestamp indicating when the packet was sent, the sender’s current estimate of the
round-trip time (

	 ��
���
) and the sender’s current sending rate ( � � ). During the transmis-

sion, the receiver monitors the so-called loss-event rate (
� ��� � � ). The receiver periodically

sends receiver reports to the sender containing the timestamp of the last data packet re-
ceived (

	 � � � ����� � � ), the time elapsed between the receipt of the last data packet and the
generation of the receiver report (

	 � � � ��� ), the so-called expected sending rate ( � � � � ) and
the loss-event rate. Receiver reports are normally sent at least once per round-trip time.
When a receiver report is received, the sender changes its sending rate based on the in-
formation contained in the report. If the sender does not receive a receiver report for two
round-trip times, the so-called nofeedback timer expires and the sending rate is halved.

When a receiver report is received, the sender updates the round-trip time estimate
in a way similar to early versions of TCP [57]. In particular, the estimated round-trip
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time is calculated as a weighted moving average over the round-trip time samples:

	 ��
��� ��� 	 
���������	� ��
 �  #$
�
� % 	 � 
��� � (19)

with weight
�

typically equal to 0.9. The round-trip time sample
	 
���������� ��
 is calculated

by the sender as 	 
����������� ��
 � 	 ����� � 	 � � � ����� � � � 	 � � � ��� � (20)

where
	 ����� is the time at which the round-trip calculation takes place.

Apart from updating the round-trip time estimate, the sender updates the sending rate
each time a receiver report is received. If the expected sending rate exceeds the current
sending rate ( � ��� � ), then the current sending rate is increased with an increment of � �
units calculated as

� � � � � � � ��
	 � � � 
��� � $  	���
��� � � � � � � � ��� � � � (21)

where � denotes the packet size and � 
��� is an estimate of the number of packets sent
during the next round-trip time, and is obtained as

� 
��� � � ��� � 	 ��
���� � � $� � (22)

If the expected sending rate is less than the current sending rate, then the current sending
rate is set to the expected sending rate.

The expected sending rate is calculated by the receiver using Equation 2. However,
instead of using the packet-loss rate, TFRC uses something called the loss-event rate.
The loss-event rate differs from the packet-loss rate in that there can only be one loss
event per round trip time. Instead of only relying on the latest loss-event rate sample,
TFRC uses the arithmetic average of the seven latest samples as an estimate for the loss-
event rate. The round-trip timeout

	 
���
in Equation 2 is calculated as � 	 ��
��� . The

reason TFRC is not using the same formula for calculating the round-trip timeout as TCP
is to keep the complexity down. Experiments show that a more accurate calculation of
the round-trip timeout value would have only have small effects on the performance of
TFRC.

TFRC has been evaluated both in simulations and in real-world experiments over
the Internet. The evaluations suggest that TFRC exhibit similar long-term fairness as
TCP but worse short-term fairness. In particular, simulations presented in [24] suggest
that the behavior of the TFRC congestion control scheme corresponds to the behavior
of an AIMD scheme with a decrease factor � equal to �" (cf. Equation 5). This means
among other things that TFRC requires five round-trip times to reduce its sending rate
by half compared to two for TCP. However, contrary to TCP, TFRC changes its sending
rate much more smoothly. In timescales in the order of 0.2 seconds, the coefficient of
variation of TCP is roughly 2.5 times as large as the one for TFRC [25].
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3.5 TEAR

TCP Emulation At Receivers (TEAR) [66] is a hybrid protocol that combines aspects of
window-based and rate-based congestion control. TEAR is intended to be a TCP-like
transport protocol for multimedia streaming applications and to this end strives to miti-
gate the drastic rate fluctuations of TCP. In many respects, TEAR works similar to TCP.
It uses a congestion control window to control the sending rate at the sender and goes
through slow start and congestion avoidance. However, it differs from TCP by being
receiver-based. In TEAR, the congestion control is the responsibility of the receiver, not
the sender. Therefore, it is the receiver in TEAR that administers the congestion control
window. Periodically, the TEAR receiver calculates, based on the size of the congestion
control window and the round-trip time, a fair sending rate, which is reported to the
sender who adjusts its sending rate accordingly.

The TEAR receiver divides the time of a transmission session into so-called rounds.
A round is the time it takes for the receiver to receive a congestion window worth of
packets. At the end of each round, the receiver records the current size of the conges-
tion window. Furthermore, the receiver keeps an estimate of the round-trip time

	 ��
���
which is also recorded at the end of each round. The round-trip time estimate is calcu-
lated as a weighted moving average over all round-trip time samples (cf. Equation 19).

To avoid the drastic rate fluctuations which occur in TCP in times of incipient con-
gestion, the sending rate in TEAR is calculated over a time period spanning several
rounds: an epoch. An epoch is a period that begins either when the receiver enters slow
start or congestion avoidance, or at the beginning of a session. It ends when a phase
transition occur, i.e., when the receiver enters congestion avoidance from having been in
slow start or vice versa. Figure 8 illustrates how the the two concepts round and epoch
are related to each other.

Suppose that the current epoch is the � th epoch. Furthermore, consider the rounds
as comprising a chronologically ordered set. At the end of each round, the receiver
calculates a reception rate sample for the � th epoch as

� � � � � 
 ��� ����� 
 ��� � 	 �
� ����� 
 	 ��
������ (23)

where 	 � denotes the set comprising the ordinal values of those rounds pertaining to
the � th epoch, �
� � 	 � denotes the size of the congestion window at the end of the � th
round and

	���
��� �
denotes the round-trip time estimate at the end of the � th round.

The sending rate to be reported to the sender is then calculated as a weighted moving
average of the reception rates over the last � epochs where � is typically eight. However,
if the calculation takes place in the middle of an epoch, the reception rate sample for the
current epoch is only included if this results in an increase in the current sending rate.
In particular, the reported sending rate is calculated as

� � � � � 
 � � 	 � � � � � � � �  � % � � � � � � �  � � $ %  � (24)
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Figure 8: The two concepts round and epoch in TEAR.

� � � � � �  � % � �
�

��� � � � � � � � � �
� � � � � (25)

where � � is the weight assigned to the
 �
� � � $ % th reception rate sample. The reason

TEAR does not use the current reception rate sample is that by using Equations 24
and 25 it becomes more or less immune to periods with exceptionally high packet-loss
rates.

The receiver controls the sending rate by periodically sending control messages with
the latest calculated sending rate to the sender. If the calculated sending rate is less than
the current sending rate, then the receiver reports the calculated sending rate immedi-
ately. Otherwise, the receiver reports the calculated sending rate at the end of a so-called
feedback round. The duration of a feedback round is a protocol parameter.

The window management of TEAR works similar to TCP’s. During slow start the
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Figure 9: A video session using the router-supported congestion control scheme pro-
posed by Kanakia et al.

congestion window is increased by one segment each time a new packet is received
and during congestion avoidance, the congestion window is increased by one packet per
round. The actions taken by TEAR during packet loss are somewhat different than those
taken by TCP, but the net result is almost the same

Some preliminary simulations have been conducted on TEAR [66]. In these simula-
tions, TEAR showed less frequent and less drastic rate fluctuations than TCP. In addition,
TEAR was equally fair as TCP

3.6 KMR

In [33], Kanakia et al. proposes a router-supported congestion control mechanism
specifically targeting video transmission over the Internet. Assuming a rate-adaptive
video encoder, a rate-based congestion control scheme is proposed based on feedback
messages from the receiver informing the sender about the number of packets queued at
the bottleneck router. Figure 9 illustrates how the proposed congestion scheme works.
In Figure 9, a video session has been initiated between a sender and a receiver. The
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sending rate for the � th frame in the video sequence is controlled by the rate controller
and is calculated as

if � � � � � � � ��� 
 � ��� � � ��� � (26)

if � � � � ��� � ��� 
 � �� � � � � ����� � � ���� �
� � ! � � � � � (27)

where � � � � is the last known number of packets buffered at the bottleneck router, � is the
increase factor governing how rapidly the sending rate should increase at the inception
of a session when no packets are queued, �� � denotes the estimated service rate at the
bottleneck router at the time for the transmission of the � th frame, � � ����� � � is the target
bottleneck occupancy level, �� � denotes the estimated number of packets buffered at the
bottleneck router at the time for the transmission of the � th frame, � is a parameter
controlling how fast the number of packets queued at the bottleneck router approaches
the target bottleneck occupancy level and finally � ! � � � �

denotes the frame rate, i.e., the
number of frames displayed per second. The value of

�
in � � � � depends on the age of

the latest received feedback message and is calculated using the timestamp information
included in the feedback packets.

The goal for the rate controller is to keep the bottleneck occupancy level close to
the target value � � ����� � � . At startup, when the reported number of packets queued at the
bottleneck router is zero, the sending rate � � is increased linearly. When the bottleneck
router queue starts to fill up, the sending rate is calculated so that the number of packets
queued at the bottleneck router increases to the target value over �� � ! � � � �

time units.
As follows from Figure 9, the receiver periodically sends feedback messages to the

sender. Typically, the feedback messages are sent multiple times per frame interval.
Each router along the path from the receiver to the sender reads the feedback messages
and updates the reported bottleneck service rate � � if their present service rate is below
the reported service rate. Based on the reported service rate at the bottleneck router, the
sender calculates the estimated service rate �� � as

�� � � � � � � � �  �$
�

� % �� � � � � (28)

where
�

is a weight which is dynamically computed as

� � � � ��� 	 �� � � (29)

	 � � � �	�� � � (30)
� � � � � ��� 	 � � � � � �  �$ � � � �
� % � (31)

where 	 and � � are the estimation error and the estimate of the squared estimation error,
respectively. By calculating

�
in this way, the estimated service rate is not affected by

small changes in the reported bottleneck service rate. Still, if the reported bottleneck
service rate changes abruptly, the estimated service rate is able to track this change quite
rapidly.
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Experiments have been conducted with the proposed congestion control mechanism
[33] in which it has been used to send MPEG-1 coded video streams. The percep-
tual quality was measured both objectively, using the Signal-to-Noise Ratio (SNR) and
subjectively using the Mean Opinion Score (MOS). Both metrics suggested that the con-
gestion control mechanism results in a graceful degradation of the perceptual quality at
times of congestion. Furthermore, the link utilization was high in all experiments. How-
ever, the proposed congestion control mechanism was not altogether fair. In spite of
being congestion aware, the congestion control mechanism did not share the bandwidth
equally with contending flows.

3.7 LDA

As follows from Table 1, the Loss-Delay Based Adjustment algorithm (LDA) [71] is
a multicast, single-rate, end-to-end scheme that is sender-based. Instead of using an
implicit feedback scheme as TCP does, LDA uses an explicit scheme based on RTP
(Real-time Transport Protocol) [69]. By using RTP, LDA is able to calculate accurate
round-trip time estimates and be explicitly informed about the packet-loss rates between
the sender and each one of the receivers. Furthermore, by using an extension to RTP,
LDA is able to calculate an estimate of the bottleneck bandwidth between the sender and
one of the receivers.

RTP actually comprises two protocols; One RTP data transfer protocol which is con-
cerned with the transfer of the audio and/or video stream, and one control protocol, the
real-time transport control protocol (RTCP), which provides feedback to the RTP data
sources as well as all session participants. In LDA, the sender transmit RTCP reports to
the receivers informing them about the amount of data that have been sent. Furthermore,
the reports include a timestamp indicating the time the report was created. For each in-
coming stream, the receivers in LDA send RTCP reports back to the sender, informing
the sender about the fraction of lost data. In addition, the receivers reports contain the
timestamp of the last received sender report

 	�� ��
 % and the time that has elapsed be-
tween the last sender report and the receiver report

 	�� � ��
 % . Based on
	 � ��


,
	�� � ��


and the arrival time of a receiver RTCP report
 	 � 

 % , the sender is able to calculate the

round-trip time
 	 
��� % between itself and a particular receiver as

	 
��� � 	 � 


�
	 � � ��


�
	 � ��
 �

(32)

Since Equation 32 requires no synchronization between the clocks of the sender and the
receiver, it is rather accurate.

In LDA, RTP has been enhanced with the ability to estimate the bottleneck band-
width of a connection based on the packet-pair approach of Bolot [10]. The key idea
behind this approach is that if two packets can be forced to travel together such that
they are queued as a pair at the bottleneck, then the inter-packet time interval will be an
estimate of the time required for the bottleneck router to process the second packet. By
dividing the size of the probe packet with the inter-packet time interval, an estimate of
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the bottleneck bandwidth is given. In LDA, a sequence of equally sized probe packets
are sent, and bandwidth estimates are calculated at the receiver for all pairs of probe
packets. A point estimate for the bottleneck bandwidth is calculated by clustering adja-
cent pair estimates and choosing the average of the interval with the highest number of
estimates. Almost the same method as used in the BPROBE tool [16]. The calculated
point estimate is then sent back to the sender in the next RTCP report.

Since LDA is single-rate congestion control scheme for multicast sessions, the send-
ing rate is based on the estimated round-trip times and bottleneck bandwidths for all
session members. More specifically, the sender calculates an optimal sending rate for
each session member, and then takes the minimum of these optimal sending rates as its
sending rate.

The AIMD scheme used by LDA differs from TCP’s not only because it is rate-based
but also because the values of the adaptation parameters change dynamically based on
the estimated congestion level. In particular, the so-called Additive Increase Rate (AIR),
which corresponds to � in Equation 4, is calculated for a particular receiver ( � ) as

� � � � � � ��� � � � �  �$
�

� ��� �� % � �
 ��� � ���� ����� � $ %� � � (33)

where
� � �

is the current sending-rate increment used by the sender (further explained
below), � ��� � is the current sending rate of the sender,

�
is the bottleneck bandwidth for

the connection between the sender and the � th receiver, � is the packet size,
	 � � ��� is the

time interval between the reception of two RTCP messages and
	 
���

is the round-trip
time from Equation 32 . The min operation is needed in Equation 33 to ascertain that� � � � is limited to the average rate increase a TCP connection would have under the
same circumstances. The � parameter in Equation 5 is calculated in LDA for the � th
receiver as

� � � � 
 � ! � (34)

where
��� 


is the packet-loss rate reported to the sender by the � th receiver and
� !

is
a reduction factor that determines how fast the sender should react to losses. Higher
values on

� !
result in faster reductions of the sending rate, but also in a more oscillatory

behavior. Taken together, Equations 33 and 34 give us the following expressions for the
increase and decrease algorithms in LDA for the connection between the sender and the� th receiver:

Increase: � � 
 � � ��� � � � � � � � (35)

Decrease: ��� 
 � � ��� �  �$ � ��� 
 � ! % � (36)

As mentioned before, the sender in LDA sets its sending rate to the minimum sending
rate of the optimal sending rates calculated between the sender and each of the receivers.
Instead of updating its sending rate every time an RTCP report is received, the sender
updates its sending rate at so-called adaptation points. Normally, these adaptation points
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occur periodically a few seconds apart. At each adaptation point, the sender searches
its receiver record list for the minimum sending rate ( � � � � ). If � � � � is smaller than the
current sending rate ( � ��� � ), then

� � �
is reinitialized to its initial value which is 10

kbps. If � � � � was higher than � ��� � , then � ��� � is set to � � � � and
� � �

is set to the
� � � �

calculated for the receiver with the minimum optimal sending rate.
Simulations with LDA show that in the majority of cases LDA competes fairly with

TCP. However, they also reveal two deficiencies with LDA. First, since LDA relies on
the RTCP report for its packet-loss estimates, it does not react properly to packet-loss
rates below 0.4% which requires more than 8 bits to represent. Second, since the RTP
scaling algorithm restricts the RTCP traffic to 5% of the total bandwidth, LDA does
not exhibit a completely fair behavior when the multicast group becomes very large. In
simulations using a multicast group with 320 members [71], the time interval between
the RTCP messages were more than 5 seconds, which is often more than the time interval
between the adjustment points.

3.8 RLC

Vicisano, Crowcroft and Rizzo address in [77] the problem of designing a scalable,
TCP-friendly multicast multi-rate congestion control scheme for both continuous and
bulk data transfer. Their scheme, Receiver-driven Layered Congestion Control (RLC), is
built around the concept of cumulative layers. This means that the data to be transmitted
is organized into a number of layers in such a way that the information contained in
the � th layer depends on the information in all layers below the � th layer but not on any
information in the layers above the � th layer. Each layer in RLC is sent to a different
multicast group and the receivers subscribes to layers by joining multicast groups. To
start with, an RLC receiver only subscribes to the first layer, but as bandwidth becomes
available the receiver increases its bandwidth consumption by incrementally subscribing
to more and more layers. From here on, when we say that a receiver subscribes to a
particular layer this actually means that the receiver subscribes to all layers up to and
including this layer.

A congestion control scheme for multicast traffic has to tackle some additional prob-
lems not present in a unicast traffic situation. First, a multicast congestion control to be
effective cannot allow receivers behind the same router to join multicast groups in an
uncoordinated way. For example, if two receivers behind the same bottleneck do not
subscribe to the same number of layers, the bottleneck bandwidth is not fully utilized.
RLC solves this problem by introducing so-called synchronization points. The synchro-
nization points correspond to specially marked packets in the data stream. A receiver
can only make a join attempt immediately after a synchronization point and this decision
has to be exclusively based on the history of events in between the current and the pre-
vious synchronization points. Furthermore, synchronization points in the � th layer are a
subset of the synchronization points in the � � $

th layer. In this way, join attempts are
not only synchronized between receivers subscribing to the same layer but also between
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Figure 10: The increase decision of RLC.

receivers subscribing to different layers. Second, when all receivers behind a subtree
leaves a layer which caused congestion, it takes a considerable time before the leave
operations have been completed and even more time before the traffic has stabilized.
This sluggishness could make the receivers leave several layers in response to only one
congestion event. To overcome this problem in RLC, a so-called deaf period has been
introduced. In RLC, after a leave operation, a receiver has to wait some time before it is
allowed to react to further packet losses.

While the increase decision of RLC is the responsibility of the receiver, it is initi-
ated by the sender. Periodically, the sender sends short bursts of packets to all layers
(Figure 10). A burst is followed by an idle period during which no packets are sent.
A receiver joins a higher layer at a synchronization point provided no packets are lost
during the period from the last burst up to the synchronization point. If a loss is ex-
perienced during normal transmission, i.e., not during the burst and the idle period, a
decrease decision is taken by the receiver which results in the receiver leaving the � th
layer and instead becomes a member of the ����� th layer.

Both simulations and experiments have been conducted on RLC [77]. In the major-
ity of cases RLC is as fair as TCP. However, in situations with high packet-loss rates
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RLC tend to be more aggressive than TCP. This is a consequence of RLC responding to
packet-loss events rather than single packet losses. In particular, at higher packet-loss
rates RLC sometimes experiences a lower loss rate than TCP does. Another problem
with RLC is its coarse granularity. While TCP is able to adjust its sending rate on an
octet basis, RLC is confined to those sending rates given by the different layers. The
coarse granularity of RLC sometimes leads to a worse link utilization than TCP.

4 Concluding Remarks

There is a broad consensus among researchers in the Internet community that we owe
much of the performance, robustness and stability of the Internet to the congestion con-
trol mechanisms of TCP [6, 23]. However, there is an equally broad consensus among re-
searchers that TCP is not well-suited to isochronous traffic like audio and video stream-
ing [5, 6, 56]. To this end, we have been witnessing a large number of proposals of
congestion control mechanisms for multimedia traffic that tries to reconcile on one hand
the requirements imposed by the multimedia applications in terms of delay jitter, latency
and throughput and on the other hand the requirement from the Internet to ascertain that
the traffic injected into the network competes fairly with other congestion responsive
traffic.

In this report, a survey over the last decades attempts to design a TCP-friendly con-
gestion control mechanism for multimedia traffic has been presented. First, a classifica-
tion scheme was proposed that showed how the vast majority of the proposed congestion
control mechanisms emanate from relatively few design principles. Second, we elabo-
rated on an assortment of the congestion control mechanisms to show how the design
principles from the classification scheme have been applied in actual transport protocols.

From the survey presented in this report, we may conclude that designing a conges-
tion control mechanism which in an efficient way reconciles the requirements of multi-
media applications and the fairness requirement of Internet is indeed a very challenging
endeavor. Despite the broad spectrum of attempts that have been made over the last ten
years, this is still very much an area open for further research.

One issue that has attracted much interest is how to design a congestion control
mechanism that on one hand responds more smoothly to congestion than TCP but on
the other hand is equally fair. A class of congestion control mechanisms that have at-
tracted much interest in recent years and which address this particular issue is the class
of model-based mechanisms. However, model-based mechanisms are not without prob-
lems. As Ramesh et al. points out in [61], the performance of a model-based mech-
anism depends to a large degree on accurate estimates on the packet-loss rate and the
round-trip delay. Even small errors in the packet-loss and round-trip estimates can have
deteriorating effects on the performance of the model-based mechanism, both in terms
of throughput and fairness.

Another class of what is usually called slowly-responsive congestion control mecha-
nisms is the class of binomial schemes. These schemes differ from AIMD schemes, e.g.,
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the scheme employed by TCP, in that they reduce their sending rate by less than half in
response to congestion. However, simulations in [5] show that binomial schemes could
end up with more than their fair share of bandwidth at times of congestion.

Apart from the factor-of-two rate reductions, the rate fluctuations in TCP is due to
irregularities in the TCP ACK-clock. In TCP, returning acknowledgements function
as pacing signals. The idea is that the receiver in steady-state periodically sends back
acknowledgements to the sender and in that way guarantees smooth variations in the
sending rate. However, queueing at routers and the fact that one ACK many times ac-
knowledges several packets not just one, often results in packet bursts. Several attempts
have been made to design a TCP-friendly congestion control mechanism which does
not exhibit this kind of burstiness. Commonly, these attempts entail using a timer in-
stead of the ACK-clock. However, as is evident from TEAR [66], it is very difficult
to design a timer-based congestion control scheme that also behaves TCP-friendly in
those situations when TCP exhibits an aperiodic behavior. Furthermore, since the packet
conservation and stability properties of TCP in large part depend on the ACK-clocking
mechanism, timer-based congestion control schemes must find ways to accomplish these
properties as well.

Another issue of much concern is how to define fairness. Several fairness criteria
have been proposed, e.g., max-min fairness [1], Jain’s fairness index [19] and Kullback-
Leibler’s fairness index [40]. Each one of these criteria builds on a different perception
of what a fair bandwidth allocation is. Furthermore, it is not altogether obvious that
a congestion control scheme that is fair with respect to one of these fairness criteria
necessarily is TCP-friendly.
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