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On Switchover Performance in
Multihomed SCTP
JOHAN EKLUND
Department of Computer Science, Karlstad University

Abstract

The emergence of real-time applications, like Voice over IPand video conferencing, in IP net-
works implies a challenge to the underlying infrastructure. Several real-time applications have
requirements on timeliness as well as on reliability and areaccompanied by signaling appli-
cations to set up, tear down and control the media sessions. Since neither of the traditional
transport protocols responsible for end-to-end transfer of messages was found suitable for sig-
naling traffic, the Stream Control Transmission Protocol (SCTP) was standardized. The focus
for the protocol was initially on telephony signaling applications, but it was later widened to
serve as a general purpose transport protocol. One major newfeature to enhance robustness in
SCTP is multihoming, which enables for more than one path within the same association.

In this thesis we evaluate some of the mechanisms affecting transmission performance in
case of a switchover between paths in a multihomed SCTP session. The major part of the eval-
uation concerns a failure situation, where the current pathis broken. In case of failure, the
endpoint does not get an explicit notification, but has to react upon missing acknowledgements.
The challenge is to distinguish path failure from temporarycongestion to decide when to switch
to an alternate path. A too fast switchover may be spurious, which could reduce transmission
performance, while a too late switchover also results in reduced transmission performance. This
implies a tradeoff which involves several protocol as well as network parameters and we elab-
orate among these to give a coherent view of the parameters and their interaction. Further, we
present a recommendation on how to tune the parameters to meet telephony signaling require-
ments, still without violating fairness to other traffic.

We also consider another angle of switchover performance, the startup on the alternate path.
Since the available capacity is usually unknown to the sender, the transmission on a new path is
started at a low rate and then increased as acknowledgementsof successful transmissions return.
In case of switchover in the middle of a media session the startup phase after a switchover could
cause problems to the application. In multihomed SCTP the availability of the alternate path
makes it feasible for the end-host to estimate the availablecapacity on the alternate path prior to
the switchover. Thus, it would be possible to implement a more efficient startup scheme. In this
thesis we combine different switchover scenarios with relevant traffic. For these combinations,
we analytically evaluate and quantify the potential performance gain from utilizing an ideal
startup mechanism as compared to the traditional startup procedure.

Keywords: Computer networking, transport protocols, multihoming, performance evaluation,
signaling traffic.
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1 Introduction

The evolution of the Internet over the last decades, from being a restricted research network
with limited capabilities, to a world-wide public network with billions of users is a tremendous
success and the outstanding example of the popularity of computer networks. From being an
interesting source of static information and a way to send text messages between end hosts,
computer networks today offer a broad spectrum of dynamic services such as online gaming
and video conferencing. This evolution has partly been madepossible by the Internet Protocol
(IP) [24], which is a major fundament in the underlying technology of computer networks like
the Internet. IP offers a generic unreliable so called best effort service. On top of IP, protocols
are usually added to offer additional services. The protocols responsible for the transfer of data
between end hosts of a connection and the delivery of data to the application are called transport
protocols.

Traditional services offered over computer networks couldbe separated into two categories
offering reliable or unreliable delivery. The applications utilizing reliable service require con-
firmation of data delivery or of failure. Confirmations are achieved by having the receiving
endpoint transmit acknowledgements back to the sender uponreception of correct data packets.
The cost for the reliability guarantee is that the service isnot optimized according to timing
aspects and sometimes the service is slow. This service has traditionally been offered mainly by
the connection oriented transport protocol, TransmissionControl Protocol (TCP) [25]. The other
service category is used by applications without any reliability requirements, but with more fo-
cus on timeliness. This service has been offered by the second major transport protocol, the User
Datagram Protocol (UDP) [23], which usually offers a faster, but unreliable delivery of data.

Over the last years so called real-time applications, such as Voice over IP (VoIP) and video
conferencing have been deployed over IP networks. To set up,tear down and control the quality
for the media sessions, these applications are usually supplemented by signaling applications.
Signaling applications have requirements both on reliability and on timeliness [21] and generate
traffic of different intensity during the session. Since neither the service offered by TCP nor by
UDP is sufficient for signaling application demands, the SIGnalling TRANsport (SIGTRAN)
working group of the International Engineering Task Force (IETF) [12] designed a new reli-
able transport protocol. The name of the new protocol is Stream Control Transmission Protocol
(SCTP) [27], and it was designed primarily with telephony signaling application requirements
in focus. During the design process it was found that more applications could benefit from a
protocol like this, and IETF decided to standardize SCTP as ageneral purpose transport pro-
tocol. One requirement to be accepted as a protocol for deployment in public networks was to
make the protocol TCP-friendly, i.e. to share network resources in a fair way with competing re-
liable transports. To fulfill the fairness ambition, SCTP has inherited the congestion control [1]
from TCP. Some other inherited features are the delayed ACK-mechanism [2], and selective
acknowledgement (SACK) [19].

One of the requirements on networks for signaling traffic is robustness. To enhance robust-
ness, SCTP supports multihoming. The multihoming feature of SCTP enables for more than
one network path in the same association, the name used in SCTP for a connection between
hosts. Multihoming enables for continuous transfer although one path goes down. Since trans-
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port protocols, like SCTP exist only in the endpoints, the switch from one path to another is
performed only after an endpoint has detected a failure. Theway for SCTP to detect a path fail-
ure is by reacting upon missing acknowledgements. On the other hand, the reason for a missing
acknowledgement is not always a failure. The packet may havebeen delayed due to temporary
congestion. This situation poses a challenge for SCTP in that it must decide when to regard
a path unavailable or just temporarily disturbed. To masterthis challenge SCTP possesses a
tunable failover mechanism.

SCTP was not originally designed to accept dynamic additionand deletion of IP addresses
during transfer. To increase robustness and flexibility this was found to be a beneficial feature.
Thus, this feature has now been standardized and is called the dynamic address reconfiguration
(DAR) extension [28]. DAR was primarily added to SCTP to enable for switching or upgrading
of network components, such as network interface cards, without interrupting the transfer, a so
called hotswap. Moreover, this feature opens up the possibility for handover between networks
for mobile terminals. To enable for efficient hotswap and handover, the startup scheme on the
new path has to be considered.

The above mentioned scenarios, failover, hotswap and handover imply three different situa-
tions with different characteristics and performance metrics. Still, the same basic mechanisms
are used in all scenarios. In this thesis, we use the term switchover as a common name for these
scenarios.

The major part of the work presented in this thesis focuses onidentification and evaluation
of mechanisms and parameters affecting SCTP failover performance. To meet the requirements
of signaling applications on timeliness, we present a more strict configuration of the protocol
parameters impacting SCTP failover performance as compared to the default recommendations.
Further, we identify and evaluate some additional parameters that may impact failover perfor-
mance and identify the interaction between the different parameters. The evaluations are sum-
marized in a table of recommended tunings and considerations to improve failover performance
without negatively impeding concurrent traffic.

Additionally, we make some initial work to improve the startup on the alternate path after
a switchover. We present an analytical model for calculating the switchover time for real-time
traffic. Based on this model and on models for bulk traffic, we identify and quantify the traffic
scenarios and traffic patterns for which an improved startupscheme may be most beneficial.

2 Research Objective

The objective of this thesis is to evaluate and recommend tuning and/or modi-fication of param-
eters and mechanisms impacting switchover performance in multihomed SCTP environments.
A switchover usually implies a performance degradation in terms of reduced throughput and/or
increased transfer times and may result in additional network traffic. The aim of the work in this
thesis is to reduce the negative impact on the applications.The focus is primarily on signaling
traffic, but also other traffic with real-time requirements will benefit from optimized tuning and
from improved mechanisms. To accomplish this objective, wefocus on two different aspects of
the problem.

Firstly, we consider the tuning of the failover mechanism inSCTP. More specifically:
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Which are the mechanisms and parameters affecting
SCTP failover performance, how do they interact, and
how should they be tuned to optimize failover
performance without violating fairness to other traffic?

Secondly, we consider the throughput degradation due to theslow-start phase after a switchover
to an alternate path.

Which are the scenarios when a switchover may occur,
which are the relevant traffic types for each scenario and
for which of these combinations is the performance degradation
from the slow-start mechanism important.

In the next section we further elaborate the above mentionedresearch problems. Moreover,
the relation between our work and previous work regarding these problems is presented.

3 Research Problems

As mentioned in the introduction, SCTP was introduced as a way to meet the requirements of
telecommunication signaling applications, but later standardized as a general purpose transport
protocol suitable also for other types of traffic. Besides reliability requirements, signaling traffic
has timing requirements. A too late signaling message is notvalid any longer. Thus, to fulfill
both these requirements in a failure situation, it is essential for SCTP to detect a path failure
early and to switch to an alternate path. Before the failoverit is important to distinguish path
failure from temporary path problems to reduce the risk of a so called spurious failovers. To
make the failover as well as the other switchover scenarios as transparent to the application as
possible, it is further attractive for SCTP to be able to utilize the available capacity of the new
path as soon as possible. Therefore an improved startup mechanism is expected to be beneficial.

3.1 Tuning of Parameters and Mechanisms
Impacting Failover in SCTP

SCTP failover performance is impacted by several protocol parameters [27]. The primary pa-
rameter is the Path Max Retrans (PMR), which defines the number of consecutive timeouts to
accept before abandoning the current path.

PMR is closely coupled to the retransmission timeout (RTO) [15, 27], which regulates the
time to wait for an acknowledgement before retransmitting the packet. The RTO is adjusted dy-
namically during the transfer, to smoothly adapt to the network conditions. Still, the boundaries
for the RTO are configurable by setting the maximum (RTOmax) and the minimum (RTOmin )
values for the RTO. RFC 4960 gives some general recommendations concerning PMR and con-
cerning the boundaries for the RTO interval [27]. However, these recommendations have shown
to be too liberal [10, 17] to meet the signaling application demands of a failover time of maxi-
mum 2 seconds [14]. Still, a stricter tuning of these parameters has to be conducted carefully for
two reasons:
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• Not to increase the risk of spurious failovers, which implies a switch to an alternate path
in a non-failure situation.

• Not to increase the risk of spurious timeouts.

Some research has been conducted on reducing the default value of five consecutive timeouts
for PMR to shorten the failover process. In his Ph.D thesis Caro [16] presents results indicating
that an aggressive tuning of PMR to 0 or 1 is beneficial for the total transfer time of large files.
Signaling traffic, on the other hand, has quite different characteristics compared to bulk traffic
and PMR has also been studied in relation to this traffic [17, 5]. In a study by Grinnemo et al.
they find a value of 3 for PMR to be reasonable [10] for signaling traffic. The RTO boundaries in
SCTP have been inherited directly from TCP [22], with the lower bound set to 1 second and the
upper bound to 60 seconds. Especially the lower bound could imply an increased failover time
in case of short RTTs. Modifications of the RTO interval has been studied before by Jungmaier
et al. [17] and by Fallon et al. [5]. An alternate tuning of theRTO interval has to be conducted
carefully, not to increase the risk of spurious timeouts, and requires knowledge about network
characteristics.

Another protocol parameter which possibly could impact thefailover performance is the
delayed SACK [2], where a SACK may be delayed at the receiver for a specified time before
transmission. The default value of the SACK delay of 200 ms isalso directly inherited from
TCP [1]. This default value is suitable for bulk traffic but not evidently for traffic of other
characteristics.

To provide a more efficient failover Nishida has suggested anadditional state for the sending
SCTP host, called Potentially Failed (PF), as an intermediate state between active and inactive
for a path [20]. If an endpoint fails to receive acknowledgements from one destination address
it sets this endpoint in PF state. No data is sent to a destination in PF state, and the transfer
is immediately switched to an alternate destination. In thePF state, the proposal recommends
an increased intensity of heartbeats to be sent to the destination to probe reachability, and if a
heartbeat is acknowledged the destination state is set backto active and the transfer is switched
back. The authors of this proposal mean that this modification of the protocol leads to a faster
failover process without ignoring the default recommendations in RFC 4960.

In case of a retransmission timeout, the congestion window is collapsed to a small size and
the RTO timer is doubled. In case of several consecutive timeouts, this results in an exponential
increase of the RTO timer. This increase was introduced to reduce the risk of spurious time-
outs [22]. Still, this dramatically increased RTO has an impact on the time to detect a failure. In
the PhD thesis by Grinnemo [9], he proposes a slightly relaxed backoff of the RTO timer. In this
thesis we further elaborate on this proposal.

From the above description it is evident that optimization of the failover performance is com-
plex. The various protocol parameters may interact differently under different traffic conditions.
Further, tuning of the protocol parameters has, in some cases, to be conducted with regard to net-
work parameters. Still, after optimization of the system, the fairness aspect to other traffic has
to be regarded. In this thesis, we elaborate among these parameters to identify the impact of and
the interaction effects between different parameters in relation to network conditions and traffic
distributions to optimize failover performance. One goal is to present general recommendations
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on parameter tuning to make SCTP meet telecommunication requirements. Further, we aim at
studying effects from modifying the relaxed backoff mechanism in relation to the recommended
parameters above, to further improve the failover performance.

3.2 Improving Startup on the Alternate Path

A switchover may occur in three different scenarios. The basic scenario is the failover scenario,
described above. The second scenario is the hotswap scenario, which is a planned switch from
one path to another, and the third scenario is the handover scenario.

Irrespective of switchover scenario, the traffic has to go through the slow start phase on the
new path. This may imply a throughput degradation which may disturb the application. One
way of overcoming the negative effect is by removing the slow-start phase. This approach has
been studied for TCP by Liu et al. in a proposal called Jump Start [18]. The obvious outcome of
using Jump Start depends on the available capacity in the network, if there is spare capacity in
the network Jump Start will not restrict the transfer while Jump Start may aggravate the situation
in a congestion network. Another recent proposal to reduce the impact of the slow-start phase
presented by Chu et al. is to increase the initial congestionwindow [4]. In SCTP the new
path is usually known and connected before the switchover, which implies that it would also be
possible for the sending endpoint to achieve information concerning network conditions on the
alternate path prior to the switchover. An estimate of the conditions on the alternate path could
be achieved by applying some of the well known bandwidth estimation techniques [13, 29].
This estimate could enable for an alternate startup mechanism to reduce the negative impact of
the switchover. An improved startup mechanism in SCTP has been of interest to the research
community [6,8,3]. Most of these studies have been focusingon specific traffic and on specific
scenarios. To be able to evaluate the performance gain from an alternate startup mechanism it
is important to match the different switchover scenarios torelevant traffic and to compare slow
start to the alternate mechanism. From this it is possible toidentify the scenarios where the
performance gain is most beneficial and to quantify the improvement.

In this thesis we aim at presenting some basic information onscenarios, where an improved
startup may be most beneficial. This analysis is based on an analytical approach. Particularly,
we aim at quantifying the improvement by an ideal startup mechanism compared to utilizing the
traditional slow-start mechanism. To do this we present a theoretical model on how to calculate
the potential transfer delay for real time traffic in a slow-start scenario.

4 Research Methodology

The studies conducted as a basis for this thesis are mainly conducted as real experiments. Real
experiments in a research context could either imply utilization of real implementations in a
lab environment or in a real network. The most realistic results are naturally achieved in a real
network. However, the network conditions are usually fluctuating, which makes the experiments
hard to repeat. Further, the analysis of the results is complex in a real network and the impact
of the studied parameters is sometimes not evident. Thus, tobe able to study effects of different
parameter tunings, a mix of real entities and a simulated network can be preferable, usually
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referred to as emulation. Most of the studies in this thesis are based on emulation experiments,
where a network emulator, Dummynet [26], has been used to emulate network behavior in a
controlled way. Further, a few studies are based on simulations, where results are produced in a
single machine running software imitating both endpoint and network behavior.

The studies concerning startup behavior are based on analytical methods, where behavior
of endpoints and networks have been mathematically modeled. This is a beneficial method to
produce general results and to display and understand general behavior like best case or worst
case behavior. The weakness of analytical methods is that they usually embrace many simplifi-
cations. This may sometimes reduce the validity of the results and a continuation after having
achieved an analytical result usually is to verify the result in a real experiment.

5 Main Contributions

The main contributions of this thesis address SCTP switchover performance from two different
directions:

1. We investigate parameters impacting SCTP failure detection, and suggest some improve-
ments. In particular:

– we verify the Linux kernel implementation of SCTP and conclude that the perfor-
mance of the Linux implementation of SCTP works in line with the standard. Fur-
ther, we identify that the failover performance is dependant on the status in the net-
work at the time of failure. This contribution is presented in paper A.

– we evaluate the impact of the acknowledgement delay (SACK delay) in relation to
different traffic distributions. We identify that the SACK delay may have a severely
degrading impact on failover performance for traffic that consists of small individual
messages transmitted at low intensity. This contribution is presented in paper B.

– we present a coherent investigation concerning protocol and network parameters im-
pacting failover performance. Further, we present a recommendation on how to con-
figure the parameters to meet the requirements of telephony signaling applications.
This contribution is given in paper C.

2. We analytically quantify the impact of slow-start and compare the results to an ideal
startup mechanism in case of a switchover in SCTP. We identify that there is a degrad-
ing impact by using slow-start and that the impact varies between different switchover
scenarios and traffic patterns. The degrading impact is mostsevere for real-time traffic
generating high traffic loads, like a high-definition video conference, in a handover sce-
nario. This contribution is presented in paper D.
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6 Summary of Papers

Paper A – Performance of Network Redundancy Mechanisms in SCTP

This paper provides a background on SCTP multihoming and on the algorithms and parameters
in the failover mechanism. Further, we experimentally evaluate the impact of a path failure in
a multihomed SCTP association on signaling messages. The performance metrics are (i) the
maximum transfer time for an individual message and (ii ) the time between occurrence of a
break on the primary path until the traffic is running smoothly on the alternate path, the so called
failover time. The experiment is partly performed to verifythe Linux Kernel implementation of
SCTP (LK-SCTP) [11] and to evaluate the impact of PMR. The results verify that there is a clear
relation between PMR and the failover time. Additionally itbecomes evident that the status in
the network at the time of failure has an impact on the failover time if the traffic is sparse.

Paper B – On the Relation Between SACK Delay and SCTP FailoverPerformance
for Different Traffic Distributions

This paper provides a comprehensive evaluation of the impact of SACK delay on SCTP failover
performance under different traffic intensities. The results show a clear relation between the
traffic distribution and the impact of the SACK delay. For lowintensity traffic, SACKs are
more frequently delayed. This delay increases the RTTs and thus restrains the RTO timer from
reaching a low value. This increased RTO timer impedes the failover time in case of failure. We
notice severe negative effects for low intensity traffic, where the failover time may be increased
by more than 60% when keeping the SACK delay at the default value of 200 ms compared to
disabling the SACK delay. Reducing the SACK delay to a small value above zero reduces the
negative impact significantly, at marginal cost in form of increased network traffic. If the traffic
is intense our results show limited impact of SACK delay.

Paper C – Tuning SCTP Failover for Carrier Grade Telephony Signaling

This paper presents a comprehensive study concerning configuration of para-meters impacting
failover performance in a multihomed SCTP environment. Thegoal of the configuration is to
make SCTP compliant with the timing requirements of telephony signaling applications. The
considered SCTP parameters are the number of acceptable consecutive timeouts, PMR, the in-
terval for the RTO timer (RTOmin and RTOmax) and the SACK delay. In the paper we present
how tunings of these parameters has to regard network parameters like the RTT and the router
buffers. The paper provides practically usable configuration recommendations. Additionally, as
a complementary way to optimize SCTP failover performance,the paper discusses relaxing the
exponential backoff of the retransmission timer.

Paper D – Theoretical Analysis of an Ideal Startup Scheme in Multihomed SCTP

This paper broadens the concept of switchover performance from focusing on improving failure
detection to include the startup on the alternate path. Thiswider view covers not only the failover
scenario, but is applicable for all switch-over scenarios.In case of switchover in a multihomed
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association, the association has to go through the slow-start phase again. This may cause a
sudden drop in throughput and may increase message delays. By estimating the available band-
width on the alternate path prior to a switchover, it is possible to utilize a more efficient startup
scheme. In this paper we analytically compare and quantify the degrading impact of slow start
in relation to an ideal startup mechanism. We combine the three different switchover scenarios
with relevant traffic and point out the scenarios where the slow-start mechanism could have a
seriously degrading impact.

7 Future Work

For future work we intend to exploit the analytical results concerning an improved startup mech-
anism on the alternate path, presented in paper D in this thesis. For the scenarios where an ideal
startup mechanism have shown most beneficial, alternativesto the slow-start mechanism will be
further investigated. An estimated available capacity always reflects the momentary conditions
in the network, and the conditions may change rapidly in a dynamic environment. Therefore, we
will pay specific attention to the robustness of alternate startup mechanisms in relation to rapidly
changing environments. Moreover, the mechanism has to respect fairness to other traffic as well
as to network stability aspects. Our intention is to find an improved startup mechanism that can
be implemented in a real network.

A proposal to extend TCP to embrace multihoming, called Multipath TCP (MpTCP) [7] is
under standardization by IETF. The proposal has several similarities to the multihoming feature
of SCTP and the results achieved for multihomed SCTP may alsobe utilized for the development
of MpTCP.
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On Switchover Performance  

in Multihomed SCTP

The emergence of real-time applications, like Voice over IP and video conferencing, 
in IP networks implies a challenge to the underlying infrastructure. Several real-time 
applications have requirements on timeliness as well as on reliability and are accom-
panied by signaling applications to set up, tear down and control the media sessions. 
Since neither of the traditional transport protocols responsible for end-to-end transfer 
of messages was found suitable for signaling traffic, the Stream Control Transmission 
Protocol (SCTP) was standardized. The focus for the protocol was initially on telephony 
signaling applications, but it was later widened to serve as a general purpose transport 
protocol. One major new feature to enhance robustness in SCTP is multihoming, 
which enables for more than one path within the same association.

In this thesis we evaluate some of the mechanisms affecting transmission performance 
in case of a switchover between paths in a multihomed SCTP session. The major part 
of the evaluation concerns a failure situation, where the current path is broken. In case 
of failure, the endpoint does not get an explicit notification, but has to react upon 
missing acknowledgements. The challenge is to distinguish path failure from temporary 
congestion to decide when to switch to an alternate path. A too fast switchover may 
be spurious, which could reduce transmission performance, while a too late switchover 
also results in reduced transmission performance. This implies a tradeoff which involves 
several protocol as well as network parameters and we elaborate among these to give 
a coherent view of the parameters and their interaction. Further, we present a recom-
mendation on how to tune the parameters to meet telephony signaling requirements, 
still without violating fairness to other traffic.

We also consider another angle of switchover performance, the startup on the alternate 
path. Since the available capacity is usually unknown to the sender, the transmission 
on a new path is started at a low rate and then increased as aci knowledgements of 
successful transmissions return. In case of switchover in the middle of a media session 
the startup phase after a switchover could cause problems to the application. In mul-
tihomed SCTP the availability of the alternate path makes it feasible for the end-host 
to estimate the available capacity on the alternate path prior to the switchover. Thus, 
it would be possible to implement a more efficient startup scheme. In this thesis we 
combine different switchover scenarios with relevant traffic. For these combinations, 
we analytically evaluate and quantify the potential performance gain from utilizing 
an ideal startup mechanism as compared to the traditional startup procedure.
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