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Abstract
The Internet of today is very different from how it used to be. Modern net-
worked applications are becoming increasingly diverse. Consequently, a vari-
ety of requirements must be met by the network. Efforts to make the under-
lying mechanisms of the Internet more flexible have therefore been made to
adapt to this diversification. In this thesis, we explore how information about
application requirements can be leveraged to optimize the network protocol
stack of end-hosts during run-time. In addition, we improve the visibility of
the network to the end-host in order to enable additional flexibility in the
usage of the network’s resources.

We conduct tests in real-world testbeds and examine how services might
be developed to optimize latency, throughput, and availability for various net-
work traffic scenarios, including 360-degree video streaming, drone autopilots,
and connected vehicles. We show howmulti-connectivity, where the end-host
is connected via multiple network paths simultaneously, may be used to sig-
nificantly reduce latency and increase availability, while minimizing the over-
head imposed on the network by carefully considering the network selection
process. Furthermore, we describe an architecture that allows the user equip-
ment and network functionality inside the 5G core network to cooperatively
optimize the resource usage of the network.

Keywords: transport layer, 5G, transport services, mobile broadband, net-
work slicing, latency, availability, service optimization, multi-connectivity





v

Acknowledgements
While it may still feel likemy journey has only just begun, looking back, I real-
ize just howmuch I have experienced. I have been fortunate enough to take on
this journey, including all of the fun, excitement, and, it bears be mentioned,
frustrations that comes along with it. I even got to experience a pandemic
free of charge. While the COVID-19 outbreak has been a major contributor
to the frustrating parts of the journey, it has helped putting my research into
perspective. Midst all the lockdowns during the global pandemic, the needs
for the digitization of the public sector, including the healthcare system, was
made obvious.

I would like to, first and foremost, thank DigitalWell Research for the
financial support; my work would not have been possible without your fund-
ing. I will also give a thank you all of the collaborators that I have had the
pleasure to work together with over the years. A special thank you goes to
my supervisors, Anna Brunstrom, Stefan Alfredsson, and Per Hurtig for your
support, your useful suggestions, and feedback. I would also give thanks to
Karl-Johan Grinnemo, who has also offered me much support along the way.
Additionally, I would like to thank all my colleagues at the university. Last
but not least, I would like to thankmy friends and family – this journey would
not have been possible without you.

Karlstad, January 24, 2023 Alexander Rabitsch





vii

Contents
List of Appended Papers x

Introductory Summary 1

1 Introduction 3

2 Background 5
2.1 Transport Services . . . . . . . . . . . . . . . . . . . . . . . 5
2.2 Multi-Connectivity . . . . . . . . . . . . . . . . . . . . . . . 8
2.3 Network Slicing . . . . . . . . . . . . . . . . . . . . . . . . . 9

3 Research Objectives 11

4 Contributions 12

5 Research Methods 14

6 Summary of Appended Papers 17

7 Conclusions and Future Work 18

Paper I:
Extending Network Slice Management to the End-host 27

1 Introduction 28

2 Key Concept and System Design 29

3 Implementation 31
3.1 Slice Manager . . . . . . . . . . . . . . . . . . . . . . . . . . 31
3.2 Transport Service Module . . . . . . . . . . . . . . . . . . . 32
3.3 The UE Slice Configuration Interface . . . . . . . . . . . . . 33

4 Case Studies 33
4.1 Experiment Setup . . . . . . . . . . . . . . . . . . . . . . . . 33
4.2 Experiment 1 - Protocol Configuration . . . . . . . . . . . . 34
4.3 Experiment 2 - Application-to-slice Mapping . . . . . . . . . 36
4.4 Experiment 3 - Multipath Aggregation . . . . . . . . . . . . . 37

5 Related and Future Work 38

6 Conclusions 40

7 Acknowledgements 40



viii

Paper II:
Integrated Network and End-host Policy Management for
Network Slicing 45

1 Introduction 46

2 Background 46
2.1 Network Slicing . . . . . . . . . . . . . . . . . . . . . . . . . 47
2.2 Policy Engines . . . . . . . . . . . . . . . . . . . . . . . . . 47

2.2.1 The APEX Policy System . . . . . . . . . . . . . . . 47
2.2.2 Transport Services . . . . . . . . . . . . . . . . . . . 48

3 System Design 49

4 Implementation 51
4.1 The Katana Slice Manager . . . . . . . . . . . . . . . . . . . 52
4.2 The APEX Policy System . . . . . . . . . . . . . . . . . . . 52
4.3 The NEAT Module and the UE Slice Configuration Interface 53

4.3.1 The NEAT TAPS Module . . . . . . . . . . . . . . . 53
4.3.2 The USCI . . . . . . . . . . . . . . . . . . . . . . . . 54

5 Case Studies 54
5.1 Testbed Setup . . . . . . . . . . . . . . . . . . . . . . . . . . 55
5.2 Case Study 1 - Latency Sensitive Drone Control Flow . . . . 55

5.2.1 Experiment Description . . . . . . . . . . . . . . . . 55
5.2.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . 56

5.3 Case Study 2 - Bulk Transfer . . . . . . . . . . . . . . . . . . 56
5.3.1 Experiment Description . . . . . . . . . . . . . . . . 56
5.3.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . 59

5.4 Case Study 3 - 360◦Video Streaming . . . . . . . . . . . . . . 59
5.4.1 Experiment Description . . . . . . . . . . . . . . . . 59
5.4.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . 61

6 Considerations for 3GPP Networks 61

7 Related Work 62

8 Conclusion 62

Paper III:
Utilizing Multi-Connectivity to Reduce Latency and En-
hance Availability for Vehicle to Infrastructure Commu-
nication 69

1 Introduction 70



ix

2 Background 71
2.1 Intelligent Transport Systems . . . . . . . . . . . . . . . . . 71
2.2 The MONROE Testbed . . . . . . . . . . . . . . . . . . . . 72
2.3 Transport Services . . . . . . . . . . . . . . . . . . . . . . . 72

3 The Benefits of Multi-connectivity 74
3.1 Experiment Design . . . . . . . . . . . . . . . . . . . . . . . 74
3.2 Operator Performance . . . . . . . . . . . . . . . . . . . . . 75

3.2.1 Access Technology . . . . . . . . . . . . . . . . . . . 76
3.2.2 Signal Quality . . . . . . . . . . . . . . . . . . . . . 78

3.3 The Benefits of Multi-connectivity . . . . . . . . . . . . . . . 78
3.3.1 The LTE-SQ Algorithm . . . . . . . . . . . . . . . . 79
3.3.2 LTE-SQ Performance Results . . . . . . . . . . . . . 80
3.3.3 LTE-SQ: Takeaway . . . . . . . . . . . . . . . . . . . 82

3.4 Signal Quality vs. Round-Trip Times . . . . . . . . . . . . . 83
3.4.1 Baseline Experiments . . . . . . . . . . . . . . . . . . 83
3.4.2 Performance Analysis of RTT vs SRTT Strategies . . 85
3.4.3 LTE-SQ vs. RTT Strategies . . . . . . . . . . . . . . 85
3.4.4 Signal Quality vs. RTT: Takeaway . . . . . . . . . . . 87

4 Realization of Multi-connectivity Using Transport Services 87
4.1 Evaluating LTE-SQ Using NEAT and MONROE . . . . . . 88

4.1.1 Implementation . . . . . . . . . . . . . . . . . . . . . 88
4.1.2 Uplink Experiments . . . . . . . . . . . . . . . . . . 90
4.1.3 Downlink Experiments . . . . . . . . . . . . . . . . 91
4.1.4 C-ITS Scenario . . . . . . . . . . . . . . . . . . . . . 92

4.2 Uplink Results . . . . . . . . . . . . . . . . . . . . . . . . . 92
4.2.1 Uplink: Access Strategy Performance . . . . . . . . . 93
4.2.2 Uplink: Overhead Analysis . . . . . . . . . . . . . . 93
4.2.3 Uplink: Operator Pair Performance . . . . . . . . . . 95
4.2.4 Uplink: Takeaway . . . . . . . . . . . . . . . . . . . 98

4.3 Downlink Results . . . . . . . . . . . . . . . . . . . . . . . . 99
4.3.1 Downlink: Access Strategy Performance . . . . . . . 100
4.3.2 Downlink: Overhead Analysis . . . . . . . . . . . . . 100
4.3.3 Downlink: Operator Pair Performance . . . . . . . . 101
4.3.4 Downlink: Takeaway . . . . . . . . . . . . . . . . . . 104

4.4 C-ITS Scenario Results . . . . . . . . . . . . . . . . . . . . . 104
4.4.1 C-ITS: Results . . . . . . . . . . . . . . . . . . . . . 104
4.4.2 C-ITS: Takeaway . . . . . . . . . . . . . . . . . . . . 106

5 Related Work 106

6 Conclusions 108



x

List of Appended Papers
1. A. Rabitsch, G. Xilouris, T. Anagnostopoulos, K. J. Grinnemo, T. Sar-

las, A. Brunstrom, Ö. Alay , G. Caso. Extending Network Slice Man-
agement to the End-host. Proceedings of the 1st Workshop on 5GMea-
surements, Modeling, and Use Cases (5G-MeMU ’21). Association for
Computing Machinery, New York, NY, USA, pp. 20-26, 23 August
2021.

2. A. Rabitsch, K. J. Grinnemo, T. Anagnostopoulos, J. McNamara, A.
M. Bosneag, M. A. Kourtis, G. Xilouris, Ö. Alay, A. Brunstrom. In-
tegrated Network and End-host Policy Management for Network Slic-
ing. Extended version of the paper published in 2022 18th Internation-
al Conference on Network and Service Management (CNSM). IEEE,
Thessaloniki, Greece, pp. 226-232, 31 October 2022 - 04 November
2022.

3. A. Rabitsch, K. J. Grinnemo, A. Brunstrom, H. Abrahamsson, F. B.
Abdesslem, S. Alfredsson, B. Ahlgren. Utilizing Multi-Connectivity to
Reduce Latency and Enhance Availability for Vehicle to Infrastructure
Communication. IEEE Transactions on Mobile Computing, vol. 21,
no. 5, pp. 1874-1891, 1 May 2022.

Comments on my Participation
Paper I I am the main and corresponding author of this paper, and I did
most of the writing. The idea to couple 5G network slicing with the trans-
port services concept was brought up by Anna Brunstrom. The design of
the architecture that was proposed in this paper was headed by me, in coop-
eration with Themistoklis Anagnostopoulos. I was also responsible for the
implementation of the proposed architecture on the end-host side. Further-
more, I designed and carried out the experiments and did the analysis of the
results.

Paper II I am the main and corresponding author of this paper, and is re-
sponsible for the majority of the writing. Together with Themistoklis Anag-
nostopoulos and JosephMcNamara, I designed the proposed PLANS architec-
ture. In terms of implementation, I was responsible for the implementation
of the architecture on the end-host. I was also the driving force behind the
design of the experiments, and I did the analysis of the results. Themistok-
lis Anagnostopoulos, Michail Alexandros Kourtis, and George Xilouris were
instrumental in the management of the testbed used to carry out the experi-
ments.

Paper III I was the main and corresponding author for this journal arti-
cle, which is a continuation of the work done by some of the co-authors. The



xi

previous two works, were headed by Fehmi Ben Abdesslem andHenrik Abra-
hamsson, respectively. These works looked at the performance that connected
vehicles can expect from existing cellular networks, and further evaluated var-
ious single-access selection strategies. These works were based on a dataset
that had been collected in the MONROE testbed prior to the evaluation. To
expand upon these works, I implemented some of the suggested single-access
selection strategies for the sake of evaluation in a number of live scenarios.
I was responsible for the implementation and evaluation of the algorithms
in these live scenarios. I also did the data analysis and design for the offline
evaluation. The majority of the writing in this article was made by me.

Other publications
The following is a list of other publications that I have authored and co-
authored, that are not included in this thesis.

• A. Rabitsch, P. Hurtig, A. Brunstrom. A Stream-Aware Multipath
QUIC Scheduler for Heterogeneous Paths. EPIQ’18: Proceedings of
the Workshop on the Evolution, Performance, and Interoperability of
QUIC, pp. 29-35, 2018.

• M. Pieska, A. Rabitsch, A. Brunstrom, A. Kassler, M. Amend. Adap-
tive Cheapest Path First Scheduling in a Transport-Layer Multi-path
Tunnel Context. Proceedings of the Applied Networking Research
Workshop (ANRW ’21), pp. 39-45, 2021.





Introductory Summary





3

1 Introduction
The modern Internet is looking to support many applications, from the more
traditional web and multimedia to the Internet of Things (IoT), each with its
own unique requirements on the network. Current and emerging use cases of
the Internet, such as digital health applications, have stringent requirements,
e.g., low latency, high throughput, and high reliability. Since the Internet
was designed on a best-effort principle, this presents a massive challenge. This
challenge can be addressed by improving the network’s flexibility, allowing it
to tailor services toward specific applications. Different architectures to pro-
vide Quality of Service (QoS) have emerged over time, including integrated
services (IntServ) [1], differentiated services (DiffServ) [2], and more recently
in the realm of mobile networks, network slicing [3]. Another way to tackle
this challenge is by improving how applications use the network. The latter ap-
proach is the main focus of this thesis, though the approaches are not mutually
exclusive. Indeed, it is likely that improved network and end-host flexibility
is necessary to handle such a diverse set of use cases; this is considered in two
of the appended papers.

This thesis aims to investigate how to enable the optimization of communi-
cation services on the end-host such that they can fulfill the specific requirements of
individual applications. To do so, we look at three distinct research objectives.
The first research objective of this thesis is to investigate how to flexibly con-
figure the transport layer to enable the creation of optimized services for individ-
ual applications. More specifically, we look at how the choice and configura-
tion of the transport protocol can be decided during run-time, which requires
the application to be decoupled from the underlying network stack, allow-
ing the network stack to be configured independently from the application.
This method follows a relatively recent trend in networking, where a more
modular design replaces a more traditional monolithic one. The main bene-
fit of this approach to networking is the increased flexibility that is provided;
each "module" can be changed and replaced independently without directly
affecting another. These modules can then be chained together in different
ways to enable the creation of different services. Examples of such decoupling
include Software Defined Networking (SDN) [4] and Network Function Vir-
tualization (NFV) [5], which can be employed to improve the flexibility of
the network significantly. In this thesis, we look at the modularization of the
network protocol stack and how it can be leveraged to tailor services toward
the needs of individual applications.

Traditionally, the network protocol stack used by an application is fixed,
decided via a combination of design time decisions and system-wide policies
set by the administrator of the networked device that are rarely changed. This
static design of the protocol stack typically results in sub-optimal use of the
network’s resources, as such an approach is unlikely to accommodate diverse
and changing scenarios. For example, the slow-start phase used by the Trans-
mission Control Protocol (TCP) [6] congestion control mechanism forces a
sender to slowly probe the network for information on the available band-
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width at the beginning of a connection. The rate at which TCP begins to send
is typically based on recommendations [7, 8, 9] that have no real relation to
the actual speeds supported by the network. Therefore, it takes some time
before a TCP flow can fully saturate the available resources. Not only is this
behavior wasteful in terms of utilizing the network’s resources, but it may
also hinder TCP from satisfying the requirements of some applications. By
taking a more modular approach, the initial sending rate of TCP may be set
dynamically. This way, a better utilization of the network’s resources may be
achieved – which in turn leads to better possibilities to fulfill the needs of the
applications. However, how to determine what the appropriate initial sending
rate is for any given scenario remains a challenge, since the end-host typically
has little knowledge about the capabilities of the network at the beginning of
a connection.

This challenge leads us to the second research objective, which is to inves-
tigate how to improve the visibility of the network characteristics to the end hosts.
Using the previous example, a TCP sender could start transmitting data at a
higher rate much faster if it already had some knowledge of the bandwidth
that is available to it, thus being able to utilize the available resources soon-
er. Current developments, such as introducing the network slicing concept
in 5G, present opportunities to improve the visibility of the network charac-
teristics to the end host. This opportunity, in turn, enables the end host to
more intelligently utilize the network’s resources. To accomplish the second
objective, we present an architecture where the network slicing concept in
5G is leveraged to assist in configuring the end-host devices. We take advan-
tage of the centralized slice manager entity, which has complete knowledge
of the status of the network and its capabilities. With this architecture, fine-
grained information on the network can be fed to the end host to enable the
creation of services tailored to the needs of individual applications. Further-
more, this architecture allows for improved flexibility in how the end-point
uses the slices of the network, which can significantly improve the robustness
of such services.

We also consider multi-connectivity, i.e., techniques where multiple access
technologies and network paths can be bundled together to improve end-to-
end performance. Specifically, as a third research objective, we investigate how
the choice of network path can be used for the creation of optimized services. Many
modern end-hosts, such as smartphones, have multiple access technologies,
such as WiFi and cellular connections. Multi-connectivity may, for example,
be used to direct the network traffic over the most appropriate path, e.g., the
path that provides the lowest latency. Such a scenario requires a mechanism
that can assess the quality of multiple access technologies and networks at
any given moment and intelligently select the most appropriate one. Further-
more, a user may want to split different data flows over different networks;
for example, a latency-sensitive flow of control data may be directed over the
path that offers the lowest latency, while a large file transfer may instead use a
path that offers the highest throughput. In such a scenario, there needs to be
a mechanism that can identify the needs of individual flows and map them to
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an appropriate network. In other scenarios, a user may want to aggregate the
capacity of multiple paths concurrently to satisfy high throughput require-
ments. Both of these scenarios are addressed in the papers appended to this
thesis. We use the aforementioned architecture for network slicing to facilitate
network slice selection for individual flows based on the flow requirements.
With the same architecture, we take advantage of the knowledge of the slice
manager about the network topology to dynamically enable bandwidth aggre-
gation when it is beneficial. We also investigate a scenario with multiple Radio
Access Technologies (RATs) and multiple operators, where we use a heuris-
tic algorithm to select a network path to minimize flow completion time and
improve availability.

The rest of this introductory summary is structured as follows: Section 2
provides a background on the main subjects and techniques discussed in this
thesis. Section 3 details the main research objectives. The main contribu-
tions of this work are discussed in Section 4. The research methodology used
throughout this thesis is presented in Section 5. A summary of the appended
papers is provided in Section 6. Section 7 concludes the introductory summa-
ry and discusses future work.

2 Background
Some background information is required to have a context of the research
presented in the appended papers. This section, therefore, presents the three
main concepts of this thesis. We introduce the transport services architecture
we employ to dynamically tune the network stack on the end host in all three
of our works. Next, we introduce multi-connectivity, another concept we use
in all three papers. Finally, background on the network slicing paradigm in
5G is provided since it is a central concept for two of the appended papers.

2.1 Transport Services
This thesis primarily focuses on optimizing services typically offered by the
transport layer of the TCP/IP protocol stack [10]. The TCP/IP stack is re-
sponsible for providing end-to-end communication services for the applica-
tions that run on an Internet-connected device. There are several transport
protocols, each of which may provide a unique set of services to an applica-
tion [11]. Such services include full or partial reliability, ordered delivery,
congestion control, flow control, integrity protection, stream multiplexing,
message streaming and framing, security features, multipath connectivity, and
more. Different applications may have different needs and preferences and
therefore require different types of services. For some applications, such as
web browsing, reliable and ordered delivery features are required. The op-
posite is true for live content, e.g., a remote video call, where full reliability
may induce retransmissions that negatively impacts the real-time experience.
To satisfy the requirements of different applications, they must be mapped to
the services offered by the available transport protocols. Traditionally, this is
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partially done at design time by the application developer and partially based
on system-wide policies set by the networked device’s administrator. Conse-
quently, the network stack configuration of an application tends to be very
static. Such static configurations generally do not adapt well to changing net-
work conditions and cannot optimize for different services.

Today, most networked applications rely, in some way, on the Berkeley
Socket API [12] (henceforth referred to as the Socket API). Communicating
applications may create so-called sockets, a logical end-point with which the
application can communicate with other processes. The Socket API comes
in two different flavors. The Datagram API, associated with the User Data-
gram Protocol (UDP) [13], offers a connection-less service, where each pack-
et is handled separately as an independent unit from the rest of the data flow.
Neither reliable delivery nor order is guaranteed. Applications that use the
Datagram API must be robust against potentially lost or reordered data. Al-
though UDP can be seen as "bare-bones" in terms of feature support, this lack
of features makes it suitable as a substrate for implementing other protocols.

In contrast, the Stream API is connection-oriented. While the Stream API
is most commonly associated with TCP, it is also shared with other transport
protocols such as the StreamControl Transmission Protocol (SCTP) [14] and,
despite the name, the Datagram Congestion Control Protocol (DCCP) [15].
Unlike the Datagram API, messages sent over the Stream API are inherently
assumed to be part of a greater context, i.e., a continuous stream of data. Due
to this, it is required to keep more state about the communication, such as
keeping track of the sequence in which the data was sent. While keeping such
state information makes communication more computationally expensive, it
also gives rise to the opportunity to implement certain useful features that the
Datagram API cannot offer. TCP, for example, guarantees to deliver data reli-
ably. In addition, to prevent reordered data at the receiver, TCP also ensures
in-order delivery.

Furthermore, TCP includes mechanisms such as congestion- and flow con-
trol. Congestion control is a mechanism that aims to maximize the sending
rate while avoiding overwhelming the buffers of network bottlenecks. Flow
control is a separate mechanism to prevent a fast sender from overwhelming
a slower receiver. This set of useful services has made TCP a prevalent choice
and can be seen as the de facto standard of the Internet.

Even though protocols such as SCTP and DCCP offer unique services to
applications (not described here for brevity), the adoption rate of such pro-
tocols remains low. There are several reasons for the low adoption levels,
including poor support from Operating Systems (OS) and network middle-
ware such as firewalls. Even though SCTP and DCCP share the Stream API
with TCP, it requires significant work to adapt existing programs to use these
protocols. Therefore, application developers have generally posed a simple
question when creating networked applications: Do I choose UDP or TCP?

The Transport Services (TAPS) [16] working group of the Internet En-
gineering Task Force (IETF) was formed to re-enable the evolution of the
network protocol stack. The working group has introduced an architecture
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Application

Datagram API Stream API

UDP TCP, SCTP,
DCCP, ...

Network layer

Figure 1: The classic Socket API
model.

Transport Services API

Network layer

Application

UDP TCP, SCTP,
DCCP, ...

Figure 2: The Transport Services
API model.

that enables networked applications to become uncoupled from the underly-
ing network stack. The TAPS architecture offers an expressive API, where the
most suitable so-called transport service can be selected at run-time based on
the application’s requirements and information on the network characteris-
tics. Such a transport service includes the choice of a transport protocol, the
configuration of the chosen transport protocol, and the choice of the network
interface.

A comparison between the classic Socket API and the Transport Services
API is illustrated in Figures 1 and 2. With the Socket API, the applicationmust
be written specifically with the Datagram and/or Stream API in mind. By
extension, this essentially means that the application is closely coupled with
the selected protocol(s). Furthermore, the configuration of the chosen pro-
tocol(s) must either be handled by the application itself or by falling back to
the system defaults. TAPS offers a single API, where the underlying network
protocol stack details become invisible to the application. The TAPS API al-
lows the application to convey information on its requirements, from which a
set of potential connection candidates are generated. These candidates are cho-
sen by combining the application requirements and global policies. To finish
the selection process, the TAPS architecture uses a fallback mechanism labeled
candidate racing, an extension of the Happy Eyeballs algorithm [17] that en-
ables the choice of different protocols and network interfaces. This mecha-
nism allows multiple connection attempts to be performed simultaneously,
and the first candidate to establish a connection is chosen. This decoupling
between the transport layer and the application allows for easier integration
of new network functionality in existing applications and, more relevantly to
this work, a flexible way to optimize the transport solution during run-time.

In all three papers of this thesis, the TAPS architecture is used extensively
to enable different types of services to individual data flows. In Paper I, we use
TAPS to select and configure the transport protocol. We use TAPS to config-
ure the network stack on the transport level and TAPS in multi-connectivity
contexts. In Papers I-III, the architecture is used to choose the most appropri-
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Figure 3: Multi-connectivity example.

ate network path, or paths, based on application requirements.

2.2 Multi-Connectivity
Devices with more than one IP address, called multi-homed devices, are
becoming increasingly common, primarily due to the popularity of smart-
phones, which are usually equipped with cellular and WiFi RATs. The
term multi-connectivity refers to using multiple network paths concurrently.
Figure 3 shows an example of multi-connectivity, where a single User Equip-
ment (UE) device, e.g., a smartphone, is connected over multiple network
paths, including different RATs.

Multi-connectivity may be used in multiple ways. It provides robustness
against network failures and enhances mobility, as is typical in wireless net-
works. It allows a device to move out of the range of one access technology
while maintaining connectivity over another. Multiple network paths may
provide redundancy for an application data flow when the primary path ex-
periences failure.

Furthermore, multiple network paths may be used for different types
of traffic; one path may be more suitable for latency-sensitive applica-
tions, whereas another may offer higher bandwidth, which opens up for
steering traffic on the most suitable path. Finally, the capacity of mul-
tiple network paths may be aggregated for the transfer of a single data
flow, i.e., for Concurrent Multipath Transfer (CMT), enabled by protocols
such as CMT-SCTP [18], Multipath TCP (MPTCP) [19], Multipath QUIC
(MPQUIC) [20], and Multipath DCCP (MP-DCCP) [21]. While CMT may
significantly increase the throughput of applications in some situations, path
asymmetry in terms of latency and capacity can lead to reordered delivery of
data at the receiver, which leads to issues such as head-of-line blocking and
receive window blocking [22]. In many cases, CMT can even be harmful to
the performance compared to single-path transfers [23]. The utilization of
multiple paths, therefore, requires careful consideration of the characteristics
of the paths.

The path characteristics depend on several different factors. One domi-
nating factor is the access technology used, e.g., wired, WiFi, or cellular. Such
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Figure 4: The main concept of network slicing.

technologies have their own unique set of attributes in terms of latency, band-
width, and dynamics. Typical for wireless access technologies is that the con-
ditions under which they operate may change rapidly over time, especially as
the signal to remote devices may deteriorate (or improve) as the devices move
around. Therefore, predicting which path or paths to use for a data transfer is
a challenge, especially considering that the network conditions are generally
not visible to the application.

The opportunities of multi-connectivity are explored in some form in
all three of the papers in this thesis. However, it is a primary focus in Pa-
per II and Paper III. For example, in Paper III, we utilize multiple mobile
network operators to reduce latency and improve availability. We consider
multi-connectivity for physical and virtual networks, i.e., in network slicing.
Multi-connectivity in a network slicing context is investigated in Paper I and
Paper II.

2.3 Network Slicing
Traditionally, technologies such as cellular offer, more or less, only a single
service that is shared by all applications, regardless of their requirements on
the network. With such an approach, data flows with very different character-
istics and QoS requirements must co-exist, even if such flows may influence
each other negatively in a shared network. This "one size fits all" approach
may, therefore, no longer be able to keep upwith the diversification ofmodern
applications. In light of this, there has been a recent push towards more flexi-
ble networks, which can be tailored to the needs of specific applications. 5G
networks employ several techniques to offer services more tailored to individ-
ual applications. One essential technique in 5G is the network slicing concept,
which was introduced to accommodate the increasing emergence of these var-
ious services. Network slicing is an architecture that enables multiple virtual
networks to be created on top of an underlying, shared physical network. The
main concept of network slicing is depicted in Figure 4, which shows three
network slices of different Slice/Service Types (SSTs) that run on the same
physical infrastructure. The SST describes the expected capabilities and ser-
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vices that a network slice is expected to provide. The SSTs depicted in Figure 4
map to the three main areas of use that 5G targets. These areas are enhanced
Mobile Broadband (eMBB) for applications that primarily require very high
throughput, Ultra-Reliable Low-Latency Communication (URLLC) for ap-
plications that require very low latency and ultra-high reliability, and massive
Machine Type Communication (mMTC), which supports IoT devices on a
massive scale.

Network slicing is based on network softwarization and virtualization us-
ing techniques such as SDN and NFV and enables Network Functions (NFs)
and resources to be deployed and managed programmatically via software.
Virtual Network Functions (VNFs) are decoupled from the physical hard-
ware they run on and may be chained together to form a logical network
tailored toward meeting specific requirements in terms of latency, bandwidth,
and other QoS metrics.

Historically, the NFs of cellular networks consist of specialized hardware
boxes designed for a specific task, which makes them inflexible. Changes to
the network required acquiring and installing such special hardware boxes,
which could be faster and more flexible. With NFV, these NFs can be imple-
mented as virtual machines or containers run on commodity hardware. VNFs
can therefore be started or decommissioned as needed, vastly improving the
flexibility and scalability of the network.

SDN is an abstraction technique used to decouple the data plane from the
control plane, using protocols such as OpenFlow [4]. Network switches in
SDN forward network packets while the routing process is centrally managed
by one or more so-called controllers. Combined with NFV, SDN provides
levels of flexibility and scalability that are unrivaled by traditional networks,
and this combination is the driving force behind the network slicing paradigm.
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3GPP defines a Network Slice Instance (NSI) as a set of NF instances and
the underlying resources which make up a network slice [24]. Such NSIs are
managed by a central slice manager in the 5G core. The slice manager entity
is responsible for the entire lifecycle of an NSI, which includes the placement,
activation, and configuration of services, resource provisioning, and the de-
commissioning of network slices. Furthermore, the slice manager is respon-
sible for monitoring the health and status of the NSI throughout its lifetime.

As Figure 5 shows, the network slicing architecture is comprised of three
separate layers [25]:

1. The service instance layer, which comprises several service instances that
represent the requirements of the service-level agreement expected to be
satisfied by a network slice.

2. The network slice instance layer, which represents theNSIs that are made
up of several NFs that are chained together to provide the service in-
stances in the service instance layer, and

3. The resource layer represents the actual physical resources used by the
NSI.

An important role of the slice manager entity is mapping the service in-
stances described in the service layer to the NSI in the network slice instance
layer, which runs on top of the physical resources provided by the resource
layer. In other words, the slice manager takes a service’s high or low-level de-
scription and provides a virtual network that fulfills the service requirements
by chaining NFs and/or VNFs via NFV and SDN.

By giving control over network slices to a single entity, the slice manager
can comprehensively understand all NSIs. The information available to the
slice manager includes details about the NFs and VNFs and their connections,
such as the topology and QoS qualities of individual links. While helpful in
configuring the network protocol stack on the end host, such information is
typically unavailable to it. In Paper I, we extend the network slicing concept
so that fine-grained NSI information can be conveyed to the end host, allow-
ing for a flexible configuration of the end-host network stack. Furthermore,
as a single end-host may be served by multiple NSIs simultaneously (which,
from the perspective of the end-host, are simply different networks), the op-
portunity for a novel approach to multi-connectivity is presented, which we
also explore. This work is expanded upon in Paper II, with the introduction
of the PoLicy-based Architecture for Network Slicing (PLANS), which allows
the end host and the slice manager to optimize the use of NSIs cooperatively.

3 Research Objectives
The overall objective of this thesis is to investigate how to enable the optimiza-
tion of communication services on the end-host such that they can fulfill the specific
requirements of individual applications.
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Figure 6: A diagram showing the mapping between the appended papers and
the research objectives.

More specifically, the main research objectives are:

(O1) Investigate how to flexibly configure the transport layer to enable the cre-
ation of optimized services for individual applications.
On the end-hosts, the choice of the transport protocol, and its configu-
ration can be crucial to the performance. We look at how the transport
layer can intelligently and dynamically be configured to provide opti-
mized services. This objective is addressed in Paper I.

(O2) Investigate how to improve the visibility of the network characteristics to
the end hosts.
We propose close cooperation between the end-host devices and the net-
work to allow for more flexible and intelligent utilization of the avail-
able network resources compared to traditional methods. This objective
is addressed in the architecture proposed and extended in papers I and II.

(O3) Investigate how the choice of network path can be used for the creation of
optimized services.
In a multi-connectivity context, the choice of network interface, or
rather, the network path, is another way to affect the performance of
a networked application. Different network paths have different char-
acteristics, depending on several factors. The performance of a particu-
lar network path does not only rely on the network configuration; the
performance of a path may also vary over time. When multiple net-
work paths are available, how are they best utilized, and how can the
current performance of a network path be predicted? These questions
are addressed in papers II and III.

Figure 6 illustrates how the three appended papers relate to the three dif-
ferent objectives.

4 Contributions
This thesis addresses the research objectives in the following ways:
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• We show how the TAPS architecture can be leveraged to flexibly
configure the transport layer to enable a variety of applications.
This contribution addresses research objective O1. In Paper I, we demon-
strate how the TAPS architecture can dynamically select and configure
the transport protocol for a connection. We use the information on
available network paths to optimize the TCP startup phase, allowing the
TCP connection to utilize the network’s resources. We also use the in-
formation on the network topology to intelligently enableMPTCP for a
connection to better use available resources. In Paper III, we also explore
how candidate racing may be used as a fallback mechanism to increase
availability, and we analyze its overhead impact. The performance ben-
efits of the candidate racing mechanism are relatively unexplored in the
literature, although some related work investigates the overhead costs of
the mechanism [26]. The idea of decoupling applications from the un-
derlying layers through service-oriented APIs has existed for some time,
as an early work by Ogle et al. [27] demonstrates. Other examples of
such APIs are presented in [28, 29, 30]. These works are primarily ar-
chitectural. In contrast, relatively few works focus on the benefits such
mechanisms may provide in practice. Bozakov et al. [31] use TAPS in
an SDN context for dynamic transport protocol selection, where the
presented framework may opt to enable MPTCP when it detects the
creation of data flows with large data volumes. Similarly, the work pre-
sented byHurtig et al. [32] explores how a TAPS systemmay choose be-
tween TCP and MPTCP based on the expected transfer size. In short, a
limited amount of work highlights the benefits of service-oriented APIs
and TAPS-like architectures. Therefore, the work presented in Paper I
contributes to this relatively unexplored area of research.

• An extensive policy-based architecture that establishes a close cou-
pling between the end-user devices and the network.
This contribution addresses research objectives O1 and O2. In Paper I, we
introduce an architecture that enables the slice manager in a 5G network
to communicate fine-grained information on existingNSIs to theUE de-
vices by defining a communications channel between the slice manager
and the UE where such information may be exchanged. Using this in-
formation, we demonstrate the creation of optimized services through
protocol selection, protocol configuration, and network slice selection.
This architecture was later enhanced to form the PLANS architecture,
presented in Paper II. PLANS incorporates a close integration between
policy systems in the network and on the UE to optimize the usage of
the network’s slices, even during adverse situations such as the failure
of network slices. However, the problem of network visibility has been
tackled by several previous works [31, 33, 34, 35, 36], to our knowl-
edge, the works presented in Paper I and II are the first to consider the
network slicing paradigm in this context.
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• A better understanding of howmulti-connectivity may be leveraged
to optimize services.
This contribution addresses research objective O3. Multi-connectivity is
investigated in some form in all three appended papers, though it plays
a central role in papers II and III. Paper I and Paper II consider multi-
connectivity in network slicing, where we demonstrate steering, switch-
ing, and splitting over multiple slices. Steering refers to the selection of
the path that is best suited for a particular service, switching refers to the
process of changing from one path to another, preferably without caus-
ing an interruption in the service, and splitting refers to the aggregation
of path capacities. Although the 3GPP standards define that a single UE
device may be served by up to eight network slices concurrently [24],
this approach to multi-slicing is considered unexplored territory.
In Paper III, we demonstrate how the TAPS architecture may be used
in a multi-connectivity context to optimize for low latency and high
availability in a highly mobile setting, i.e., for connected vehicles. We
implement the LTE-SQ algorithm, previously proposed in [37], as a set
of policies in a TAPS system. The LTE-SQ algorithm is designed to pre-
dict from multiple cellular connections which connection can deliver a
message faster. LTE-SQ uses information on signal quality and cellular
access technology to do this. In [37], this algorithm is evaluated in an
offline analysis based on a previously collected dataset. In Paper III, we
evaluate the algorithm extensively in a real-world testbed.
In general, using multiple network paths is an active area of research.
Multiple works focus on the combination of multiple paths for band-
width aggregation and reduced latency [38, 39, 40, 41, 42, 43]. Several
works also highlight the challenges inherent with the concurrent use of
multiple paths [38, 39, 43, 44, 45, 46], including issues related to path
asymmetry, choice of initial path, the flow length, as well as the traf-
fic pattern. To tackle these challenges, several packet schedulers have
been proposed [22, 47, 48, 49, 50, 51, 52, 53]. These works focus on
CMT, which may not be desirable for all applications, and finding a
generic policy that works well in many scenarios remains challenging.
Redundancy [54] is another way to utilize multiple paths, though the
approach comes with the cost of the additional overhead induced in the
network. In Paper III, we use the candidate racing mechanism to intro-
duce redundancy while minimizing the induced overhead since it only
applies during the connection setup phase.

5 Research Methods
The work presented in this thesis is in the area of computer science, or more
specifically, in the field of computer networking. Computer science as a whole
is a diverse area with close ties to both mathematics and engineering. The two
aspects play a critical role in computing; mathematics provides the theoretical
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Figure 7: An overview of the iterative, scientific method.

foundations of the field, while engineering provides the practical realization of
computing. Both of these aspects are present throughout this work.

This work follows the empirical scientific method, a continuous process
with several steps, and is illustrated in Figure 7. The following steps can sum-
marize the process:

1. Problem statement, i.e., a research question that is asked. Typically, this
step also includes a review of the literature on the question topic; rather
than starting from scratch, the researcher builds upon the knowledge
that has been attained and shared by other scientists.

2. Hypothesis building, in which a hypothesis, i.e., an explanation, for an
observation is formulated. The resulting hypothesis must be falsifiable,
or in other words, the validity of the explanation must be able to be
tested. In the work presented in this thesis, the null hypothesis is used
extensively. The null hypothesis would suppose, for example, that a
change to a system had no effect or that there is no difference in the per-
formance between two systems (or, rather, that any observed difference
is due to random chance). In conjunction with the null hypothesis, an
alternate hypothesis is also formed. The alternative hypothesis would
conjecture that a change to a system would result in observations that
cannot be explained by chance.
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3. Experiment design, in which an experiment is designed to test the for-
mulated hypothesis.

4. Hypothesis testing, which entails the actual performance of the experi-
ment.

5. Analysis, in which the results from the experiment(s) are analyzed. Sta-
tistical tests are performed to determine whether the null hypothesis is
rejected. If any observed difference between two systems is not greater
than differences that may occur due to random chance, the alternative
is reformulated, and the process starts from step 2.

The experimental setups used for hypothesis testing in computer network-
ing may be grouped into the following: (i) analytical modeling, where the
investigated system is evaluated mathematically; generally using simplified
mathematical models, (ii) simulation, which uses models of the measured sys-
tem and the surrounding environment that are more detailed and true-to-life
than the models produced for analytical modeling, (iii) emulation, which can
be seen as a hybrid between a simulation and the real world, where the mea-
sured system and the surrounding environment are only partially modeled –
the other parts are the actual investigated system and/or environment, and
finally, (iv) real-world experimentation.

Analytical modeling, simulation, emulation, and real-world experiments
all come with their benefits and drawbacks. Analytical modeling allows a re-
searcher to grasp the behavior of a system quickly and requires relatively little
infrastructure and resources. Simulation is also flexible, as the environment
can be controlled entirely and does not require the purchasing and setting up
expensive and complex infrastructure. The main drawback to both analytical
modeling and simulation is that the results produced by such approaches can
be relatively far from the real world, which depending on the assumptions
used during the modeling, may lead to incorrect conclusions. Emulation of-
fers results much closer to the real world while allowing the surrounding en-
vironment to be controlled completely. Real-world experiments provide the
most realistic results but limit the researcher’s control over the surrounding
environment. Therefore care must be taken to limit the effect of noise in
the measurements, generally by carrying out several repetitions of the exper-
iment.

The experiments presented in this thesis were primarily carried out in two
real-world testbeds. In Paper I and Paper II, the 5GENESIS platform in the
city of Athens [55, 56] was used for the evaluation. The Athens testbed spans
three locations in the city, NCSR Demokritos Campus, OTE Academy Cam-
pus, and Egaleo Football Stadium, and focuses on network virtualization tech-
nologies - including network slicing. In Paper III, measurement nodes installed
on buses and coaches in the Swedish region of Värmland was used to carry out
the experiments. These nodes were provided by the Measuring Mobile Broad-
band Networks in Europe (MONROE) testbed [57, 58]. Furthermore, some
simulated results were used for Paper III.
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Beyond experimentation, it bears to mention the architectural work pre-
sented in this thesis. While Paper III is heavily focused on experimentation
and analysis, Papers I and II are architectural and focus more on the engineer-
ing aspects of computer science. Therefore, the experimental work in Paper I
and II has a smaller scope than in Paper III, as the experiments are primarily
meant to demonstrate the capabilities of the proposed architectures.

6 Summary of Appended Papers
Paper I – Extending Network Slice Management to the End-host

In this paper, we propose an extension of the network slicing concept, such
that it involves the configuration of the network stack of the applications run-
ning on the end-host. This is done by defining a communications channel
between the end-host and the slice manager entity in the 5G core, allowing
fine-grained information on the network configuration and characteristics to
be fed to the end-host. This information may then be used by a TAPS system
on the end-host to make intelligent decisions regarding the choice and config-
uration of the transport protocol, as well as a dynamic mapping of network
flows to slices. We show that such an architecture may be used to greatly
reduce file upload times and packet delivery times. We also show that the
architecture can flexibly enable multipath aggregation to achieve higher data
rates.

Paper II – Integrated Network and End-host Policy Management for Net-
work Slicing

This paper expands upon the ideas presented in Paper I. In this work, we
integrate policy engines both inside the network and on the end-hosts to co-
operatively manage the resources of the network. Specifically, we look at a
scenario where a policy component that is co-located with the slice manager
entity may alert the policy system on the end-host to effectively manage how
the end-host uses the available network slices during failures. We show in a
set of experiments how an intelligent steering of network traffic over the slices
available to an end host can not only provide optimized services, but also con-
siderably enhance the robustness of the communication. We demonstrate for
a drone-autopilot use-case how the architecture can reduce network-slice re-
covery time by more than 90%, and how high throughput and high quality
video playback can be sustained during slice failures.

Paper III –Utilizing Multi-Connectivity to Reduce Latency and Enhance
Availability for Vehicle to Infrastructure Communication

In this paper, we look at a multi-connectivity solution for the use-case of Co-
operative Intelligent Transport Systems (C-ITS) – a technology which allows
for real-time wireless communication between vehicles and roadside infras-
tructure. Our goal is to enhance availability and latency, while minimizing
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the overhead, for such communications. More specifically, we demonstrate
through a number of experiments that by adding some intelligence (in the
form of transport services and policy components) to the network selection
process, multi-connectivity can be exploited to significantly enhance the per-
formance. We demonstrate that evenwhen applied by relatively simplemeans,
network selection algorithms can provide close to 100% availability, and great-
ly reduced latency.

7 Conclusions and Future Work
Through a combination of techniques, the presented work shows how greater
flexibility in the configuration and management of the network stack of the
end host may be achieved. This increased flexibility allows solutions to be
tailored toward the specific needs of applications, e.g., low latency, high avail-
ability, and high throughput.

Central to this work is the concept of transport services – an architecture
that decouples applications from the underlying network protocol stack, thus
allowing the system to be flexibly configured during run time, rather than the
static configurations of the past. This flexibility is leveraged to create services
tailored to the needs of specific applications through intelligent network se-
lection, protocol selection, and configuration. Multi-connectivity is leveraged
in various ways to improve performance through the steering, switching, and
splitting of traffic. The challenge of network visibility is also tackled by tying
the transport services in the end host to the network slice management entity
inside the 5G core. The proposed PLANS framework establishes a communi-
cations channel between the slice manager and the UE devices, allowing the
network to influence and assist in configuring the network stack of individual
applications. The presented research show how these concepts can be used
to create optimized services for several diverse applications, from connected
vehicles, to drone autopilot scenarios and 360-degree video streaming.

The research presented in this thesis is only a first step towards facilitating
novel Internet services, and several outstanding issues remain. Finding ways
to map the PLANS framework to the 5G architecture specified by the 3GPP
has been left to future work. Although the PLANS framework has proven
to provide many benefits inside of a 5G testbed, the question of how such a
framework can be integrated with existing commercial 5G networks remains
to be answered.

Another unanswered but crucial question is that of policy. While TAPS
allows for increased flexibility, that flexibility only goes as far as the actual
policies used by TAPS allow. With the emergence of novel applications, more
than the static policies used in this work will likely be required. TAPS has
shifted the task of protocol selection away from the application developer,
and that responsibility has instead landed on the policy system integrated with
TAPS. Nevertheless, the question of who or what manages the policy system
remains, which we intend to look at in the future.
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