
Traffic Management in Software-
Defined Data Center Networks
Traffic management in data centers is paramount to improving network 
and application performance, thereby improving the quality of service 
by reducing network congestion, packet loss, and latency. However, 
the deployment and configuration of traffic management techniques 
are challenging due to diverse data center traffic characteristics, 
large data center topologies, and the interplay of different protocols 
at the routing, transport, and link layer. Software-Defined Networking 
(SDN) emerges as a new paradigm towards a centralized network 
configuration and traffic management by decoupling the control plane 
from forwarding devices.

In this thesis, we aim to improve traffic management and its 
configuration for software-defined data center networks by providing 
novel approaches that enhance the control plane as well as leveraging 
novel concepts of data plane programmability. At the control plane, 
we provide solutions such as high-level based policy framework,  
automation of layer 2 services, and fast restoration of network 
connectivity for virtual machine migration, that make network 
configuration and traffic management simpler for data-center 
operators. At the data plane, we propose approaches to improve load 
balancing in data centers and an in-network support mechanism to 
avoid reordering for data-parallel applications even when there are 
flow priority changes due to global coflow scheduling updates.
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Abstract
Traffic management in data centers is paramount to improving network and
application performance, thereby improving the quality of service by reducing
network congestion, packet loss, and latency. However, the deployment and
configuration of traffic management techniques are challenging due to diverse
data-center traffic characteristics, large data center topologies, and the interplay
of different protocols at the routing, transport, and link layer. Software-Defined
Networking (SDN) emerges as a new paradigm towards a centralized network
configuration and traffic management by decoupling the control plane from
forwarding devices. Despite its holistic view of the network, data centers are
commonly interconnected by traditional networks that use standard routing
protocols. It is therefore essential to achieve interoperability with legacy
systems, end-to-end traffic management, and to avoid the cumbersome, time-
consuming, and error-prone configuration process of data-center edge network
devices.

In this thesis, we aim to improve traffic management and its configuration
for software-defined data center networks. To achieve this objective, we provide
novel approaches that enhance the control plane as well as leverage novel
concepts of data plane programmability.

At the control plane, we first propose different mechanisms that enable
the fast restoration of network connectivity after a virtual machine migration.
Second, we suggest a network management automation framework that ex-
tends layer 2 connectivity to the tenants’ services hosted across geo-distributed
data centers. Moreover, we provide high-level policy-based mechanisms that
make network configuration and traffic management simpler for data-center
operators. At the data plane, we develop MP-HULA that load-balances multi-
path connections across least-congested paths. MP-HULA leverages advanced
data plane mechanisms to rank multiple paths according to congestion metrics
and uses that information for fine-grained load-balancing decisions considering
transport layer information. To improve flowlet-based load-balancing deci-
sions, we propose FlowDyn, which efficiently estimates round-trip time using
programmable telemetry data. Finally, we present pCoflow, an in-network
support mechanism that uses advanced programmable scheduling primitives
to effectively avoid reordering for data-parallel applications even when there
are flow priority changes due to global coflow scheduling updates.

Keywords: SDN, data center, load-balancing, traffic management, EVPN,
big data, programmable data plane

iii





v

Acknowledgements
A PhD is not an easy and straight way to follow, especially as you move forward
and new challenges emerge. However, these challenges and difficulties are what
make it valuable. On the way, I had always people advising, encouraging and
helping me. Therefore, the result of this thesis is not only mine, but of all
those who have made this day happen.

First and foremost, I would like to extend my sincere gratitude to my
supervisor Professor Andreas Kassler, for his trust, advice, help and dedication.
I have learned a lot through your suggestions and your perseverance to achieve
and reach beyond just enough. I am also grateful to Enrica Zola, who greatly
helped me during my master’s thesis and during my early stages as a PhD
student. I would also like to thank all my department mates, those who
still follow their academic career and those who finished but were also part
of my stage at the university. Your conversations, technical discussions and
experiences have made me not only deliver this thesis but take these good
memories with me. I would also like to thank all my co-authors for your
collaboration, contribution and feedback.

I would like to dedicate this work to my wife Themys, who from the
beginning encouraged me to embark on this journey and has motivated me
to continue until the end. Despite the difficulties, ups and downs, you have
always been there. This would have been impossible without your help, your
advice, your patience and your everlasting love. I am eternally grateful to God
for blessing me with you and our marriage. Finally, I would like to thank my
family and my brothers and sisters in Christ who have always been there to
support me.

Cristian Hernandez Benet





vii

List of Appended Papers
1. Cristian Hernandez Benet, Kyoomars Alizadeh Noghani, Javid Taheri.

SDN Implementation and Protocols. Big Data and Software Defined
Networks, Chapter 2, The Institution of Engineering & TechnologyMarch,
2018.

2. Kyoomars Alizadeh Noghani, Cristian Hernandez Benet, Andreas J.
Kassler, Antonio Marotta, Patrick Jestin, Vivek V. Srivastava . Automat-
ing Ethernet VPN Deployment in SDN-based Data Centers. Fourth
International Conference on Software Defined Systems (SDS), Valencia,
Spain, May 8th-11th, 2017.

3. Cristian Hernandez Benet, Kyoomars Alizadeh Noghani, Andreas
Kassler, Ognjen Dobrijevic, Patrick Jestin. Policy-based Routing and
Load Balancing for EVPN-based Data Center Interconnections. IEEE
Conference on Network Function Virtualization and Software Defined
Networks (NFV-SDN), Berlin, Germany, November 6th-8th, 2017.

4. CristianHernandez Benet, RobayetNasim, KyoomarsAlizadehNoghani,
Andreas Kassler. OpenStackEmu - A Cloud Testbed Combining Net-
work Emulation with OpenStack and SDN. 14th IEEE Annual Consumer
Communications &Networking Conference (CCNC), Las Vegas, NV, USA,
Jan 8th-11th, 2017.

5. Cristian Hernandez Benet, Kyoomars Alizadeh Noghani, Andreas J.
Kassler. Minimizing Live VM Migration Downtime Using OpenFlow
based Resiliency Mechanisms. 5th IEEE International Conference on
Cloud Networking (Cloudnet), Pisa, Italy, Oct 3th-5th, 2016.

6. Cristian Hernandez Benet, Andreas J. Kassler, Theophilus Benson,
Gergely Pongracz. MP-HULA: Multipath Transport Aware Load Bal-
ancing Using Programmable Data Planes. NetCompute’18: In-Network
Computing, Budapest, Hungary, August 20th, 2018.

7. Cristian Hernandez Benet, Andreas J. Kassler. FlowDyn: Towards
a Dynamic Flowlet Gap Detection using Programmable Data Planes.
8th IEEE International Conference on Cloud Networking (IEEE CloudNet
2019), Coimbra, Portugal, November 4th-6th, 2019. Best Paper Award.

8. Cristian Hernandez Benet, Andreas J. Kassler, Gianni Antichi,
Theophilus Benson, Gergely Pongracz. Providing In-network Support
to Coflow Scheduling. 7th IEEE International Conference on Network
Softwarization (NetSoft), Tokyo, Japan, June 28, 2021.

Note: Some of the appended papers have been subject to minor editorial
changes.



viii

Comments on my Participation

Paper I I am the main author and I have been primarily responsible for
writing all sections, defining the structure and content of the work. My
co-authors have contributed to the paper review and providing feedback on
structure, content, and writing.

Paper II Kyoomars Alizadeh is the main author of the paper. The idea of
the paper came from discussions between my co-authors and me after reading
IETF documents about EVPN. The design and proposal of the architecture
is a joint work between Kyoomars and me. I assisted in the writing and
review of all sections of the paper. I collaborated in the set up, design, and
partially evaluating the experiments. Andreas provided valuable feedback on
the experiments and review of the paper.

Paper III I am the main author of the paper. I was the primary responsible
for conducting the evaluations and writing the evaluation section. I wrote
the rest of the sections of the paper with the help of my co-authors except
for the architecture section. I was the main responsible for carrying out the
implementation with the help of Kyoomars Alizadeh.

Paper IV I am the main author of the paper and I wrote the implementation
section and most of the abstract. Moreover, I assisted in reviewing and provid-
ing feedback for the other sections of the paper. The idea of OpenStackEmu
stems from fruitful discussions with all the co-authors who collaborated to
develop the use-cases and write the paper. I was responsible for setting up
the emulator and the generated traffic within the data center. Furthermore, I
was in charge of the design, installation, and implementation of the network
rules between the emulator and OpenStack. Robayet and I installed and config-
ured OpenStack on the physical nodes, as well as created the virtual machine
images and the traffic between the virtual machines. I was also responsible
for installing and configuring the real-time application of MPEG-DASH and
NGINX proxy.

Paper V I am the main author, I wrote the evaluation section, and I co-
authored the remaining sections of the paper. I was the main responsible for
setting up the testbed and conducting all experiments presented in the paper.
The idea of this article emerged from discussions with Kyoomars Alizadeh,
who helped me also to develop the different solutions to improve the virtual
machine migration within the data centers. My supervisor has contributed to
the review of the paper, the design of experiments, and the interpretation of
results.



ix

Paper VI I authored all sections of the paper with comments from my co-
authors. Moreover, I was the main responsible for designing, implementing,
and evaluating the presented approach. The idea and design came from contin-
uous discussions with my supervisor.

Paper VII I am the main author of the paper and responsible for designing,
developing, implementing, and conducting the experiments for evaluation.
Furthermore, I authored all sections of the article. My supervisor contributed
to the review of the paper. The paper is a continuation of the work done in
Paper VI.

Paper VIII I authored all sections of the paper. Moreover, I am the main
responsible for designing, implementing, and carrying out the experiments for
evaluation. My coauthors helped me by providing suggestions and feedback
in the design and evaluation. Furthermore, they reviewed and rewrote some
parts of the paper. This paper started as a collaboration project that arose from
different conversations between my coauthors, and me as a continuation of
Paper VI.

Other Publications
• Cristian Hernandez Benet, Andreas Kassler, Enrica Zola. "Predict-
ing Expected TCP Throughput using Genetic Algorithm", Computer
Networks, vol 108, Pages 307-322, 2016.

• Robayet Nasim, Cristian Hernandez Benet, Kyoomars Noghani Al-
izadeh, Andreas J. Kassler, "Improving VM Live Migration Experiences
through SDN-based Approaches", Poster session presented at the IAB
Workshop, Karlstad, Sweden, Septembrer 26-27, 2016.

• Cristian Hernandez Benet, Andreas J. Kassler, "Policy-based Routing
and Load Balancing for EVPN-based Data Center Interconnections",
Poster session presented at the IAB Workshop, Karlstad, Sweden, Octo-
ber 17-18, 2017.

• Zdravko Bozakov, Simone Mangiante, Cristian Hernandez Benet,
Anna Brunstrom, Ricardo Santos, Andreas Kassler, Donagh Buckley,
"A NEAT framework for enhanced end-host integration in SDN envi-
ronments", In IEEE Conference on Network Function Virtualization and
Software Defined Networks (NFV-SDN), Berlin, Germany, 2017.

• Kyoomars Noghani Alizadeh, Cristian Hernandez Benet, Javid Taheri.
SDN helps volume in Big Data. In Big Data and Software Defined Net-
works, Chapter 9, Pages 185-205, The Institution of Engineering & Tech-
nology, March 2018.





xi

Contents
List of Appended Papers vii

Introductory Summary 1

1 Introduction 3
1.1 The Importance of Traffic Management in Data Centers . . . 5
1.2 Enhancing Traffic Management in Software-Defined Data Cen-

ter Networks . . . . . . . . . . . . . . . . . . . . . . . . . . 6
1.3 Enabling In-network Support for Traffic Management . . . . 7
1.4 Thesis Structure . . . . . . . . . . . . . . . . . . . . . . . . . 8

2 Background 8
2.1 Data Center, Cloud and Big Data . . . . . . . . . . . . . . . 8

2.1.1 Data Center Traffic Characteristics . . . . . . . . . . 9
2.1.2 Transport Protocols in Data Center Networks . . . . 11
2.1.3 Virtual Networking . . . . . . . . . . . . . . . . . . 12
2.1.4 Inter-Data Center Networking . . . . . . . . . . . . . 13

2.2 Enabling Technologies . . . . . . . . . . . . . . . . . . . . . 15
2.2.1 Software-Defined Networking . . . . . . . . . . . . . 15
2.2.2 Data Plane Programmability . . . . . . . . . . . . . . 17

2.3 Traffic Management . . . . . . . . . . . . . . . . . . . . . . . 19
2.3.1 SDN-based Resiliency and Recovery . . . . . . . . . 21
2.3.2 Load Balancing . . . . . . . . . . . . . . . . . . . . . 22
2.3.3 Network Policies . . . . . . . . . . . . . . . . . . . . 25

3 Related Work and Challenges 26
3.1 Control Plane Related Challenges . . . . . . . . . . . . . . . 26

3.1.1 Reduce Network Convergence Time after a Virtual
Machine (VM) Migration . . . . . . . . . . . . . . . 27

3.1.2 Automated and Fast EVPN Service Provision . . . . 29
3.2 Data Plane Related Challenges . . . . . . . . . . . . . . . . . 30

3.2.1 Load Balancing . . . . . . . . . . . . . . . . . . . . . 30
3.2.2 Improve the Network Performance for Distributed

Data-parallel Applications Traffic . . . . . . . . . . . 33

4 Research Questions 34

5 Contributions 37

6 Research Method 41



xii

7 Summary of Appended Papers 45
7.1 Paper I – SDN Implementation and Protocols . . . . . . . . . 45

7.1.1 Summary . . . . . . . . . . . . . . . . . . . . . . . . 45
7.1.2 Context and Limitations . . . . . . . . . . . . . . . . 46

7.2 Paper II – Automating Ethernet VPN Deployment in SDN-
based Data Centers . . . . . . . . . . . . . . . . . . . . . . . 46
7.2.1 Summary . . . . . . . . . . . . . . . . . . . . . . . . 46
7.2.2 Context and Limitations . . . . . . . . . . . . . . . . 47

7.3 Paper III – Policy-based Routing and Load Balancing for EVPN-
based Data Center Interconnections . . . . . . . . . . . . . . 47
7.3.1 Summary . . . . . . . . . . . . . . . . . . . . . . . . 47
7.3.2 Context and Limitations . . . . . . . . . . . . . . . . 48

7.4 Paper IV – OpenStackEmu - A Cloud Testbed Combining
Network Emulation with OpenStack and SDN . . . . . . . . 48
7.4.1 Summary . . . . . . . . . . . . . . . . . . . . . . . . 48
7.4.2 Context and Limitations . . . . . . . . . . . . . . . . 49

7.5 Paper V – Minimizing Live VM Migration Downtime Using
OpenFlow based Resiliency Mechanisms . . . . . . . . . . . 49
7.5.1 Summary . . . . . . . . . . . . . . . . . . . . . . . . 49
7.5.2 Context and Limitations . . . . . . . . . . . . . . . . 50

7.6 Paper VI – MP-HULA: Multipath Transport Aware Load Bal-
ancing Using Programmable Data Planes . . . . . . . . . . . 51
7.6.1 Summary . . . . . . . . . . . . . . . . . . . . . . . . 51
7.6.2 Context and Limitations . . . . . . . . . . . . . . . . 51

7.7 Paper VII – FlowDyn: Towards a Dynamic Flowlet Gap De-
tection using Programmable Data Planes . . . . . . . . . . . 52
7.7.1 Summary . . . . . . . . . . . . . . . . . . . . . . . . 52
7.7.2 Context and Limitations . . . . . . . . . . . . . . . . 53

7.8 Paper VIII – Providing In-network Support to Coflow Scheduling 53
7.8.1 Summary . . . . . . . . . . . . . . . . . . . . . . . . 53
7.8.2 Context and Limitations . . . . . . . . . . . . . . . . 54

8 Conclusions and Future Work 54

Paper I:
SDN Implementation and Protocols 73

1 How SDN is Implemented 74
1.1 Implementation Aspects . . . . . . . . . . . . . . . . . . . . 74
1.2 Existing SDN Controllers . . . . . . . . . . . . . . . . . . . 75

2 Current SDN Implementation using OpenDaylight 76
2.1 OpenDaylight . . . . . . . . . . . . . . . . . . . . . . . . . . 76

2.1.1 Architecture . . . . . . . . . . . . . . . . . . . . . . 78
2.1.2 Modules . . . . . . . . . . . . . . . . . . . . . . . . . 79



xiii

3 Overview of OpenFlow Devices 79
3.1 Software Switches . . . . . . . . . . . . . . . . . . . . . . . . 79
3.2 Hardware Switches . . . . . . . . . . . . . . . . . . . . . . . 82

4 SDN Protocols 83
4.1 ForCES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83
4.2 OpenFlow . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84

4.2.1 OpenFlow Protocol . . . . . . . . . . . . . . . . . . 84
4.2.2 OpenFlow Switch . . . . . . . . . . . . . . . . . . . 84
4.2.3 Flow Table . . . . . . . . . . . . . . . . . . . . . . . 85
4.2.4 Group Table . . . . . . . . . . . . . . . . . . . . . . 85
4.2.5 Meter Table . . . . . . . . . . . . . . . . . . . . . . . 86
4.2.6 Secure Channel . . . . . . . . . . . . . . . . . . . . . 87

4.3 Open vSwitch Database Management (OVSDB) . . . . . . . 88
4.4 OpenFlow Configuration and Management Protocol

(OF-CONFIG) . . . . . . . . . . . . . . . . . . . . . . . . . 89
4.5 Network Configuration Protocol (NETCONF) . . . . . . . 90

5 Open Issues and Challenges 91

6 Conclusions and Summary 93

Paper II:
Automating Ethernet VPN Deployment in SDN-based
Data Centers 99

1 Introduction 99

2 Background 101

3 Architecture and Implementation 102
3.1 High-Level Architecture . . . . . . . . . . . . . . . . . . . . 102
3.2 Enhanced SDN Functionalities for EVPN . . . . . . . . . . . 103
3.3 SDN Controller Modules . . . . . . . . . . . . . . . . . . . 104

3.3.1 Neutron . . . . . . . . . . . . . . . . . . . . . . . . . 104
3.3.2 L2VPN Service . . . . . . . . . . . . . . . . . . . . . 104
3.3.3 BGP-EVPN . . . . . . . . . . . . . . . . . . . . . . . 105
3.3.4 PEConfigure . . . . . . . . . . . . . . . . . . . . . . 106
3.3.5 Existing Modules . . . . . . . . . . . . . . . . . . . . 106

4 Evaluation 107
4.1 Evaluation Methodology . . . . . . . . . . . . . . . . . . . . 107
4.2 EVPN Deployment Performance . . . . . . . . . . . . . . . 107
4.3 Module Performance Test . . . . . . . . . . . . . . . . . . . 109

5 Conclusions and Future Work 111



xiv

Paper III:
Policy-based Routing and Load Balancing for EVPN-based
Data Center Interconnections 115

1 Introduction 115

2 Background and Related Work 116

3 Use Cases 117

4 Proposed SDN-based Framework 118
4.1 SDN Controller Modules . . . . . . . . . . . . . . . . . . . 119

4.1.1 The Neutron Module . . . . . . . . . . . . . . . . . 119
4.1.2 The L2VPN Service Module . . . . . . . . . . . . . . 119
4.1.3 The Policy Manager (PM) Module . . . . . . . . . . 119
4.1.4 The Strategy Manager Module . . . . . . . . . . . . . 120

4.2 Routing Policy Attributes . . . . . . . . . . . . . . . . . . . 121
4.2.1 Multi-Homing . . . . . . . . . . . . . . . . . . . . . 121
4.2.2 Load Balancing . . . . . . . . . . . . . . . . . . . . . 122
4.2.3 Bandwidth Reservation . . . . . . . . . . . . . . . . 122

4.3 Policy Enforcement . . . . . . . . . . . . . . . . . . . . . . . 122
4.4 Exemplary Work Flow . . . . . . . . . . . . . . . . . . . . . 123

5 Evaluation and Results 123
5.1 Evaluation Methodology . . . . . . . . . . . . . . . . . . . . 124
5.2 Policies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

5.2.1 No Multi-Homing (NO_MH) . . . . . . . . . . . . . 125
5.2.2 Multi-Homing . . . . . . . . . . . . . . . . . . . . . 126
5.2.3 Multi-Homing and Load Balancing (MHLB) . . . . . 126
5.2.4 Load Balancing, but Not Multi-Homing (LB_NO_MH)126
5.2.5 Bandwidth Guarantee QoS (QoS) . . . . . . . . . . . 126

5.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 127

6 Conclusions and Future Work 129

Paper IV:
OpenStackEmu - A Cloud Testbed Combining Network
Emulation with OpenStack and SDN 135

1 Introduction and Motivation 136

2 OpenStackEmu Architecture and Implementation 137

3 Proposed Demonstrations 139



xv

Paper V:
Minimizing Live VM Migration Downtime Using Open-
Flow based Resiliency Mechanisms 145

1 Introduction 145

2 Background 147
2.1 SDN-based Resiliency Mechanisms . . . . . . . . . . . . . . 147
2.2 Live VM Migration . . . . . . . . . . . . . . . . . . . . . . . 148

3 Flow Restoration for VM Migration 149
3.1 Legacy Network based Live VM Migration . . . . . . . . . . 149
3.2 SDN-based Live VM Migration . . . . . . . . . . . . . . . . 150
3.3 SDN-based Live VM Migration with FastFailover . . . . . . 150
3.4 SDN-based Live VM Migration with Packet Bicasting . . . . 151
3.5 SDN-based Live VM Migration using Stateful Forwarding . . 152

4 Experimental Evaluation 153

5 Conclusion 157

Paper VI:
MP-HULA: Multipath Transport Aware Load Balancing
Using Programmable Data Planes 161

1 Introduction 161

2 Multi-path Transport Aware Load Balancing in the Data Plane 163
2.1 MPTCP Header Processing in P4 . . . . . . . . . . . . . . . 163
2.2 Multipath Sub-flow Association Mapping . . . . . . . . . . . 165
2.3 Hop-by-hop Probe Processing . . . . . . . . . . . . . . . . . 166
2.4 MPTCP Flowlet Routing . . . . . . . . . . . . . . . . . . . . 166
2.5 Path Selection andMPTCPAssociation under Partial Information167
2.6 Feasibility of MP-HULA in P4 . . . . . . . . . . . . . . . . . 168

3 Evaluation and Results 169

4 Related Work 174

5 Conclusions and Future Work 174

Paper VII:
FlowDyn: Towards a Dynamic Flowlet Gap Detection us-
ing Programmable Data Planes 181

1 Introduction 181



xvi

2 Background and Related Work 183

3 Flowdyn: Design 184
3.1 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . 184
3.2 Introductory Example . . . . . . . . . . . . . . . . . . . . . 184
3.3 Path Discovery . . . . . . . . . . . . . . . . . . . . . . . . . 186
3.4 Flowlet Timeout Detection . . . . . . . . . . . . . . . . . . . 186
3.5 Flowlet Timeout - Intermediate Nodes . . . . . . . . . . . . 188
3.6 OWD Calculation . . . . . . . . . . . . . . . . . . . . . . . 188
3.7 Microburst Problem . . . . . . . . . . . . . . . . . . . . . . 188
3.8 Feasibility in P4 . . . . . . . . . . . . . . . . . . . . . . . . . 189

4 Evaluation and Results 191
4.1 Symmetric Topology . . . . . . . . . . . . . . . . . . . . . . 195
4.2 Asymmetric Topology . . . . . . . . . . . . . . . . . . . . . 195

5 Conclusions and Future Work 196

Paper VIII:
Providing In-network Support to Coflow Scheduling 201

1 Introduction 201

2 Motivation 203

3 Design 206
3.1 Design Objectives . . . . . . . . . . . . . . . . . . . . . . . . 206
3.2 pCoflow Design Challenges . . . . . . . . . . . . . . . . . . . 207
3.3 pCoflow Design Overview . . . . . . . . . . . . . . . . . . . 208
3.4 End-host . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 209
3.5 In-Network Coflow-aware Scheduler . . . . . . . . . . . . . . 209
3.6 pCoflow Implementation and Feasibility in P4 . . . . . . . . 211

4 Evaluation and Results 214

5 Related Work 219

6 Conclusions and Future Work 220



Introductory Summary

“By wisdom, a house is built and by understanding, it
is established. By knowledge, the rooms are filled with

all precious and pleasant riches.”

Proverbs 24:3–4
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1 Introduction
In recent years, we have witnessed an unprecedented growth of services hosted
in modern data centers. Examples range from video streaming, data storage,
web search, social networking, cloud computing to financial services. This
trend has gone hand-in-hand with the evolution of data centers from physical
facilities towards virtualized and geo-distributed infrastructures. The flexibility
and cost-effectiveness provided by virtualization have been the primary enabler
and driver of the creation of cloud computing, where resources such as memory,
computing, and storage can be seen as a pool of resources shared by multiple
users. This has opened the door to new business models such as pay-as-you-go
computing, enabling companies to rent any resource dynamically from cloud
data centers and pay for the resource usage.

Data center servers are usually grouped into racks connected to a Top-
of-Rack (ToR) switches, and these in turn are interconnected by network
devices (switches/routers) that enable inter-rack communication. As most of
the services hosted inside data centers are distributed and require server-to-
server communication, the Data Center Network (DCN) plays a key role in
providing low latency, and high bandwidth. To accomplish this, data centers
have adopted flexible topologies that enable them to gradually scale-out such
as FatTree [1], and VL2 [2]. Applications and services share the bandwidth of-
fered by these topologies. However, the different nature of applications hosted
in data centers results in diverse traffic characteristics and unpredictable com-
munication patterns. On the one hand, some applications such as web-search
and machine learning exploit parallel computing that generates multiple con-
current flows. On the other hand, some applications generate traffic following
ON-OFF pattern models [3], resulting in bursty traffic, which increases packet
loss and queuing delay, and which negatively affects the overall throughput [4].
As a result, data center traffic is volatile, unpredictable, and complex, with
communication patterns ranging from one-to-one to many-to-many. Although
most data center traffic flows are small, there are also large flows that can
potentially create network congestion [4]. All these challenges lead data-center
operators to use traffic management techniques to maximize existing resources
while striving to ensure the agreed service level (SLA) [3, 5].

The continuous increase in services, traffic, and the advent of 5G and asso-
ciated services such as Internet of Things (IoT), smart cities, and autonomous
driving have driven data centers to move closer to users [6, 7]. The distribu-
tion of data centers geographically brings several benefits including increased
scalability, reliability, and low latency, which is crucial for new use cases and
services such as support for autonomous driving and real-time cloud control
of manufacturing automation [8]. Moreover, it leads to a new provisioning
model in which data centers are conceived as a single infrastructure in which
applications can span across multiple geo-distributed data centers.

Multi-tenant data centers use technologies such as Virtual Local Area Net-
works (VLAN) or Virtual Extensible LAN (VxLAN) [9] that enable scalable
traffic management and provide isolation of traffic and application resources
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hosted in data centers. When services expand across geo-distributed data cen-
ters, VPN technology is commonly used to extend these Layer 2 (L2) or Layer
3 (L3) domains over a public network. However, to decide which technology
to use and how to use it is challenging. This is because data centers need
to be interconnected transparently to meet requirements such as MAC and
IP reuse, VM mobility, tenant isolation, scalability, and efficient use of re-
sources [10, 11]. From a networking perspective, data-center operators have to
deal with the complexity of managing traffic both within the data center and
between data centers, providing the necessary resources for these applications
and the establishment of the connection regardless of where they are hosted.

The complexity of traditional IP networks, based on fixed-function network
devices, imposes certain challenges for network management and configuration.
On the one hand, the distributed network control of traditional networks poses
difficulties for operators to achieve fine-grained control over network traffic.
In this distributed control, each network device decides how to handle and
forward traffic. On the other hand, network administrators should translate
high-level policies into low-level configuration commands to configure network
devices [12,13]. These configuration tasks usually are time-consuming, require
qualified personnel who know the specifications of the network device and
commands, and consequently entail high operational costs [14]. Such manual
configuration is prone to errors and the long configuration process does not
allow the provision of resources and new services in real-time [15]. In addition,
the vertical integration of the architecture, where the data and control plane
are tightly coupled, imposes great barriers to innovation and reduces the agility,
scalability, and flexibility of the infrastructure [16].

Recently, the Software-Defined Networking (SDN) paradigm emerged as a
new architectural proposal where the control plane is separated from the net-
work devices and logically centralized in an external entity, the SDN controller.
The segregation of the control plane makes the network devices simpler, and
network equipment vendors can concentrate their efforts on improving the
speed and functionality of the data plane. Moreover, the centralization of the
control plane brings major benefits from its centralized view of the network,
such as simplifying and facilitating both the management of the network and
its configuration. However, SDN is more than the separation of the data
and control plane, it is a new paradigm and transformation of how networks
are managed and deployed. This transformation is tied to the virtualization
of the entire data center infrastructure that is delivered as a service. This
infrastructure is controlled, managed, and automated through software, bring-
ing with it the concept of a software-defined data center [17]. Furthermore,
this transformation has also impacted the architecture and data planes of net-
working devices such as switches, routers, and network interface cards. They
have evolved from fixed architecture silicon appliances to programmable data
plane devices [18, 19]. This new revolution is marking the next step towards
softwarizing networking equipment, achieving greater control over the net-
work, and improving programmability [19,20]. At this point, where Network
Function Virtualization (NFV) technology and architecture are taking root in



Traffic Management in Software-Defined Data Center Networks 5

data centers, a programmable data plane opens a world of options to improve
the services provided by being able to offload higher-level functionalities and
parts of application-layer processing on the programmable data plane itself.
Such offloading to programmable hardware has the potential to improve the
performance and scalability, while at the same time reducing latency, resource,
and infrastructure energy consumption.

In this thesis, we aim to explore how we can use SDN and programmable
data planes to improve traffic management and automate its configuration in
software-defined data centers.

1.1 The Importance of Traffic Management in Data Centers
Data centers host a variety of applications and services that are easily scalable
and delivered on-demand. The performance of these applications depends not
only on the provided infrastructure but also on the efficiency and effectiveness
in managing those resources [3, 21]. As an example, if heavy traffic is sent
over a congested path despite there being another path with unused capacity
available, an increase in latency and a deterioration in throughput could be the
end result. This poor traffic performance can lead to, for example, web-search
results being discarded for exceeding deadlines, which consequently impacts
the Quality of Service (QoS) of users negatively. Therefore, the underlying
network architecture needs to be scalable to accommodate large volumes of
traffic, and react in real-time to variations in demands and possible changes
in network conditions [22]. Such needs make traffic management techniques
essential in the efforts to improve both the efficiency of resource utilization
and the underlying traffic performance. However, the characteristics of the
data center traffic, the large data center infrastructure, the diversity in user
requirements, such as latency and performance-sensitive traffic, and traffic
priority impose challenges in traffic management. Moreover, other events such
as network failures, VMmigration, and policy changesmay requiremechanisms
to ensure both continuous network availability and the restoration of proper
traffic routing.

Multi-tenant data centers also require resource and traffic isolation for
each user. Applications and resources belonging to one tenant must only be
accessible by this user, regardless of the location of these resources within or
across data centers. Typically, data centers rely on virtual networks to achieve
network isolation in these cases. Furthermore, to enable the migration of
resources and applications, many data centers opt for solutions based on L2
technologies such as VLAN and VxLAN to create these virtual networks [23].
These technologies enable the creation of domains that segregate traffic, and
improve security and traffic management [24]. The correct use of these traffic
management techniques has a significant impact on the QoS provided, which
is reflected in improved customer satisfaction and better economic benefits
because of the better utilization of available resources.
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1.2 Enhancing TrafficManagement in Software-DefinedData
Center Networks

With the proliferation of pay-per-use business models, data centers require
automation of service provisioning to bring down operational costs and con-
figuration errors. The centralization of the control plane through the SDN
architecture facilitates this automation due to its global view and its ability to
simplify network management. In SDN, the controller interacts with cloud
computing platforms and frameworks such as OpenStack [25] and the under-
lying routing protocols to achieve automation and rapid service provisioning.
Therefore, the controller is responsible for deciding how traffic will be managed
by the network, and for configuring network devices in a way that ensures
services QoS. In geo-distributed data centers, this may involve the configura-
tion of data-center edge routers to extend services and transmit tenants’ data
over publicly or privately operated IP/Multiprotocol Label Switching (MPLS)
networks that interconnect geographically distant data-center farms. Virtual
networks such as VLAN and VxLAN are techniques used to provide scalable
traffic management within data centers [23, 26]. These techniques are usually
combined with Virtual Private Networks (VPNs) to interconnect services
across distributed data centers. Layer 2 VPN (L2VPN) [27] is commonly
adopted due to its flexibility and transparency, where EVPN [28] is an enabler
to provide L2VPN connections over IP/MPLS networks [29]. In this context,
the main challenge is the integration or provision of mechanisms that facilitate
the integration of the SDN controller with distributed network protocols
(Paper II). Another major challenge for administrators is to deal with the
complexities of the network while attempting to translate the requirements of
each service deployed in the data center into high-level policies, e.g., to make
routing decisions using policy-based routing. Therefore, we aim to research
how SDN can help to improve the automation and deployment of EVPN
together with flexible policy management (Paper III).

Data center operators require networks to be resilient to avoid service
interruptions and possible financial losses due to these interruptions. Therefore,
data centers must have the ability to continue operating despite errors or failures
in the network, servers, or storage systems. However, link and equipment
failures are inevitable. These failures are often responded to by migrating
VMs from one server to another, or even from one data center to another.
VMs are not only migrated due to failures, but also for example, maintenance,
energy optimization, and to reduce end-to-end latency by hosting the VM
closer to the user. The main challenge of this migration arises when VMs
are migrated live, i.e., the VM is migrated while still running and responding
to requests. Data-center operators must perform this process seamlessly to
the user and, therefore, as quickly as possible. From the networking point of
view, when the VM has completely migrated to its destination, the current
network needs to be updated to steer ongoing traffic to the new destination. In
traditional networks, where routing protocols such as Open Shortest Path First
(OSPF), Routing Information Protocol (RIP), and Border Gateway Protocol
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(BGP) are used, this process can lead to long network convergence times,
which might induce packet loss or service interruptions. In SDN data centers,
the controller can provide faster and more reliable network detection and
reconfiguration than traditional routing protocols due to its global network
view and centralized management. Similarly, the controller must manage the
forwarding of ongoing traffic and redirect it to the new location in the shortest
possible time, which might pose a challenge in reducing packet loss during
this transitional convergence phase. Therefore, we investigate in Paper V how
SDN can reduce network convergence time when VMs are migrated.

1.3 Enabling In-network Support for Traffic Management
While SDN has facilitated control-plane programmability and separation of
control and data plane, the data plane has still been considered a fixed function
block, controlled by vendor-specific chipsets. Enabled by new reconfigurable
hardware architectures, along with compiler and programming language sup-
port (P4) [19], we currently witness an evolution from fixed silicon switch
architectures towards more flexible and programmable data-plane architec-
tures. This enables new opportunities in the way traffic is managed in data
centers [30–33]. Firstly, a programmable data plane facilitates the implemen-
tation of new protocols, features, and solutions more tailored to the needs of
each data-center operator. Secondly, several operations and functionalities can
be outsourced to the programmable data-plane reducing the overhead incurred
by the control plane. Finally, the possibility of adding new functionalities by
recompiling data-plane elements enables solutions to dynamically and flexibly
adapt to new network requirements and new service and/or traffic needs.

Data center topologies often provide path redundancy, i.e., multiple paths
between end-host pairs. Network layer load balancing aims to distribute traffic
evenly among the available paths and preventing links from being underuti-
lized. Load balancing plays thus an important role as a traffic management
technique to maximize link utilization, and to improve application perfor-
mance. However, the diversity of applications, network requirements, and the
volatility of traffic make this task complex and challenging. Beyond the choice
between distributed and centralized load balancing, there are other criteria
in the design of a load balancing approach that might influence its overall
performance, such as granularity, where it is implemented, and the metrics
used to detect congestion. On the one hand, load balancing can distribute
traffic on different granularities, such as per-packet, per-flow, or per groups of
packets [3], where decisions are taken at the end-host, hypervisor, or switch.

On the other hand, load balancing can make decisions based on global, or
local network state information. Moreover, load-balancing approaches might
need to consider aspects such as the type of traffic, application, or transport
protocol to prevent impacting negatively on the application performance.
This might occur if, for example, two flows belonging to the same multipath
connection are sent over the same path, and its bandwidth aggregation ability is
thus limited. In this context, we propose in Paper VI methods to improve the
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performance of load balancing for multipath traffic. Moreover, flowlet-based
load balancing has proven to have good performance [34–36] and we propose
in-network approaches to improve flowlet-based load balancing in Paper VII.

Many emerging distributed applications in data centers exploit distributed
computing frameworks such as MapReduce [37], Spark [38], and Hadoop [39]
to create and execute their processing jobs. In such applications, the commu-
nication involves multiple flows between multiple server pairs that exchange
information among each other, called coflow [40]. Optimizing coflow perfor-
mance instead of individual flows becomes a requirement for traffic manage-
ment mechanisms. Coflow scheduling algorithms are proposed to guarantee
performance and provide isolation in a shared network where several coflows
co-exist. Commonly, coflow scheduling algorithms provide this isolation and
performance by allocating bandwidth to flows or prioritizing coflow traffic
through the use of multi-level queues. While bandwidth allocation is complex
and imposes a large overhead due to a large number of flows in the data cen-
ter, prioritization can cause reordering and inefficient use of buffer capacity.
Therefore, we investigate in Paper VIII how we can improve the performance
of coflows by providing in-network support using programmable data planes.

1.4 Thesis Structure
The remainder of this thesis is structured as follows. Section 2 provides back-
ground on concepts and technologies related to this thesis. In Section 3, we
explore challenges encountered in data centers in connection to traffic man-
agement and describe related work. Section 4 presents our research objectives.
Section 5 summarizes our contributions. Section 6 describes the research meth-
ods followed in this thesis. Section 7 provides a summary of the appended
papers. Finally, Section 8 provides conclusions and outlines future work.

2 Background
In this section, we present the underlying concepts and technologies that are
relevant to this thesis. Moreover, we provide an overview of the data center con-
cept, traffic characteristics, and networking. We introduce relevant background
on SDN and traffic management including load-balancing techniques.

2.1 Data Center, Cloud and Big Data
Data centers mainly comprise massive server racks interconnected over a net-
work to host services such as data storage and computing. Virtualization
has transformed data centers, reducing their costs and making their original
mainframe-based architecture [41] more flexible. Large-scale data-center infras-
tructures and virtualization enable users and enterprises to lease resources such
as storage, software, networking, and CPU on-demand where customers are
charged for the consumed services according to resource usage models. Large
data centers are used to deploy, run, and test applications or services, giving rise



Traffic Management in Software-Defined Data Center Networks 9

to cloud computing [42]. Inside a data center, resources such as computing or
storage nodes are physically interconnected through a DCN using networking
devices such as routers or switches. The network elements are typically wired
together to form a specific networking topology, which aims to provide high
redundancy and excess capacity [43].

Over the years, not only the number of cloud services has increased but also
the resources consumed by such applications, for example, a single web-search
request can trigger the processing of more than a thousand servers [43] to
produce the final result. This achievement is partially driven by the data-center
infrastructure that has been optimized for big data applications. In this scope,
virtualization is leveraged for parallel processing and storage, where various
computing nodes based on Commercial Off-the-Shelf (COTS) hardware are
involved. This avoids the need to invest in and maintain large and expensive,
specialized computing hardware [44]. Furthermore, the distributed nature
of parallel data processing inside a data center results in a large volume of
data being exchanged between computing nodes on very short timescales.
Consequently, the DCN plays a pivotal role to provide high performance and
reliability.

The increase in cloud services, and the pressure to reduce the latency of
services has led to the need to adopt geo-diversity. Indeed, geographically
distributed data centers bring clear benefits in reducing latency since they
bring services closer to the user. In addition, they offer an increased reliability
in the event of failures [45]. Consequently, tenant’s resources can be distributed
and managed across several data centers, which requires data center providers
to efficiently, dynamically, and automatically manage the available resources
regardless of their location.

2.1.1 Data Center Traffic Characteristics

Data centers host diverse applications such as mail, web-search, video, online
gaming, and social networking, leading to different communication patterns,
e.g., one-to-one, one-to-many, one-to-all, and all-to-all [46]. Several studies
analyze in more detail data center traffic characteristics and provide statistics
and further analysis [47–50]. Knowing the traffic characteristics and patterns
enable a better insight into designing and optimizing congestion avoidance
techniques, transport protocols, and traffic management strategies such as load-
balancing algorithms for DCNs [51]. Although traffic can be analyzed by
looking at individual packets, it is more common to analyze it in a flow-level,
which is a sequence of packets belonging to the same connection between a
sender and a receiver process.

Several studies show that most flows in data centers are mice flows and
transmit a small amount of data (often less than 1MB). Although only a small
fraction of elephant flows (i.e., typically flows transferring more than > 1MB)
traverse the network, these flows are responsible for a majority of the overall
traffic volume [47]. Whereas elephant flows are long-lived and bandwidth-
hungry as they persist over a long duration and transfer large amounts of
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data, mice flows are usually bursty, short-lived, and latency-sensitive in nature.
Although a large number of mice flows can make data center traffic very bursty,
elephant flows can also contribute to the burstiness [4, 52]. Moreover, the
flow arrival rate is hard to predict due to the diversity of applications, the
dependence on the number of clients assigned to each server, and the type of
applications they host. Although the utilization is higher in the core links
than in the edge links since traffic coming from the edges is multiplexed, the
links in the edges have a higher number of loss rates possibly because the traffic
is more bursty at the edge and over aggregation links than over core links [49].

The number of flows a server sends and receives is application dependent.
While traditional one-to-one traffic patterns exist, e.g., during the exchange of
data between a server and client using a single connection, typically data-center
services internally use multiple TCP flows in parallel to increase bandwidth
usage [30, 50]. Due to the proliferation of distributed computing frameworks
such as Hadoop, and Spark, which are based on the partition-aggregate compute
model [53], new communication patterns emerge, creating one-to-many, one-
to-all, and all-to-all traffic patterns. These patterns result in a set of parallel
flows being transmitted over the network from the same application, and the
application can only make progress when all flows of a given round finish. An
example of such dependency is the shuffle stage between mappers and reducers
in MapReduce [37]. Such a collection of flows that exchange traffic among a
set of server pairs with well-defined dependencies is defined as a coflow [40]. It
is noteworthy to observe that a flow can still be represented as a coflow with a
single flow. The performance of a coflow can be measured using the coflow
completion time (CCT), which is defined as the duration between the time
the first flow started and the completion time of its last flow.

Similarly to the characterization of flows by their size, we can characterize
coflows with different attributes such as length, width and size. The length of
a coflow is the size of its longest flow in bytes, its width defines the number
of flows in the coflow, and the size is the total bytes of all its flows [54].
Authors in [54] analyzed traces from Facebook’s data center. According to
their findings, there is no clear correlation between the length and size of a
coflow. In addition, they observed that the distribution of coflow sizes follows
a heavy-tailed distribution. While only 8% and 15% of data center coflows are
larger than 10GB and 1GB respectively, they are responsible for 98% and 99.6%
of the traffic [54, 55]. Moreover, traces from Microsoft data center [56] have
shown that the size of the coflows also follows a heavy-tailed distribution [57].

Moreover, data center traffic is bursty and packets are dropped as queues
are rapidly filled. Microbursts can occur at a microsecond time scale, degrading
throughput, and increasing packet losses [3, 4]. The presence of a massive
number of packets at small time scales can overwhelm the buffer of a switch port
inducing high queuing delays, jitter, and packet drops. This negatively impacts
application-level performance leading to a deteriorating service quality [58].
This also poses a challenge for load-balancing approaches on how to cope with
such microbursts. The sources of these bursts can be many, ranging from
the application level to the network level and the NIC (TCP Segmentation
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Offload/Large Receive Offload) [58, 59].

2.1.2 Transport Protocols in Data Center Networks

The TCP/IP stack is widely adopted in DCNs, which have special characteris-
tics such as high bandwidth, low latency, shallow-buffered switches, multi-layer
network topologies, and communications patterns such as many-to-many and
many-to-one [60]. These DCNs characteristics differ fromWANnetworks, and
therefore, the assumptions made for TCP design are violated. Consequently,
the deployment of TCP in DCNs suffers from many problems [3].

The low-latency requirements along with shallow buffers in data-center
switches cause bulky TCP flows to quickly build up and impact the perfor-
mance of latency-sensitive flows. Since TCP increases its window size until it
detects congestion, buffers fill up and short flows experience large latencies.
These large latencies and the adhering latency variations can seriously affect the
performance of real-time applications such as web-searches or applications that
employ a partition/aggregation model, where the overall result can be com-
puted and returned to the user only after all information has been processed
from all flows. Distributed applications based on partition/aggregation pat-
terns send multiple flows simultaneously to one receiver, which leads to buffers
being overwhelmed, and massive packet losses, timeouts, and retransmissions.
TCP congestion control interprets these timeouts as congestion resulting in
a loss of throughput. This phenomenon experienced by TCP is called TCP
incast [61], which leads to a significant deterioration of the obtained through-
put. While some approaches tackle the TCP incast problem by proposing
modifications to the TCP congestion control such as speeding up fast retrans-
missions or changing the congestion detection from packet- to latency-based,
other solutions propose new transport protocols designed for data centers such
as Data Center TCP (DCTCP) [62] and Incast Congestion Control Protocol
(ICTCP) [63]. However, changing TCP stacks imposes deployment issues and
consequently, other solutions such as adjusting system parameters, e.g., buffer
length or other methods described in [61] have been proposed to mitigate this
problem. Furthermore, changing TCP’s congestion control algorithm so that
TCP reacts on delay rather than on loss may also suffer from problems in mea-
suring the round-trip time (RTT) of the network. These solutions may make
it difficult to distinguish small fluctuations in congestion and, consequently,
may lead to inaccurate decisions.

DCTCP was originally designed as a transport protocol for data centers
that aims to achieve low latency, high throughput, and tolerance to prevailing
bursty traffic in data centers. DCTCP uses Explicit Congestion Notification
(ECN) [64] on switches as a mechanism for detecting network congestion.
Network devices mark packets when a certain queue occupancy threshold is
exceeded using the Congestion Encountered (CE) code point within the Type
of Service (ToS) field inside the IP header. This feedback triggers the DCTCP
congestion control algorithm to reduce the congestion window in proportion
to the number of packets marked, achieving better throughput than TCP while
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simultaneously leading to a lower queue utilization. Consequently, DCTCP
achieves low latency, high-burst tolerance, and high throughput when run over
DCNs that employ ECN marking. On the other hand, other protocols such
as ICTCP adjusts the TCP receive window of the connection in the receiver
based on the estimation of the available bandwidth on the interface. While
solutions such as ICTCP targets the incast problem, DCTCP has been tailored
to tackle several of the problems that the transport layer faces in DCNs.

DCNs use topologies that offer multiple paths between a pair of servers to
improve fault tolerance and to provide a high bisection bandwidth, i.e., a high
maximum bandwidth with server pairs. However, since many applications
rely on single-path, transport-layer connections such as TCP or DCTCP, when
the path becomes congested, the TCP congestion control slows down the
sending rate to reduce congestion even though there is capacity in other paths.
This situation impacts negatively the performance of the TCP connection by
increasing the Flow Completion Time (FCT). To address this problem, Ford et
al. [65] propose the use of Multipath TCP (MPTCP) in data centers, which has
been proven to outperform traditional TCP performance [66–68]. MPTCP is
an extension of TCP that enables the transfer of data over multiple paths, which
can maximize the resource usage, increase fairness, and improve redundancy
[66, 69]. MPTCP can create several TCP connections, a.k.a. subflows, to
transmit data across all subflows. As a result, MPTCP congestion control can
react to congestion by shifting or sending more traffic over less congested paths.
However, MPTCP measures network congestion in a way similar to TCP,
so it ends up causing similar problems as TCP such as overwhelming buffers
and high latency. Other proposals such as MDTCP [70] attempt to combine
MPTCP with DCTCP to provide both multipath benefits and low latency.

2.1.3 Virtual Networking

Virtual networks are logical networks that enable communication between
multiple devices such as servers and VMs. This network overlay enables multi-
tenant data centers with the ability to ensure isolation on a large shared network.
In addition, virtual networks allow data center operators to reduce operational
costs and the network management complexity of physical network devices
and offer greater flexibility and control. Unlike physical networks that are
interconnected through physical cables, virtual networks are managed through
software. Examples of virtual networking approaches include VPN, VLANs,
and VxLAN, which aim to address some challenges in data centre network
infrastructure such as application transparency, efficient use of resources, reuse
of MAC and IP addresses, and the use of traffic engineering tools [29].

VLANs aim to create logical groups within a network where switch ports
are configured to create domains or subgroups. Traffic from a VLANs can be
spread only over the ports of switches configured with the particular VLAN.
Therefore, a VLAN provides a logical network that isolates tenants while it
divides their broadcast domains at L2 over a shared physical network. How-
ever, the limited scalability of only 4096 VLANs IDs [71] has led data center
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operators to opt for better alternatives such as VxLAN. The VxLAN proto-
col overcomes scalability limitations by enabling the creation of 16 million
VxLAN segments [72] and better use of resources avoiding the use of the
Spanning-Tree-Protocol (STP) [73]. Unlike VLANs that need to be config-
ured on a hop-by-hop basis, VxLANs are only configured at the edges, in
devices called virtual tunnel endpoints (VTEPs) that can be virtual switches,
hosts, or physical network devices. VTEPs encapsulate VxLAN traffic, i.e., L2
frames into L3 UDP packets, and decapsulate this traffic and the destination
VTEP. The use of the L3 header supports the use of load balancers such as
Equal Cost MultiPath (ECMP) [74] to distribute the packets over the network
more efficiently than L2 traffic. Furthermore, since packets are encapsulated
with the VxLAN header, the information from the VM, such as the MAC
addresses, is hidden while traveling within the DCN. This provides isolation
and transparency to traffic that traverses both the data-center and inter-data
center network. VxLAN provides the ability to virtualize the entire DCN,
providing great scalability and segmentation capabilities. On the other hand,
VPN creates tunnels between two networks or more networks, such as multiple
data centers over an IP/MPLS network.

2.1.4 Inter-Data Center Networking

Geo-distributed data centers aim to bring services closer to users, which offers
lower latency and higher bandwidth. When services are distributed among geo-
distributed data centers, network technology must provide connectivity across
geo-distributed data centers and towards tenants. While some data centers have
dedicated data center interconnections, e.g., Google [75], traditionally, they
use public IP/MPLS networks for such interconnection, which are typically
operated by Internet service providers. VPN has emerged as a method to
allow networks in different geographical locations, referred to as sites, to be
interconnected through a logical network over public networks. This provides
several benefits such as network resource sharing, user isolation, security, and
flexibility to reuse IP addresses.

Network traffic between data centers is usually transported over L2 or
L3 networks, leading to several L2- and L3-based VPN approaches. In this
thesis, we have adopted the recently proposed Ethernet VPN (EVPN) solution
described in RFC 7432 [28] as the L2VPN technology to interconnect data
centers. Therefore, we will briefly outline relevant background on L2VPN,
but with the focus on EVPN.

L2VPN: L2VPN solutions are important since they need to provide L2 ser-
vices within and across multiple data centers. For example, many applications
leverage L2 characteristics, such as multicast or L2 broadcast, to send heartbeat
or discovery messages [76]. As a result, data-center administrators have to
offer their customers L2 network services. L2VPN enables geographically
distributed data centers to be connected using end-to-end L2 connectivity. This
connectivity can be provided by building point-to-point or multipoint topolo-
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gies over MPLS/IP networks, enabling the connection of services between
data centers. These L2 services are deployed in the Provider Edges (PEs) that
reside at the edge of the provider’s network. In an MPLS network, the PE
router is responsible for receiving customer’s data and attach the MPLS label,
which is forwarded across the MPLS network until reaches the destination
PE. When the traffic reaches the destination PE, the label is removed, and
the original packet is delivered to the customer. Therefore, the PE has the
responsibility to generate the labels through the label distribution protocols
and attach/detach them to customer’s traffic. PEs routers look at the Label
Information Base (LIB) and Label Forwarding Information Base (LFIB) tables
to determine which label needs to be added to the customer’s traffic in order
to reach the destination PE. In L2VPN, the PE router maintains forwarding
information such as Forwarding Information Base (FIB) tables per customer
or service, which provides logical isolation between customers.

EVPN: EVPN, or also known as Ethernet L2VPN, provides Multipoint-
to-multipoint (M2M) solutions by expanding L2 domains over IP/MPLS
networks. The novelty of this technology lies in the separation of the control
and data plane. EVPN uses the control plane to exchange L2 (MAC address)
and L3 (IP address) information between PE routers. As mechanisms such
as MAC address learning are performed at the control plane and not the data
plane as in other technologies such as Virtual Private Lan Service (VPLS),
broadcast traffic is reduced. These PE routers are connected to Customer
Edge (CE) devices, which can be a special switch or router residing at the edge
of the data center network. The PE forwards the encapsulated traffic to the
corresponding PE and participates in the MAC learning process in the control
plane using extensions to Multiprotocol Extensions for BGP (MP-BGP) [77]
routing protocol.

The scalability and flexibility of EVPN, which enables service providers to
create L2 networks over any data plane encapsulation such as MPLS, VxLAN,
and GRE [78], have positioned EVPN as an excellent solution for data center
interconnection. Furthermore, the EVPN control plane can be extended to
support other technologies widely adopted by data centers such as VxLAN.
This avoids the need to apply the flood-and-learn process in the data plane,
which creates overhead and limits the scalability of VxLAN.

When the CE device is connected to multiple PEs, EVPN supports all-
active multi-homing operation mode, which allows forwarding traffic through
all available links between PEs and CEs [79]. This enables the CE to perform
per-flow load balancing of known unicast traffic to and from multiple PEs
devices. This load balancing is also carried out across the core network by the
provider routers. EVPN provides mechanisms to avoid loops in broadcast,
unknown unicast, and multicast traffic (BUM) for this all-active redundancy
mode by selecting one of the PEs that forwards packets to the CE, called
designated forwarder (DF) [28].
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2.2 Enabling Technologies
In this section, we briefly introduce two enabling technologies used in this
thesis in the control and data plane to improve traffic management. We focus
on SDN for the control plane and briefly introduce the concept of data plane
programmability and the P4 programming language to make the data plane
more flexible and programmable.

2.2.1 Software-Defined Networking

Traditional networking architectures mandate a tight coupling of control and
data plane. This approach leads to several problems such as scalability, sub-
optimal network state configuration, and long convergence time to changes
such as link or node failures since control plane functionalities are distributed.
In addition, as traditional network elements are closed boxes, it is difficult
to innovate and propose changes to both control and data plane implementa-
tions. Only vendors of networking gear could implement new features, which
significantly limits evolution capabilities.

SDN is a novel networking paradigm designed to simplify network man-
agement and control [80, 81] that enables programming and configuring the
network in a simple and centralized way. The SDN architecture, as illustrated
in Figure 1, breaks the traditional tight coupling of control and data plane and
outsources the intelligence and network logic into a logically centralized net-
work controller, which communicates with the forwarding elements through
high-level Application Programming Interfaces (APIs), as shown in Figure 2.
This centralized intelligence provides companies and service providers with the
ability to add, change, and remove services simply, easily, and quickly. More-
over, the absence of closed and proprietary systems has fostered the creation
of services and research [80].
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Figure 1: SDN Architecture

The SDN architecture provides a new range of possibilities for network
administrators by developing their own applications on top of the controller,
which speeds up innovation, leads to increased resource flexibility, and cost
reduction. Data center operators can control how network traffic is managed,
manage policies, and the configuration of devices through high-level APIs or
applications on top of SDN controllers. For example, in traditional networks
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the configuration of the network involves the manual configuration of each
network device, resulting in long configuration times and possible errors.
However, SDN simplifies this process by allowing the configuration of the
network devices through the southbound APIs which allow operators to
dynamically change traffic flows to satisfy the evolving demands. In addition,
data-center operators can purchase more economical commodity switches and
avoid interoperability problems between vendors. SDN’s centralized view not
only facilitates device configuration and management, but also the monitoring
of traffic and topology changes.

The forwarding devices are configured and managed by the controller
through a variety of interfaces such as OpenFlow [82], Network Configuration
Protocol (NETCONF) [83], Simple Network Management Protocol (SNMP)
[84], andOpen vSwitchDatabase (OVSDB) [85]. The communication between
the controller and the data-plane devices is usually securely established, e.g.
using TLS connection in OpenFlow protocol.

OpenFlow enables the controller to manage the forwarding tables by defin-
ing the set of matching fields and the actions triggered to the matched flows [86].
Although this process allows programming the forwarding device and changing
how to forward the packets through different actions, OpenFlow’s pre-defined
tables and actions hinder the process of adding new protocols or changing
packet processing behavior. Other protocols such as NETCONF provide the
mechanisms to transfer configuration data to network devices for installing,
deleting, or manipulating the network device configuration. This manage-
ment protocol replaces traditional methods of configuring devices through
Command Line Interfaces (CLIs). Different vendors may have different config-
urations and options, so the YANG data modeling language [87] has emerged
as a solution to standardize network device configurations and operations. The
controller can import well-defined models with YANG and use protocols such
as NETCONF and RESTCONF for the configuration of network devices,
centrally.

There are many examples of controllers such as OpenDaylight [88], POX
[89], and ONOS [90]. However, OpenDaylight has been widely accepted by
the industry and has achieved wide industry participation in its development.
The design of this controller has been intended to be deployed in a wide range
of scenarios, thus fostering its adoption, for example, in data centers, enter-
prises, and carrier networks. OpenDaylight integrates not only OpenFlow and
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NETCONF southbound interfaces but also integrates features and other proto-
cols such as MPLS and BGP. Moreover, its model-driven automation approach
facilitates the description of network devices, services, and policies [88].

2.2.2 Data Plane Programmability

Traditionally, network devices have followed a bottom-up design model, where
silicon chip vendors and designers dictate how the packets are processed in
the data plane and the features and functionalities it can offer. This practice
limits companies and network operators when it comes to adding support for
new protocols or inducing changes in the packet processing pipeline such as
parsing additional header fields should they become standardized. In addition,
the process of adding protocols or reconfiguring the silicon chip is complex
and can take a long time as it might need to undergo a lengthy hardware
design process. The advent of programmable data plane architectures such as
RMT [18] turns this bottom-up model into a top-down approach. This new
paradigm allows companies and operators to programmatically specify, how a
networking device processes packets, what features from the packet header to
extract, and how to act upon those fields.

P4 [19] has emerged as a high-level programming language that allows
specifying the packet processing pipeline in a programmable forwarding device.
P4 is target-independent, separating the language and the compiler backend
associated with the hardware. This target independence has the potential
to allow P4 code to be executed on a multitude of devices where vendors
only have to provide the compiler backend to map the P4 code into their
hardware architecture. Figure 3 illustrates the process of compiling P4 code,
where in the first phase the frontend compiler compiles the code into a high-
level intermediate representation (HLIR). In the second phase, the backend
compiler generates target-dependent code from the HLIR representation. Once
the target-dependent program is loaded, the data plane match-action tables can
be managed through the P4Runtime API, which also enables the interaction
with meters, counters, and stateful registers.

The high-level language of P4 helps users to program the data plane without
the need to know the characteristics or capabilities of the hardware platform
while chip vendors have the freedom to develop and design the compiler
backend according to their hardware architecture. Moreover, P4 is protocol
independent and thus has no hardware support for protocols such as Ethernet
or TCP. Instead, the programmer is responsible for adding and defining the
packet headers and protocol operation of supported protocols. This simplifies
and speeds up the process of adding new protocols or modifying existing
ones, e.g., by modifying headers and changing processing logic, promoting and
fostering research, testing, and innovation of new protocols.

The P4 architecture specifies three main blocks for packet processing. First,
when the packet reaches the P4 programmed device, the parser extracts the
packet headers and further meta-data information, e.g., which port the packet
entered, and the timestamp. Secondly, the extracted information from the
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packet headers is matched against user-defined tables, which have been popu-
lated by the control plane. If there is a match, it triggers the associated actions,
which can lead to packet modifications, e.g., rewriting headers, adding new
headers or removing headers. Finally, the packet is reassembled by the deparser
and sent through one of the output ports, dropped, sent to the control plane, or
re-circulated to the ingress pipeline [91]. Moreover, this architecture provides
the capability to perform both stateful and stateless operations while the packet
is being processed. Stateful operations can use registers, meters, or counters to
store information for longer than the packet spends in the device. For example,
the network device can store the number of packets transferred by a specific
flow into a stateful register in order to identify elephant flows. On the other
hand, stateless operations produce results that are only valid and accessible
during packet processing.

P4 provides numerous benefits such as interoperability, flexibility, simplic-
ity, and efficient use of resources. The P4 language provides interoperability
between network devices, where the same code that defines how packets should
be processed can be used regardless of the hardware platform. This interoper-
ability is especially vital in environments such as data centers where devices
from different vendors can coexist. Moreover, the flexibility and simplicity
provided by P4 to incorporate new protocols and features allow operators to
reduce implementation and deployment time. P4 opens up a range of new
possibilities for packet processing in the data plane, not only providing the
tools to add any existing or non-existent protocol but also to define flexibly
matching fields for tables and implement custom actions. This paves the way
towards integrating (parts of ) application layer code into the data plane itself,
which has the potential to significantly speed up the performance of distributed
applications [92].
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Components We describe below the main components of the P4 program-
ming language in more detail [93].

• Parser: Specifies how the headers are identified and defines the sequences
in the headers extraction based on the generated parser graph. The parser
is modeled as a state machine.

• Headers: The headers define the format of the packets, sets the name of
their fields, and sizes. In addition, it determines the fields and sizes for
the metadata declaration.

• Tables: Tables define lookup keys that are associated to one or more user-
defined actions. The actions to be performed by the table are specified
when they are populated. The match fields of the table specify the set of
values used to match packets to the table, for example, the destination
IP to lookup that triggers the forwarding output port action.

• Actions: Actions define the manipulations that are carried out on the
packet or metadata, i.e., state associated with each packet such as modi-
fying values in certain fields, subtracting or adding headers and rules to
forward packets to a certain output port. Although users can describe
their own actions, P4 also supports and provides a set of primitive actions
such as add headers, add or subtract two values, and bitwise operation.

• Stateful operations: Counters, meters, and registers can store informa-
tion in memory across packets. They are mostly implemented as extern
objects as the implementation is typically platform-specific.

2.3 Traffic Management
The increasing volume of traffic transmitted over DCNs leads to the need to
apply traffic management techniques to utilize all network resources while
aiming at reducing congestion and transmission times. Traffic management
is the process of controlling, managing, and prioritizing traffic on a given
network [51] to satisfy end-user requirements, maintain network availability
and optimize network resources [5, 51]. While traffic management techniques
are beneficial to data-center operators allowing them to achieve optimal perfor-
mance due to improved network resource utilization, end-users derive improved
QoS from reduced transmission times and congestion [5]. These mechanisms
change the behavior of one or more network devices to control how traffic is
managed throughout the network. Traffic management serves several objec-
tives, such as reducing the latency on DCNs, reducing the congestion level,
maximizing the use of network resources, and improving the performance
of connections by mitigating packet loss [51]. There are several approaches
for traffic management, including modifying the routing, congestion control,
traffic shaping, prioritization, and load-balancing techniques [3,5,46,51]. How-
ever, these techniques have to respond dynamically to the network status,
which is unpredictable and may change very rapidly. Network conditions
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can suffer variations for a variety of reasons such as network failures, new
traffic generated with different natures, congestion, hotspots, VM migrations,
to mention just a few of them.

When network failures happen or significant changes in traffic characteris-
tics occur, traffic management techniques may need to dynamically and quickly
redirect traffic on available paths in an optimal way without causing bottle-
necks on other paths. As a result, traffic management techniques need not only
to detect failures or changes in the network quickly but also to react to them
rapidly to avoid congestion and packet loss. On the other hand, large flows
clustered on the same path can congest paths for a long period when they are
not properly distributed on all available paths. To avoid bottlenecks, traffic
management techniques require network monitoring and measurement mecha-
nisms to detect congested paths and dynamically adjust the traffic accordingly.
How to collect network state information in real-time and how to optimally
distribute the traffic without causing congestion while maximizing the utiliza-
tion of available links is one of the major challenges for traffic management
mechanisms. Moreover, data-center operators cannot only focus their efforts
on improving traffic management by considering only the state of the network,
but also the characteristics and requirements of the end-user applications such
as latency or bandwidth.

Emerging architectures such as SDN can facilitate the deployment of these
traffic management mechanisms [43, 94]. The SDN controller can exploit its
centralized view for obtaining information about available network paths and
network status. Furthermore, the SDN controller can use monitoring and
measurement techniques to obtain traffic and network information such as
congestion or the number of bytes transmitted by a flow. These monitoring
techniques can be passive such as the collection of data statistics from network
devices or hosts [95, 96], or through active measurement mechanisms such as
the transmission of probes [97]. This network information can provide better
insight for the SDN controller to make decisions about how to distribute the
load across the network and ensure that the end-users’ connections meet their
requirements. However, there are numerous challenges in these monitoring
and measurement techniques to find a balance between the amount of infor-
mation needed to optimally manage the traffic and the overhead it causes to
the controller [98]. Despite these challenges, the centralized view of the SDN
controller helps to make better decisions compared to distributed solutions,
which usually only have access to local network state information and achieve
locally optimized solutions. In addition, the centralized management of SDN
allows flexible and simple deployment of network policies to manage traffic.
Network operators can develop these policies through SDN applications pro-
viding a flexible and efficient way to manage, update, add, or remove policies
to network traffic and services.

This thesis addresses traffic management with regard to network resilience,
load balancing, and policy enforcement. The following subsections provide an
overview of these topics.
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2.3.1 SDN-based Resiliency and Recovery

Data centers provide support for a multitude of applications and services. Cus-
tomers and users of these applications and services are increasingly looking
for highly resilient infrastructures that prevent their services from being in-
terrupted, e.g. by maintenance tasks, and failures. In addition, data centers
can support critical services including banking or healthcare, which makes
resiliency an essential aspect. However, network operators not only have to
make their infrastructure robust against interruptions to maintain a certain
level of service but also have to provide mechanisms to recover swiftly in the
event of network disruptions. Providing resiliency and restoration mechanisms
in traditional networks can be a huge challenge for network operators. Firstly,
network devices often suffer from interoperability issues caused by different
vendors. Secondly, available solutions are often tied to vendor specific hard-
ware and software. Finally, in traditional networks, routing protocols can take
a long time to converge and to steer traffic away from unavailable paths.

SDN leverages its centralized view to provide more flexible, efficient, and
faster resiliency and restorationmechanisms than traditional networks. On one
hand, the decoupling of the logical part from the forwarding element provides
operators with the flexibility to decide and implement the most appropriate
resiliency and restoration mechanisms. On the other hand, the SDN controller
can monitor the network, detect failures and calculate paths faster in case
of unexpected events in the network, thus reducing the network recovery
time [99–102].

SDN network restoration can be pursued through proactive or reactive
techniques [103]. On one hand, reactive mechanisms decide about new for-
warding decisions once a certain event is triggered. Network devices send
information about the event (e.g., link down) to the controller, which con-
figures necessary elements in order to redirect traffic. However, the time to
notify the controller together with the processing speed of the controller and
the number of events to be processed at the controller can negatively affect
the network convergence time. On the other hand, proactive mechanisms
pre-define the actions to be taken for certain events and push the instructions
to the network devices. Networking devices then observe local state and trigger
local actions accordingly. This reduces the response time since the action to
be taken is already configured on the network devices. For example, an SDN
controller can proactively pre-compute back-up paths between a pair of servers
using OpenFlow group tables [104, 105]. OpenFlow group tables provide
an abstraction to perform complex packet operations. Group entries might
consist of several buckets containing actions that define the operations for the
matching packet. When the failure is triggered on the switch, the next action
bucket becomes active and therefore, the backup path is selected without any
controller interaction.

Approaches such as [106] leverage Bidirectional Forwarding Detection
(BFD) [107] for failure detection and failover to pre-configured back-up paths.
Cascone et al. [108] are among the first authors to propose an OpenState-
based solution [109] to perform fast re-route. OpenState is an extension of
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OpenFlow that enables stateful processing on a switch. Each state is associated
with an action rule where failures can be used as a trigger to change the state
and make the appropriate decision immediately without the involvement of
the controller.

Although proactive mechanisms typically provide lower convergence times
compared to reactive mechanisms, proactive approaches may require extra table
entries, which may entail a high cost due to a large number of flows. Moreover,
these mechanisms do not ensure an optimal path and may involve sending data
over a longer path since the controller is not involved. However, the SDN
controller can be used in combination with such proactive mechanisms to
provide optimal paths as a further optimization step.

2.3.2 Load Balancing

A data-center architecture has to provide flexibility and the ability to easily
scale out to support new services or applications while providing a large
bisection bandwidth. FatTree and VL2 are examples of network topologies
that are commonly deployed to interconnect data-center resources. They
provide multiple paths between pairs of servers, and allow to distribute traffic
evenly over available paths to reduce congestion, improve network utilization,
and provide high bisection bandwidth [4]. However, the characteristics of
data-center traffic and its particular topology make load balancing difficult.

Traditional approaches that are not aware of congestion states such as
ECMP may result in hash collisions, and an uneven distribution of traffic
over the available paths causing persistent congestion and increased latency. In
addition, obtaining congestion information in a scalable way is challenging due
to the numerous coexisting paths and the networking state required. Coping
with asymmetric topologies due to switch or link failures makes the load
balancing problem even harder.

In this section, we summarize some of these load-balancing solutions and
describe some categories that can be used to classify these proposals based
on their design decisions. For example, we can categorize load balancers
according to whether they are distributed or centralized, their granularity, and
the network or traffic information used tomake load-balancing decisions. These
decisions are crucial as they define the complexity and overall performance of
the load-balancing mechanism.

Centralized and Distributed schemes: Load-balancing decisions can be made
centrally or in a distributed manner. Centralized load balancing approaches
rely on a controller that has an overview of the network and resources, and
leverage this centralization to collect information from the network to make
appropriate load-balancing decisions. Because of the centralized view, those
schemes typically can make better decisions. For example, the SDN controller
can pull flow statistics from network devices to detect and re-route large flows.
This centralization provides the ability to detect and react to network failures,
avoiding asymmetries or sub-optimal load-balancing decisions. However, this
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centralization has serious limitations and overheads when handling large vol-
umes of flows or networking devices. On the one hand, the controller has to
handle and make load-balancing decisions for large volumes of flows, which
leads to scalability issues. On the other hand, the frequency for obtaining
monitoring information is limited, which does not allow the controller to
react over short time scales. One of the consequences of this limitation is the
inefficacy to cope with traffic volatility and bursts over short time scales. Ex-
amples of load-balancing solutions that leverage centralization are Hedera [95],
Mahout [96] and MicroTE [21].

Distributed load-balancing mechanisms make in-network decisions on
network devices such as switches [30, 36], edge network devices [110], hy-
pervisors [111], [111] and end-hosts [66, 112]. The advantages of distributed
mechanisms are their scalability and reaction time since decisions are logically
distributed. In addition, these distributed mechanisms can exploit more fine-
grained network information since packets can collect network information
such as congestion or queue occupancy when they traverse network devices.
This network information can be gathered with mechanisms such as ECN or
In-band Network Telemetry (INT) [32]. However, distributed approaches
have the difficulty of obtaining a global network state, and several approaches
perform their decisions using only local information. In addition, the lack of
network visibility can lead to sub-optimal performance for asymmetric topolo-
gies. Examples of distributed load-balancing solutions are CLOVE [113],
HULA [30], LetItFlow [34], Presto [110], DRILL [114] and DeTail [115].

Granularity: Load-balancing schemes can be classified according to their
granularity as illustrated in Figure 4: per-packet, per-flow, and per group of
packets. Per-flow load-balancing classifies packets into flows based on a specific
criteria such as L3 routing information, and forwards all packets belonging
to the same flow along the same path [95, 116]. Although flow-based load-
balancing does not cause re-ordering, these approaches can be inefficient since
multiple large flows, i.e., elephant flows, can coincide on the same path, leading
to excessive congestion over this path and at the same time low utilization
over the other available paths. On the other hand, per-packet load-balancing
provides greater granularity by spreading packets over distinct paths. Although
per-packet load-balancing distributes the load more evenly, it may cause re-
ordering, resulting from paths with different amounts of hops or different path
latencies. The reordering effect may trigger TCP congestion control to reduce
the sending rate [4], which affects the overall performance negatively. Splitting
flows into smaller load-balancing units such as flowlets [35] enables a more
efficient load-balancing that a flow-based one while avoiding the re-ordering
problems of packet-based load-balancing. A flowlet is a group of packets from
the same connection that is separated in time from another burst of packets by
a timeout value called a flowlet timeout or flowlet-gap. When the flowlet-gap
is larger than the maximum difference in path latencies, switching the path
for the next flowlet does not cause reordering. Examples of load-balancing
schemes that use this granularity are [30,34,36,113]. Although other solutions
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such as flowcell [110] can achieve good performance by grouping packets into
a fixed-size unit, they might lead to a greater re-ordering than flowlet-based
approaches [113].
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Figure 4: Load balancing techniques using different granularities

Congestion-agnostic, local or global congestion-aware: Congestion-agnostic
or stateless load-balancing approaches distribute traffic among available paths
regardless of congestion states using techniques such as hashing. ECMP is
an example of this approach, which splits flows across available paths based
on the result of the 5-tuple hash. Random packet spraying (RPS) techniques
[116] are another example of congestion-agnostic schemes, where packets are
sent through different paths using a round-robin scheduling. While these
mechanisms are simple to implement, they have limited performance since
they cannot react to congestion and cause hash collisions. Moreover, these
mechanisms are not able to handle topology asymmetries since they have no
information about the topology.

Consequently, many load-balancing schemes use information gathered from
the network to improve their load-balancing decisions. Network information
can be collected based on metrics such as topology information [110,117], flow
rate [21,95], flow information [118], link utilization [30,36], transport protocol
information [66,113] and buffer occupancy [114,119]. This information can be
collected locally or globally either by network devices, centralized controllers,
end-hosts, or transport protocols. On the one hand, local state-aware load-
balancing decides how to load-balance traffic based on local measurements.
These algorithms are simple to implement since they rarely require changes
to end-hosts or switches. Although they provide good performance, these
algorithms rarely handle traffic efficiently under asymmetric topologies, which
may result in worse decisions compared to congestion-agnostic algorithms. On
the other hand, global state-aware load-balancing tend to react and perform
better in asymmetric topologies. Global information can be obtained centrally
through controllers [95, 120], or in a distributed manner through end-hosts
[66, 113] or in-network devices [30, 36].

Many solutions [120–123] leverage centralized network architectures such
as SDN to collect information from network devices. However, they are lim-
ited in the frequency of collecting this data due to their polling mechanisms.
To overcome this drawback, solutions such as CONGA [36] and HULA [30]
leverage the data plane to collect congestion information in a distributed man-
ner over the network based on the global and summarized state, respectively.
Therefore, CONGA relies on the global information collected for each path
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to make decisions. On the contrary, in the case of HULA, the information
collected by the probes is summarized and stored in each switch, which allows
scaling this solution to large topologies.

2.3.3 Network Policies

A network policy is a set of rules and constraints that define how network
devices should handle the traffic. These policies are enforced to influence or
modify traffic behavior to accomplish a specific goal such as load balancing,
QoS, and security [12]. Network policies are very useful in data centers where
traffic from different tenants competes on a shared network. Therefore, net-
work policies can provide more flexibility and improve traffic control, for
example, by limiting traffic bandwidth or guaranteeing a minimum bandwidth
for a service. Network operators can apply these policies in different granu-
larities, such as to specific services, users, or data flow traffic [12]. However,
in large-scale data centers, the manual deployment and configuration of these
policies are cumbersome, time-consuming, and might induce errors [124].

With the emergence of SDN, data-center operators have been moving the
management of these policies to the controller. These policies are commonly
expressed through high-level objectives and translated into low-level actions
and configurations for network devices [13]. The main advantage of moving
policy management to the SDN controller is the reduction in operating and
building costs, and the flexibility to manage and update policies. Moreover, the
operators are striving to have a framework that automates and enables simple
and tailored policy management through SDN. These policies are implemented
in the SDN controller and are accessible and managed through the northbound
APIs. The SDN controller translates policies into rules and configuration
instructions that are enforced on the network devices. This can sometimes
lead to increased complexity for the user in understanding the meaning and
implications of these policies. To simplify this, for example, Lara et al. [125]
propose OpenSec that allows to define security policies in a human-readable
form and enforce them to the network devices.

These policies have to be translated into actions that not only have to achieve
the policy objective, but also have to consider aspects such as topology, network
device capabilities, and network resources. In a network with several network
devices such as switches, routers, and middleboxes, the SDN controller has
to translate these policies into specific actions for each element. For example,
PolicyCop [126] proposes a framework to automatically apply QoS policies
through flow rules to enforce the SLA of the users. On the other hand, other
solutions such as [127] take these aspects into account and proposes a solution
that automatically translates middlebox policies into forwarding rules.

The virtualization of network elements such as firewalls, network balancers,
and the applications or features of network operating systems that may also
contain network policies embedded, can lead to conflicts or leaks. In addition,
network policies applied by different users in a multi-tenant environment can
also lead to conflicts. An example of such a conflict is when five users request
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the same bandwidth, a bandwidth which adds up to more than the available
one. This leaking and policy conflict problem, both because of the policies
provided by the users or network operators and those inherent in the different
network components, entails the need for network configuration verification
and conflict resolution. For example, Paladi [13] proposes a framework for
creating, verifying, and enforcing policies on the SDN controller, solving
the possible existing conflicts. On the other hand, Porras et al. [128] resolve
existing conflicts between new and existing flow rules that might arise between
several applications deployed on the same network. To solve conflicts in multi-
tenant environments such as data centers, Du et al. [129] propose a policy
processing system that mitigates policy conflicts between tenants.

3 Related Work and Challenges
In this section, we survey related work and the main challenges faced in the
control and data plane of the SDN architecture addressed in this thesis. First,
we present the challenges faced by the control plane pertinent to network
restoration, automation and EVPN service provision, and policy management
for inter-data center EVPN traffic. However, some of the limitations of the
SDN controller such as scalability, performance, and added latency, lead us to
address some of our traffic management challenges using data plane solutions.
Then, secondly, we introduce challenges at the data plane in the areas of load
balancing and traffic scheduling for distributed and data-parallel applications
within DCNs.

3.1 Control Plane Related Challenges
The centralized network view of SDN brings several benefits, including the sim-
plification and flexibility in network configuration and management. However,
centralized network configuration and management present several challenges
due to the slow reaction to events such as failures or migration of live VMs
where the controller has to detect such network events, update the network,
and redirect the affected traffic.

Data-center operators need automation and rapid service provision to
maximize their return on investment. This process entails automating the
configuration of network devices and establishing necessary connectivity for
service provisioning. Yet, these operations are often complex due to the variety
of network devices, different vendors, a variety of protocols involved, etc. This
situation poses the question on how to carry out the automation process in
the SDN controller with these aspects in mind and to avoid misconfiguration
errors that worsen and make traffic management more complicated [130]. Fur-
thermore, data-center operators need to manage end-user traffic efficiently to
meet QoS requirements. This often involves the management and deployment
of policies that include end-user requirements, such as avoiding forwarding
traffic through a specific router or network. To achieve the last goal, data oper-
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ators and users require centralized mechanisms that simplify the deployment
and management of policies.

Furthermore, traffic management in large networks such as data centers
can impose a large overhead on the controller, and poses scalability issues
for monitoring and measuring the network and traffic. Large amount of
flows within a DCN and rapid build-up of congestion limits how fast the
controller can react. These limitations and the appearance of programmable
data plane network devices have led to the emergence of traffic management
techniques, such as load-balancing solutions implemented in the data-plane
itself. Shifting some traffic management functionalities to the data plane can
improve scalability and reliability. Unlike legacy devices, programmable data
planes provide flexibility for implementing solutions that dictate how traffic is
processed and managed by these devices. As a result, in-network solutions can
achieve better fine-grained control and management of the traffic. This brings
other advantages such as the capability to balance traffic in smaller units than
the flow, e.g. per-flowlet and per-packet, as these network devices can process
and execute load-balancing decisions at line rate.

3.1.1 Reduce Network Convergence Time after a VM Migration

Reliability is crucial for DCNs since downtime can cause a loss of revenue
and customers, and raise voices for financial compensation. To achieve this
goal, data centers provide resilience strategies designed for the network to react
quickly to network events such as VM migration by updating the routing and
forwarding tables, and redirecting traffic to an available path. Otherwise, the
customer may experience a severe degradation of their services. Therefore,
determining how traffic needs to be redirected rapidly and efficiently to provide
a seamless and transparent network recovery that prevents the deterioration
of customer service levels is an important goal because it is essential to provide
an illusion of a seamless live VM migration without packet loss or service
disruption [99].

The VM migration operation is becoming more and more common in
data centers. This makes the efficient live VM migration an indispensable
functionality. When a VM migration completes, switches must update the
information with the new VM location to avoid transient effects where routing
or forwarding tables still points to the old location [100]. The centralized
view of SDN brings clear benefits for centralized traffic management due to
simplicity in calculating and establishing the path and updating the network.

In SDN-based networks, the SDN controller can detect when a VM has
migrated to another location and react to that change by re-installing new
rules. This approach is also known as reactive approach. However, while new
rules are pushed and the path is established, the ongoing traffic is still sent
to the old location, which can lead to packet loss and service interruption.
This network downtime is affected by the latencies in the installation of flow
entries on network devices and the communication between these network
devices and the controller, which at the end depends on the number of entries
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and devices to be configured. Proactive SDN-based control plane solutions
such as [99] propose a heuristic algorithm to minimize the flow resumption
time for north and south traffic of the VM, i.e., the traffic leaving or entering
the data center from/to the VM. This solution uses OpenFlow to proactively
install rules during the stop-and-copy phase to prepare the network before the
VM has completed the migration. However, this type of solution presents
numerous problems as the controller has to wait until the stop-and-copy phase
to install new rules.

Cloud providers typically use three techniques to migrate VMs [99]: pre-
copy [131], post-copy [132] and hybrid [133]. The pre-copy scheme is the
predominant technique for live VM migration [134]. This approach sends the
memory pages in several rounds from the source machine to the destination
machine. This enables the user to continue using the VM until the final phase
of the copy. In this phase, called stop-and-copy, the VM is paused and the
rest of the memory is transferred. After this process, the VM is resumed
at the destination and if all the copying has succeeded, a notification is sent
at the source to discard the source VM. On the contrary, in the post-copy
scheme, the VM is paused at the beginning of the migration process and
is resumed once a minimum of system states have been transferred to the
destination. Then, the remaining states, e.g., memory, and disk, are transferred
in the background. When the transfer process is completed, the source VM is
discarded. The hybrid scheme pushes states to the remote server during initial
pre-copy rounds, which then pulls remaining pages upon page fault. The main
advantage of the post-copy scheme is its reduced downtime compared to the
pre-copy scheme. However, the post-copy scheme may cause performance
degradation of applications running on the VM since some memory might not
yet be available on the VM target. This degradation results frommemory pages
that have generated a page fault in the target VM and have to be redirected on
demand over the network to the source VM.

Pushing the rules before the stop-and-copy phase when using pre-copy
schemes leads to traffic being directed to the new location prematurely, which
results in service interruptions. Using VM migration methods such as post-
copy can also lead to long restoration times in case of an extensive number of
flows. Moreover, proactive approaches require information such as the rule
installation time, which can vary depending on the network device and, for
example, the number of entries to push. In a nutshell, we identify several
challenges for reducing network downtime in live VM migration across a
software-defined data center network, such as identifying the best moment
to push the rules during the migration process, how to quickly detect the
completion of the VM migration to trigger the redirection of the traffic, how
to provide scalable solutions regardless of the amount of traffic involved, and
which is the performance difference between proactive and reactive solutions.
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3.1.2 Automated and Fast EVPN Service Provision

Data centers need to provide not only connections to services running within
the same data center, but also provide the necessary connectivity to services
that may be distributed geographically across several data centers. Geographi-
cally distributed data centers are either connected through private networks
owned by the DCN operator, e.g., Google’s B4 [75], or using public IP/MPLS
networks operated by Internet service providers. EVPN [135] has emerged
as a promising technology to provide L2VPN services over IP/MPLS net-
works overcoming VPLS issues [136]. However, the deployment, provisioning,
and configuration of EVPN services are complex and error-prone due to the
involvement of many network protocols to establish tunnels such as BGP,
MP-BGP, and MPLS [137]. Moreover, the availability of network devices
from different vendors can add an extra complexity due to the difference in
the commands that are required for their configuration. Although automated
tools and technologies such as NETCONF have helped the automation and
configuration of VPN services, they still do not provide complete automation
since they require human intervention to manage them.

SDN is a proven technology that can support the demands imposed by
WAN [35,75,138,139]. However, one of the main challenges is the integration
of the SDN control plane and its widely used protocol OpenFlow with tradi-
tional routing protocols such as BGP, Interior Gateway Protocol (IGP), and
MPLS for hybrid networks, i.e., networks where parts of the routing infrastruc-
ture are SDN-based, and parts are using legacy distributed routing protocols.
To overcome this issue, [75, 140] use the network routing software Quagga
for integrating SDN with routing protocols such as BGP and Intermediate
System-to-Intermediate System (IS-IS). On the other hand, SDN has also been
adopted to automate VPLS [141, 142] and Layer 3 VPNs (L3VPN) connec-
tion [137, 143]. However, many of these ideas both for L3VPN [137, 143, 144]
and L2VPN [142] are based on the assumption that all network devices support
OpenFlow, overlooking technologies needed for MPLS VPN configuration.
Despite the lack of integration of these technologies, proposals such as [143]
show the benefit of automation in the context of MPLS VPN services through
the deployment of on-demand and automated tunnels using the OpenDaylight
SDN controller. Recently, other solutions such as [145] address the problem of
automating L3VPN without omitting the technologies required for the config-
uration of PEs and the need for the controller to interact with the distributed
protocols required for their deployment.

The first challenge that we identify is how to integrate an SDN controller
with cloud computing platforms such as OpenStack in order to receive EVPN-
relevant information. The SDN controller needs to store the EVPN-related
information, such as the nodes belonging to an EVPN instance, to configure
and establish the connections both within a data center and between data
centers. This EVPN management brings two more challenges: the first one
is how the controller will interact with the control-plane protocols such as
MP-BGP to exchange EVPN-related information, and the second is how the
controller will configure the network devices and specifically the PEs with the
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necessary EVPN configuration.

Management of EVPN-based Routing Policies
The centralization of policy management through SDN provides flexibility

and reduces network operating costs compared to traditional networks, where
operators have to configure these actions on the network devices manually
[146]. The centralization of policies in the SDN controller also provides
flexibility to change, update, and adapt the implemented enforcement actions
to the current needs of the operators and users. These policies should be flexible
enough to avoid the need for specific knowledge of network devices. Therefore,
data-center operators or users must be able to express their requirements
through high-level primitives that the SDN controller should translate into
low-level instructions for network devices.

In the context of EVPN, these routing policies can, for example, specify
over which PE router the traffic of a certain EVPN instance has to traverse.
Although different authors have provided solutions for the management of
policies [147–149], they provide static actions (based on for example DiffServ)
[129, 148], do not cover needs and technologies such as EVPN [149], or have
limited pre-defined policies [150, 151]. Therefore, to achieve routing policies
for EVPN, we identified two challenges. The first challenge is how to extend
the controller northbound API to exchange routing policy attributes from
computing platforms such as OpenStack. The second challenge is how to
translate high-level language policies into flexible and abstracted low-level
actions for the network devices.

3.2 Data Plane Related Challenges
The advent of programmable network devices, such as network cards, and
switches and data-plane programming languages is leading to the deployment
of programmable data-plane solutions that can satisfy high demands imposed
on DCNs. Programming the data plane enables operators to flexibly define
how the packets are manipulated by the network devices, thus breaking with
the rigidity of silicon switches. This technology has resulted in solutions that
can address some challenges of how traffic is managed in data centers where
traffic is volatile, unpredictable, and bursty. Implementing traffic-management
solutions at the data-plane level without the interaction of the SDN controller
for packet processing leads to more scalable solutions and faster reaction times.
In this subsection, we list the main challenges and related work in the area of
load balancing that provides traffic management in the data plane. Moreover,
we also describe the challenges and related work in the field of traffic scheduling
for distributed and data-parallel application traffic management.

3.2.1 Load Balancing

Packet bursts are the main challenge for load balancing together with efficient
network monitoring, bottleneck detection, and fast reaction to congestion. In
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addition, the high volume of traffic transmitted in data centers requires scalable
load-balancing mechanisms that can cope with limited switch memory [3].
On the other hand, load balancing should avoid packet reordering so as not to
affect the performance of the transport-layer congestion control. Furthermore,
with the sudden appearance of failures that can affect links or network devices,
load-balancing mechanisms have to react to such contingencies, distribute the
load over available paths and deal with asymmetries in the topologies [34].
Beyond being robust to failures and handling asymmetries, load-balancing
mechanisms have to be flexible enough to not only deal with asymmetries but
also adapt to any type of data-center topology.

Load-balancing approaches implemented on the data plane have difficulties
to obtain path-congestion information since they balance the load in a dis-
tributed manner. Some load-balancing solutions such as [34,152,153] overcome
the difficulty in collecting information by making decisions based on locally
collected information or even without any congestion information. However,
these solutions have generally problems with asymmetries, which might lead
to only locally optimal results. To overcome these limitations caused by the
lack of global information, other solutions such as [30, 36, 153] propose mech-
anisms to obtain global network information using probes [30], pings [153]
or piggyback approaches [36]. This global information enables load balancers
to adapt dynamically and shift load to less congested paths and thus avoiding
hot-spots. However, it is a challenge to obtain this information quickly enough
to make accurate decisions and achieve optimal performance while minimizing
the overhead caused by the collection of this information through mechanisms
such as probes or pings.

Collecting network metrics frequently allows the load balancer to have
more up-to-date information of the network states to achieve a better load distri-
bution that copes with microburst problem, which can occur on timescales on
the order of hundreds of microseconds [59]. Nevertheless, collecting network
information using distributed methods causes overhead, which depends on the
frequency of information exchange. On the other hand, the frequency of data
exchange also impacts the accuracy of information. However, there are other
challenges in designing a load-balancing solution in the data plane [4], e.g, the
load-balancing granularity.

Improve the Aggregation Capacity of Multipath Protocols
Load-balancing approaches such as [154] and [155] use an invertible func-

tion instead of a traditional hash computation in order to address the hash
collision problem. Instead of relying on network devices to exploit path diver-
sity, end-hosts force flows to traverse specific path in the network by selecting
the values of the packet header, e.g., port numbers to avoid hash collisions.
Although these solutions could be adopted to balance subflows of multipath
protocol connections, these solutions still require knowledge of the type of
traffic, the topology, and how to effectively select the path [156]. Moreover,
such solutions require modifications to switches and end-hosts, which can be
complex in public data centers.
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One problem with load-balancing schemes is that they might fail to iden-
tify multipath protocol connections. This situation may lead load-balancing
approaches to send subflows over the same path and thus compromising the
benefits of multipath protocols. Solutions such as [157, 158] leverage the SDN
controller to determine and set a different path for each subflow. Moreover,
the SDN controller has been also used to determine and influence the optimal
number of subflows to use [159], which reduces memory overhead, CPU
usage [160], and the number of calls to the kernel system from the subflows.
However, SDN approaches have scalability issues since MPTCP packets have
to be sent to the controller to parse them and calculate the ideal path. In a
large data center, this can be complex and can lead to high latencies. More-
over, in the case of topology changes such as failures, it may be necessary to
reassign subflows on new paths. Therefore, the challenge is how to identify
and correlate subflows to different paths using programmable data planes to
overcome overhead and the scalability issues of the controller. The correlation
of subflows to a multipath connection can be complex in some multipath
protocols such as MPTCP since subflows have no information available in the
headers that identify and correlate them to a particular MPTCP connection.
Therefore, network devices perceive this subflow traffic as individual TCP
connections.

Improve the Flexibilty and Effectiveness of Flowlet-based Load-balancing
Schemes

Many solutions such as CONGA [36] , HULA [30], LetFlow [34], CLOVE
[113] or Expeditus [119] opt to use flowlet as the unit for load balancing.
This type of granularity provides certain traffic and network performance
improvements compared to flow-based load balancing [35, 153]. However,
flowlet-based load balancing involves the important configuration of parameters
such as flowlet-gap, also known as flowlet timeout. The configuration of this
parameter is critical to ensure optimal performance and prevent reordering.

A flowlet-gap shorter than the maximum latency difference among paths
between the sender and receiver would risk to the end-host experiencing re-
ordering. On the other hand, a flowlet-gap that is too long may miss load-
balancing opportunities, and thus leading to lower network performance. For
example, CONGA sets flowlet timeout to the maximum leaf-to-leaf latency.
This value may imply considering the worst-case taking also into account the
queueing delay, i.e., when all queues from the same path are full. Therefore, as
Alizadeh et al. stated [36], this value represents a compromise between intro-
ducing more reordering to achieve better load balancing or more congestion
due to missing load-balancing opportunities. However, this parameter can
also be affected by the transport protocol such as DCTCP, as this transport
protocol reduces the queuing delay [34].

Other aspects such as the topology might affect the flowlet-gap since the
latency differs depending on the location of the sender, and the receiver, which
may imply the need to calculate different flowlet-gaps depending on the des-
tination of the packet. Furthermore, the fact that flowlet-gap varies over



Traffic Management in Software-Defined Data Center Networks 33

time mainly due to congestion presents challenges in how to monitor the
network to obtain the latency information needed for such flowlet-gap cal-
culation. Moreover, due to the existence of microbursts in data centers that
can occur on microsecond time scales, the flowlet-gap has to be robust. Such
microbursts may overwhelm the buffer of a port inducing high queuing delays,
jitter, and packet drops [3,4,58]. Therefore, one challenge is how to make such
flowlet-gap flexible and dynamic to cope with changes in topology and traffic
characteristics.

3.2.2 Improve the Network Performance for Distributed Data-parallel
Applications Traffic

Coflow scheduling emerges as an important field that explores how to allocate
resources to coflows to achieve the objectives defined by distributed applications.
Such applications use the partition-aggregate communication pattern, and are
very common in data centers. Coflow scheduling algorithms tackle the problem
of how to prioritize coflows to achieve a certain application-level performance.

Centralized coflow schedulers leverage a controller or central entity to
obtain coflow information and optimize coflows, which allow them to achieve
high performance. However, these approaches usually have overhead problems
due to the large arrival of coflows in the data centers, updates, or controller
failures. To overcome these problems, [55, 56, 161–163] propose decentralized
solutions. For example, [55] assigns priorities to coflows based on the total
number of bytes received and aspects such as completed number of flows. As
the receiver collects information, it adjusts the priority and informs the sender
of the new priority through ACK messages. Then, they use multiple queues
with strict priority to enforce coflow prioritization.

Other solutions attempt to schedule coflows without prior knowledge,
such as [164], which assigns a priority to each coflow and separates them into
priority queues based on the number of bytes that each coflow has sent. The
scheduling across queues is based on weighted sharing instead of a strict priority.
However, decentralized systems face a series of challenges, such as how to make
decentralized decisions and how to exchange information for effective decision
making. Moreover, due to the lack of centralized information, these schedulers
tend to achieve worse performance.

Sincronia [165] is a centralized coflow scheduler that decreases the con-
troller overhead by only calculating the order of the coflows in the coordinator
which reduces the amount of information sent to the central coordinator.
Furthermore, instead of using explicit rate-allocation, which usually implies
higher overhead and centralization, Sincronia uses priority marking on multi-
level queues switches where coflows are assigned to a queue based on their
priority. Other solutions such as [55, 164] also tackle the coflow scheduling
problem through coflow prioritization. This prioritization allows the network
to provide more resources to specific traffic in an environment where resources
are scarce or limited. However, we found three major problems with coflow
scheduling solutions that rely on prioritization and multi-level queues:
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(1) the total buffer size must be divided among all queues, (2) there are a limited
number of queues available, (3) changing the priority to coflows might induce
reordering.

The first problem arises from the fact that the total buffer capacity is
divided between different queues, so not using all the available queues could
result in packets being dropped in one queue when there is still space available
in other queues. Solutions such as [164] require calculating the thresholds
for each queue, which can lead to the need to readjust the dimensions of
the queues depending on the type of traffic and needs of each data center.
Additionally, certain queues may not be used while others are full, which
impacts the prioritization capabilities as all flows may end up in the same
queue. Therefore, the challenge is how to dynamically and effectively manage
the capacity of the queues while avoiding coflow starvation. Avoiding coflow
starvation is necessary when the performance of short coflows needs to be
guaranteed. This is because large coflows can quickly overwhelm the queue
capacity, leaving no room for short coflows. The second problem is that
the underlying fabric might only support a limited number of queues or
some queues might be needed for other purposes such as fault tolerance [165].
Therefore, the limited number of queues can be a problem for solutions such
as Sincronia where the scheduling performance is affected by the number of
queues available. Therefore, a higher scheduling performance may be achieved
by using more queues. When there are more coflows than queues, the coflows
with a priority level higher than the number of queues are scheduled into the
last queue. This can affect the performance since the coflow starvation cannot
be avoided in this last queue. This limitation on the supported queues poses
the challenge of how to manage the number of queues efficiently to improve
the performance of these coflow schedulers, and how to change the priority of
the coflows without causing reordering at the receiver.

4 Research Questions
The main objective of this thesis is

to improve traffic management and its configuration in software-defined data
center networks providing solutions that leverage the control and data plane flexi-
bility and programmability.

In order to achieve this objective, we identify the following research ques-
tions that we attempt to answer.

• RQ1: How can SDN help to automate network configuration and manage-
ment for L2VPN services?
The provision and deployment of L2VPN services in data centers often
involve the manual configuration of devices which is time-consuming,
error-prone and entails high operating costs. Data-center automation
increases process agility and efficiency, enabling data-center operators to
provide real-time services and to reap the benefits in their infrastructures.
However, automated provisioning involves the need to apply procedures
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without end-to-end human intervention such as network configuration,
provision of traffic paths, and policies. In software-defined data center
networks this involves the interaction of SDN control plane with rout-
ing protocols involved in L2VPN for tunnel configuration and network
updating such as BGP, IGP and MPLS. Therefore, the proper configu-
ration of the network is a prerequisite for efficient traffic management.
Moreover, the policies applied must guarantee the QoS, consider the
requirements imposed by technologies such as L2VPN, and fit the needs
of each data center. For SDN-based data center networks, this entails
the need to: provide northbound APIs where users can define their poli-
cies and a high-level language that translates these policies into flexible
actions for the network elements. Therefore, it is necessary from the
traffic management perspective to interact with the network to configure
the network elements, to set the traffic path, ensure control of this traffic
through policies and notify the network elements of possible changes. To
this end, we aim to leverage the control plane to automate the provision
and deployment of EVPN services, and the application of policies to
these services.

• RQ2: How can SDN resiliency mechanisms be used to reduce network
convergence time after a VM migration?
Long network downtime in data centers can lead to financial losses due
to lost sales and customers. This problem urges data-center operators not
only to detect network changes but also to perform a fast, transparent,
and seamless reconfiguration of the network. In critical data center
operations such as live VMs migration, excessive network downtime
can result in a service interruption or loss of packets from ongoing
connections. To mitigate this problem, once the migration process has
been detected as completed, the network must be rapidly updated and
redirect any ongoing traffic to the new VM location. Our goal is to
research, develop, and evaluate SDN-based resiliency solutions to reduce
network downtime by rapidly updating the network and redirecting
ongoing traffic to the new VM location.

• RQ3: How can flowlet-based load-balancing schemes in the data-plane
be improved and designed to exploit the path aggregation capabilities of
multipath transport protocols?
Data-plane load-balancing approaches such as HULA [30] and CONGA
[36] have emerged to provide a faster and improve load distribution
able to cope with the data-center traffic complexity. These solutions
have proven to be more effective to manage the traffic than centralized
SDN-based methods or congestion-agnostic mechanisms such as ECMP.
Part of the efficiency of these mechanisms is achieved by their ability to
collect congestion information from the network and on their capability
of splitting traffic at the flowlet granularity level. However, these meth-
ods have been designed to optimize the performance of TCP-based traffic,
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without considering the needs and requirements of other transport pro-
tocols, such as the MPTCP. The lack of support for multipath transport
protocols may lead to flowlet-collisions, where several flowlets of the
same MPTCP connection are routed over the next hop. These collisions
can cause multipath transport protocols to reduce their ability to aggre-
gate bandwidth, limit their overall performance, and compromise their
ability to provide reliability in the events such as link failure. Further-
more, the absence of connection and subflow information in the packet
header of transport protocols such as MPTCP increases the difficulty
of identifying such connections and their subflows inside the network.
Another challenge is how to actively monitor the network and track the
best paths for each subflow from the same multipath connection. We
aim to research how we can leverage data plane programming and P4
language in order to correlate MPTCP subflows of the same connection
and forward subflows over the best available paths.
Flowlet-based load-balancing approaches require the proper tuning of
parameters such as flowlet-gap to achieve optimal performance and avoid
packet reordering. These parameters typically do not change and are
generally calculated in advance based on a given topology [30, 34, 36].
However, the latency experienced might differ for different traffic de-
pending on the location of the sender and receiver, the congestion of the
path, the topology layout, and network devices. This situation can lead
to missed load balancing opportunities or even may cause reordering.
The calculation of these parameters is not easy since traffic varies in
short time scales and the existence of multiple paths between a pair of
ToR. Therefore, our objective is to research how we can use data plane
programming to dynamically track network state and adjust flowlet-gap
parameters for improved load balancing efficiency.

• RQ4: How can programmable data planes be used to provide in-network
support for coflows?
Various coflows can coexist in data centers, competing for limited net-
work resources. To achieve optimal coflow trafficmanagement within the
data center, several coflow scheduler solutions [55, 56, 161–165] emerge
for providing fair network resource sharing and guarantee optimal ap-
plication performance. Many of these coflow schedulers [55, 164, 165]
use multiple queues to prioritize the coflow traffic to ensure the iso-
lation of network resources and guarantee the main objective settled
by these coflow scheduling algorithms, such as reducing the average
Coflow Completion Time (CCT). The coflow priority is mapped to
the queue priority of each port and dequeued following the selected
queueing scheduler.
However, the problems lie in the limited number of queues available on
network devices and the reordering that can appear when the priorities
of the coflows change. These priorities can change, for example, when a
new coflow arrives, after the completion of a coflow, and due to changes
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in the remaining processing time. To prevent packet reordering, the
network devices would need information about the existence of buffered
packets of a coflow in lower priority queues before enqueuing a new
incoming packet. However, such information is hard to obtain because
network devices typically do not track which packets of a given flow
are enqueued. Therefore, we intend to explore how we can provide
in-network support for coflow scheduling in order to prevent reordering
due to the coflow schedule update.

5 Contributions
In this thesis, we propose solutions aiming to improve traffic management and
its configuration in software-defined data center networks. On one hand, some
of these solutions enhance the control plane by automating and providing
traffic management through L2 VPN technology such as EVPN. Moreover, we
provide a high-level policy-based mechanism for load balancing that simplifies
the configuration and management of data center networks. On the other hand,
we leverage data-plane programmability to reduce congestion, data transmission
time, and improve network resource utilization improving upon load balancing
and in-network queue scheduling techniques.

The main contributions of this thesis are summarized below. Figure 5
illustrates how each paper contributes to answer our research questions.

1. A review of the practical implementation of SDN, network devices and open
issues.
We present the main idea and benefits behind an SDN-based network
architecture, aspects to consider for its implementation, and a review
of the characteristics of popular SDN controllers. We also introduced
the OpenDaylight controller, which we later use in Paper II and III,
and we outline its key features, architecture, modules, and the key tech-
nologies and programming language involved for its implementation.
Moreover, SDN encompasses different protocols for the communication
between the controller and the network devices that take place through
its southbound interface. Therefore, we review the most well-known
SDN protocols used by the controller to communicate with network
devices, and we outline hardware and software network devices with
SDN support. We present some challenges and issues that serve as moti-
vation for the work of this thesis. Although there are many surveys on
SDN-based architectures [166–168], Paper I differs from these papers
by providing a more practical insight into the SDN deployment, review-
ing not only the controller entity but also the components and issues
involved when building an SDN-based network.
This contribution partially answers RQ1.

2. An SDN-based approach to improve the configuration and traffic manage-
ment of EVPN instances.
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We address the challenges for manual configuration and management
of EVPN instances by proposing in Paper II a model-driven network
management and automation framework for EVPN instances within
a software-defined data center networking context. The controller re-
ceives EVPN-related configuration information through dedicated APIs
to exchange information with cloud management platforms such as
OpenStack, creates appropriate YANG models, and leverages the NET-
CONF protocol to automate the configuration of EVPN instances on
provider edge routers. We extended the necessary modules in OpenStack
to interwork with the OpenDaylight SDN controller, which was ex-
tended to process MP-BGP messages. The extended MP-BGP module of
the controller enables the interaction with the control plane of local and
remote PE routers by exchanging information about EVPN instances
using the MP-BGP extended community attributes. This framework
is beneficial as it avoids the manual configuration and management of
EVPN instances, and therefore, we overcome the challenges related to
manual operations such as operational cost, configuration time, and
error-proneness.
In Paper III, we extend our framework to flexibly apply routing poli-
cies for load balancing EVPN traffic. We present a generic framework
with different strategies that can be dynamically adapted to the needs of
each data center and thus, it avoids static or hard-coded solutions. Our
proposal translates high-level policy information into low-level network
actions that enable trafficmanagement within a software-defined data cen-
ter network and according to the needs of the operator without dealing
with complex configurations. To achieve this, the data-center operator
specifies the relation between the policy and the appropriate enforce-
ment strategy using the REST interface of OpenDaylight. The controller
translates the selected strategy into actions that calculate the appropriate
path between the nodes belonging to the EVPN instance within the
data center and configures the PEs routers if there are geographically
distributed nodes involved.
This tackles and answers RQ1.

3. SDN-based resiliency mechanisms to reduce network downtime after a VM
migration
In Paper V, we evaluate several SDN-based resiliency methods aiming to
reduce network downtime after VM migration. These methods include
proactive approaches such as FastFailover [169], packet bicasting, and
a two-phase stateful forwarding method. Our key idea is to split the
network reconfiguration process into two phases. The first phase aims to
reduce network downtime, while the second phase optimizes network
paths and resources. In the first phase, we install the necessary rules
on the network devices before the VM is migrated. Once the VM has
migrated, the traffic is steered to the new VM destination without the
participation of the SDN controller. Our methods involve both stateless
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and stateful forwarding to install backup paths from the old VM location
to the new one. In the second phase, the controller optimizes the path to
the new location and removes the obsolete rules. We evaluate the trade-
offs of these schemes and their potential to reduce network downtime.
Through these solutions, we aim to reduce network convergence time
by ensuring that rules are already set up on the network device before
the VM has migrated, and we avoid the need for the SDN controller to
trigger or activate those rules when the VM has migrated.
This contribution answers RQ2

4. A cloud testbed platform for infrastructure and networking deployment and
evaluation.
We propose OpenStackEmu (Paper IV), which is a platform that com-
bines OpenStack, SDN, the CORE emulator [170], and the OpenDay-
light SDN controller. Moreover, we integrated a data-center traffic
generator called DCT 2Gen [171] into OpenStackEmu to emulate real-
istic background traffic from existing data center traces. Our solution
facilitates the automated creation of custom topologies. In OpenStack-
Emu, real applications are deployed inside VMs that can be arbitrarily
connected to different topology end-points. The SDN controller can
then be used to study and evaluate the impact of advanced routing/for-
warding, VM migration mechanisms, and load balancing strategies on
end-to-end application performance without the need to have a large
data center network deployed. We present the main idea and showcase a
prototypical implementation, which integrates network emulation with
real OpenStack deployment and SDN-based network configuration.
Using our tool, we can emulate data center network characteristics and
use cloud computing platforms to create realistic application workloads,
network traffic and cloud management operations such as VMmigration.
This solution can therefore be used to evaluate resilience mechanisms to
reduce network convergence time when VMs are migrated. Therefore,
this contribution can help to answer question RQ2.

5. MP-HULA - an in-network load balancing scheme which leverages novel
programmable data-plane concepts and enhances the performance of multi-
path transport-layer protocols.
In Paper VI, we propose MP-HULA. To the best of our knowledge, MP-
HULA is the first flowlet-based load-balancing approach implemented in
the data plane that is aware of transport-layer multipath connections and
can schedule subflows from the same multipath connection over different
paths. Our solution enables the multipath transport layer to aggregate
capacity of diverse paths and to avoid collisions between subflows. To
this end, MP-HULA needs to parse transport-layer protocol headers to
correlate subflows of a multipath transport connection and be able to
assign the subflows on different paths. While other flowlet-based load-
balancing schemes such as CONGA and HULA only track and forward
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data over the best path, MP-HULA can monitor an arbitrary number of
best paths that are subsequently mapped to subflows. We quantify the
benefits of our MP-HULA load balancing scheme using real-world traces
obtained from production data centers. We use a client-server application
to initiate a TCP or MPTCP connection, which sends traffic using flow
size distribution obtained from the CDF samples of the workload traces.
In our evaluation, we show how our solution can improve the ability to
aggregate bandwidth and reducing FCT.
This contribution answers RQ3.

6. An in-network approach to dynamically and effectively calculate the flowlet-
gap for flowlet-based load-balancing solutions.
In Paper VII, we propose FlowDyn, which uses programmable data
planes to estimate an optimal flowlet-gap parameter for each server-pair
in a given data-center topology. We show that a flexible adaptation of this
parameter during runtime improves the effectiveness of different flowlet-
based load-balancing approaches. Our solution can be used with any
flowlet-based load-balancing approach, including MP-HULA, and helps
to avoid reorderingwhile improving the performance of the load balancer.
FlowDyn leverages programmable probes to monitor the latency on
different network paths and calculate the minimum flowlet-gap. To cope
with abrupt variations in latency caused by microbursts, we add safe
margins to the estimated optimal flowlet-gap value. These margins are
applied by a step function that allows our approach to be robust against
microbursts. We evaluated the effectiveness of our solution using real
workload traces and a client-server application to generate TCP traffic
from one of the workload traces. We show how our solution can reduce
data transmission time for a variety of workloads.
This contribution partially answers RQ3 by improving flowlet-based
load-balancing schemes.

7. An in-network support mechanism for coflows that prevents reordering due
to coflow priority updates.
We designed pCoflow in Paper VIII, which is an in-network support
for coflows that uses the Push-In First-Out (PIFO) [172] abstraction
to prevent the reordering of coflow packets when there are changes in
their priorities. pCoflow employs a single queue which is divided into
multiple priority bands, whose sizes can dynamically grow and shrink.
Using a programmable data plane and P4, pCoflow maintains pointers
to each priority band and tracks priority levels of coflows using stateful
switch memory. This prevents inconsistencies between generated packets
having a different priority compared to already enqueued in-flight ones.
pCoflow temporarily reduces the priority of coflows should a change of
priority lead to reordering. The PIFO abstraction enables pCoflow to
inserts newly arriving packets to the correct priority band while packets
leaving the queue are always dequeued from the head. pCoflow is a
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novel in-network solution that simplifies multi-level queue management
that preserves the order of packets within a coflow even under priority
changes triggered by coflow order updates. In our evaluation, we use the
NS2 simulator and demonstrate the effectiveness of our approach using
coflow traces from a Facebook production cluster.
This contribution answers RQ4.
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Figure 5: Outline of contributions of this thesis and the correlation to the
posed research questions

6 Research Method
In the early 1960s, computer science emerged as an independent discipline
[173]. Computer science is the scientific and practical study of computing,
including areas such as computer and algorithmic theory, hardware, software,
and human-computer interaction [174, 175]. This subject mainly traces its
origins from mathematics, physics, and engineering, which encompass many
concepts, theorems, hypotheses, and evaluations to test algorithms, systems,
and architectures [176]. As a result, computer science builds upon proven
research methods from these disciplines. Scientific paradigms are formed from
hypotheses and tests that validate, explain, and dissect these hypotheses usually
from experiments [177].

The research focuses on the inquiry of new scientific knowledge that arises
from the discovery of new facts that give rise to new theories, facts, or new
conclusions. These new conclusions may come from new observations or
investigations of already existing knowledge. The primary motivation is not
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only to explain, describe, and predict phenomena, but also to validate raised
hypotheses, the creation and dissemination of knowledge. In this research
process, one or more research questions are formulated that define the research
scope and provide a roadmap for planning, designing, and conducting the
experiments.

In this thesis, we pose several research questions that we answer using the
scientific method. This method consists of a series of steps that are described
below (see also Figure 6). First, a question is raised based on existing observa-
tions or theories. From these questions, hypotheses are formulated as possible
potential answers. These hypotheses, therefore, have to be formulated in such
a way that they can be validated. The next step is to make predictions, i.e., the
expected outcome to decide whether the hypothesis is correct or not. Con-
ducting reproducible observations or experiments provide us with evidence to
confirm and validate whether this hypothesis and predictions are correct [178].
As illustrated in Figure 6, in those cases the results of the tests contradict the
predictions, it is not possible to conclude that the hypothesis is correct and
it is necessary to refine, reject or alter the hypothesis. This iterative process
helps to gain insights into the topic, providing feedback to formulate a new
hypothesis or refine it. On the other hand, if the results from tests support the
proposed predictions, we can validate the hypothesis or perform more tests to
support it with a better foundation.

Existing theories and
observations

Hypothesis

Induction, deduction,
prediction

Tests, and
observations

Old theory confirmed / 
New theory proposed /

New conclusions

Not consistent, refine, or modify hypothesis

ConsistentResearch questions

Figure 6: Scientific method process

In computer science, two methods are usually used to validate hypotheses:
1) theoretical and 2) empirical [179]. In theoretical methods, mathematical
models are proposed to represent the system and its behavior. Empirical meth-
ods such as simulation, emulation, or real-world measurements can be adopted
to assess the prediction of theoretical methods. The experimental methodol-
ogy is widely used in computer science to evaluate and validate both theories
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and proposed solutions [180]. These experiments may consist of a sampling
of the proposed solution to confirm the proposed hypothesis. This might
involve the design and implementation of the solution both at the hardware
and software level to show its feasibility and effectiveness. The aim is to seek
answers by observing the behavior of the system and the analysis of different
parameters that help to understand and answer the questions posed. Although
typically real-world measurements give greater reliability of the results, these
are the most difficult to obtain. This is mainly because measurements are
sometimes complex, time-consuming, and can be affected by aspects such as
experimental setup, configuration, the appearance of non-deterministic events,
background processes, and inappropriate timer and measurement resolution.
On the contrary, a simulator offers more control of the system since it models
the real system operation and behavior. Emulators emerge as an alternative
method to overcome the inconvenience arising in simulation and real-world
measurements. Emulators are hybrid solutions that allow to reproduce the
working conditions of for example network links by abstracting some compo-
nents of the experimental setup and running other components within a real
environment. Figure 7 illustrates the summary of the empirical methods used
in this thesis.

Paper III Paper V Paper IIPaper IV Paper VIIPaper VI

Emulation SimulationReal Experiments

Paper VIII

Figure 7: Relation between papers and experimental method used

Real Experiments: Whenwe perform real-world experiments, we use a real
system to make observations or measurements to gain insight from its behavior
and validate a hypothesis. The main advantage of making measurements in
real experiments is that the results have a better representation of the real
environment. However, the difficulty in setting up, and lack of control over
environmental factors make this method the most complex. Environmental
factors that are unpredictable and uncertain hinder the reproducibility of the
experiments and to be able to conduct measurements in a controlled manner.
Moreover, this method imposes certain challenges to perform experiments
with many elements such as servers or network elements due to the need to
have all the resources available, compatibilities, and due to the difficulty of
setting up, changing configurations, or topology. On the other hand, the
conduction of measurements has to be correctly designed to avoid disturbing
the system, and bottlenecks have to be carefully considered to enable reliable
conclusions to be drawn.

In Paper II, we use the OpenDaylight controller to measure performance in
different aspects related to EVPN. In this case, different software functions are
evaluated using different metrics such as latency and operations per second. For
this evaluation the overall performance of the controller is measured, as well as
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the performance of the modules developed within this controller for the EVPN
management. Part of the problems found in this evaluation is the need to have
physical network devices such as routers that support EVPN and NETCONF.
In the absence of these devices, a software router with these characteristics was
used to be able to validate the functionality and assess the performance of the
controller. In Paper IV, emulation tools, and real experiments are combined
to develop a platform capable of emulating the network while providing the
infrastructure as a service through OpenStack from physical servers connected
to the emulator. Physical servers are connected through Ethernet ports to
the emulator where this emulates the network enabling to create different
topologies and scale them more easily. This allows us to emulate a part of the
system and at the same time use another physical part such as servers, processes,
and applications that are executed internally.

Simulation: Simulators provide an ecosystem built up from models that
describe real and complex systems. These software applications mimic the
behavior of the real process or system frommathematical models or real system
descriptions. However, such models have to be validated and calibrated to
obtain reliable results. Simulators typically provide more accurate results
compared to analytical models and help to quickly build prototypes for testing
innovative technology or validate a hypothesis. Moreover, they provide the
means to study and analyze the system’s behavior in a controllable environment
and with easy reproduction of results. In Papers VI, VII, and VIII, we have
used the NS2 simulator to model both the network elements such as switches,
servers, links, and network protocols. NS2 is an event-driven simulator that
runs on Linux platforms, and each action is associated with an event leading
to a chain of events [181]. Therefore, events are executed based on the smallest
timestamp from the event list, and simulation time is updated with every
retrieved event.

Simulation environments give us the possibility to create and develop new
network protocols or the behavior of the nodes with the entry of new func-
tionalities such as P4. The simulator has been adopted to overcome hardware
limitations, setup complexity, and the performance limitations of emulator
platforms such as BMv2 [182], which have scalability problems. Therefore,
platforms such as BMv2 can help to provide a proof of concept, and can
not serve for performance evaluation purposes [183]. The shortage of these
network devices to evaluate our solutions on a large scale and the poor per-
formance of emulators have led us to use simulators for Papers VI, VII, and
VIII. Moreover, the use of the simulator in Paper VIII allows us to overcome
the dependence of hardware design support that imposes the adopted push-in
first-out (PIFO) queue abstraction of our solution.

Emulation: An emulator is a system designed to be executed in a different
environment than the target device and aimed to mimic the behavior of the
target object. Emulators mimic not only the software but also the hardware
functionalities. Moreover, the emulator can be implemented in both software
and hardware, i.e., the emulator can be either a device or software. The
main difference between an emulator and simulator is that a simulator is
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based on mathematical models that try to describe approximately the behavior
and characteristics of, for example, traffic, networks, and protocols that are
used. On the contrary, emulators are not based on mathematical models,
but the software interacts with the system’s hardware to mimic the behavior
of an object, such as a switch or router. However, emulators are mainly
used as proof of concept since they do not scale to real hardware speeds,
which hinders the usage of emulation for large-scale performance evaluation
at high speed. The emulator depends intrinsically on the specifications of
the computer or computers such as CPU type, frequency, and RAM since
virtual elements consume resources of the physical machine. This dependency
makes it necessary to study the consumption of resources from the emulator
before the proposed evaluation to avoid the system being the bottleneck of the
experiments [184].

In Papers III and V, we have used the CORE emulator [170] to design,
build and test virtual networks using one or more physical computers. These
virtual networks process the traffic injected by physical devices, e.g., computers,
switches, and routers, connected to the emulator or from emulated devices
belonging to this virtual network. CORE is a container-based emulator that
creates Linux Containers (LXC) containers to emulate the nodes within the
virtual network, allowing to configure the interfaces and executing processes
in a namespace independent from the host device [185]. These containers are
connected using virtual networks with Linux bridging as links, which allows
adding and configuring link characteristics such as latency, jitter, bandwidth,
and packet loss from the Linux Netem kernel module1. In Paper III, each
emulated node runs different processes within the container depending on its
functionality. For example, switches run OpenvSwitch software that provides
the switching stack of a multilayer network switch and enables the communi-
cation to the controller through the OpenFlow protocol. On the other hand,
virtual servers running on the container contain the required software to inject
the required traffic into the network.

7 Summary of Appended Papers
This section presents an overview of the appended papers, along with a short
description of the context and limitations about each paper.

7.1 Paper I – SDN Implementation and Protocols
Cristian Hernandez Benet, Kyoomars Alizadeh Noghani, Javid Taheri

7.1.1 Summary

Network elements such as routers and switches are traditionally closed box
devices, where data and control planes are tightly integrated. Consequently,

1https://coreemu.github.io/core/
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network operators have to map high-level policies into low-level code that
has to be configured on each of the network devices. This leads to a time-
consuming and error-prone process. SDN is a new networking architecture,
which separates the management of the network states (control plane) from
the forwarding component (data plane). As a result, the control plane has a
global view of the network and its states, which simplifies the management
and decision-making processes. In addition, it facilitates the definition and
adoption of high-level policies that are mapped into individual actions such as
hardware configuration and load-balancing rules to the devices according to
the current conditions of the network.
This book chapter gives an overview of the SDN architecture and the protocols
involved between the controller and the forwarding devices. First, we present
a description of SDN and its implementation issues. Then, the control plane
(SDN controller) and the forwarding devices are described theoretically and
practical issues are identified. We describe some of the most popular SDN-
related protocols focusing especially on the OpenFlow protocol because of its
wide adoption. Finally, we list challenges and open research issues of SDN.

7.1.2 Context and Limitations

We aim to provide an overview of SDN and themain protocols involved in SDN
based networking architectures. Although there are many SDN controllers
available, we only present and briefly explain the OpenDaylight controller due
to the great popularity and support. Regarding SDN protocols, we focus and
describe in more detail the widely adopted OpenFlow protocol. Moreover, the
security aspects for SDN are not considered.

7.2 Paper II – Automating Ethernet VPN Deployment in
SDN-based Data Centers

Kyoomars Alizadeh Noghani, Cristian Hernandez Benet, Andreas J. Kassler,
Antonio Marotta, Patrick Jestin, Vivek V. Srivastava

7.2.1 Summary

EVPN has emerged as a versatile technology for connecting geographically
distributed data centers to end-users over IP/MPLS networks. EVPN enables
ISPs to provide L2 and L3 connectivity services over the WAN. L2VPN ser-
vices provide potential advantages over L3VPN, such as greater flexibility in
the underlying network technology used, better end-to-end QoS control, and
reduced load on the PE routers. As a result, L2VPN is important for data
center providers since ISPs traditionally use MPLS in their backbone.
To overcome limitations such as scalability, inefficient load balancing, and over-
head, EVPN has emerged as a new architecture providing a separation between
the control plane and data plane. However, the lack of automation for creating,
modifying, and destroying such EVPN services on-demand imposes data center
administrators to go through a slow, complex, and error-prone configuration
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process. This concerns not only the EVPN tunneling configuration but also
the necessary changes in the control plane, i.e., MP-BGP and other possible
routing protocols such as OSPF and IS-IS.
To overcome these challenges, this paper proposes a flexible SDN-based ar-
chitecture for the configuration, automation, and management of the EVPN
instances. This enables the creation of on-demand cloud services providing
network connectivity not only within the data center but also for data cen-
ter interconnection. For this purpose, the SDN controller automates the
configuration of the network devices by sending the necessary configuration
through NETCONF. We have extended OpenDaylight to receive high-level
commands from OpenStack regarding network information for services de-
ployed in the data center, such as EVPN instance and multihoming properties.
The controller uses this information for traffic management and configuration
of network devices. In turn, network connectivity is provided according to the
policies applied for that EVPN instance, and the MP-BGP module interacts
with the MP-BGP control plane by sending the appropriate messages. We use
YANG data models to model configuration and state data manipulated and
the NETCONF protocol for communication between the network device and
the controller. We evaluate the performance of the OpenDaylight controller,
show the flexibility and feasibility in managing services such as EVPN.

7.2.2 Context and Limitations

In this paper, we propose an SDN-based framework for creating dynamic and
automated EVPN services. In this architecture, the SDN entity has control
over the data center and the PE routers. To implement this framework we have
used the OpenDaylight SDN controller. Therefore, performance evaluations
are based solely on this particular controller. We have assumed that the PE
devices support the commonly used NETCONF protocol that we use to
configure EVPN through the SDN controller. Since we want to evaluate the
overhead introduced by our EVPN-related implementation, in our evaluations
the controller is not performing other operations such as managing data center
traffic or calculating new paths. Moreover, we have evaluated the performance
of the controller using synthetic workloads. One of our assumptions is that
the data center operator has control over the PE routers.

7.3 Paper III – Policy-based Routing and Load Balancing for
EVPN-based Data Center Interconnections

Cristian Hernandez Benet, Kyoomars Alizadeh Noghani, Andreas Kassler,
Ognjen Dobrijevic, Patrick Jestin

7.3.1 Summary

EVPN has emerged as a technology that addresses the limitations of technolo-
gies such as VPLS for the interconnection of data centers using L2 interconnec-
tions. EVPN enables fast convergence on failure, all-active multi-homing, and
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avoids flooding of unknown unicast MAC and ARP messages. Despite this
promising technology, data-center administrators have to continually ensure
compliance with the SLA. This duty is not always straightforward, especially
for geo-distributed data centers, where user traffic needs to be exchanged be-
tween different data centers.
Routing policies can be used by network administrators to apply control over
traffic and thus actively control SLAs. However, this is not a simple task since
such policies should be flexible enough and easy to manage. This paper presents
a policy-based framework for flexible policy management in the context of
Ethernet VPN instances using an SDN-based approach, which maps high-level
policies to low-level routing actions. Our framework built into the OpenDay-
light SDN controller can load different strategies for routing, multihoming,
and load balancing so as to implement the desired policy dynamically. The
SDN controller can use the pool of solutions to customize network actions
that meet certain criteria, such as low latency and high bandwidth, with no
need to hard-coding these actions. For the evaluation, we evaluate the impact
of different high-level routing policies in a geo-distributed emulated data center
topology.

7.3.2 Context and Limitations

We propose a SDN-based framework for EVPN-based data center intercon-
nection. Our framework enables the implementation of traffic policies to
improve traffic management by applying different routing techniques for each
EVPN instance. To simplify our evaluation, we assume that a single controller
manages both data centers. However, in a real deployment, there might be mul-
tiple controllers involved which require synchronization between controllers
to enforce policies consistently in multiple data centers. The framework for
policy enforcement is limited to use it along with EVPN services. However,
this can be extended for use in other scenarios and controllers.

7.4 Paper IV – OpenStackEmu - A Cloud Testbed Combin-
ing Network Emulation with OpenStack and SDN

Cristian Hernandez Benet, Robayet Nasim, Kyoomars Alizadeh Noghani,
Andreas Kassler

7.4.1 Summary

OpenStack is one of the most used cloud platforms for deploying infrastructure-
as-a-service (IaaS) for private and public clouds. While OpenStack can be used
in production environments to build a cloud-based solution, it can also be
beneficial for conducting research or evaluating cases, such as the impact of VM
placements or VM migration techniques. However, a large-scale infrastructure
is usually required to carry out such evaluations, which results in a high cost
and complexity. As a result, most researchers are forced to use small implemen-
tations, i.e. few compute nodes, to carry out their experiments. Despite efforts,
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these network implementations are inflexible and far from reality. Therefore,
their results may not be considered accurate or reliable. Although there are
platforms such as CloudLab [186] for building, managing, and testing cloud
solutions, users generally do not have full control of the platforms.
To tackle these challenges, this paper proposes OpenStackEmu, a cloud ex-
perimentation testbed solution that combines network emulation with the
OpenStack Cloud Management framework and SDN. Our approach enables
users to emulate a large-scale cloud infrastructure, providing users flexibil-
ity and network control with the possibility to use SDN-based solutions.
OpenStackEmu allows users to use real applications running inside VMs and
transmit the traffic through a large-scale emulated network controlled by an
SDN controller. This enables the evaluation of, for example, new load balanc-
ing techniques, and the impact study of different topologies, among others.
Through the integration of emulation and physical components, our solution
provides flexibility to allocate physical and virtual resources in the testbed. As
a result, the network can be both partially physical and virtual, or only virtual
through the use of a network emulator. Therefore, it is easy to change the
network topology, scale up or down, or apply different routing protocols from
the emulator without sacrificing the physical components.

7.4.2 Context and Limitations

In this paper, we propose a cloud experimentation testbed combining network
emulation, SDN control plane components, and OpenStack infrastructure as
a service. The major limitation of OpenStackEmu is its scalability and limited
network performance due to the use of the network emulator. The connection
that carries all VLANs (Trunk) can be the bottleneck of this framework.
However, we can overcome this limitation by adding more links between the
switch and the CORE physical machine. The only requirement is to have
more network interfaces on the CORE physical machine. Although we use the
OpenDaylight SDN controller, this framework enables the use of any SDN
controller. Finally, we use OpenStack due to its widespread popularity as a
cloud computing platform.

7.5 Paper V – Minimizing Live VM Migration Downtime
Using OpenFlow based Resiliency Mechanisms

Cristian Hernandez Benet, Kyoomars Alizadeh Noghani, Andreas J. Kassler

7.5.1 Summary

Virtualization enables the abstraction of physical resources allowing a more
efficient and flexible way of sharing resources among different tenants. VMs
encapsulate their internal state, which lets VMs be dynamically migrated
from one node to another. A VM can be migrated because of many reasons,
including server maintenance, server consolidation, recovery after a failure,
or load balancing. Cloud data-center operators migrate VMs using techniques
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such as post-copy, pre-copy and hybrid schemes.
An important aspect of VMmigration is the stop & copy phase, where the VM
is suspended and does not answer requests to transfer remaining memory pages
to the destination host. When this phase is finished, network connectivity has
to be reestablished, which requires some time until networking states (routing
and forwarding) converge to the new deployment. Therefore, it is crucial to
minimize VM downtime, avoid unnecessary data transmission, and network
loops. This is challenging depending on the technology to interconnect the
network devices and the protocols involved for updating the network. SDN
opens a range of possibilities to improve and reduce network downtime due to
a global view of the network.
In this paper, we propose and evaluate different SDN-based techniques to
update network states in case of VM migration. We also develop resilient
methods, which include stateful SDN-based packet forwarding during the VM
migration process. Our solution proactively prepares the network before the
migration process is complete to seamlessly reroute traffic once the virtual
machine is up and running at the destination. For our evaluation, we use the
CORE emulator to create a fat-tree topology and some connected servers. Our
evaluation shows the advantages of using a pre-computed path for restoring
connectivity and avoiding problems such as loop formation.

7.5.2 Context and Limitations

In this paper, we evaluate different SDN-based schemes for restoring connec-
tivity when VMs migrate within a single data center. The primary focus is
on networking aspects, and we do not consider how the VM is migrated, or
where it is migrated to. Therefore, we assume that the SDN controller knows
the destination of the VM after migration, which might be available through
an interface to the cloud management framework such as OpenStack. In our
evaluation, we have evaluated the effects of our scheme on VM downtime,
without considering background traffic. However, in real data centers, there
might be additional traffic on the links where the migration traffic is routed
over, e.g., VM-to-VM traffic. Moreover, since our main motivation is to reduce
network convergence time, we emulated VM migrations by disconnecting and
connecting the VMs at different switches in the network. Therefore, we did
not evaluate the total downtime of the whole VM migration process. Finally,
we do not dynamically calculate backup paths for the resilient schemes that we
use, rather, we used pre-computed ones. In a real deployment, however, the
SDN controller would need to consider existing traffic, the old and the new
VM location, and calculate backup paths that are used until the connectivity
to the VM at the new location is restored.
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7.6 Paper VI –MP-HULA: Multipath Transport Aware Load
Balancing Using Programmable Data Planes

Cristian Hernandez Benet, Andreas J. Kassler, Theophilus Benson, Gergely
Pongracz

7.6.1 Summary

Many applications use multipath protocols such as MPTCP to improve failure
resilience and gain capacity when multiple paths between the sender and
receiver are available. However, data centers still use load-balancing schemes
that limit the benefits of transport layer multipath solutions when making
forwarding decisions. For example, when using the ECMP load-balancing
approach, multiple subflows of the sameMPTCP connectionmay be forwarded
over a bottleneck link due to hash collisions of ECMP. Consequently, the link
utilization may be sub-optimal and the application performance might be
limited.
In this work, we propose MP-HULA, a load-balancing scheme implemented in
the switch data plane that is aware of transport layer multipath solutions such
as MPTCP. We leverage the concept of emerging programmable data planes
along with compiler and language support (P4) to parse MPTCP headers to
associate MPTCP subflows with their respective MPTCP session. To discover
the network topology and collect congestion information of each path, the ToR
switches distribute periodically probes throughout the network. As congestion
is tracked and subflow information is available at the switch data plane, we
can forward different subflows over different next hops in a congestion aware
way. This improves load-balancing decisions and leverages the benefits of
transport layer multipath protocols such as MPTCP. The load balancer in P4
aggregates thus capacity by using distinct paths for each subflow, while the
MPTCP scheduler at the end-host transport layer adapts the amount of traffic
sent through each subflow. The performance of MP-HULA has been evaluated
in the NS2 simulator using a fat-tree topology, commonly used in data centers.
We have used different traffic traces and workloads, and finally compared
our approach with other schemes. In summary, MPTCP with MP-HULA
reduces the flow completion time from 1.7x to 2.1x compared to MPTCP with
load-balancing solutions that are not aware of multiple subflows.

7.6.2 Context and Limitations

Our solution is applicable to all applications that support MPTCP in data
centers. Moreover, our solution can be extended to support other multipath
protocols. The main limitation of our solution is the use of external functions
to calculate the SHA-1 since this is not implemented as a P4 primitive. Extensive
use of external functions can impact the performance of programmable data
plane devices and might be even not supported on certain switch platforms
such as Barefoot Tofino. In addition, our approach uses link utilization to
estimate path congestion information, which may be suboptimal for certain
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types of traffic. The usage of different congestion metrics should be evaluated
as a follow-up work. In addition, our load-balancing scheme routes the first
subflow over the best next hop while the second subflow is routed over the
second best next hop and so on. While we use congestion state metric for
deciding path ordering, other metrics such as path latencymay provide different
results, also depending on the traffic mix, which we did not evaluate.

7.7 Paper VII – FlowDyn: Towards a Dynamic Flowlet Gap
Detection using Programmable Data Planes

Cristian Hernandez Benet, Andreas J. Kassler

7.7.1 Summary

Load-balancing schemes in data centers follow different granularities. In flow-
based load-balancing schemes, all packets of the same flow follow the same
path. While this approach avoids reordering packets within a flow, hash col-
lisions or sub-optimal load balancing may lead to congestion building up on
some links while other links are idle. In contrast, packet-based load-balancing
schemes may forward different packets within a flow on different paths for
more fine-grained load-balancing decisions. Packet-based load balancing offers
greater flexibility and can react faster to network congestion. However, when
paths have different latency, packets may arrive at the receiver out of order.
Transport protocols such as TCP interpret this as congestion, and therefore, it
reduces the sending rate.
To overcome the effects of reordering induced by packet-based load-balancing
schemes and the low efficiency of flow-based schemes, flowlet-based load-
balancing schemes have recently emerged. A flowlet is created when the flowlet
timeout exceeds the inter-packet gap. As new flowlets are created, network
devices can make new load-balancing decisions and therefore distribute flowlets
over several paths. A commonly used rule of thumb is to use a static flowlet-gap
of twice the RTT. However, some events, such as network failures and a sudden
increase in traffic demands, can lead to a static flowlet timeout to become too
small and consequently trigger unnecessary reordering or too large and thus
reduce potential load-balancing opportunities. In this paper, we propose Flow-
Dyn, which dynamically estimates the minimum flowlet-gap based on latency
estimations. Using programmable data planes and language P4, FlowDyn uses
active probes with telemetry information to track the path delay differences
between ToR switches. We use this gathered information to dynamically up-
date the flowlet-gap, thus achieving better efficiency while avoiding reordering
effects. The feasibility of our approach is evaluated in the NS2 simulator using
a fat-tree topology under a variety of traffic traces and workloads. We demon-
strate that FlowDyn achieves lower average flow completion time compared
to load-balancing solutions that use static flowlet-gap.
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7.7.2 Context and Limitations

Flowlet-based load balancing is one of the most researched and best-performing
alternatives for load balancing traffic in data centers. Such schemes have gained
a special interest in the emergence of programmable data planes. We propose a
method to estimate a flowlet-gap using actual measures of latency provided by
programmable probes. The frequency of sending these probes, the transmission
rate, and the congestionwill determine the feedback obtained from the network.
Themore frequently these probes are sent increases the overhead in the network
but lead to a more fine-granular adaptation of the flowlet-gap to real traffic
conditions. In our approach, we limit the frequency of sending probes and
add safety margins to cope with microbursts. One of the limitations of our
approach is that FlowDyn is designed to estimate the latency in topologies
with single-queue devices. However, our solution can be extended to networks
with multi-level queue switches. Moreover, our scheme can be integrated with
any flowlet-based load-balancing scheme and we have demonstrated that those
schemes benefit from our method. However, we did not evaluate how much
our flowlet-gap deviates from the theoretical optimum flowlet-gap, which is
given by the network dynamics, sender and receiver location, and network
topology.

7.8 Paper VIII – Providing In-network Support to Coflow
Scheduling

Cristian Hernandez Benet, Andreas J. Kassler, Gianni Antichi,
Theophilus Benson, Gergely Pongracz

7.8.1 Summary

Big data applications such as MapReduce, Spark, and Hadoop are characterized
by processing data in multiple stages, where each stage can involve several
parallel communications between hosts. One stage cannot proceed until all
flows in that stage finish. Most networking solutions aim to improve the finish
time of a single flow rather than looking at the whole ensemble of multiple
flows that constitute a communication stage for such applications. To tackle
this problem, Chowdhury et al. propose the coflow abstraction [40], where
coflows are defined as a set of parallel flows between hosts that need to finish
in order for an application to make progress.
The coflow scheduling problem aims to calculate flow priorities and allocate
resources to many simultaneously transmitted coflows in the data centers in or-
der to minimize the average CCT. Techniques to optimize coflow completion
time usually involve allocating network resources among coflows and/or deter-
mining the path of the coflows or their flows. Traditionally, this boils down to
calculating and applying flow-rate allocations, which is complex and implies a
large overhead. Coflow schedulers such as Sincronia [165] have proposed and
demonstrated near-optimal performance using prioritizing for coflows using
multi-level queue switches, avoiding the complex flow-rate allocation process.



54 Introductory Summary

Priorities are assigned to the coflows at the end-host using e.g., DiffServ mark-
ing as instructed by the centralized scheduler and network switches map the
packets into one of their queues and prioritize high priority coflows.
However, these techniques have three main problems: (1) The change of coflow
priorities might lead to packet re-ordering, (2) lack of flexibility in the capacity
of the queue, (3) limited number of queues. Changing priorities may lead
to reordering since newly generated packets at a higher priority level may be
scheduled before old packets of the same flow, which are still enqueued at a
lower priority level. On the other hand, the proper management of priorities
is crucial to utilize all available capacity of the queues. Coflow scheduling
approaches as Varys [54] require as many queues as coflows. This is, however,
challenging to implement on commodity switches where only a limited num-
ber of queues are available.
Motivated by these observations, we propose a data plane solution called
pCoflow, which avoids the reordering of packets induced by the change of
priority while simplifying the management of queues by using only a single
programmable queue. We show how pCoflow can be implemented with P4 lan-
guage using the PIFO queueing abstraction [172]. Furthermore, we implement
our solution in the NS2 simulator and demonstrate that we can achieve a lower
average coflow completion time compared to other state-of-the-art solutions.

7.8.2 Context and Limitations

We have implemented our in-network support using the PIFO scheduling
abstraction. We propose our solution to support traffic based on coflow ab-
straction such as MapReduce, Facebook, Spark, and Hadoop that is extensively
used in data centers. Our solution keeps per-coflow and per-priority band
states. Due to the large number of flows that exist in data centers, per-flow state
information is not stored since this would require large memory resources.
Moreover, our approach needs access to egress registers from ingress, which
is not currently available in state-of-art hardware switches such as Tofino but
can be solved by packet recirculation at the expense of higher complexity.
We have evaluated our solution using Facebook traffic traces and Sincronia as
a coflow scheduler. Traffic characteristics influence priority changes on the
coflow scheduler due to the completion of coflows, new arrivals, or changes
in transmitted data. Therefore, the performance might vary depending on
the coflow scheduler, topology, and traffic characteristics. As potential future
work, we believe that distributed coflow schedulers could be integrated with
our solution, leading to a more scalable system.

8 Conclusions and Future Work
Data centers are housing many services and applications which are nowadays
powering the global IT world, including web-search engines, parallel data pro-
cessing frameworks, video streaming, or real-time gaming. Many users rely on
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their performance and resiliency characteristics in their daily life. Virtualiza-
tion has fueled the growth of data centers worldwide by the emergence of new
business opportunities. Due to the steady increase in services, data centers are
facing an ever-lasting increase in data traffic to serve over data center networks.
The diversity of data center traffic characteristics, volume, and volatility bring
many challenges on how to efficiently manage and control data center traffic
to meet customers’ demands while maximizing data center network resources.
Moreover, operational costs can be reduced by developing tools that facilitate
automation of network configuration, and management of the network devices
and the underlying protocols.

Many data centers use traditional networking equipment, where the con-
trol and data plane are tightly integrated. Those approaches are leveraging dis-
tributed control plane procedures leading to several well-known problems [187].
Recent advances in Software-Defined Network (SDN) make it interesting to
apply principles from software programmability to networking in the data cen-
ter networking context, leading towards SDN-based data center networks. This
opens up the possibility to make the data center network more programmable
and flexible. In this thesis, we proposed various techniques aiming to improve
traffic management in software-defined data center networks. Some of our
solutions leverage the centralized network view of the SDN controller, and
others the speed and flexibility of P4-based programmable data plane devices.

With a focus on the control plane, we provide an in-depth review of the
SDN-based network architecture, along with its key elements and protocols.
Secondly, we present an SDN-based solution to reduce network downtime
when live VMs migrate within a data center. Preparing the network before the
VM has been migrated allows us to effectively manage the ongoing traffic when
the migration has been completed, and therefore, to redirect traffic rapidly
to the new VM location. Thirdly, we have leveraged SDN to enable efficient
trafficmanagement between data centers through EVPN technology. The SDN
controller provides the flexibility and automation needed to provide seamless
and dynamic EVPN services. We have leveraged the SDN centralization and the
automation achieved for EVPN technology to provide support for and manage
routing policies that influence how the traffic of EVPN services is handled in
the network. Finally, we present an experimental cloud testbed combining
SDN, OpenStack, an emulator, and physical resources. This framework allows
studying the impact of for example, network policies, migration schemes, and
load-balancing algorithms on real application behavior without the need for
large-scale data center networks.

Focussing on the data plane, we have explored how to leverage recently
emerging programmable data plane elements to overcome some SDN challen-
ges, such as scalability and performance. The new P4-based programmable
data planes constitute a major breakthrough in improved network programma-
bility, packet processing control, and flexible reconfiguration of data plane
devices. The novel data plane architecture and P4 programming language have
enabled us to propose various solutions to be implemented directly into the
networking switch itself. First, we have explored how programmable data
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planes can improve load balancing within data center networks when using
MPTCP at the transport layer. To this end, we have proposed MP-HULA,
which identifies and correlates subflows of MPTCP connections to distribute
these subflows over different paths. Second, we have proposed FlowyDyn, a
method to adapt the flowlet-gap dynamically, an important parameter that
determines the performance of several flowlet-based load-balancing schemes.
We employ programmable probes to obtain information about network latency
and discover available path latency differences which are used to estimate the
minimum flowlet-gap between any pair of servers in the network. Third, we
propose a pCoflow, which is an in-network scheduler for coflow traffic based
on a single queue that prioritizes and isolates traffic. Our solution improves
the management of coflow traffic while avoiding packet reordering and the
limitations imposed by multi-level priority systems.

Although our contributions represent a step forward in improving traffic
management in SDN-based data center networks, there are still several impor-
tant improvements and new fields of research required. On one hand, one
of the areas to be explored is how to load balance other multipath protocols
such as multipath QUIC [188], which encrypts the transport protocol headers
and hence hinders the identification of which packets belong to which stream.
Moreover, once the best paths are identified, it is still uncertain what is the best
method in order to assign flowlets on different paths. Although flowlet-based
load-balancing is attractive because of its simplicity, some transport layer ap-
proaches based on pacing can make it difficult to create flowlets, and therefore,
may badly interact with lower-layer load-balancing schemes. Therefore, new
approaches that are more tightly integrated may seem beneficial to explore.

Load-balancing approaches rely on a range of metrics to base their decisions,
such as congestion, utilization, buffer size, or path delays. One of the areas
to explore further is which metric should be used for efficient load balancing
depending on the type of traffic and the use of different metrics for different
traffic types, such as delay-sensitive or elephant flows. Furthermore, some
load-balancing solutions use probes or other methods to collect network state
information such as latency. These methods can usually only provide infor-
mation such as latency or queue occupancy of a single queue, namely the one
that served the probe packet. As switches may have multiple queues, multiple
telemetry packets may be required to get accurate information which signifi-
cantly increases overhead. Therefore, another direction of research is how to
collect efficiently diverse network information, such as latency and buffer-size,
for multiple queues along the path without incurring a high network overhead.

With regards to parallel data processing, some scheduling algorithms con-
sider not only the characteristics of coflows but also the topology and conges-
tion of the network. However, there are still challenges in how to efficiently
obtain coflow information from centralized scheduling algorithms in a scalable
way. How load-balancing schemes could help to improve coflow scheduling
algorithms still requires further research. Although the benefit of integrating
routing and coflow scheduling algorithms has been demonstrated [189], further
research is still needed to determine which metrics or techniques to use to
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distribute the coflows efficiently in the data center network. Furthermore,
as noted in [190], the optimal number of queues and thresholds to establish
for each queue and priority remains to be explored further. On the other
hand, an interesting area of research is how programmable data planes can
help distributed coflow scheduling algorithms. These algorithms have better
scalability, but achieve sub-optimal results due to the lack of information. So-
lutions based on programmable data planes could be applied to help distribute
the coflow information needed for these algorithms.
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