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Abstract

This master thesis investigates the possibility of locating LTE base stations, known as eN-

odeBs, using signal measurements collected by routers on trains. Four existing algorithms

for transmitter localization are adopted: the centroid, strongest signal, Monte Carlo path

loss simulation and power difference of arrival (PDoA) methods. An improved version of

Monte Carlo path loss simulation called logloss fitting is proposed. Furthermore, a novel

localization method called sector fitting is presented, which operates solely on the cell

identity and geographical distribution of the measurements.

The methods are evaluated for a set of manually located eNodeBs, and the results

are compared to other external systems that can be used to locate eNodeBs. It is found

that the novel sector fitting algorithm is able to considerably improve the accuracy of the

logloss fitting and PDoA methods, but weighted centroid is overall the most accurate of

the considered methods, providing a median error of approximately 1 km. The Google

Geolocation API and Mozilla Location Service still provides estimates that are generally

closer to the true location than any of the considered methods. However, for a subset

of eNodeBs where measurements from all sectors are available, the novel sector fitting

algorithm combined with logloss fitting outperforms the external systems. Therefore, a

hybrid approach is suggested, where sector fitting combined with logloss fitting or weighted

centroid is used to locate eNodeBs that have measurements from all sectors, while Google

Geolocation API or Mozilla Location Service is used to locate the remaining eNodeBs.

It is concluded that while the localization performance for those eNodeBs that have

measurements from all sectors is relatively good, further improvements to the overall results

can likely be obtained in future work by considering environmental factors, the angular

losses introduced by directional antennas, and the effects of downlink power control.
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1 Introduction

On many modern buses and trains, passengers can connect to an onboard Wi-Fi system

which provides access to the internet over cellular, Wi-Fi or satellite links. Data collected

by such onboard systems can be useful for a large number of purposes, such as assessing

cellular coverage in different regions or how the velocity of the vehicle and other environ-

mental factors affect the radio-link. This thesis examines data collected by one such system

deployed at a large number of trains in the Swedish railway network, and aims to locate

cell towers based on the collected radio characteristics in this data set.

There are many reasons why the location of cellular infrastructure is of interest. Un-

fortunately, such location information is not generally publicly available as the operators

do not wish to disclose it for business or security reasons. One common use case for in-

formation about cell tower positions, is to enable location based services without the use

of GPS. By using information about which cell tower or Wi-Fi access point a device is

connected to, an approximate position estimation of the device can be made if the position

of the cell tower or access point is known. While most modern smartphones have GPS

capabilities, there are still many devices that can connect to the cellular network that do

not have access to GPS, such as computers and certain IoT devices. Furthermore, GPS

positioning is slow, consumes a significant amount of energy and can only be performed in

areas where GPS signals are available, which is often not the case in in-door areas or other

locations where objects block the Line of Sight (LoS) to the GPS satellites. Therefore,

cellular and Wi-Fi based positioning services can still be an attractive alternative to GPS

positioning in case high accuracy is not required.

Other use cases for information regarding the position of cellular infrastructure include

analyzing how well covered different regions are, thus validating the operator provided

coverage maps. Knowledge of cell tower locations would also allow further studies of how

modern cellular networks behave, for example handover behavior or signal propagation

in various environments, without direct cooperation from the network operators. One
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could even consider the case for smart directional User Equipment (UE) antennas, that

would orientate themselves toward the connected cell tower to improve antenna gain. For

operators of vehicular Wi-Fi systems, as the one considered in this thesis, this information

could also be useful to configure their equipment, identify problematic regions and allow

for better analysis of collected data. In case of GPS failure, it is also conceivable that the

vehicle could still be tracked by using cell localization methods.

While much previous work has been done on locating radio devices, the focus has tradi-

tionally been on locating UE from the network side rather than locating the network based

on UE measurements, and many of the methods developed cannot be applied to this data

set for various reasons. There is also work that has attempted to locate cellular infrastruc-

ture based on crowd-sourced data collected through smartphone apps, however there are

some significant differences between crowd-sourced data and the data set considered here.

For example, this data set comes from a more homogeneous system which allows some

approaches that are hard to apply to crowd-sourced data from heterogeneous devices. In

the same time, due to all measurements being collected from trains, they follow the railway

and are thus typically distributed along a line, which leads to worse geographical diversity

than can be expected from crowd-sourced data sets.

The purpose of this thesis is thus to locate cell towers using the measurements collected

by the routers of the trains’ onboard Wi-Fi systems. To restrict the scope, only LTE base-

stations, known as eNodeBs, are considered. LTE is commonly referred to as 4G, and is the

cellular access technology most commonly used by the onboard Wi-Fi system. Hence, this

restriction does not drastically reduce the usefulness of the result or the amount of data

the localization techniques can be used with, while significantly reducing the complexity

of the task as only a single technology stack has to be considered.

The thesis is structured as follows. In Section 2, background regarding the considered

data set and the tools used to analyze it as well as the LTE-network and some basic radio

propagation is provided. Section 3 surveys related work, and to what degree it can be
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applied in this thesis. The process used to obtain the real positions for a set of eNodeBs is

described in Section 4, and some initial analysis of the data set is carried out in Section 5 to

assess the feasibility of using different features to locate the eNodeBs. All methods used for

estimating the position of eNodeBs using the train measurements are explained in detail

in Section 6, while the setup of the experiments and the results from them can be found

in Section 7. A discussion about the practical implications of the results, problems with

the localization methods, as well as potential improvements that can be made is provided

in Section 8. Finally, the thesis is concluded in Section 9.
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2 Background

To allow the reader to fully grasp the contents of this thesis, background on some central

topics is provided. First, the data set of train measurements that has been used is described

in Section 2.1, and the tools used to process the data are covered in Section 2.2. A brief

theoretical background on LTE and radio propagation is given in Sections 2.3 and 2.4

respectively, which may be skipped by readers who are already familiar with these topics.

2.1 The data set

When traveling by train or bus, passengers can nowdays often connect to an onboard Wi-Fi

system to gain access to the Internet, which the travelers may use for work or entertainment

purposes. The data used in this study to locate cellular infrastructure comes from a system

providing this service to train passengers, provided by Icomera AB [31]. The system works

by allowing users to connect to Wi-Fi access points inside the carriages. The access points

are connected to a router which aggregates the data from all users and then distributes it

on multiple cellular links through modems with rooftop mounted antennas. This system

has been deployed on a large number of trains operating in the Swedish railway system.

The router on each train logs various information at five second intervals. This infor-

mation includes for example the position, velocity and bearing of the train and the number

of devices connected to the system, in addition to measurements for the individual links

such as Round Trip Time (RTT) measurements, received and transmitted throughput and

various signal strength and quality metrics. This data has been further processed by a sys-

tem on Karlstad University which maps all of the data to different routes and individual

journeys. Parts of this data set have previously been used for different types of analysis

in [9, 32, 26, 27].

For this project only a subset of the data which uses a newer modem type is considered,

as some older models only reported a limited range of values for one of the radio metrics.
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By only using data from a single modem type, systematic variations in the data due to

different hardware is also avoided. While a brief analysis of the data over time did not reveal

any obvious time-related differences, it was also decided to exclude data from before 2018

to reduce the risk that cellular infrastructure had been reconfigured or that significant

changes to the radio-environment, such as the construction of new obscuring buildings,

affects the position estimation efforts. In total, this subset of data consists of roughly 54

million measurements from 16754 cells belonging to 5083 eNodeBs. The results presented

in this thesis are based on the subset of this data that is related to the 59 eNodeBs for which

the true location could be found. The process of obtaining the real location of eNodeBs

is further described in Section 4. There are 2.78 million measurements for the 241 cells

belonging to these 59 eNodeBs, that have been captured by 54 unique trains during 2870

journeys under a nine month period.

2.2 Data processing tools

The data has been processed and analyzed using Python 3 [55] with several additional

libraries. Numpy [54] and Pandas [46] have been used for efficient and convenient handling

and calculations on the large amount of measurements, while Scipy [34] was used for its

implementation of the Trust Region Reflective least squares algorithm [10]. All graphs,

with the exception of Figure 2.1 have been generated using Matplotlib [30]. In addition,

all maps have been created using Cartopy [47] with map tiles by Stamen Design, under

CC BY 3.0 and data by OpenStreetMap, under ODbL. To convert coordinates from the

WGS84 coordinate system to SWEREF99TM, the converter in [8] was used.

2.3 LTE

Long Term Evolution (LTE) is a standard developed by the 3rd Generation Partnership

Project (3GPP) for wireless communication, and a successor to the previous standards

Global Systems For Mobile Communications (GSM) and Universal Mobile Telecommuni-
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cations System (UMTS). The goal with LTE was to meet the demand for increased data

rates, lower the operational costs, reduce the complexity of the network and optimize it

for packet switched operation. LTE was initially released in 3GPP Release 8 in 2008, and

has continued to evolve through later releases, most notably with the introduction of LTE-

Advanced in Release 10, which fulfills the requirements for IMT-Advanced and thus is a

true 4G system. The LTE standard is specified in 3GPP’s 36-series of documents [1].

2.3.1 Architecture

LTE, also known as Evolved Universal Terrestrial Radio Access Network (E-UTRAN) is the

Radio Access Network (RAN) for the fully IP-based Evolved Packet System (EPS). Unlike

GSM and UTMS, which had both a circuit-based core for real-time services, and a packet

switched core for data-services, LTE only has a packet switched core network, known as

the Evolved Packet Core (EPC). The EPC consists of several different nodes, such as the

Mobility Management Entity (MME), Home Subscriber Server (HSS), the Serving Gateway

(SGW) and Data Packet Network Gateway (PGW), and its responsibilities include user

authentication, charging, packet-filtering, lawful packet inspection, mobility management,

IP-address allocation and establishing an end-to-end connection. The core network is

however of little interest to this thesis and will thus not be further discussed here, a more

detailed description of it can be found in for example [20, 7].

The architecture for the LTE RAN (E-UTRAN) is simplified compared to previous

networks, as can be seen in Figure 2.1. In UMTS networks, a hierarchical architecture is

used where the core network is connected to Radio Network Controllers (RNC), which in

turn are connected to several Node Bs which finally connect to User Equipment (UE) over

a radio interface. In contrast, LTE uses a flat architecture consisting of a single node, the

Evolved Node B (eNodeB, sometimes also called the E-UTRAN Node B). The eNodeB

is directly connected to the core network through the S1 interface, and interconnected

with other eNodeBs through the X2 interface. The eNodeB uses the LTE-Uu interface

7
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Figure 2.1: UMTS and LTE network architectures

for communication with the UE. Each eNodeB can have multiple antennas, using different

carrier frequencies or covering different sectors, each known as a cell. Each cell can be

identified through their E-UTRAN Cell Identifier (ECI), which also contains an eNodeB

identifier and is unique within the Public Land Mobile Network (PLMN) [3]. The PLMN

is a combination of the Mobile Country Code (MCC) and Mobile Network Code (MNC).

In downlink, that is transmission to the UE, Orthogonal Frequency Division Multiple

Access (OFDMA) is used, while for uplink, that is transmission from the UE, Single Carrier

Frequency Division Multiple Access (SC-FDMA) is used. The reason for the difference in
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technology used for uplink and downlink is that OFDMA requires expensive and power

demanding technology, so instead using SC-FMDA in uplink allows for less complex UE

to be used [51].

2.3.2 Downlink transmission

In order to understand some of the radio metrics used in this thesis, described in Sec-

tion 2.3.3, a basic understanding of the LTE physical layer is required. LTE can either use

Frequency Division Duplex (FDD) or Time Division Duplex (TDD) to separate uplink and

downlink transmission, and FDD and TDD use different frame structures. As the Swedish

operators mainly use FDD, focus will be put on the FDD frame structure (known as frame

type 1).

As mentioned in Section 2.3.1, Orthogonal Frequency Division Multiple Access (OFDMA)

is used in the downlink for LTE. In OFDMA the carrier signal consists of many subcarri-

ers, each with a small bandwidth and spaced with a specific frequency offset, ∆f = 1/Tu,

where Tu is the period required to transmit a single subcarrier symbol. This results in the

subcarriers being orthogonal to each other which avoids interference between subcarriers,

as can be seen in Figure 2.2. Each subcarrier can thus transmit an OFDM symbol in

parallel with all other subcarriers.

In LTE, the subcarrier spacing, ∆f , is 15 kHz, and the total number of subcarriers

depends on the carrier bandwidth. At 10 MHz, 600 subcarriers is used (for a total occupied

bandwidth of 15 kHz ∗ 600 = 9 MHz).

In the time domain, the radio resources in LTE are divided into 10 ms long frames,

which in turn are divided into ten subframes which are 1 ms long each. Each subframe

consists of two slots of length 0.5 ms, and each slot is long enough for a single subcarrier

to transmit seven or six OFDM symbols. The number of OFDM symbols depends on

the length of the guard time, known as the cyclic prefix, which is inserted between each

symbol. Using the normal cyclic prefix seven symbols can be transmitted in a slot, but only

9
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Figure 2.3: A LTE Physical
Resource Block with nor-
mal cyclic prefix. Refer-
ence signals are highlighted
in yellow.

six symbols can be sent using the extended cyclic prefix which provides better protection

against delay spread.

When looking at it from both the time and frequency perspective, a single OFDM

symbol from a single subcarrier forms the smallest physical resource in LTE, the Resource

Element (RE). Multiple subcarriers over a time period thus forms a grid of REs. In the

LTE, 12 subcarriers in a 0.5 ms slot makes up a Physical Resource Block (PRB), seen in

Figure 2.3, which is the smallest unit that can be allocated for transmission.

Each PRB carries Cell-specific Reference Signals (C-RS) in the first and third last

OFDM symbols, at every sixth subcarrier. The reference signals are used by the UE for

demodulation and channel estimation. These reference signals are also important for the

metrics described in the next subsection.
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2.3.3 Metrics

There are numerous signal metrics defined in LTE. Two, seemingly similar, metrics for UE

received signal power in LTE are Received Signal Strength Indicator (RSSI) and Reference

Signal Received Power (RSSP). RSSI is defined as the linear average of the total power (in

W) received in certain OFDM symbols from all sources (including noise and interference)

over the entire measurement bandwidth consisting of N resource blocks. Unless otherwise

specified, the power should only be measured over those OFDM symbols containing C-

RS [2]. It is thus the average total power of the columns in Figure 2.3 containing a yellow

RE, for N such blocks.

RSRP is instead defined as the linear average (in W) of the power contribution from

REs that carry cell-specific reference signals [2]. With other words, RSRP is the average

power of a single RE, specifically the REs which carry a C-RS, which is the average power

of the yellow REs in Figure 2.3. In a scenario without noise and interference, where the full

resource block is used and all REs are transmitted with the same power, one would thus

expect RSSI = 12N ∗RSRP , where N is the number of resource blocks in the measured

bandwidth.

3GPP has also defined metrics concerned with the quality of the signal rather than just

the received power. One such metric is Reference Signal Received Quality (RSRQ) which

is defined as:

RSRQ =
N ∗RSRP
RSSI

where N is the number of resource blocks RSSI and RSRP were measured over [2]. This

can be interpreted as how much stronger the REs carrying C-RS are than the average RE

including noise and interference.

Another signal quality metric is Reference Signal-Signal to Noise and Interference Ratio

(RS-SINR, which from now on be referred to simply as SINR). SINR is defined as the linear

average of the power contribution (in W) from REs that carry C-RS, divided with the linear
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average of the power (in W) from noise and interference of those REs [2]. The numerator

is the definition for RSRP, which means:

SINR =
RSRP

N + I

where N is the linear average of the noise and I is the linear average of interference for the

same REs used to calculate RSRP. SINR can thus be interpreted as how much stronger

the useful part of the C-RS is compared to the noise and interference in the C-RS.

RSRP and SINR are both measurements of power, and are typically measured in

decibel-milliwatts (dBm), that is the relative power in dB compared to a mW. RSRQ

and SINR are instead ratios normally measured in dB.

2.3.4 Power Control

To counteract the effects of path loss and limit interference, as well as lowering power

consumption and thus improve battery life for UEs, 3GPP has specified a power-control

system for the uplink in LTE. This system uses both open-loop power control, where the

UE estimates the path loss and adjust its transmission power accordingly, and closed-loop

power control, where the eNodeB sends commands to the UE about how to change the

transmission power.

For the purpose of this thesis however, the downlink power control is of more interest

than the uplink power control. Unlike the case for uplink, 3GPP has not specified any

direct power control scheme for downlink in LTE, only stating “the eNodeB determines

the downlink transmit energy per resource element” [4], leaving it up to the operators

if and how power control in the downlink is used. 3GPP does however require that for

measuring RSRP and RSRQ (see Section 2.3.3), the energy per resource element (EPRE)

is constant for C-RS across the system bandwidth and for all sub-frames until different

power information for C-RS is signaled. The EPRE for C-RS may be derived from the
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parameter referenceSignalPower. Any power control in the downlink is thus not allowed

to affect the power for REs carrying C-RS until a different referenceSignalPower is sent.

Therefore, RSRP could be expected to be less affected by any active power control than

RSSI.

2.4 Signal propagation and path loss

Radio waves, including those transmitted and received in LTE-networks, are affected by

the environment they propagate through, and the received signal will not be identical to

the one transmitted.

While the hypothetical isotropic antenna radiates power equally in all directions, real

antennas radiate the radio waves with different power density in different directions. An

omnidirectional antenna for example will radiate the signal roughly equally in all directions

of a plane, but with lower intensity below and above the plane, whereas a directional

antenna, as commonly employed in cellular systems, will focus its signal in a single direction

with a certain beamwidth. The gain of an antenna in a given direction is usually measured

relative to that of an isotropic antenna, and this ratio in decibels is called decibel-isotropic

(dBi). The Effective Isotropic Radiated Power (EIRP) of an antenna is thus Pt ∗Gt, where

Pt is the transmitted power in W and Gt is the antenna gain as a ratio, or in the log

domain, Pt +Gt, where Pt is the transmitted power in dBm and Gt is the antenna gain in

dBi.

The relationship between the transmitted power, Pt, and the received power, Pr, of a

radio signal is given by the link budget equation:

Pr = Pt +Gt +Gr − PL

where Pt and Pr are given in dBm, Gt and Gr is the antenna gain of the transmitter and

receiver in dBi, and PL is the attenuation of the signal as it travels from the transmitter
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to the receiver, known as the path loss, in dB.

An analytical formula for calculating the path loss in free space, that is a space with

no obstacles, was given by Harald Friis in 1946 and can be written as:

Pr = PtGtGr

(
λ

4πd

)2

= PtGtGr

(
c

4πdf

)2

(2.1)

where Pt and Pr is transmitted and received power in W, Gt and Gr is the antenna gains of

the transmitter and receiver as a ratio, d is distance between the transmitter and receiver

in m, f is the frequency of the carrier in Hz and c is the speed of light. If the transmitted

and received power is given as dBm and the antenna gains in dBi, Equation 2.1 may be

rewritten in the logarithmic decibel scale as:

Pr = Pt +Gt +Gr + 2 ∗ 10
(

log
( c

4π

)
− log d− log f

)
(2.2)

If a reference point with received power P0 at distance d0 from a transmitter is known,

the received power Pr at distance d can be calculated using Equation 2.2, where most terms

will cancel out and give:

PLd0−d = P0 − Pr = 20 log
d

d0
⇐⇒ Pr = P0 − 20 log

d

d0
(2.3)

The free space path loss model is however a very simple model, which only accounts

for the signal traveling in the Line of Sight (LoS) directly to the receiver. This is unlikely

to occur outside the vacuum of space, as the propagation environments are usually much

more complex. The signal may be reflected, diffracted, and scattered by obstacles in the

environment, affecting the strength of the signal when it reaches a receiver. Furthermore,

the combination of reflection, refraction and scattering combined with the fact that ra-

dio antennas propagate the signal in multiple directions, means the same signal can take

multiple different paths to the same receiver, known as multipath propagation. Multipath
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propagation results in a slight delay, a delay spread, between the arrival of signals which

have taken different paths to the receiver, causing constructive or destructive interference

between the signals depending on if the delay spread causes them to be in-phase with each

other or not.

More complex propagation models have tried to account for some of these factors. One

such model is the two-ray model, which considers both the direct LoS path as well as the

path where the signal is reflected on the ground. After a certain breakpoint distance, the

two-ray model can be approximated with Equation 2.4.

Pr = PtGtGr ∗
h2th

2
r

d4
(2.4)

where ht and hr is the height of the transmitter and receiver antenna. It can be noted that

the received power attenuates with d4 for the two-ray model, compared with d2 for free

space loss.

Changing the exponent, often known as the path loss exponent, for how quickly the

power attenuates with distance is a common way to handle path loss in different environ-

ments. This is used in the log distance path loss model, also called the lognormal path loss

model, described by Equation 2.5.

Pr = P0 − 10α log
d

d0
+Xσ (2.5)

where α is the path loss exponent and Xσ is a random normal distributed variable with

mean 0 and standard deviation σ.

It can be seen that Equation 2.3 for free space is simply a special case of log distance

model, where α = 2. The random variable Xσ is used to model various shadowing effects

caused by obstacles in the propagation environment which can result in the received signal

power being different for two different identical receivers despite being the same distance

from the transmitter. Through measurements it has been found that measured signal
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power at a location is normal distributed around the distance dependent path loss in the

logarithmic decibel scale, which corresponds to a lognormal distribution in W [60, 18].

There also exists a number of empirical models that have been derived through real

measurements of signal power. One common such model is the Okumura-Hata based on

measurements performed in Tokyo, and presented in Equation 2.6 [42].

PL = 69.55 + 26.16 log f − 13.82 log ht − a(hr) + (44.9− 6.55 log ht) log d (2.6)

where f is the frequency in MHz, ht and hr is the height of the transmitter and receiver

antennas in m, d is the distance between the transmitter and the receiver in km and a(hr)

is a correction factor for the receivers antenna height.

However, if the conditions for all receivers except the distance d is assumed to be the

same, Equation 2.6 can be simplified into Equation 2.5 as the terms will cancel out in a

similar way to how Equation 2.2 could be reduced into Equation 2.3. Therefore the simple

yet powerful log distance path loss model will primarily be used in this thesis. There

are many more propagation models not covered here, for a more extensive coverage of

propagation models [14] is recommended.
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3 Related Work

There has been much research into locating devices in wireless networks. In cellular net-

works the primary interest for locating devices has been to facilitate location based services

and meet demands from the Federal Communications Commission (FCC) to accurately lo-

cate devices calling 911 [23]. The majority of the work is however focused on locating

the UE from the network rather than locating the base station, in this case the eNodeB,

from measurements made by the UE. There is still however a considerable amount of re-

search that has been done on locating transmitters, mainly in the area of Cognitive Radio

(CR), locating nodes in Wireless Sensor Networks (WSN) or locating cells in cellular net-

works based on crowd-sourced data collected from smartphones. A number of different

approaches have been developed for locating devices based on radio characteristics, with

different advantages and flaws. Many of them are covered in [36] and [62].

One class of localization methods is the Angle of Arrival (AoA). These methods use

antenna arrays to measure the angle of the incoming signal. If the angle to the target node

is measured from at least two different points with known location, the target node can

be found by drawing lines in the measured angle from the known positions and calculating

where the two lines intersect through the process known as triangulation. Some previous

work [6, 58] have used this method, but it is not applicable in this thesis as the collected

data does not contain any information about the angle of arrival.

A different group of localization algorithms are the Time of Arrival (ToA) methods.

Here, the time it takes for a signal to travel between a node with known position and the

target node is measured, which can be used to calculate the distance to the target node

using the propagation speed (the speed of light) of the signal. The distance estimate then

creates a circle (or a sphere in 3D) around the position of the known node, and with at

least three positions with a distance estimate (four for positioning in 3D) the position of

the target node can be found by calculating where all the circles intersect, which is known

as trilateration. In LTE, the ToA approach can be implemented by using the Timing
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Advance (TA) parameter which the UE receives from the eNodeB and uses to change its

transmission timing. This approach is used in [39], which achieved very accurate position

estimations. However it is not applicable in this thesis as no timing advance or similar

signal timing data is available in the data set.

Another seemingly similar type of method is Time Difference of Arrival (TDoA). How-

ever, instead of directly measuring the propagation time for a signal traveling between a

known position and the target node, TDoA uses the difference in propagation delay be-

tween the target node and multiple nodes with known positions. With only the difference

in propagation delays, it is not possible to directly calculate the distance to the target

node from any single node. Instead the target is found through a process known as mul-

tilateration, where the difference in distance to the target node from two known nodes is

used to construct a hyperbolic curve with the pair of nodes as its foci. With at least three

known nodes, hyperbolic curves can be constructed for two different pairs of nodes, and

the target is located where the hyperbolic curves intersect. Methods based on TDoA have

been used in for example [35, 17, 59], but cannot be applied to the train measurements. To

use TDoA, there would have to exist timing measurements of the same eNodeB transmis-

sion from multiple different trains, and the time would have to be perfectly synchronized

between the trains.

Due to AoA, ToA and TDoA requiring specialized hardware or synchronized and precise

time measurements, one of the most commonly employed class of localization methods is

instead based on Received Signal Strength (RSS), which most radio devices can measure.

RSS can be used to calculate the distance to the target node and then perform trilateration

to locate it. The distance to the target node can be estimated from the path loss using a

propagation model (see Section 2.4) if both the transmitted and received signal strength

is known. Methods based on this concept have been used in among others [45, 13, 25, 70,

63]. While received signal power is available through the RSSI and RSRP measurements,

the eNodeB transmit power is not. As covered in Section 2.3.4, the UE may derive the
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transmission power for reference signals through the LTE parameter referenceSignalPower,

but it is not part of the collected data. Therefore, the distance between the transmitter

and receiver cannot be directly estimated.

There are however also methods based on RSS that can be used even when the transmit

power is unknown. In a similar manner to how TDoA methods operate on the difference

of the arrival time rather than the arrival time itself, Power Difference of Arrival (PDoA)

methods use the difference in received power at different nodes to find the location of

the target node that best explains the observed differences. For many versions of PDoA,

it is not possible to solve these methods analytically, and instead a grid-search must be

performed, although [67] proposes an iterative grid-search to lower the computational cost

of the grid-search for a modest lost in positioning accuracy. An excellent description

and comparison of different PDoA methods can be found in [33], and numerous versions of

PDoA have been used for localization of non-cooperative transmitters in [33, 50, 22]. There

are also other RSS methods based on similar concepts that are not explicitly labeled as

PDoA, such as the ones employed in [5, 43]. As the eNodeB transmit power is not known,

these types of methods seem like promising candidates to apply on the train measurements,

and the RSS methods selected for this thesis are described in Section 6.

In the area of Cognitive Radio, the received signal strength from several sparsely located

nodes are often spatially interpolated to form Radio Environment Maps (REM). These

radio-maps can be used to detect transmitters, and also estimating their position. This

type of approach has been used in for example [69, 38, 44]. While some of these techniques

should be possible to implement with the data set used in this thesis, it was deemed as

an ill suited solution due to the data being collected from trains, and thus mostly located

along a line and not very spatially diverse, making accurate interpolation outside the area

of the track challenging.

There have also been attempts to locate cells and cell towers using crowd-sourced data

collected by smartphone apps. Due to the measurements being collected with different
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equipment, it is challenging to apply many of the more sophisticated RSS based techniques

previously described. Therefore simpler techniques have mostly been applied for these, such

as using the centroid of all measurements, the center of the minimum enclosing circle, or

the location of the strongest signal measurement. In [21], E. Neidhardt et al. evaluates

four different methods on the OpenMobileNetwork data set [68] and finds that a simplified

and re-purposed version of a grid-based approach from [52] gave the best result. In [24] a

similar study is performed, were several algorithms are evaluated on a crowd-sourced data

set and compared with ground truth from OpenCellID [66]. Overall, [24] found that none

of the tested algorithms consistently performed the best, and therefore a machine-learning

based Adaptive Algorithm Selection (AAS) method was proposed which was able to predict

which method would give the most accurate positioning result for the measurements of a

specific cell. Some of the methods used in these studies have been adopted in this thesis,

and are further described in Section 6.

Another machine learning based approach was used in recent work [53], but rather

than using machine learning for selecting an appropriate algorithm, supervised machine

learning was instead used to directly predict the location of a cell tower based on crowd-

sourced measurement data. Both a regression based and a Neural Network (NN) machine

learning approach is used. The systems were trained on measurements collected though

a smartphone app in a small area of Istanbul, and the neural network shows promising

results. A machine learning approach was also considered for this thesis, but due to limited

amounts of ground truth being available it was decided to focus on other solutions instead.
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4 Obtaining ground truth for eNodeB positions

In order to evaluate how well different localization methods work on this train data set,

the real locations of some eNodeBs need to be known. There exists several databases

that contain position estimations for cells in cellular networks, two of the largest ones

being OpenCellID [66] and Mozilla Location Service (MLS) [49]. For a few cells in these

databases the exact location has been obtained from a “knowledgeable source”, which is

indicated by a special flag [48]. Unfortunately, no cells from LTE networks in Sweden

have such known positions. For the cells in these databases that do not have an exact

location, the positions have instead been estimated based on crowd-sourced data gathered

from primarily smartphones, which is indeed similar to what this work tries to accomplish

using the data set collected by train routers. These estimations are however for individual

cells, mainly intended to be used for rough localization of the UE connected to them,

rather than the physical cell towers. By averaging the positions for all cells belonging to

the same eNodeB, an estimate of the eNodeB position can be obtained [56]. But these

position estimations cannot be used as ground truth, as they are only estimations, and in

many cases quite inaccurate.

Another option for obtaining the position of an eNodeB is to use the Google Geolo-

cation API [29]. While this API is designed to estimate the position of the UE based on

information about what cells or Wi-Fi access points it is connected to, it is also possible to

obtain an approximate location of a cell by requesting the position for a UE which is only

connected to the cell of interest. As with the OpenCellID and MLS databases, the position

of an eNodeB can then be estimated by averaging the position for all related cells. The

accuracy of this method for locating GSM cell towers have previously been evaluated in [21]

where it performed quite well. While this method in general appears more accurate than

the OpenCellID and MLS estimations, as shown in Section 7.3, they are still estimations

which does not suffice as ground truth.

The real positions for the eNodeBs used in this work, are instead primarily based on
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information from the website CellMapper [16]. Similar to OpenCellID and MLS, CellMap-

per uses crowd-sourced data to estimate the position of cellular infrastructure. However,

instead of estimating the position of individual cells CellMapper directly estimates the

position of the cell towers, or eNodeBs in the case of LTE. More importantly however,

CellMapper has the exact location for a large number of eNodeBs in Sweden, so called “ver-

ified” positions that have been manually located by users [15]. Unfortunately, CellMapper

does not provide direct access to this data in an easily processable format, but the locations

of the towers are visually displayed on top of an interactive map at the site.

The process for obtaining the correct positions eNodeBs used in this thesis consisted

of compiling a list of observed eNodeBs from the train data set, and then searching for

the eNodeBs on CellMapper. If CellMapper had a “verified” position for the eNodeB,

further steps were taken to attempt to validate that this position was correct. These steps

consisted of checking that the position estimations obtained from OpenCellID, MLS and

Google Geolocation API were nearby and that the related observations from the train

data set were within a reasonable distance. Finally, the mast or LTE antenna was visually

located using satellite imagery or street view from Google Maps [28]. In rural areas, the

topography map from Lantmteriet [40], which has marked out towers and masts, was also

used to home in on the correct location. Once an eNodeB had been visually located, its

coordinates were retrieved from Google Maps.

In total, the location of 59 eNodeBs were mapped using this procedure. While operator

provided ground truth would have been preferred, visually locating the eNodeBs should

ensure that they are typically within a few meters of the mapped position. The set of

manually located eNodeBs contains both urban and rural locations, including both large

masts and smaller antenna setups mounted on top or on the sides of buildings, and should

thus cover a wide range of circumstances. All of the located eNodeBs are however part of

the same LTE network, due to a lack of verified positions for other network operators on

CellMapper.
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5 Analysis of Existing Data

Before any specific methods for locating eNodeBs were decided upon, the data was first an-

alyzed in order to give insight into whether or not it is at all feasible to locate eNodeBs from

the available data, and if so, what potential challenges might exist. Section 5.1 explores

the relationship between distance and several radio metrics, and Section 5.2 investigates if

there are any differences between different journeys. The geographical distribution of the

data is considered in Section 5.3, and Section 5.4 summarizes the findings.

5.1 Effect of distance on modem measurements

In order for eNodeB positioning based on radio metrics to be possible, there must be a

clear correlation between the metric and the distance from the eNodeB. With the ground

truth for a few eNodeB positions, it is possible to analyze how various metrics are affected

by distance to the eNodeB in the subset of data which is related to those eNodeBs. The

case when looking at the data for all of the known eNodeBs at once is shown in Figure 5.1.

It should be noted that the measured radio metrics have an integer resolution, and a small

spread in the form of uniformly random offsets in the interval [-0.49, 0.49] has been added

in Figure 5.1 to enhance readability.

As can be seen in Figure 5.1, RSRP and RSSI show a very similar behaviour, and clearly

seem to attenuate with distance from the eNodeB. In general, RSRP seems to be roughly

30 dBm lower than RSSI, but otherwise almost identical. SINR also seems to decrease with

distance, although not nearly as clearly, and RSRQ shows an even weaker correlation with

distance. On the other hand, UE transmit power seems to generally increase as the trains

travel further away from the eNodeB, which could be expected as the uplink power control

will cause the UE to increase its transmit power to compensate for the path loss. While

not evident in Figure 5.1, analysis on a more granular level suggests that UE transmit

power in general appears to follow an inverse trend of RSRP and RSSI.
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Figure 5.1: How various metrics correlate with distance

Of the metrics shown in Figure 5.1, RSSI and RSRP are the ones that most clearly

show a dependency on distance. Furthermore, these are the metrics that can be considered

as metrics for Received Signal Strength (RSS), and thus have existing models for how they

attenuate over distance, as covered in Section 2.4. However, as RSSI and RSRP are very

similar (Pearson correlation [65] of 0.95), and RSRP is the metric ultimately used as an

RSS measurement for the localization methods (see Section 6.3 for motivation), the rest of

this analysis will focus on the results for RSRP.

Figure 5.1 shows the data on a very aggregated level. Each eNodeB, and in fact each

cell of an eNodeB, may transmit with different power, using different carrier frequencies

or cover areas with different radio environments. Therefore, the relationship between

distance and RSRP was also examined individually for each cell. It was found that how

RSRP attenuates with distance varies from cell to cell.

Figure 5.2 and 5.3 show examples for nine individual cells. In addition to the mean

RSRP value at a given distance, several lines showing different log distance path loss

models, as described by Equation 2.5, are drawn in each graph. The yellow line shows the
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(a) (b) (c)

(d) (e) (f)

Figure 5.2: Examples of how RSRP decreases with distance

free space path loss (α = 2) using the highest mean value, as indicated by a large blue

point, as the reference point. The full-drawn red line shows a log distance path loss model

passing through the same reference point, but where the path loss exponent has been fitted

to the data, whereas the dashed red line shows a log distance path loss model where both

the path loss exponent and the reference point have been chosen to best fit the data based

on least squares. One of the methods considered for localization, logloss fitting described

in Section-6.3, is based on fitting log distance path loss models in a similar manner.

Figure 5.2 shows six examples of cells where RSRP attenuates with distance in a way

that could be considered consistent with the log distance path loss model. The red lines

showing log distance path loss models fitted to the data provide decent estimations of

the general RSRP at a given distance for these cells. Figure 5.2 is structured so that the

first row (a, b and c) shows cells from three different eNodeBs operating at the carrier

frequency 936.2 MHz, and the second row (d, e and f) shows corresponding cells from the

same eNodeBs operating at a higher frequency of 2630 MHz. By examining the columns
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Figure 5.3: Examples of how RSRP does not attenuate as expected with distance

in Figure 5.2 it can be seen that the pattern for both cells of each eNodeB are similar, but

that the received power for cells using a high carrier frequency is overall lower than that

for those cells using a lower frequency, as could be expected from Equation 2.1.

Another observation that can be made from Figure 5.2 is that, at least for the two

first eNodeBs (a, b, d, e), the path loss is considerably higher than free space path loss,

which can be expected as there likely exists obstacles in the environment causing reflection,

refraction and scattering further weakening the signal. More interesting however, is that

while the graphs overall show a decreasing trend consistent with that of the log distance

path loss model, for the section of the data that is closest to the eNodeB, RSRP increases

with distance. One factor that could explain this is that antennas used by eNodeBs are

typically not isotropic. When moving close the eNodeBs, the trains likely move outside

the vertical lobe that is effectively covered by the antenna. While this phenomena is not

present for all cells, it has been observed for a large fraction of the cells.

Figure 5.3 shows cells from three different eNodeBs, where RSRP does not clearly de-

crease with distance. Whereas Figure 5.3a could be considered to overall follow a decreasing

trend, although with some deviations, Figure 5.3 b and c clearly do not. The RSRP is

still related to distance, but is more complex than the relationships in Figure 5.2. With

the exception of the measurements closest to the eNodeB, RSRP showed a monotonically

decreasing trend in Figure 5.2, whereas in Figure 5.3 RSRP is neither strictly decreasing

or increasing. This makes it problematic to determine distance to the eNodeB based on
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RSRP alone for these cells, as a given value for RSRP is typically observed at multiple

different distances. While the exact reason for this behaviour is not known, one likely ex-

planation is that obstacles in the environment cause shadowing that result in much lower

RSRP at specific points, which could be the reason for the large dip in RSRP occurring

at approximately 2 km in Figure 5.3b. Due to the nature of directional antennas, another

explanation could be that the train travels through an area which has an unfavourable

angle for the cell’s antenna, where the angular loss from the antenna has a larger effect

than the distant dependent path loss.

5.2 Differences between journeys

The data was also analysed from a further less aggregated perspective, to examine if

there were any considerable differences between individual train journeys. As trains using

different routes may still connect to the same cell, this analysis only considers measurements

from the most common route to avoid differences due to the trains traversing different

environments. Three examples of the result of this analysis can be found in Figure 5.4,

which shows how RSRP varies as the train approaches the eNodeB for different journeys.

Each line in these graphs show the RSRP for a different journey, where the top line shows

a mean for all of the included journeys.

Figure 5.4a shows the same cell featured in Figure 5.2a, 5.4b corresponds to 5.2c and

the right half of Figure 5.4c is for the same cell as shown in Figure 5.3b, but the left

half (negative distances) is from a different cell of the same eNodeB, which uses the same

carrier frequency but covers a different area. Note that unlike the analysis in Section 5.1,

the distance in Figure 5.4 is not the distance between the train and the eNodeB, but rather

the distance along the railway to the point on the railway that is closest to the eNodeB,

and the distance between this point and the eNodeB can be found in parentheses beneath

each sub-figure. There are some small variations between each journey which can likely

be explained by fast fading effects and mostly appears as random noise, but no systematic
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(a) (b) (c)

Figure 5.4: RSRP variations between different journeys

differences between journeys are apparent.

While Figure 5.4 a and b overall show RSRP decreasing as the train travels further

away from the eNodeB, the same phenomena found in Section 5.1, where RSRP decreases

when too close to the eNodeB, can also be found here. It is also interesting to note that

a and c show that as the trains approach the point closest to the eNodeB, they switch to

a different cell, but switch back a bit later. Some additional analysis reveals that for 5.4a

this handover is generally to a different cell of the same eNodeB, but for c an entirely

different eNodeB is used. The points at which they perform this handover also appears to

be relatively consistent across journeys.

Another detail to consider is that in Figure 5.4c the RSRP is much higher on the side

of the eNodeB that has been given a negative distance than the one with positive distance.

As the different sides are covered by separate cells, this could be due to the cell on the side

with negative distance using a higher transmit power. It could also be due to environmental

factors as the signal strength on the side with positive distance is rather weak at around

1 km from the closest point, and first becomes stronger at around 3 km away.
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5.3 Coverage maps

The data was further analyzed from a geographical perspective, to get a better under-

standing of how RSRP may be affected by the path the train takes and the environment

it travels through. As focus is on how the general trend for RSRP changes with distance,

and to avoid the large amount of available measurements overlapping each other, a geo-

graphical aggregation scheme has been used. This aggregation scheme divides the data

into a grid-net with 50 by 50 m squares, and shows the average RSRP in each square, es-

sentially creating a coverage map. For more details about the aggregation, see Section 6.5.

Examples for 3 eNodeBs are shown in Figure 5.5.

While previous analysis has focused on the data on a per-cell basis, the results presented

in Figure 5.5 are shown per carrier frequency to reduce the amount of graphs required and

better show the overall coverage area of the eNodeB. Figure 5.5a shows eNodeB 110924 for

two different carrier frequencies, and cells from this eNodeB are also featured in Figures 5.2

a and d, and 5.4a. Figure 5.5b shows one of the observed carrier frequencies for the eNodeB

whose cells are shown in Figure 5.2 c and f as well as Figure 5.4b, whereas 5.5c shows the

eNodeB previously featured in Figures 5.3b and 5.4c.

As could be expected from the previous analysis in Sections 5.1 and 5.2, where cells

from eNodeB 110924 and 316499 showed a clear distance attenuation, Figure 5.5 a and b

show that RSRP is in general much stronger closer to the eNodeB and then decreases the

further away from the eNodeB the train travels. From the two different carrier frequencies

shown in Figure 5.5a it can once again be seen that the RSRP for the higher carrier

frequency is overall much lower than that for the lower frequency. In 5.5b, one can also

see the previously discussed effect of RSRP decreasing for the section of the track closest

to the eNodeB.

The more interesting case is however eNodeB 110999 shown in Figure 5.5c, which

shows the case for an eNodeB where the signal power has an unexpected relationship with

distance. The small gap of measurements in the section close to the eNodeB could also be
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Figure 5.5: RSRP coverage for 3 eNodeBs
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seen in Figure 5.4c, where the train has connected to a different eNodeB. The upper half of

the measurements corresponds to Figure 5.3b and the positive side in 5.4c, and as can be

seen the peak RSRP values occur in a curve quite far away from the eNodeB, with a small

dip in the middle of the section. While the exact reason for this still remains unknown, it

seems likely that this could be an effect of the antenna of the cell being tilted to cover areas

far away, or due to obstacles in the environment causing shadowing which clears once the

train reaches the curve. Somewhat surprisingly, the area with the strongest RSRP is found

right in the center of an urban area, where one would expect the large amount of buildings

to act as numerous obstacles, resulting in a complex radio environment. As urban areas are

highly populated, it is however reasonable that the operator would optimize their network

for these areas, and therefore the cell covering this sector may have been tuned to provide

good coverage in this urban region.

Coverage maps for the remaining eNodeBs are in general quite similar, where many

show an overall trend of signal strength decreasing with distance to the eNodeB. However,

there are also a fair amount of cases where RSRP varies in an unexpected way. Typically,

all measurements are arranged in a single line, such as in Figure 5.5 a and c, but there

are also a few eNodeBs where there exist several separate tracks or railway junctions, as

in Figure 5.5b.

5.4 Summary

Analysis of the train measurements showed that RSSI and RSRP were the radio metrics

that showed the strongest correlation to distance from the eNodeB. In general, RSRP

decreased as the distance to the eNodeB increased, however an opposite trend was observed

for the measurements closest to the eNodeB. Positioning eNodeBs based on RSRP should

likely be possible to some degree with these cells. There were however also cells that did

not show the expected attenuation with distance, and positioning these cells might prove

challenging.
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6 Localization methods

This section will describe the different methods that have been used for estimating the po-

sitions of the eNodeBs based on the collected train measurements. After a brief overview of

the considered methods, each method and their variants are described in detail throughout

Sections 6.1-6.7. The parameters used for the methods are further explained in Section 7.1.

The first two methods, centroid and strongest signal, are commonly used to locate

cells or cell towers using crowd-sourced data. They mainly consider the positions of the

measurements, and are computationally very efficient and can directly be applied on all

measurements related to an eNodeB. These methods do however have the limitation that

they can not estimate the eNodeB to be located outside of the area enclosed by the mea-

surements. While this is often not an issue for crowd-sourced data where the measurements

are geographically diverse, this could pose a problem when applied to the train measure-

ments, which are typically distributed along a single line. The centroid and strongest signal

methods are described in more detail in Section 6.1 and 6.2 respectively.

The second set of methods, logloss fitting and Power Difference of Arrival (PDoA),

are two Received Signal Strength (RSS) methods. These methods use the received signal

strength together with a path loss model to find the position for the transmitter which best

explains the observed measurements. The algorithms used to achieve this can be found

in Section 6.3 and 6.4. These methods assume all measurements are comparable, which

makes them challenging to apply with crowd-sourced data due to device heterogeneity.

As only data from a single modem model is used in this thesis, the measurements should

be more comparable. However, as different cells of eNodeBs may use different antennas,

transmission power and carrier frequencies in addition to covering areas with different radio

environments, not all measurements from an eNodeB can be assumed to be comparable.

Therefore, these methods are applied separately to each cell of the eNodeB. The compu-

tational cost of the logloss fitting and PDoA methods are much higher than that of the

centroid and strongest signal methods, but better location estimations can potentially be
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achieved as they are not strictly bounded by the area enclosed by the measurements.

A fifth method called sector fitting has also been used. This is a novel method that

uses the geographical distribution of the measurements to infer unlikely positions based

on the sectorized nature of cellular networks, and can be combined with the logloss fitting

or PDoA method to improve their accuracy. The sector fitting method is explained in

Section 6.6.

In addition, a scheme for geographical aggregation which is used for versions of the

logloss fitting method, as well as for coverage maps presented in Section 5.3, is described

in Section 6.5. Furthermore, the method used to merge the results from different cells for

the logloss fitting and PDoA methods in order to create a single estimate for the eNodeB,

is described in Section 6.7. This method is also used to merge the results from the sector

fitting method with the logloss fitting or PDoA method, to create a joint estimate.

To simplify calculations and the equations used to describe the methods, the geographic

latitude and longitude coordinates in the data set have been converted into Cartesian

coordinates. In this case this has been accomplished by using the Swedish Reference Frame

99 Transverse Mercator (SWEREF99TM) projection [41], which has the EPSG code 3006,

although any Cartesian coordinate system should work. It is however still possible to use

the methods with geographic coordinates as well, but in that case Equation 6.4 has to be

replaced with an equation to calculate distance between two geographic points, such as

the Vincenty algorithm, and following equations dealing with distance have to be modified

likewise.

6.1 Centroid

The centroid method, estimates the eNodeB to be at the position of the centroid of all

measurements related to that eNodeB. The centroid is computed as the arithmetic mean

of the coordinates for all the measurements. A slightly more sophisticated version is the

weighted centroid, where each point is weighted based on some feature. In order to be
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used as weights, the features are normalized into the [0, 1] interval, and thus the weights

for each observation i are computed as:

wi =
vi − vmin
vmax − vmin

(6.1)

where vi is the value for one of the features for observation i.

In this thesis, tests have been made using RSSI, RSRP, SINR or UE transmit power as

weights, both in the dBm and mW. It should be noted that while higher values for RSSI,

RSRP and SINR are assumed to correspond to the observation being closer to the eNodeB,

UE transmit power is instead expected to be lower for observations close to the eNodeB.

Therefore, the highest weight (1) is given to the lowest transmit power and the weights

based on UE transmit power are calculated as 1− wi, where wi is calculated according to

Equation 6.1. The complete calculation for the weighted centroid estimation is thus:

x =

∑
iwi ∗ xi∑
iwi

, y =

∑
iwi ∗ yi∑
iwi

(6.2)

where x and y is the estimated coordinates of the eNodeB, xi and yi is the coordinates for

observation i and wi is calculated according to Equation 6.1.

6.2 Strongest Signal

With the strongest singal method, the eNodeB is assumed to be located at the position

where the highest received signal strength has been measured. In this thesis, this method

has been tested using the highest value of RSSI, RSRP or SINR, as well as the lowest value

of UE transmit power. As all these features are measured with integer resolution in the

data set, there is a possibility that multiple measurements share the same highest or lowest

value for a feature. If multiple measurements share the same highest or lowest value, the

position has been estimated as the arithmetic mean of the measurements that share the

highest or lowest value.
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Note that unlike the weighted centroid approach described in Section 6.1, there is no

need to apply this method on the features both in their decibel scale and their linear scale.

The highest value in the decibel scale, will remain the highest value in the linear scale,

thus applying the strongest signal method on any feature in the decibel or linear scale will

yeild identical results.

6.3 Logloss fitting

The logloss fitting method is based on the log distance path loss propagation model de-

scribed in Section 2.4. It was originally conceived independently, without knowledge of the

Monte Carlo Path Loss Model Fitting Simulation method described in [43], but has since

been modified to be a slight improvement of it. The basic idea is to find the position of

the eNodeB that results in the best fit of the measured data to the log distance path loss

model described in Section 2.4.

If it is assumed that the eNodeB is located at position x̂, ŷ, then the received power Pri

for a measurement i, can be estimated by P̂ri .

P̂ri = P0 − 10α log
di
d0

(6.3)

where P0 is the received power at some reference distance d0, α is the path loss exponent,

and di is the euclidean distance between the measurement and the assumed position x̂, ŷ,

calculated as:

di =
√

(x̂− xi)2 + (ŷ − yi)2 (6.4)

where xi and yi is the coordinates for the measurement.

The parameters P0 and α can be estimated by minimizing the squared error between

the predicted P̂ri and the observed power Pri for all measurements, solving the linear least
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square problem given in Equation 6.5.

argmin
P0,α

∑
i

(
Pri − P̂ri

)2
= argmin

P0,α

∑
i

(
Pri − P0 + 10α log

di
d0

)2

(6.5)

However, rather than using ordinary least squares as in [43], a version of the Trust Region

Reflective algorithm from [10], as implemented by scipy [64], is used to allow bounds to

be set on the parameters P0 and α. By setting bounds on these parameters, situations

where a good fit is obtained by using unreasonable values for P0 or α, such as a negative

path loss exponent, can be avoided. In this case, rather generous bounds have been used,

limiting P0 and α to the intervals [-140, 0] dBm and [1, 8] respectively. Another difference

from [43] is that we here use a reference distance of 100 m instead of 1 m, as it is more

appropriate for this setting.

Once a log distance path loss model has been fitted, the cost cx̂,ŷ for the assumed

location x̂, ŷ is derived from how much the measurements deviates from the fitted model,

and calculated according to Equation 6.6.

cx̂,ŷ =
∑
i

∣∣∣Pri − P̂ri∣∣∣ (6.6)

To find the location of the eNodeB that results in the lowest fitting cost, a search grid is

defined. A log distance path loss model is fitted according to Equation 6.5 for each position

x̂j, ŷk in the search grid, and the corresponding cost cx̂j ,ŷk for each location is computed

with Equation 6.6. The eNodeB is then estimated to be at the location x, y which has the

lowest cost.

x, y = argmin
x̂j ,ŷk

cx̂j ,ŷk (6.7)

Two slight variations of this method have also been derived, where only the path loss

exponent is fitted through least squares, and the reference point is chosen by other means.

In these two alternative versions of logloss fitting, the reference point is chosen based on
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the geographic aggregation scheme described in Section 6.5. The reference point is either

chosen as the aggregated point with the highest mean value, or the the aggregated point

with the most measurements. While ordinary logloss fitting will attempt to find a suitable

P0 for d0 = 100 m for each position in the search grid, these alternative versions will use a

locked P0 based on the chosen aggregate point, and instead d0 will change for each point in

the search grid. When using the log distance path loss model, d0 is typically chosen so that

it is smaller than the distance between the transmitter and the measurements, d. This is

generally not going to be the case when the reference point is chosen from the aggregated

data. But mathematically, there is nothing hindering a log distance path loss model from

being fitted based on measurements closer to the transmitter than d0.

An example of how the logloss fitting method works is shown in Figure 6.1, where 6.1a

shows logloss fitting being performed from the real position of the eNodeB, and 6.1b shows

the process from a position roughly 4 km west of the correct position. The yellow line shows

the ordinary logloss fitting method, whereas the green dashed line shows the alternative

version where a reference point is chosen from the geographically aggregated point with

the highest value, and the red dashed line shows the second alternative version where the

geographically aggregated point with most measurements is used as a reference point. It

is clear that the correct position in Figure 6.1a results in the data much better fitting a

reasonable log distance path loss model than the incorrect one in 6.1b, and this results in

a much lower cost for the correct position than the incorrect one. Note however, that if

no bounds had been set on the path loss exponent, a relatively good fit could have been

obtained by using a negative path loss exponent, which would result in 6.1b receiving a

similar cost as 6.1a. The costs from the entire search grid is visualized in Figure 6.2.

As described in Section 2.3.3, there are two different LTE metrics that measure received

signal power and therefore could potentially be used for the logloss fitting method, RSSI

and RSRP. As Section 2.3.4 points out, RSRP should not be affected by active power

control to the same extent as RSSI. Furthermore, RSRP should not be systematically
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(a) Correct position (b) Unlikely position

Figure 6.1: Logloss fitting process from two different assumed positions
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Figure 6.2: Example of the cost matrix from a logloss fitting search grid

39



affected by the number of resource blocks in the measure bandwidth it is computed on,

and does not include noise and interference as RSSI. Therefore, RSRP has been chosen as

the metric to apply the logloss fitting method on. However, as shown in Section 5.1 RSSI

and RSRP are strongly correlated, and thus they can be expected to provide a similar

result.

6.4 Power Difference of Arrival

The Power Difference of Arrival (PDoA) is, similar to the logloss fitting method described

in Section 6.3, based on the log distance path loss propagation model presented in Equa-

tion 2.5. There are several different versions of PDoA methods, many of which are described

and compared in [33]. Overall, [33] finds that when the transmitter is outside the area cov-

ered by the signal measurements, what they classify as statistical PDoA methods perform

the best. As the measurements are from trains, they must necessarily follow the railway

tracks and will thus rarely surround an eNodeB. Therefore one of the statistical PDoA

methods seems most appropriate for this data set. Furthermore, [33] showed that all of

the statistical versions of PDoA can be expected to produce the same result, and it was

therefore opted to adopt the simplest of the statistical PDoA methods for this thesis. This

method is known as the the Non-Linear Least Squares (NLLS) PDoA.

Instead of fitting or estimating the reference point of the log distance path loss model

as was done in the logloss fitting method, the PDoA method avoids it by using the power

difference between different pairs of measurements. The log distance path loss model

predicts that for two points, k and l where k 6= l, located at distances dk and dl from the

transmitter respectively, the power difference P̂kl will be:

P̂kl = P̂k − P̂l = P0 − 10α log
dk
d0
−
(
P0 − 10α log

dl
d0

)
= 10α log

dl
dk

(6.8)

If Equation 6.8 is expanded to include the calculation of dk and dl as in Equation 6.4,
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using the coordinates of the transmitter x, y and the measurements points, xk, yk and xl, yl,

one gets:

P̂kl = 5α log

(
(x− xl)2 + (y − yl)2

(x− xk)2 + (y − yk)2

)
(6.9)

The NLLS PDoA method then finds the position of the transmitter by minimizing

the squared difference between the estimated power difference P̂kl and the actual power

difference Pkl, for all pairs of points, as shown in Equation 6.10.

x̂, ŷ = argmin
x,y

∑
k,l

(
Pkl − 5α log

(
(x− xl)2 + (y − yl)2

(x− xk)2 + (y − yk)2

))2

(6.10)

To solve Equation 6.10, a two-dimensional search grid of values for x and y must be

constructed. Similar to the logloss fitting method, the transmitter is then estimated to be

at the position which produces the lowest cost. Note that Equation 6.10 requires that the

path loss exponent α is known, but as it is not known in this case Equation 6.10 must

be extended to also find the α resulting the the smallest cost, which requires a three-

dimensional search grid over x, y and α.

The number of pairs of points increases with the number of points squared, more

specifically for n points there are n∗(n−1)
2

pairs of points. Therefore, the computational cost

of this NLLS PDoA quickly increases with the number of points. While this method might

be feasible when applied on readings from a few dozen sensors, it was found that using it

with upwards of 100,000 measurement points was exceedingly slow. Therefore, two simple

data reduction strategies have been evaluated. The first is to apply PDoA on a random

sample of 500 points from the measurements. The second version is to first geographically

aggregate the data as described in Section 6.5 and then apply PDoA on the aggregated

data. It is worth noting that these data reduction strategies may negatively affect the

localization accuracy compared to what could be achieved if NLLS PDoA was applied on

all measurements.

The same motivation used regarding the choice of RSS metric used at the end of Sec-

41



tion 6.3, can also be applied for the PDoA method. Therefore, RSRP has been used as the

RSS metric for PDoA as well.

6.5 Geographic aggregation

The geographic aggregation method presented here is not a positioning method in and of

itself, but rather a simple scheme to aggregate the data that is used in versions of both the

logloss fitting method and the PDoA method, as well as for the coverage maps presented

in Section 5.3.

This geographic aggregation scheme, divides all measurements into a grid net. Unless

otherwise noted, the grid net used in this thesis uses a resolution of 50 by 50 m grid cells.

The center of each grid-cell is then given the mean value for the metric of interest from all

measurements within the grid cell.

It is worth noting that the metric of interest is usually a signal strength related metric,

typically RSRP, which is measured in the decibel scale. Here, an arithmetic average can

either be computed on the linear values and converted back to the decibel scale, the so called

linear average, or an arithmetic mean can be calculated directly on the decibel-values, which

corresponds to a geometric mean of the linear values. While the linear average gives the

correct average signal strength, the signal strength at a certain distance from the eNodeB

can be expected to have a log-normal distribution, as explained in Section 2.4. This results

in the measurements having a normal distribution in the decibel scale, for which an average

of the decibel values will provide a better indication of the central tendency than the linear

average. Therefore, unless otherwise stated, the mean value in each grid cell is computed

directly on the decibel values rather than using the linear average.

6.6 Sector fitting

The sector fitting method is, to the best of the author’s knowledge, a novel method that

takes advantage of the fact that cellular networks are usually sectorized. As noted in [12],
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most localization methods do not consider angular losses introduced by the directional

antennas typically used in cellular networks, which degrades their performance. Neither

the described logloss fitting method or the PDoA method consider the direction of the

transmitting antenna, and can thus be expected to perform worse when attempting to

locate a sectorized eNodeB rather than an omni-directional transmitter. While this method

does not directly solve this issue, it does consider the directionality of eNodeB antennas

to help exclude unlikely positions.

The method works by, for each cell j using a specific carrier frequency, calculating the

angle θi, from an assumed eNodeB position x̂, ŷ to each measurement i belonging to the

cell. This is equivalent to calculating the angle component of the polar coordinates for the

measurements using x̂, ŷ as the origin, and can be achieved by using the special function

arctan2:

θi = arctan2(yi − ŷ, xi − x̂) (6.11)

Only considering a single cell, sector fitting then tries to find the angle σj of the sector

for cell j, that for some given sector-width wj best covers all the observed angles θi. It

does this by finding the angle σ̂j that minimizes the cost:

cj =
∑
i

φ2
i (6.12)

where φi is the smallest angle to the coverage zone σj ±wj/2 for angle θi, and is described

by Equation 6.13.

φi =

0 if σj − wj

2
≤ θi ≤ σj +

wj

2

min(θi − (σj +
wj

2
), (σj − wj

2
)− θi) otherwise

(6.13)

Note that Equation 6.13 is somewhat simplified, as it does not consider the periodical
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nature of angles, which additional care must be taken to handle. Simply put however, φi is

0 in case θi is inside the sector coverage, and otherwise it is the smallest angle to reach the

sector coverage. If all observed angles θi can be fitted inside the sector coverage, the cost

cj for cell j will thus be 0. From any distance sufficiently far away from the measurements,

all measurements can be expected to fall within a small range of angles and therefore be

covered by a reasonable sector-width. If applied to each cell separately, sector fitting can

therefore only be expected to produce a non-zero cost when the assumed position x̂, ŷ of the

eNodeB is too close to the measurements for them to fall within a reasonable sector-width.

Significantly more locations can be ruled out when considering multiple cells using the

same carrier frequency at once. Cells using the same frequency usually cover different

sectors to avoid inter-cell interference, and thus their sector-coverage should have limited

overlap. When multiple cells on the same carrier frequency are available, the sector fitting

algorithm therefore tries to minimize the total cost
∑

j cj, of all J cells of the same carrier

frequency while restricting the overlap between cells. To simplify implementation, rather

than fitting all sectors independently with this overlap restriction, a single sector layout

it fitted to all cells at once, where the sectors are locked in place relative to each other so

that a symmetrical sector distribution is achieved. If it is assumed that the eNodeB uses

n sectors, the angle ω between sectors will thus be 360◦/n, which becomes 120◦ for the

standard 3 sector layout. If each sector is assumed to overlap its surrounding sectors with

an angle ρ, the sector-width wj becomes ω+ ρ. An example of such a sector layout, where

n = 3 and ρ = 20◦ is shown in Figure 6.3.

The use of this sector layout, means that the angles for all other sectors can be calculated

based on the angle for one of the sectors. If cell j has sector angle σj, then cell j + 1 must

have sector-angle σj+1 = σj + kω, where k ∈ 1, . . . , n− 1. Thus, all possible sector angles

for cell j+ 1 can be determined from the sector angle σj. This is utilized by the algorithm,

which tries to find the single angle σj that best fits all of the sectors. It first calculates the

cost for the cell j with the largest amount of measurements using Equation 6.12, assuming
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Sector 1

Sector 2 Sector 3

eNodeB

OverlapSector-width

Figure 6.3: Example of sector layout with 3 sectors

it has the sector angle σ̂j. It then calculates the cost for the cell j+1 with the second most

measurements for all the possible sector angles σ̂j+1, and chooses the one which results in

the lowest cost. This is repeated for all cells in order of descending number of measurements

per cell, where each cell chooses the remaining sector that results in the lowest cost.

The summed cost of all cells,
∑

j cj is then calculated, and the process is repeated for

a new angle σ̂j to find the one which produces the overall lowest summed cost. To reduce

the computational cost, σ̂j is only searched for in the limited range where at least one of

the measurements from the cell with the most measurements is located within the sector

coverage for the cell. Additionally, the search for σ̂j is aborted in case a total cost of 0 is

achieved, as no angle can be found which produces a lower cost at that point.

Similar to the logloss fitting and PDoA methods, covered in Section 6.3 and 6.2 re-

spectively, this process is performed for each position in a 2D search grid. However, unlike

the logloss fitting and PDoA methods, there is a large probability that there are multiple

points where the cost is 0, and the eNodeB can then not be directly located by this method.

If there are no, or only one, position with the cost 0, then the eNodeB can be predicted to
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be at the position with the lowest cost.

To summarize, this method uses the geographical distribution of the measurements to

try and find a reasonable sector layout at each position in a 2D-search grid. Positions that

receive a high cost can then be ruled out as unlikely, as the measurements do not conform to

the assumed sector-model from these locations. These positions will be considered unlikely,

either because they are so close to the measurements, that the sectors would have to be

very wide to encompass all of the measurements from each cell, or they are too far away, so

that the sectors would either have to be very narrow or have large overlaps to explain the

measurements. Positions in certain directions from the measurements can also be ruled

out, as observations from multiple different cells would have the same angle to the eNodeB

from these, which would require the sectors to completely overlap each other.

Generally, with measurements from only one or two of the three sectors, only the first

case will be possible, where the positions too close to the measurements are ruled out. An

example of this is seen in Figure 6.4a, where the red area represents positions with the cost

0, and all positions in this red area are deemed equally viable. In these cases, sector fitting

must be combined with other methods to locate the eNodeB. However, when measurements

from all three sectors are available, this method will additionally be able to exclude those

points that are too far away or in the wrong direction from the measurements, which can

result in no, or few, positions receiving a zero cost, as illustrated in Figure 6.4b. Under

these circumstances, sector fitting can locate the eNodeB on its own.

6.7 Bayesian merging

The logloss fitting and PDoA methods described in Section 6.3 and 6.4 creates one cost

matrix for each cell of an eNodeB, whereas the sector fitting method described in Section 6.6

creates one for each carrier frequency. Each cost matrix can be used to make an individual

estimate of the location of the eNodeB (by finding the position with the lowest cost), but as

all cells of an eNodeB should have transmitters located at approximately the same location,
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(a) Sector fitting is only able to exclude unlikely
positions

(b) Sector fitting is able to directly predict eN-
odeB location

Figure 6.4: Examples of sector fitting under different circumstances

that of the eNodeB, all cost matrices can be merged to make a single joint estimation of

the eNodeB location.

The method for merging the cost matrices considered in this thesis is based on Bayesian

inference, and is similar to the Discrete Probability Density (DPD) method used in [19].

The method essentially consists of two steps, first converting the cost matrices into two-

dimensional discrete probability mass functions (PMFs), and then creating a single joint

discrete PMF from all individual PMFs.

The n×m two-dimensional cost matrix ci for cell or carrier frequency i can be converted

to a corresponding n × m two-dimensional PMF pi. Each position x, y in the probabil-

ity mass function pi, describes the probability that the eNodeB is at that position, and∑n
x

∑m
y pi(x, y) = 1. While a higher cost should correspond to a lower probability, there

is no obvious way for how to convert the numerical costs from the various methods into

actual probabilities. A number of conversion methods have been experimented with, and

the one found to perform the best is to first create an intermediate PMF ai by normalizing
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the costs in ci so all the costs sum to 1.

ai(x, y) =
ci(x, y)∑n

x

∑m
y ci(x, y)

(6.14)

In order for the lowest cost to become the most likely, and the highest cost the most unlikely,

the probabilities in ai are then inverted and normalized again to form corresponding PMF

pi.

pi(x, y) =
1− ai(x, y)∑n

x

∑m
y (1− ai(x, y))

(6.15)

Once all s cost matrices have been converted to discrete PMFs, they can be merged to

form a single joint PMF, p. This is accomplished by multiplying the individual PMFs with

each other and normalizing the result so it still sums to 1, as described by Equation 6.16.

A weight wi can be used to determine how large impact a specific PMF pi should have on

the final joint PMF p. A higher weight will cause the final result p to be more similar to

pi. It should be noted that each position in all s PMFs pi must correspond to the same

coordinates in order for it to be possible to calculate the joint PMF p in this manner.

p(x, y) =
1

C

s∏
i

pi(x, y)wi for x = 1, . . . , n, y = 1, . . . ,m (6.16)

where wi is a weight for pi, and C used to normalize p to 1, C =
∑n

x

∑m
y

∏s
i pi(x, y)wi .

As each method creates multiple cost matrices, one for each cell in the case of logloss

fitting and PDoA, and one for each carrier frequency for sector fitting, Equation 6.16 can

be used to merge costs within each method. In this case, all costs from a single method

and eNodeB are merged using Equation 6.16 to create a joint PMF, and the eNodeB is

then estimated to be at the position with the highest probability in the joint PMF.

However, Equation 6.16 can also be used to merge PMFs from different methods to

create a joint multi-method estimate. A hierarchical scheme has been used to accomplish

this. The costs are first internally merged for each method, as previously described, to
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create one joint PMF per method. The joint PMFs from each method are then merged

with each other to create a final multi-method joint PMF. The eNodeB is then assumed

to be at the most likely position in the multi-method joint PMF.
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7 Experiments and Results

Several variations and combinations of the methods described in Section 6 have been im-

plemented in Python 3 and applied on the data set described in Section 2.1. The accuracy

of the methods were evaluated based on the distance between the predicted and the ac-

tual location of the eNodeB. As described in Section 4, the ground truth position is only

available for 59 eNodeBs, and the evaluation is therefore limited to these 59 eNodeBs. In

Section 7.1 the configuration and parameter choices of the different methods are explained.

Section 7.2 examines a few results in detail, whereas Section 7.3 summarizes the results

for all methods and eNodeBs. Section 7.4 further analyses the results for a subset of the

eNodeBs where the novel sector fitting algorithm is expected to perform well.

7.1 Setup

7.1.1 OpenCellId, Mozilla and Google

As a reference for the positioning accuracy obtained by the methods applied on the train

measurement data set, localization performance of other external systems have also been

included. OpenCellId and Mozilla Location Service allows data sets of cell locations to

be freely downloaded and used, whereas lookup requests for cell positions can be sent to

the Google Geolocation API for a small fee. The methodology for obtaining an eNodeB

position estimate from these systems is described in more detail in Section 4, but essentially

consists of averaging the position estimates from all available cells of an eNodeB.

It should be noted that these systems frequently update their databases, and the results

may thus change over time. The results from OpenCellID and Mozilla Location Service

are based on downloaded data sets from 5th of February 2019, and the results for Google

Geolocation API were gained by querying it on the 5th of April 2019.
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7.1.2 Weighted Centroid and Strongest Signal methods

The only parameter for the weighted centroid and strongest signal methods, described in

Sections 6.1 and 6.2, is the feature used for weighing the centroid or for strongest signal

to locate the highest value of. While the RSS measurements, RSSI or RSRP, are the

ones that show strongest correlation to distance from the eNodeB, several other metrics

also showed some correlation with distance. Therefore, these methods were tested with

both RSSI, RSRP, SINR and UE transmit power, in their decibel as well as their linear

scale. The results presented in Section 7.2-7.4 only includes the ones for RSRP in its linear

scale (mW) as it was found to be the metric which provided the most accurate position

estimations.

7.1.3 Search grid

Both the logloss fitting, PDoA and sector fitting methods described in Sections 6.3-6.6,

require a search grid. For a fair comparison between the methods, as well as to allow the

merging scheme from Section 6.7 to be applied, all methods have used the same search

grids. Each eNodeB has been given a single search grid, covering a 10 by 10 km area

centered at the centroid of all measurements related to the eNodeB. The search grids have

a grid cell size of 200 by 200 m, which results in 2500 positions to evaluate for each eNodeB.

All groups within an eNodeB, that is the cells for the logloss fitting and PDoA methods

and the carrier frequencies for sector fitting method, use the common search grid of the

related eNodeB.

The size and resolution of the search grid is a compromise between potential localization

accuracy and computational cost. The choice of 10 by 10 km was based on the centroid

of the measurements typically being located within this distance from the known eNodeB

location. There are however a few cases where the true location is still outside the search

grid, but as eNodeBs theoretically can have a range of upwards of 100 km, the search

grid would have to be extended with orders of magnitude to ensure the true location is
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always included. The resolution 200 m was deemed sufficient as the accuracy of methods

are in general much lower. A slight improvement in localization performance could likely

be achieved by using a higher resolution, for example 100 m which is used in [33], but at

the cost of four times the computational cost.

7.1.4 Logloss fitting

Three versions of the logloss fitting method described in Section 6.3 were evaluated, the

ordinary version where both the reference point and the path loss exponent is fitted through

least squares, as well as two alternative versions where the reference point is chosen from

the geographically aggregated data. For the two alternative versions, the aggregated point

with either the highest mean value, or the aggregated point based on most measurements,

has been used as a reference point. The version that uses the aggregate point with the

highest mean value will be referred to as alternative 1, and the one using the aggregate

point with most measurements will be referred to as alternative 2. Parameters of the

geographical aggregation scheme is further described in Section 7.1.6.

The path loss exponent α has been limited to the range [1, 8], which covers the range

of normal path loss exponents, from 2 for free space path loss to 6 for heavily obstructed

environments, with some additional margin. For the ordinary logloss fitting, where the

reference point has been fitted using least squares, the reference point has been set at the

distance, d0 = 100 m and the power P0 limited to the range [-140, 0] dBm. While the

metric RSRP is typically limited to the range [-140, -44] dBm, the log distance path loss

model does not account for this ceiling. If for example the observed RSRP at 200 m is

−45 dBm, P0 at 100 m must be higher than −44 dBm to achieve a reasonable log distance

path loss model. The upper limit for P0 was therefore set to 0 dBm to be able to handle

these instances.

Due to different cells of an eNodeB potentially using different antennas, transmission

power and carrier frequencies, in addition to covering areas with different radio environ-
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ments, measurements from different cells cannot be expected to be comparable with each

other. Therefore, the logloss fitting has been performed individually for each cell, and the

final estimate has been obtained by merging the results from all cells of the eNodeB using

the method described in Section 6.7.

7.1.5 PDoA

Two versions of the PDoA described in Section 6.4 method have been tested, where the

number of measurements used has been reduced in different ways to lower the computa-

tional cost. One version is to select a random sample of measurements from each cell, in

this case up to 500 samples have been used. While this is a relatively small sample to

represent cells with potentially hundreds of thousands of measurements, it still results in

almost 125,000 pairs of points for each cell, and takes significantly longer to compute than

logloss fitting. The other version uses the geographically aggregated data instead, and the

parameters for the geographical aggregation is further described in Section 7.1.6. As a

suitable path loss exponent is not known in advance, both versions have tried path loss

exponents 2, 3, 4, 5 and 6 at each location, where the path loss exponent producing the

lowest cost has been used for that location.

Similarly to the other RSS method, logloss fitting, the PDoA method has been per-

formed on the data for each cell separately. The results from all cells of each eNodeB have

then been merged together with the method from Section 6.7.

7.1.6 Geographic aggregation

The geographic aggregation scheme has aggregated the data in 50 by 50 m bins, and cal-

culated an average of their decibel-scale values. Further motivation for averaging on the

decibel-scale values rather than the linear scale ones can be found in Section 6.5. The size

50 m was deemed to be a good compromise that significantly reduces the amount of data

points without introducing large distance errors.
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7.1.7 Sector fitting

The novel sector fitting method described in Section 6.6, has been configured to assume a

symmetrical layout with 3 sectors, each overlapping each other with 20◦, resulting in each

sector covering 140◦. These values where chosen by studying the measurements from the

real positions of the eNodeBs in the ground truth, where the total sector width and sector

overlap was generally below these values, although there exist a few instances where a few

degree wider angles have been observed. While there are papers that theoretically explore

6-sector LTE deployments [37, 61], these are assumed to be uncommon in the Swedish

networks and no more than three cells were ever observed using the same frequency on any

eNodeB in the data set of train measurements. The sector fitting has been performed with

1◦ rotation steps at each position in the search grid.

While cells using the same frequency have been assumed to have limited overlap to

avoid interference, cells using different frequencies have been assumed to be able to overlap

each other in any manner. Consequently, the sector fitting method has been computed

separately for each carrier frequency used by an eNodeB, and the results for all frequencies

of each eNodeB merged as described in Section 6.7.

7.1.8 Bayesian Merging

The results for the logloss fitting, PDoA and sector fitting have been internally merged as

described in Section 6.7 to create the location estimations for the eNodeBs. In this internal

merging, the costs from each cell have used the same neutral weight 1 for the logloss fitting

and PDoA methods. Likewise, the results from each carrier frequency for the sector fitting

has been given the weight 1.

The hierarchical merging scheme described in Section 6.7 have also been used to combine

the results from logloss fitting or PDoA with the sector fitting results, as the sector fitting

method is usually unable to locate the eNodeB on its own. While initial intuition was

that sector fitting should be weighted higher due to it producing less erroneous results,
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a parameter search was performed where the results from logloss fitting was combined

with the results from sector fitting using different weights. It was found that a 5-1 ratio

provided the best localization performance, as it minimized the values for all five columns

in Table 7.1 in Section 7.3. Thus, when creating the multi-method joint PMF, the joint

PMF from sector fitting was given the weight 5 and the joint PMF from logloss fitting or

PDoA were given the weight 1.

7.2 Examples of obtained results

While it is not feasible to examine the results of all the methods and every eNodeB in

detail in this thesis, the results for a few methods and eNodeBs will be studied here in

order to provide some insight of how the methods perform in various cases. The examples

included here have been selected to demonstrate how the methods perform in a variety

of situations and highlight the differences between them, including both cases where the

considered methods perform well as well as situations where they deliver poor results. The

results from all the RSS methods are similar for most eNodeBs, and therefore, the results

based on ordinary logloss fitting combined with sector fitting will be used to represent

the performance of the RSS methods and sector fitting. All figures in this section display

the merged PMF from the logloss fitting and sector fitting methods, together with the

geographically aggregated RSRP measurements and the true position of the eNodeB. In

addition, the position with the highest probability in the merged PMF has been marked

with a star and the estimates produced by the weighted centroid and strongest signal

algorithms have been marked with downwards and upwards facing tripods respectively.

The distance between the estimates and the true position have been included. To save

space, the color scale for the PMF has been omitted, but can be seen in Figure 7.1.

Figure 7.2 showcases several examples from different eNodeBs. It can be seen that in

some cases RSS and sector fitting is more accurate, as in Figure 7.2 b, g, and h, whereas for

d, e and f weighted centroid and strongest signal are closer to the real position. In 7.2 a, c
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Low probability High probability

Figure 7.1: Color scale for discrete probability mass function

and i all methods perform similarly. It can be noted that the estimates from the weighted

centroid and strongest signal algorithms are typically located on the railway, and relatively

close to each other. Sections 7.2.1-7.2.4 examine certain effects in more detail.

7.2.1 Effects of merging RSS and sector fitting

The effect sector fitting has on the RSS results, varies from eNodeB to eNodeB. Figures 7.3-

7.5 show examples of the PMFs from the logloss fitting, sector fitting, and the merged

result of them both, for three eNodeBs. The red areas for the sector fitting graphs seen in

Figures 7.3 and 7.4, represent areas where the sector fitting costs were zero, and thus all

positions in this area have the same probability.

In most cases, sector fitting will only be able to exclude some locations close to the

railway, as seen in Figure 7.3 and 7.4. In case the RSS method does not estimate the

eNodeB to be in one of the areas the sector fitting finds unlikely, then combining the RSS

result with the sector fitting result will have no impact on the final estimation. This can be

seen in Figure 7.3, where the sector fitting has significantly decreased the probability of the

eNodeB being located close to the railway in the final merged PMF, however logloss fitting

never estimated the eNodeB to be in this area, and thus the same position as initially

estimated remains the most likely after the merge. This is a very common situation among

the 59 eNodeBs examined here.

But there also exists cases where the RSS method predicts the eNodeB to be located

in an area which sector fitting finds unlikely, in which case sector fitting can have a drastic

effect on the result, even if sector fitting on its own is not able to predict the true location.
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eNodeB 120999 - 61178 measurements
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eNodeB 316499 - 753185 measurements
Real position
Highest prob: 1341 m
W. Centroid: 288 m
Strong. sig: 467 m

130

120

110

100

90

80

70

RS
RP

(f)
eNodeB 315721 - 97431 measurements

Real position
Highest prob: 269 m
W. Centroid: 646 m
Strong. sig: 635 m

110

100

90

80

70

60

50

RS
RP

(g)

eNodeB 316305 - 20688 measurements
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Figure 7.2: Examples of logloss fitting combined with sector fitting
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(a) Logloss fitting (b) Sector fitting
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Figure 7.3: Example where a limited sector fitting result has no effect
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(a) Logloss fitting (b) Sector fitting
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(c) Merged result

Figure 7.4: Example where a limited sector fitting result has an effect
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(a) Logloss fitting (b) Sector fitting
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(c) Merged result

Figure 7.5: Example where sector fitting significantly improves the RSS result

An example of this can be seen in Figure 7.4, where the result from logloss fitting predicts

a location the sector fitting algorithm disagrees with. When the two methods are merged,

sector fitting effectively eliminates the original result from logloss fitting, and a new position

outside the area sector fitting has ruled out is selected. In this case the new estimate is

closer to the true location than the original RSS estimate, however there are a few instances

where the removal of an incorrect position by sector fitting leads to a new estimate further

away from the eNodeB.

There are also eNodeBs for which sector fitting finds no position that yields a zero cost,

and for these the sector fitting algorithm is able to estimate the position of the eNodeBs

on its own. As the result from the sector fitting algorithm is weighted much higher than

the one from the RSS method, the final result is largely influenced by the sector fitting

PMF. An example of this can be seen in Figure 7.5, where the result from the logloss fitting

algorithm only has a minor impact on the merged result. As the sector fitting algorithm

is generally much more accurate than the RSS methods in these cases, merging the result

from the two methods often create a slightly worse result than sector fitting does on its

own.
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7.2.2 RSS strengths and limitations

One considerable advantage the RSS methods and sector fitting have over the centroid and

strongest signal approaches, is that they can potentially locate the eNodeB even if it is

outside the area covered by measurements, which for the train measurements is typically

only a line. The weighted centroid and strongest signal algorithms will generally predict

the eNodeB to be located on top of the railway track. If the eNodeB is positioned close

to the railway, this can result in relatively small distance errors, but when the eNodeB

is further away from the railway, this leads to considerable distance errors. In contrast,

the RSS methods are free to estimate the eNodeB to be located at any position inside the

search grid, even if there are no measurements in the proximity of this position. Due to

sector fitting often excluding positions too close to the railway, the estimates from the RSS

methods will often be located some distance to the side of the railway. This allows the RSS

methods to more accurately estimate the position of some eNodeBs that are positioned

relatively far away from the railway, as seen in Figure 7.6a.

Figure 7.6b also showcases this advantage to some extent, however despite the RSS

estimate being closer to the true location than the weighted centroid and strongest signal

estimates, the distance error is still large. However, this example also showcases one of

the limitations with the RSS methods. The RSS methods are limited to their search grid

and cannot find the correct location of the eNodeB if it is located outside the search grid.

In this specific example, extending the search grid would likely not improve the result, as

the PMF shows a decreasing trend when moving towards the edge. But there could exist

cases where choosing an incorrect search grid limits the RSS and sector fitting methods,

and thus have a negative impact on the localization performance.

7.2.3 Symmetrical distribution issue

The ability of the RSS methods to locate eNodeBs outside of the area of measurements dis-

cussed in Section 7.2.2, can also become an issue under some circumstances. For relatively
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Figure 7.6: RSS methods estimating the position of the eNodeB outside of areas covered
by measurements

straight segments of railway, there are points on either side from which the distance to all

measurements are roughly the same. This leads to a very similar probability distribution

on both sides of the railway. When the correct side of the railway is chosen as the most

probable, this often leads to good results, as seen in Figure 7.2 b and h or 7.6a. However,

in case the position on the wrong side of the eNodeB is selected instead, this can lead to

large distance errors.

Examples of this can be seen in Figure 7.7. It is clear that if the corresponding position

on the correct side of the eNodeB had been selected, the estimate from RSS and sector

fitting would have been quite accurate. But because the position of the wrong side of

the railway was chosen, a large distance error is introduced, which results in the weighted

centroid and strongest signal estimates to become more accurate options, despite estimating

the eNodeB to be on top of the railway. This issue causes the results from the RSS methods

and sector fitting method to become unstable, where small changes in the data or even
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eNodeB 110925 - 789 measurements
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Figure 7.7: eNodeB estimated on the wrong side of the railway

the search grid could result the final estimate switching from one side of the railway to

the opposite. The issue with a symmetrical probability distribution is common among

the examined eNodeBs, and can to a varying degree also be found in Figure 7.2, 7.3, 7.6

and 7.8.

7.2.4 eNodeBs with misleading signal strengths

As noted in the initial analysis from Section 5, there exists some eNodeBs where RSRP

is not related to distance in a manner that is well described by the log distance path

loss model, or even decreases with distance. As the weighted centroid, strongest signal

and RSS methods all operate from the basic principle that signal strength decreases with

distance, the localization performance for these methods is poor for those eNodeBs that

this assumption does not hold true for. While the sector fitting method is not affected by

the signal strength, it usually has to be merged with the RSS result in order to locate the

eNodeB, and the merged result will be adversely affected when the RSS method performs

poorly.
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eNodeB 112159 - 5435 measurements
Real position
Highest prob: 4693 m
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Figure 7.8: Examples of eNodeBs with misleading signal strengths

Figure 7.8 shows two eNodeBs where the signal strength does not follow the expected

behaviour. The estimations from the various methods are generally located close to the

measurements with higher signal strengths, but the eNodeBs are instead located closest

to the measurements with relatively low signal strength. Figure 7.8b is also an example

where sector fitting slightly decreases the performance obtained by the RSS methods on

their own. Logloss fitting estimates the eNodeB to be located at approximately the same

place as the weighted centroid algorithm predicts, at the railway in the area where some of

the overall highest signal strengths were captured. Sector fitting correctly concludes that

this position is unlikely, but ruling out this location results in a new position even further

away from the eNodeB being selected instead.

7.3 Overall Results

To provide an overview of how the various methods perform in general, the accuracy of the

location predictions from the evaluated methods for all 59 eNodeBs with a known location
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Table 7.1: General results for 59 eNodeBs

Method <500 (%) <1000 (%) <2000 (%) Median (m) Mean (m)

OpenCellId 23.7 39.0 71.2 1216 1806
Mozilla Loc. Service 30.5 59.3 81.4 824 1255
Google Geoloc. API 45.8 79.7 91.5 543 804

Centroid 13.6 37.3 69.5 1469 2128
Weighted Centroid 30.5 50.8 71.2 981 1728
Strongest Signal 25.4 45.8 71.2 1058 1910

Monte Carlo PL Siml. 8.5 28.8 57.6 1746 2552
Logloss fit (ordinary) 11.9 37.3 64.4 1302 2016

Logloss fit alt. 1 16.9 33.9 64.4 1241 1988
Logloss fit alt. 2 8.5 27.1 61.0 1514 2220
Sampled PDoA 10.2 27.1 55.9 1731 2213

Geo. Agg. PDoA 16.4 25.5 47.3 2329 2417
Logloss fit + SF 25.4 45.8 71.2 1227 1838

Logloss fit alt. 1 + SF 28.8 44.1 66.1 1157 1812
Sampled PDoA + SF 15.3 42.4 67.8 1220 1947

is summarized in Table 7.1. The table includes the percentage of estimations that are

within 500, 1000 and 2000 m of the real location of the eNodeB, as well as the median

and mean distance error between the prediction and the actual location. The first three

rows are results from already available external systems that can be used to estimate the

position of an eNodeB. The remaining rows are the results from the methods described in

Section 6 being applied to the data set of train measurements. Only results from the most

prominent versions and combinations of methods have been included to limit the size of

the table and keep it comprehensible.

Of the external systems for eNodeB locations, a clear difference can be seen between

the three different sources. Google’s Geolocation API clearly provides the best results for

these eNodeBs, whereas OpenCellId is the least accurate of the three. Mozilla Location

Service produces results that are right between those of OpenCellId and Google, and is

the best of the completely free options.

The first three methods applied on the train measurements include relatively simple
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algorithms which are often applied when locating cell towers from crowd-sourced data.

For the centroid methods, it can be seen that a significant accuracy gain is achieved by

weighting the centroid on RSRP compared to the unweighted centroid. The weighted

centroid also seems to slightly outperform the strongest signal approach. Overall, the

weighted centroid achieves results that are somewhere in-between those of OpenCellId and

Mozilla Location Service.

The second segment of methods applied on the train data set consist of the RSS meth-

ods. In addition to the ordinary logloss fitting and the two alternative versions described

in Section 6.3, the original Monte Carlo Path Loss Fitting Simulation, where no bounds

are put on α and P0, has also been included. It is clear that the proposed improvement of

bounding α and P0 does result in considerably better localization accuracy for this data

set, as logloss fitting has lower values in all columns of Table 7.1 compared to Monte Carlo

Path Loss Simulation. Of the logloss fitting methods, the ordinary and first alternative

version provides similar accuracy, whereas the second alternative version provides some-

what worse results. The two evaluated versions of NLLS PDoA methods overall produce

less accurate position estimations than the logloss fitting methods. It does however appear

that using a random sample of measurements as input to the PDoA method provides a

better result than geographically aggregating the measurements.

The final section of rows in Table 7.1 show the result of the RSS methods combined

with the novel sector fitting method. The results show a notable increase in localization

performance compared to RSS without sector fitting. Especially the number of eNodeBs

located within 500 and 1000 m of the true location sees a large increase. Even with sector

fitting however, the RSS methods only achieves position accuracy comparable to the much

more computationally efficient strongest signal method, and the weighted centroid still

provides the best result of all methods evaluated on the train measurements.

Overall, the weighted centroid algorithm appears to yield the most accurate position

estimations of any of the methods evaluated on the train measurements. However, the
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Google Geolocation API provides significantly better results than any other considered

option. As a free alternative, Mozilla Location Service also manages to surpass the results

obtained using the train measurements.

7.4 Results for eNodeBs with observations from all sectors

As pointed out in Section 6.6, the sector fitting method can only be expected to provide

a significant amount of information about the actual location of the eNodeB when mea-

surements from all three sectors of the eNodeB are available. As this condition can easily

be checked, it is of interest to consider the performance for the methods on the subset of

eNodeBs that do have measurements from three sectors. The results for the 16 eNodeBs

that fulfill this requirement is presented in Table 7.2. Furthermore, the results for the 11

eNodeBs where the sector fitting does not result in any position with zero cost, and thus

can be used to locate the eNodeB directly, is included in Table 7.3.

Table 7.2: Results for 16 eNodeBs with observations from 3 sectors

Method <500 (%) <1000 (%) <2000 (%) Median (m) Mean (m)

Mozilla Loc. Service 18.8 50.0 75.0 922 1205
Google Geoloc. API 31.2 75.0 87.5 586 888
Weighted Centroid 43.8 87.5 93.8 562 630
Strongest Signal 31.2 62.5 93.8 537 1242

Logloss fit (ordinary) 6.2 50.0 75.0 1117 1377
Logloss fit alt. 1 18.8 56.2 81.2 922 1203
Sampled PDoA 12.5 12.5 62.5 1683 1712
Logloss fit + SF 56.2 81.2 100.0 326 603

Logloss fit alt. 1 + SF 62.5 87.5 93.8 376 604
Sampled PDoA + SF 37.5 75.0 93.8 601 735

Table 7.2 and 7.3 show that the sector fitting method is able to improve the results

of the RSS methods drastically in case measurements from all 3 sectors are available.

Furthermore, in Table 7.3 where sector fitting can be used on its own, it produces some of

the strongest results out of all methods. The distance errors for RSS methods combined
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Table 7.3: Results from 11 eNodeBs where sector fitting has no 0-cost

Method <500 (%) <1000 (%) <2000 (%) Median (m) Mean (m)

Mozilla Loc. Service 27.3 45.5 63.6 1020 1320
Google Geoloc. API 36.4 81.8 81.8 580 895
Weighted Centroid 63.6 100.0 100.0 363 436
Strongest Signal 36.4 72.7 90.9 531 1343

Logloss fit (ordinary) 9.1 54.5 81.8 878 1220
Logloss fit alt. 1 27.3 63.6 90.9 762 1016
Sampled PDoA 18.2 18.2 72.7 1579 1569
Logloss fit + SF 72.7 81.8 100.0 269 491

Logloss fit alt. 1 + SF 72.7 90.9 90.9 293 537
Sampled PDoA + SF 45.5 81.8 100.0 540 640

Sector fitting 72.7 90.9 100.0 280 394

with sector fitting is small enough for these eNodeBs to suspect that the low search grid

resolution of 200 m could have a negative impact on the results, although most distance

errors are still well over the 144 m which is the maximum distance error due to the search

grid resolution in case the optimal search grid position is chosen.

It should however be noted that all methods applied to the train measurements produce

better results for this subset of eNodeBs than for the entire set of 59 eNodeBs presented

in Table 7.1. While the RSS methods on their own do not gain nearly as large of an

accuracy improvement for this subset of eNodeBs as the results based on sector fitting

do, the weighted centroid still delivers very competitive localization performance when

compared to sector fitting and sector fitting combined with the RSS methods. The results

for sector fitting based approaches are however arguable better, especially with regards to

median distance error.

It is also important to acknowledge that this subset of eNodeBs is generally located

much closer to the railway than what is seen overall among the 59 eNodeBs with known

locations. For all 59 eNodeBs, the average minimum distance from a measurement to

the eNodeB is 1304 m, whereas for the 16 eNodeBs in Table 7.2 the average minimum

distance is only 368 m, and for the 11 eNodeBs in Table 7.3 it is further reduced to 239 m.
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This might have some impact on the results, and combined with the fact that the results

are based on only 16 or 11 eNodeBs means some caution has to be taken when drawing

conclusions from these results. There are however several reasons to expect these results

to indicative of the performance for other eNodeBs with measurements from three sectors,

as discussed in Section 8.2.

One important aspect to consider however, is that while the methods applied to the

train data set yield significantly better results for the 16 and 11 eNodeBs in Table 7.2

and 7.3 respectively, than for the whole set of eNodeBs in Table 7.1, the positioning accu-

racy of Mozilla Location Service and Google Geolocation API do not see similar increases.

Consequently, the results from applying sector fitting, RSS combined with sector fitting or

weighted centroid on the train measurements for these eNodeBs are more accurate than

estimates provided by the Google Geolocation API and Mozilla Location Service.
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8 Discussion

There are several aspects of the results and their implications that merits further discus-

sion. Section 8.1 discusses the performance of the novel sector fitting algorithm and some

potential issues with it. Section 8.2 considers potential explanations to why all methods

performed better for the subset of eNodeBs where measurements from all three sectors

were available, and if this could be expected to occur for other eNodeBs that were not part

of the ground truth. In Section 8.3 the results are assessed from a practical standpoint, and

recommendations are provided for which approach is likely to provide the best localization

performance based on the results acquired in this thesis. Finally Section 8.4 elaborates on

how the the localization performance could be improved further, with a focus on the RSS

methods.

8.1 Sector fitting algorithm - promising results

While the novel sector fitting algorithm is unable to directly locate, or exclude a majority

of the incorrect positions, in the commonly occurring cases where only measurements from

one or two sectors of an eNodeB are available, the information it does provides appears

to be accurate. In case only a small area around the track is excluded as unlikely, as

for example in Figure 6.4a, 7.3 and 7.4, the eNodeB is in fact not located in these areas.

Additionally, in the cases where sector fitting can directly estimate the position of the

eNodeB, these estimates appear to be relatively accurate. Combining the results of sector

fitting with RSS was shown to significantly increase the localization performance compared

to using only RSS. Overall, the results are quite promising for a simple concept which only

uses the position of the measurements.

As the method does not require signal strengths at all, it could also be an attractive

candidate for algorithms to apply on crowd-sourced data sets, where the different devices

used to collect the data results in much larger uncertainties for the received signal strength
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than for the position of the measurement. The larger geographical dispersion than can

be expected for the measurements in crowd-sourced data, could also be expected to work

in favor of the sector fitting method. In case there are many geographically diverse mea-

surements, the probability that there exist measurements from all sectors is high. If the

measurements also surround the eNodeB, which one would suspect is commonly occurring

with crowd-sourced data in urban environments, it is virtually guaranteed that there will

be measurements from all sectors of the eNodeB, and these are the circumstances where

sector fitting appears to excel. The sector fitting method is also technology agnostic, in

that it should work for any sectorized transmitter, not just LTE eNodeBs, and can thus

also be utilized to locate UTMS and GSM cell towers as well.

One potential problem with applying the sector fitting method to crowd-sourced data,

is what method to combine it with for those cases sector fitting cannot be used on its own.

Due to signal strengths being measured in a non-standardized way, RSS methods can be

expected to perform worse than they do for train measurements, and may thus not be a

good option. As the framework for merging methods considered in this thesis operates

with discrete PMFs, the commonly used centroid and strongest signal methods which are

not grid based cannot directly be combined with the sector fitting result. One potential

solution is to create a PMF by using a Gaussian or similar distribution centered around

the estimate from the centroid or strongest signal method, so that the highest probability

is at the estimated location and then decreases the further away from this point one moves.

This constructed PMF can then be merged with the result from sector fitting according

the the procedure outlined in Section 6.7. Another possibility is to consider some other

method to combine the sector fitting result with other estimates, or to only apply sector

fitting when it can directly locate the eNodeB.

There are however a few underlying assumptions that have been made with sector

fitting in its current state. First off, all of the results have been gained by assuming that

there are exactly three sectors. To the author’s knowledge, this is the most widespread
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configuration, but for eNodeBs that have a different number of sectors this could result

in severe errors. This could partly be solved by performing sector fitting assuming, for

example three or six sectors, and then choosing the one that results in the lowest cost for

each position. However, in addition to increasing the computational cost, this is likely to

reduce the localization performance for those eNodeBs that only use three sectors. In urban

areas there might also exist eNodeBs that use omni-directional antennas. Although these

can be handled by not performing sector fitting for eNodeBs where only measurements from

one cell per frequency is available, as the results sector fitting achieves with measurements

from only a single sector is typically of limited use anyways.

Furthermore, cells of the same eNodeB are assumed to belong to different sectors if

they use the same carrier frequency. This may not always be true, as some eNodeBs may

have multiple cells with the same carrier frequency covering the same sector, but using

different vertical tilt to cover areas both close and far away from the eNodeB. However, as

mentioned in Section 7.1.7, no eNodeB with more than three cells using the same carrier

frequency were encountered in the data, and in none of the 59 studied eNodeBs did sector

fitting appear to produce an erroneous result. Therefore, the data seems to indicate that

these assumptions hold in general.

8.2 The correlation between the existence of measurements for

all sectors and good localization performance

It is interesting to consider why all of the methods showed better performance for the

subset of eNodeBs where measurements were available from all three sectors. While the

sector fitting algorithm, as explained in Section 6.6, is expected to perform better under

these circumstances, it is less obvious why the other methods would benefit from hav-

ing observations from all sectors. Does the availability of measurements from all sectors

indicate that the data is more suitable to use for localization in some way? Based on

the 59 eNodeBs considered in this thesis, it appears that having measurements from all
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three sectors could be a good indicator for when applying the considered methods on the

train measurements yields an accurate result. However, with this relatively low amount of

eNodeBs, it is uncertain if this holds true for other eNodeBs in general.

One potential explanation, is that observations from all three sectors being available

may indicate that the measurements surround the eNodeB to a certain degree. Either

because the railway is curved around the eNodeB or because there are tracks on either side

of the eNodeB. These situations are likely advantageous for the centroid algorithm, as the

area contained by the measurements is then closer to, or includes, the real position. The

benefit for the strongest signal method is more limited, although as noted in Section 6.2,

in case multiple measurements share the highest signal strength, the centroid of these

measurements are used, in which case similar gains as the ones from the centroid method

could be expected. What impact measurements surrounding the eNodeB has on the RSS

methods is harder to evaluate. But it should at least avoid or reduce the ambiguity about

which side of the railway the eNodeB is located at, as is this problem mainly arises for

straight railway segments, as observed is in Section 7.2.3.

Alternatively, for relatively straight railway segments, having observations from all three

sectors could indicate that the eNodeB is close to the railway. As noted in Section 7.4, the

distance between the eNodeB and the closest measurement was generally significantly lower

for the subset of eNodeBs with measurements from all sectors than for the entire set of 59

eNodeBs. There likely exists a large overlap between eNodeBs with measurements from all

three sectors and eNodeBs located close to the railway outside these 59 eNodeBs as well.

In order for observations from all three sectors to be available from measurements along a

single railway segment, the measurements must cover a section wide enough to cover the

entire middle sector, plus some additional measurements from the other sectors on either

side. When the eNodeB is close to the railway, a single sector only covers a small distance,

but when the railway is far away from the eNodeB each sector covers a large region, and it

becomes more likely that the train will find another eNodeB with better coverage before it
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has crossed this entire region. Therefore, observations of all three sectors could be expected

to be more common for eNodeBs that are close to the railway than the ones that are far

away.

Clearly, the centroid and strongest signal methods can be expected to perform better

when there exists measurements close to the true position. This is especially true for the

strongest signal method, where the distance between the eNodeB and the closest measure-

ments forms a lower bound for the distance error for its estimate. The RSS methods likely

also benefit from the existence of measurements close to the real location. This is because

with measurements close to the eNodeB, the relative difference in distance between the

various measurements should be larger, and as a result more drastic changes in received

signal strength can be expected.

Taking all this into consideration, there is reason to suspect that the considered meth-

ods, especially sector fitting combined with one of the RSS methods and the weighted

centroid method, will generally produce relatively accurate location estimations for eN-

odeBs with measurements for three sectors outside of those considered in this thesis as

well. But to actually confirm that this is the case, a substantial amount of additional

ground truth is required. None the less, having measurements from three sectors is a

promising indicator for when good results can be expected from the train measurements,

and is a condition which can easily be checked in the data.

8.3 Most promising solutions for obtaining eNodeB locations

Based on the results obtained in this thesis, Google Geolocation API achieved the overall

most accurate results and thus appears to be the single best option if high localization

accuracy is desired. However, Google has a restrictive license for how the data may be

used and charges for each cell location lookup, so depending on use case Mozilla Location

Service might be a more attractive option as it can be used in any manner due to its

permissive public domain license.
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Of the RSS methods, logloss fitting generally perform better than the PDoA methods

evaluated here. It should be noted that PDoA has been given less data to work with

than logloss fitting through means of sampling or geographic aggregation, so PDoA might

perform better if it is applied on the full data set. However, using PDoA with all mea-

surements is simply not feasible for data sets of this size due to its O(n2) scaling with the

number of measurements. None the less, there might exist more optimal ways to reduce

the data used for PDoA than the approaches tested here.

In addition to generally producing better results, the logloss algorithm is faster than

PDoA and does not require knowledge of the path-loss exponent in advance. Both the

ordinary logloss fitting and the first alternative version of logloss fitting, where a reference

point is chosen as the geographically aggregated point with the highest mean RSRP, per-

form similarly. This alternative version could be a good alternative to the ordinary logloss

fitting considering that it is more efficient, as only a single parameter has to be fitted

through least squares. The calculations to geographically aggregate the data and choose

a reference point required by the alternative version only has do be performed once, and

can then be reused in the entire search grid, whereas ordinary logloss fitting must fit a

reference point to the data for each point in the search grid.

Out of all the methods evaluated on the train measurements however, using a centroid

where the measurements are weighted on RSRP in a linear scale (mW) appears to provide

the best localization performance in general. In addition to having the best localization

performance, it is also a very efficient algorithm that is relatively simple to implement.

Although if only considering the results for eNodeBs where measurements from all sectors

are available, using sector fitting combined with one of the RSS appears to be a promising

option, producing slightly more accurate results at the expense of a higher computational

cost. When the eNodeB can be directly located through sector fitting, one may also

consider only using the sector fitting result, without merging it with the RSS methods.

However, based on just 16 eNodeBs, the differences in accuracy between these approaches
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is uncertain, and further ground truth is required to establish if one has a clear advantage

over the other.

Putting such heavy emphasis on the results for the subset of eNodeBs with measure-

ments from all three sectors, which make up less than a third of the evaluated eNodeBs,

may seem misguided. However, the concept from [24] could be applied, where different

algorithms are used depending on which best suits the data. While the limited amount

of ground truth might not allow for a machine learning algorithm to be trained, based on

discussion from Section 8.2, there is reason to suspect that having measurements from all

sectors will be a good indicator for when sector fitting, sector fitting combined with logloss

fitting and weighted centroid will produce good results.

Therefore a hybrid approach is suggested, where the train measurements are only used

to locate eNodeBs with measurements from all three sectors, and Google Geolocation API,

Mozilla Location Service, or other similar option is used to position the remaining eNodeBs.

For locating eNodeBs with measurements from three sectors, sector fitting appears to be

the most accurate option when it generates no zero cost, and for those eNodeBs where

sector fitting yeilds zero costs, combining it with logloss fitting also produce good results.

Alternatively, the weighted centroid algorithm can be used to locate the eNodeBs with

measurements from all sectors if a computationally faster option is desired.

8.4 Limitations of obtained results and future improvements

As the discussion in Section 8.3 did note, the localization performance for eNodeBs with

measurements from all three sectors was relatively high. None the less, it is relevant to

consider if there are ways the results could be further improved even for the eNodeBs that

do not fulfill this requirement. The weighted centroid and strongest signal methods are

relatively simple, and leave little room for improvement. While a better way to weigh the

centroid or more careful filtering of the data may yield some improvements, these methods

are always constrained to predicting the eNodeB to be within the area covered by the
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measurements, which typically limits them to predicting locations along the railway track.

The sector fitting and the RSS methods do however not have this limitation, and there are

several ways their performance could potentially be further improved.

One approach, is to continue to merge the results from the RSS methods and sector

fitting with other methods and sources of information in order to further improve the

results. The gains seen by merging the RSS methods with sector fitting in Section 7.3

and 7.4 show that the proposed method of merging results from multiple methods can lead

to significant increases in localization accuracy. In addition to the RSS method and sector

fitting currently being merged, one could for example use geographic information to make

elevated positions such has hills more likely, and areas covered by water significantly less

probable. This could also help with some of the issues in determining what side of the

railway the eNodeB is located on that was examined in Section 7.2.3.

Another source of information that could potentially be fused into the result is the other

features in the data set, as Section 5.1 showed that RSRP was not the only metric to have

some correlation to the distance from the eNodeB. Additional improvements could likely

also be made to the merging methodology itself. Especially the method for converting

the cost matrices into discrete PMFs deserves further attention, as the one used in this

thesis produces very small differences in probabilities between the different locations. Using

methods that directly output probabilities instead of costs would also be a good alternative,

avoiding the problem of retroactively transforming costs into probabilities entirely.

For sector fitting, one of the biggest limitations is the lack of train measurements from

all sectors of an eNodeB. One approach to improve the localization performance of sector

fitting is therefore to simply provide it with more geographically diverse measurements.

As already discussed in Section 8.1, it would be possible to apply sector fitting on crowd-

sourced data. Future work could therefore evaluate sector fitting on a crowd-sourced data

set to determine if it is able to more consistently directly locate eNodeBs in that setting.

One could also consider using measurements from crowd-sourced data sets to complement
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the train measurements, giving sector fitting a larger set of measurements to work with.

As the RSS methods are quite sensitive to reported RSRP values, one way to improve

their localization accuracy would be to apply better filtering. There obviously exists some

noise in the measurements, which can be clearly seen in for example Figures 5.2 and 5.3. By

using Kalman filtering, or other filtering techniques to reduce noise, one could potentially

gain some minor improvements to the localization performance of the RSS methods. If

the cost due to noise would be reduced, the cost would better reflect how well the data

follows the log distance path loss model. Similar solutions could also be applied to the

GPS measurements to reduce the impact of the uncertainty regarding the actual position

the measurement is from.

However, even without any noise in the measurements, the issue that the log distance

path loss model in many cases poorly explains the relationship between distance and RSRP,

as was shown in Figure 5.3, still remains. Therefore, improving the RSS methods them-

selves may prove more fruitful. The relatively small differences in results between most

of the RSS methods suggest that various minor modifications to the algorithms will not

be sufficient to greatly improve the localization performance. To significantly improve the

RSS methods, one would likely have to use a more sophisticated propagation model, which

is able to more accurately predict the RSRP at a given distance. This will however gen-

erally come at the cost of the propagation model requiring additional information, which

would have to be obtained.

There are many factors that could affect the measured RSRP that the log distance path

loss model fails to consider. The model assumes that the circumstances for all considered

points are identical to the ones for the reference point, but this is never quite the case in

practice. For example, minor differences in the radio environment over time, like different

weather or seasonal variations such as the absence of leafs on trees in the winter, can have

an effect on the received signal strength. While no obvious difference between individual

journeys could be spotted in Section 5.2, an experiment to lessen the effect of such factors
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have been made by performing logloss fitting separately per cell and journey, instead of

just per cell, although no gain in localization performance was achieved. Directly modeling

these effects is likely very challenging, and the localization improvements by successfully

doing so uncertain.

A more important factor to consider is probably large obstacles in the environment

that blocks the Line of Sight (LoS). However, to use a model that considers this requires

information about the environment between the eNodeB and train, which is not available

as part of the train measurements. Additional sources with information about the envi-

ronment thus have to be used for this to be feasible. While complete and updated 3D

maps needed by solutions like ray tracing is not readily available for all locations, partial

information about terrain type can be gathered from CORINE (Coordination of Informa-

tion on the Environment) Land Cover [11], and information about various objects in the

environment can be extracted from Open Street Map [57]. With this partial information

about the environment, it is conceivable that one could construct a scheme that chooses a

suitable path loss model, that better models the propagation between the eNodeB and the

train than the log distance path loss model with a least square fitted path loss exponent.

Another important factor to consider is the direction of the antennas used by the eN-

odeB. While sector fitting already considers the horizontal angle between the eNodeB and

a measurement, it only considers whether the point is inside a simple model of the sector

or not. However, all points within a sector at a given distance, even if the environment

is identical, will not receive the same signal strength. Points outside the main lobe of the

antenna, both horizontal and vertical, will receive less power than points in the main lobe.

This could for example lead to situations where the received signal power decreases as the

train moves closer to the eNodeB, due to it moving into a less favourable angle of the

cellular antenna. This not accounted for in any of the methods that have been used, and

is likely an explanation to some of the behaviour seen in Figure 5.3. Thus, extending the

model for signal propagation to consider the angle between the cellular antenna and the
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measurement point could lead to a more accurate propagation model, and also allow for

the RSS methods to estimate the direction of the antenna.

Furthermore, there is the issue of downlink power control. If present, downlink power

control would counteract the effect of path loss by increasing the transmit power. The lack

of a specified scheme for power control in LTE downlink makes any presence of downlink

power control hard to account for. It has here essentially been assumed there is no downlink

power control, that all measurements from a cell were transmitted with the same power,

due to 3GPP’s requirement that RSRP is kept constant until a different transmission power

is signaled. How often new transmission power is signaled is not known as it is not part

of the collected data. However, as the train routers only perform measurements every 5

seconds, it is not inconceivable that the cell has signaled and changed transmission power

between the measurements, making it impossible to directly compare the measurements

with each other.

The results of the initial data analysis carried out in Section 5 showed that there is

a clear correlation between the distance to the eNodeB and RSRP, meaning that if any

power control is used in the downlink connection, it is unable to fully compensate for the

experienced path loss. However, these results do not exclude the possibility that power

control still limits the impact of path loss, and could also play a role in the unexpected

relationship between RSRP and distance seen for some cells in Figure 5.3. If downlink

power control is used to a considerable degree, it means measurements of RSRP cannot

be directly compared to derive the path loss, and additional information regarding the

difference in transmit power between the different measurements would be required. Some

initial experiments have been carried out where UE transmit power, which is determined

by the uplink power control, has been used to normalize RSRP. The results suggested that

this did appear to improve localization performance, but further analysis is required to

determine how downlink power control should be handled. This is left to future work.

Entirely different methods for locating the eNodeBs could also be an option which could
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provide better results. With access to a larger set of ground truth, machine learning could

potentially yield good results, as it has successfully been leveraged for complex problems

previously. If further information would be collected by the on-board train routers in the

future, it could also open up for other, more accurate, methods to be used for localization

purposes. While RSS methods are interesting because they can be applied for almost any

radio device, the large number of factors that affects the received signal strength make them

challenging to utilize for accurate positioning. One feature that could potentially greatly

improve the ability to locate eNodeBs if collected, is timing advance. Timing advance

could be used with ToA algorithms to predict the location of the eNodeBs, as was done

in [39] to locate UEs. The simulated results in [39] are much more accurate than the ones

obtained in this thesis, and by also using ToA based on timing advance from future train

measurements, one could likely receive much better results than those obtained by only

using RSS.

Finally, it is worth considering that the results here are only based on 59 eNodeBs.

It is not certain that these 59 eNodeBs are representative of all eNodeBs. As covered in

Section 4, all eNodeBs are from the same LTE network, and other operators might have

configured their networks in different ways that may or may not affect the performance of

the localization methods. Furthermore, the real positions of the included eNodeBs have

not been verified by the operator, and thus they cannot be guaranteed to be entirely

correct. There is also the possibility that repeaters are used in the network, which would

appear as transmitters themselves and result in misleading data regarding the position of

the actual eNodeB. Working with operator provided ground truth would remove some of

these uncertainties, and allow the obtained results to be verified.
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9 Conclusion

This thesis investigates the possibility of using measurements collected by routers installed

on trains operating in the Swedish railway network to locate LTE eNodeBs. Compared to

the crowd-sourced data used in other studies, such as [21, 24, 53], this data set has less

geographic diversity due to being collected from trains, which only provide measurements

along the railway track, but the measurements are more consistent which each other as

the same hardware is used by all considered trains. Initial analysis found that Received

Signal Strength (RSS) in general showed a decreasing trend as distance to the eNodeBs

increased, but that it varied significantly from cell to cell, and some cells did not show the

expected attenuation. Based on these results, it was deemed possible to locate the eNodeB

based on RSS, more specifically RSRP, but that some cells could prove challenging due to

their unexpected relationship between distance and RSRP.

Four existing algorithms for localization of transmitters were considered. Two simple

algorithms commonly used for crowd-sourced data sets, Weighted Centroid and Strongest

Signal, and two RSS methods, Logloss Fitting and Non-Linear Power Difference of Arrival

(NLLS PDoA). Logloss fitting is a proposed improvement to the Monte Carlo Path Loss

Simulation algorithm from [43], which adds bounds to the parameters, and was shown to

outperform Monte Carlo Pathloss Simulation for the considered data set. PDoA was found

to be unfeasible to apply on the large amount of available measurements, and two different

methods for down-sampling the data before using PDoA were used, random sampling and

geographic aggregation. In addition, a novel method called sector fitting was proposed.

This method uses the geographical layout of the measurements to rule out positions that

are unlikely due to the sectorized nature of cellular networks. A merging scheme based on

Bayesian statistics was used to combine the results from multiple cells to a joint estimate

of the eNodeB position, as well as merging the results from the RSS methods with the

sector fitting results.

The methods were implemented in Python 3, and the distances between the estimations
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produced by the methods and the real locations of the eNodeBs were calculated for 59

eNodeBs that had been manually located. The results were also compared to the external

systems OpenCellID, Mozilla Location Service and Google Geolocation API. It was found

that none of the considered algorithms when applied to the train measurements were able

to overall produce results as accurate as those obtained from Mozilla Locations Service and

Google Geolocation API. Of the methods applied to the train measurements, the weighted

centroid was found to perform the best with a median error of approximately 1 km. The

RSS methods, especially PDoA, was found to perform poorly compared to the simpler

and faster weighted centroid and strongest signal approaches. The novel sector fitting

algorithm was found to accurately eliminate incorrect positions, but was in many cases

unable to provide sufficient information to locate the eNodeB directly. When combined

with the RSS methods however, the sector fitting algorithm was able to substantially

improve the results to the degree that they were competitive with the strongest signal

method, although still not up to par with weighted centroid.

Due to the sector fitting method being most beneficial when there are measurements

from all three sectors of an eNodeB, the results for the subset of eNodeBs that fulfill this

condition were studied further. It was found that for these eNodeBs, sector fitting com-

bined with logloss fitting and weighted centroid performed well, achieving a median error

of approximately 300 m and outperforming the estimates provided by Mozilla Location

Service and Google Geolocation API. Based on the results and consideration of properties

of sector fitting and weighted centroid, it was determined that having observations from

three sectors would likely be a good indicator for when sector fitting combined with logloss

fitting and weighted centroid would provide accurate results that could be extended to

other eNodeBs than those investigated. For obtaining the most accurate position estima-

tions with the current methods and data, it is therefore suggested to use sector fitting,

sector fitting combined with logloss fitting or weighted centroid to locate the eNodeBs

with measurements from all sectors, and position the remaining eNodeBs using Mozilla
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Location Service or Google Geolocation API.

Future work could likely improve the results by considering environmental factors, such

as terrain type, elevation, and if large shadowing objects exist between the train and the

eNodeB. Environmental features could also help differentiate positions on either side of

straight railway segments from each other, solving the encountered issue of determining

which side of the railway the eNodeB is located on. Large improvements in localization

performance can likely also be achieved by considering the angular gain of the sectorized

eNodeB antennas, and how it affects the received power. Furthermore, additional research

in how downlink power control should be handled is required. Alternative approaches such

as using machine learning could also be evaluated, but would require a large amount of

ground truth to be collected first. As the largest limitation for the novel sector fitting

method in this thesis was the lack of measurements from all sectors, it would also be of

interest to apply sector fitting to crowd-sourced data to determine if the potentially more

geographically diverse measurements would further improves its performance.

Being able to more accurately locate cellular infrastructure could allow for better po-

sitioning services, more accurate coverage maps and a wealth of new studies on cellular

networks. Methods developed for localization of eNodeBs and other cell towers could also

be useful in numerous other areas, such as cognitive radio and sensor network positioning.

This thesis has shown that only using received signal strength for positioning is challeng-

ing, but by also considering the sectorization of eNodeBs substantial improvements could

be gained. By taking additional factors into account, it is therefore possible that future

work could locate cell towers much more accurately than any currently available solution.
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[68] Abdulbaki Uzun and Axel Küpper. OpenMobileNetwork: Extending the Web of Data
by a Dataset for Mobile Networks and Devices. In Proceedings of the 8th International
Conference on Semantic Systems, I-SEMANTICS ’12, pages 17–24. ACM, 2012.

[69] V. Rakovic, M. Angjelicinoski, V. Atanasovski, and L. Gavrilovska. Location estima-
tion of radio transmitters based on spatial interpolation of RSS values. In 2012 7th
International ICST Conference on Cognitive Radio Oriented Wireless Networks and
Communications (CROWNCOM), pages 242–247, June 2012.

[70] X. Ou, X. Wu, X. He, Z. Chen, and Q. Yu. An improved node localization based on
adaptive iterated unscented Kalman filter for WSN. In 2015 IEEE 10th Conference
on Industrial Electronics and Applications (ICIEA), pages 393–398, June 2015.

92


