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Resumé 
Frågan om personlig integritet får allt större betydelse den moderna, uppkopplade världen. Med 

smartmobilernas intåg har gränsen mellan internet och den privata sfären blivit allt mindre distinkt. Det 

stora flertalet användare av smartmobiler har mycket vaga begrepp om hur olika appar inkräktar på den 

personliga integriteten.  

Vid Karlstads Universitet och Avdelningen för Datavetenskap fokuserar forskningsgruppen PriSec – Privacy 

and Security – bl.a. på att förbättra den personliga integriteten. Ett av forskningsprojekten syftar till att öka 

medvetenheten om hur appar i smartmobiler och liknande, samlar in information om dess användare.  

Denna masteruppsats beskriver utvecklingen av ett verktyg för visualisering av data som insamlats från 

smartmobiler, läsplattor, etc., med operativsystemet Android. Detta har skett medelst en övervakningsapp 

som utvecklats inom det ovan nämnda forskningsprojektet. Appen i fråga håller reda på användningen av 

det som i Android kallas ”Dangerous Permissions” (eller på svenska: farliga privilegier). Den information 

som samlas in är vilka privilegier det gäller, vilka appar som använder dessa farliga privilegier, när detta sker 

och var mobilen befinner sig vid det aktuella tillfället. Mer än 2 miljoner sådana händelser har registrerats 

och samlats in.  

Tidigare har två studentprojekt utvecklat olika web-baserade verktyg för att visualisera det data som 

insamlats på detta sätt. I detta uppsatsarbete har en desktopapplikation utvecklats – ett verktyg för 

visualisering som importerar den nyss nämnda datan till en databas ansluten till verktyget. Via verktygets 

grafiska användargränssnitt kan analytiker och forskare göra precisionssökningar i databasen och presentera 

resultatet i olika diagram, på så sätt visualiserande hur apparna använder information som kan användas för 

att identifiera och kartlägga den person som använder smartmobilen i fråga, vilket inkräktar på deras 

personliga integritet.  

Visualiseringsverktyget är noggrant designat med målet att det skall vara skalbart och utbyggbart, genom en 

arkitektur som tillåter fortgående utveckling – såväl av ytterligare visualiseringar som annan funktionalitet 

för analys av innehållet i databasen.   
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Abstract 
Privacy is a topic of ever-increasing interest in the modern, connected world. With the advent of smart 

phones, the boundary between internet and the personal sphere has become less distinct. Most users of 

smart phones have very vague ideas of how various apps intrude on their privacy.  

At Karlstad University, one of the research groups at the Department of Computer Science is dedicated to 

research on privacy and protection thereof in general, and one research project is about increasing 

knowledge of how apps collect personal information about its users.  

This master thesis is about the development of a visualization tool that processes data collected from 

Android devices by a surveillance app developed within the aforementioned research project. The app keeps 

record of the usage of what in Android is termed Dangerous Permissions. The info collected is when such 

an event occurs, which app has requested the permission, the permission requested as well as the 

geographical location at the time of the event. Over time, more than 2 million such events has been 

recorded and collected in this manner.  

Previously, two student projects have developed different web based tools for visualizing the data collected. 

With this thesis work, a desktop application was developed; a visualization tool that imports the 

aforementioned data into a database connected to the tool. The graphical user interface of the visualization 

tool allows an analyst or scientific researcher to do detailed and fine-grained searches in that database and 

present the result in various charts, thereby visualizing how the apps ask for information that can be used 

for identifying and surveying individuals, thereby intruding on their privacy.  

The visualization tool is carefully designed with the aim for it to be scalable and extendable, through an 

architecture that allows for continuous development of further visualizations as well as other analysis 

functionality.  
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1 – Introduction 
This thesis describes the development of a tool for analysis of the use of so-called dangerous permissions in 

Android apps.  

The purpose of the tool is to allow the user to import large amounts of data related to the use of the 

aforementioned permissions, make fine-grained selections in order to search the data and use the result to 

visualize through diagrams how such permissions are used (or misused).   

A description of the tool, its usage and its design is provided, including detailed descriptions and discussions 

about the key design decisions made during development. A discussion follows, about visualization using 

graphs generated by the tool and how they may contribute to the understanding of how Android apps use 

(and possibly misuse) the permissions they require, intruding on the personal privacy of the user of an 

Android device and its apps.  

1.1 – Research literature 
The research literature consists primarily of Nurul Momen’s licentiate thesis “Towards Measuring App’s 

Privacy-Friendliness” [1], with included papers [2], [3], [4] and [5]. To understand the permissions involved 

and how Android handles them, a set of reference documentation was used – [6], [7], [8] and [9]. Regarding 

visualizations, two papers by Michael Gleicher as main author [10], [11] were an important source of 

information.  

1.2 – Research objective 
The objective of this thesis is to develop a tool that visualize the data collected by the KAUDroid platform 

[5], in a form that is helpful in evaluating the data collected with respect to the model proposed in the paper 

“Turning the Table Around” [5]. 

1.3 – Research scope 
The scope is limited to the existing data in the KAUDroid database and the proposed model. Because of the 

need to narrow down the project, selections based on geographical data are not within the scope of this 

thesis, neither are animated graphs.  

1.4 – Research questions 
The research questions posed in this thesis are: 

a. Could visualization of personal data access on mobile devices aid in determining privacy impact 

assessment cues? 

b. How would a GUI (graphical user interface) be designed to allow for efficient selection of subsets of 

such data? 

c. How would graphical visualizations from such selections be generated? 

d. How should the large quantities of data from KAUDroid be handled in order to have efficient data 

management, import and selection in the visualization tool?  
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1.5 – Thesis structure 
This introductory section provides a brief overview of the contents of this thesis, the objectives, the scope 

and the research questions the thesis attempts to answer. The other sections are organized as follows:  

Section 2 provides a background, describing the research project concerning measurement of privacy-

friendliness in Android apps along with two student projects developing tools to support the research.  

Section 3 describes the visualization tool developed in this thesis, its usage as well as its design.  

Section 4 starts with a discussion about how the tool may contribute to the research project about privacy-

friendliness. It continues with a discourse on modularity in queries and some points regarding the mindset 

to use when in selections and GUI’s. Finally, visualization and comparison is discussed, it is about different 

kinds of graphs and how graphs are compared in order to be able to draw conclusions within the area of 

research.  

Section 5 finalizes the thesis with conclusions and proposals for future work.   
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2 – Background and Related Work  
In this section the work of this thesis is put in context with the research at Karlstad University concerning 

apps and their potential to intrude on their users’ privacy. The main focus is on the KAUDroid platform 

and the work related to it.  

In his licentiate thesis “Towards Measuring Apps’ Privacy-Friendliness” [1], Nurul Momen addresses the 

problems concerning privacy and data protection that comes with the privileges that various apps running 

on the Android platform request and make use of. The average end-user has little or no knowledge about 

how apps use and misuse their security privileges to gather personal information, whether this is called for 

or not. One of the research questions posed in the licentiate thesis is: “How can privilege-induced privacy risks be 

communicated to the user?” This master thesis attempts to contribute to the answer to that question through the 

development of a visualization tool which allows the user to select and search through the data collected by 

the KAUDroid platform, as outlined in the paper “Turning the table around. Monitoring app behavior.” [5], 

which is part of the aforementioned licentiate thesis. 

The figure below illustrates how the visualization tool relates to the KAUDroid platform. 

 

 

Figure 1 – The visualization tool and its relation with KAUDroid [5] 

 

During autumn term 2017, an engineering project at the Department of Mathematics and Computer Science 

was undertaken by a group of students, based on the paper “How much Privilege does and App need?” by 

Nurul Momen, Tobias Pulls, Lothar Fritsch and Stefan Lindskog [3], resulting in the KAUDroid platform 

which consists of the Aware app for Android, a web service and a server platform with a database [14], [15]. 
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The Aware app monitors how other apps request and use various permissions. That data is collected and 

stored in a database on a server. The data is made available through a web server in which certain selections 

can be made. The visualizations offered consist of pie charts that show how much different apps are used 

on a device and the usage of different permissions. There is also a stacked bar chart that shows the usage of 

permissions over a 24-hour interval.  

During autumn term 2018 another group of students undertook an engineering project pertaining to 

KAUDroid [16]. This time, the result was a web application that presents various charts, giving a graphical 

presentation of the data collected from all devices that have uploaded data through the Aware app. The web 

application does not offer the possibility to do searches in the data. Accordingly, the charts generated by the 

web application are not controllable by the user. A substantial set of charts are generated, apparently with 

the intent to cover most (if not all) combinations of interest. Apart from the count of usage of permissions, 

etc., there is also a heatmap for geographical visualization of the usage of apps and permissions, obviously 

with the intent to show whether geographical position has any significance or not, as well as visualizing how 

the whereabouts of smartphone user can be tracked. Finally, a visualization of the model for partial identity 

attributes derived from app permissions, as defined in [3], was created. This model should be helpful in 

quantifying the usage of permissions, thereby providing a kind of privacy ranking. An animated graph 

visualizes how partial identity access correlates to unique permissions accessed for a couple of different apps 

selected.  

The visualization tool developed in this master thesis, is similar to the aforementioned tools in the sense that 

it uses the data collected by the KAUDroid platform. The main difference from the other two projects lies 

in that this time a desktop application was developed, which makes it possible to have a GUI from which 

selections are made, enabling a more fine-grained selection of data, utilizing a database of its own. The 

visualization tool allows the user to make fine-grained selection of data in order to graphically display the 

usage of selected permissions in relation to selected apps, over a specified time interval. There are other 

parameters available, like device(s) used or a certain data source (a specific database dump or a certain log 

file) that may be used to further narrow down the data scrutinized, but the aforementioned parameters 

[Permission x App x Time interval] are those of primary interest. A considerable effort has been put in 

the architecture and database design in order to simplify expansion and enhancements as well as 

maintenance.  
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3 – Architecture and implementation 
The architecture of the visualization tool developed within this thesis was a result of a careful and elaborate 

work, making use of several disciplines in computer science. This section presents the ideas behind the 

architecture, the graphical user interface and the design decisions made. When realizing the architecture into 

a working design, several impediments were encountered. The means to handle these problems are also 

presented. Finally, the tools and API’s used are listed. 

3.1 – The visualization tool; idea and usage 
A major part of the thesis work was to conceive a tool that should visualize the usage of Android 

permissions, as collected by KAUDroid. The intended users for such a visualization tool would be analysts 

and scientists who wish to analyze that data.  

The visualization tool should operate on the data from KAUDroid, collected in a database for maximum 

flexibility in the selection of data. The tool should offer great versatility regarding selection, without the user 

having to communicate directly with the database – hence no SQL commands entered by the user.  

Once data is selected, the tool should generate the diagram desired by the user, from a set of pre-defined 

kinds of diagrams available in the tool.  

The workflow is illustrated by the following picture: 

 

Figure 2 – Workflow of the visualization tool 

The user should have menus or checklists or similar, from which data is selected. The contents of such 

menus or checklists should be fetched from the database at startup of the tool. The design of the GUI is 

shown in the following picture: 
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Figure 3 – The Graphical User Interface of the visualization tool 
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3.2 – The GUI design 
Occasional tasks are usually performed through functions in pull-down menus at the top, in the visualization 

tool it is File and Help. The File menu have three entries – loading of a JSON log, loading of a KAUDroid 

database dump, and exiting the tool. The Help menu has only one entry, namely displaying a dialog with 

trivial information about the tool.  

The main panel holds several checkbox trees (see Figure 11 – JCheckBoxTree example) and a single table 

for easy selection of data to include in a generated diagram. The screenshot in the picture above (Figure 3 – 

The Graphical User Interface of the visualization tool) shows the tool with lists of apps, packages, 

permissions, phones, logs and time zones. In addition there are components to narrow down the time 

interval, preloaded with the earliest and latest timestamp from the database. Once the user is happy with the 

selections made, one of the buttons at the bottom should be pressed, to generate the corresponding diagram 

as described in the button.  

Printouts, if any, are displayed in the console at the very bottom of the tool.  

On the next page is a picture showing the contents of a record from the single table of the KAUDroid 

database and how the various fields map to the different components for selection in the visualization tool. 

Although a more elaborated database schema was developed for the visualization tool, this illustrates the 

idea behind the GUI design.  

The GUI does not have entries for the fields createdAt and updatedAt – they are not of interest according 

to the supervisor, at least not now. The location data (GPS coordinates) is not yet shown in the GUI.  

In the app/package pane (leftmost in the GUI), the user may select either a package list or an app list to 

select from. It should be noted that there is not a strict 1:1 relation between apps and packages, which 

explains why they are in separate tabs and not synonyms in a single tab.  

The permission pane has a multilevel tree because the Dangerous permissions (as defined by Google) are 

grouped. Apart from the Dangerous permissions, there is the Normal classification plus two own-defined 

classifications: Unknown and Suspicious. The permissions under the Suspicious classification were classified 

so by the supervisor. Unknown are permission names from earlier Android versions waiting to be classified 

in any of the other categories.  

The PhoneId selection pane should not require any comments. The information in the LogInfo pane 

emanates from the files loaded – file name and loading time – in order to better keep track of the data that 

has been loaded into the visualization tool. Hence this information does not come from the KAUDroid DB.  

According to the supervisor, it is important to keep record of the time zone in which a particular event was 

recorded by Aware. That explains the presence of a selection pane for time zone.  

The fields From date and To Date are initialized with the oldest timestamp and the newest timestamp in the 

database.  

The Clear All Selections button resets all the fields described above.  
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Figure 4 – How the data in the database map to the selection panels of the GUI 
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The usage of the tool, related to its architecture, could be visualized in this graph: 

 

Figure 5 – Usage, related to architecture 
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3.3 – Architecture 
The tool architecture is outlined in the following picture: 

 

Figure 6 – Architecture of the tool 

A database is used for storing of the data obtained from the KAUDroid app. The 2017 project used a 

MySQL database too, albeit with a very simple schema. I decided to use a database for the visualization tool, 

but not the KAUDroid DB. The new database would have a more elaborated design, allowing for faster 

searches and to avoid having to deal with problems pertaining to redundant data. The database design 

should also take into account the factor of easy and fast loading of data into the GUI. The idea with the 

improved database design was primarily performance, but also to have better control of the data – which 

comes naturally with a schema that is fairly normalized. 

A framework (like Hibernate) is needed for communication between the programming language and the 

database. The database access layer in the architecture solves the problem of mapping the relational data 

model in the database to the object-oriented paradigm used in the programming language, as well as 

transferring data between the tool and the database. 

The infrastructure for transfer of data between a database and program code is often separated in Data 

Access and Data Transfer. For Data Access, special Data Access Objects (DAO’s) are created, while data 

transfer implies packing and unpacking data for efficient communication, which is especially important 

when the database is located on a different computer than the application. But in this architecture there are 

no specific Data Transfer Objects (DTO’s) since the task of data transfer is handled by Hibernate, plus that 

the database resides on the local computer although that is of no concern to Hibernate. 

The application logic layer holds the “intelligence” of the tool, i.e. loading input (JSON logs and database 

dumps from KAUDroid), executing searches and composing the graphical charts requested from the GUI 

(Graphical User Interface). 
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There are many architectural patterns for information visualization. In their paper “Software Design 

Patterns for Information Visualization” [12], Heer and Agrawala present no less than 12 different patterns. 

It turned out that the JFreeChart framework chosen for visualization took care of the intricate details 

presented in the paper. Arguably, that is what a good visualization framework should do. It can be argued 

that the paper is intended for development of such frameworks rather than applications like the visualization 

tool. When it comes to more generally accepted, object-oriented architectural patterns, such as MVC (i.e. 

Model-View-Controller), I decided not to use them. Although MVC (for example) is designed for 

applications with a GUI, using it would imply too much digression from the main objective of the thesis 

work. It was deemed not to contribute particularly much to the visualization tool to be developed, so I 

decided to use the more intuitive and straightforward architecture outlined above. 
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3.4 – Selection of tools and frameworks 

3.4.1 – Windows as development platform 

Although the author of this thesis is very accustomed to using Linux and other Unix variants, it was assessed 

that Windows would be suitable as development platform. Windows does not need any further presentation 

– it is ubiquitous. Nevertheless, the tools and frameworks chosen are portable, if one wishes to continue 

development on a different platform. One important reason for selecting Windows was simplicity, i.e. not 

having to mess with the development computer, or running the risk of encountering problems with using a 

virtual environment such as VMware. The productivity offered with Windows 7 and the various tools 

chosen (see below) was deemed to be satisfactory. 

3.4.2 – Using a MySQL database  

The first project [14], [15] used a database for storing the data collected through the Aware app. The second 

project [16] did not use a database, but rather operated on log files. 

I decided from start to use a database to store the log event data, albeit using a more developed schema than 

in the KAUDroid project [14]. A database provides full freedom in how to combine and search data, which 

is highly desirable when it comes to generating graphs for visualization of the data.  

A review of available relational DBMS systems was made, and MySQL Community Server was chosen. It is 

available for free and it is commonly used; it is in fact the most used free SQL-based DBMS available [17], 

[18], [19], [20] and [21]. With that said, there is a commercial version, namely MySQL Enterprise Server if 

one is willing to pay for the extra features that comes with it – support, extra tools, et.al. For this application, 

the free version is adequate enough.   

MySQL Community Server 8.0 (the latest version when this is written) was chosen at first, but due to some 

installation problems, the next-to-last version 6.3 was used instead (see section 3.5.1 for details).  

3.4.3 – Java as programming language 

I decided to use Java as programming language, although it is not my primary programming language. Java is 

one of today’s most widely used programming languages. Its main hallmark is that it can be run on almost 

any platform available, provided that there is a JVM (Java Virtual Machine) available for the platform in 

question. It supports the object-oriented paradigm, which is a considerable advantage. It also offers a vast 

multitude of frameworks, API’s and toolkits, which was the main reason for choosing it. The visualization 

tool to be developed has to deal with techniques such as:  

 Parsing 

 Communicating with a DBMS 

 Graphical User Interfaces 

 Presenting graphs of various kinds 

Since these techniques would be used, the versatility of Java seemed as the natural choice, especially when 

one takes into account the great number of online resources available. For example discussion forums, 

tutorial videos, instructions and examples, Q&A sites, etc.  
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Java JDK SE 8 was chosen.  The SE (Standard Edition) was chosen over the superset EE (Enterprise 

Edition). In addition to the features of Java SE, Java EE has enterprise features such as web services and 

distributed computing. Such techniques were not at stake in this project. As for the choice of version 8, it 

has been available for quite some time and can thus be considered stable and mature. The new features 

offered by later versions of Java was deemed to be of no particular interest. Taking into consideration the 

computing environment of the future users of the tool was also an important factor behind the choice of 

version 8. Arguably, most users with JRE (Java Run-time Environment) installed have version 8. Going for 

a newer version just for the sake of “the-latest-is-the-greatest” would be likely to force a new installation of 

JRE for the end-user (for little or no gain at all).  

3.4.4 – Eclipse as IDE  

The IDE (Integrated Development Environment) chosen was Eclipse, simply for the reason that it is a de-

facto standard in Java development. There are also many plugins available, for example support for version 

handling systems like Git and building systems like Gradle (see below).  

The latest version (2018-12 when the thesis work started) was chosen to get the best working version 

available. A newer version was released later during the thesis work, but it was decided not to waste time on 

upgrading.  

3.4.5 – Gradle for build 

Gradle was chosen as building system for two reasons: First that it appears to be the most well-liked 

building system for Java at the time this is written, and second to take the opportunity to learn something 

new.  

Gradle version 5.2.1 was chosen, which was at that time the latest stable version.  

3.4.6 – Git for version handling 

Git is used extensively in modern programming environments. To be more specific, the GitLab 

environment provided by Karlstad University was chosen to simplify communication with the supervisors 

of the project.   

For the development environment, the latest stable version was chosen – at that time version 2.20.1. 

3.4.7 – Hibernate for communication with the database 

Hibernate is an ORM (object-relational mapping) framework that bridges the gap between the relational 

model of a database and the object oriented paradigm with data organized in classes. Evaluating such 

frameworks was beyond the scope of this thesis. Hibernate was chosen mainly due to its (apparent) 

simplicity, i.e. good level of abstraction and that it is fairly easy to use. In the bottom of Hibernate lies JDBC 

(Java Database Connectivity). So to use Hibernate, one has to install JDBC as well, but it is never necessary 

to tamper directly with it.  

Again, the latest stable version available at the time – version 5.4.1 – was chosen.  
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3.4.8 – Parsing logs 

The supervisors offered log files from KAUDroid in several different formats. I decided to use JSON, since 

it is straightforward and intuitive, plus that there exists several frameworks for parsing that file format. A 

few frameworks were tried. It quickly turned out that JSON.simple was the most easy to use – the latest 

version (or so I thought), 1.1.1 was chosen.  

3.4.9 – Parsing database dumps 

A database dump from KAUDroid is a self-contained SQL script that creates the database and the schema 

before loading the data. Once that database is loaded, its data is copied to the database of the tool of this 

project, including some processing. This is of course necessary, since they use different schemas.  

3.4.10 – Swing for the Graphical User Interface 

I decided to use the Swing framework for the Graphical User Interface (GUI) of the tool, mainly for the 

reason that I am familiar with it and know its possibilities. It was also decided to hand-code the GUI. There 

are GUI builder tools available, but hand-coding the GUI allows for complete control of the design, and it is 

not particularly difficult for that matter, plus that one does not get locked-up with a specific tool or IDE.  

3.4.11 – JCheckBoxTree and LGoodDatePicker 

In addition to the components offered by Swing, the API’s JCheckBoxTree and LGoodDatePicker were 

selected in order to implement the functionality intended for the GUI of the visualization tool.  

JCheckBoxTree is an extension of the JTree class of Swing, with checkboxes added. With checkboxes, one 

can select/deselect with one mouse-click. With a table or a list, using the keyboard in addition would be 

necessary to do a non-trivial selection. Thanks to the simplicity offered by the checkboxes, one can say that 

the JCheckBoxTree contributes a better user experience. Clicking a checkbox high up in a tree hierarchy 

selects/deselects all its children. This particular feature would be useful in the GUI for selection of 

permissions, which have different categories and thus several levels in a tree structure.  

There are several components for specifying and selecting date and time. LGoodDatePicker was selected 

due to its great versatility and simplicity of use, plus that it is well documented through a couple of very 

good examples that are provided with it.  

3.4.12 – JFreeChart for diagrams 

Although there are classes available with JDK for creating diagrams, it was deemed that the level of 

abstraction is too low, requiring a considerable amount of code to be written in order to reach a working 

solution. A brief evaluation of a couple of such frameworks was made, including JFreeChart [23], JIDE 

Charts [25], XChart [26], Openchart2 [27] and HyJavaCharts [28], although HyJavaCharts and JIDE are 

commercial, licensed products and accordingly not suitable for this thesis project. Very soon it became 

evident that JFreeChart stands out as a very versatile yet easy-to-use framework, capable of generating most 

variants of (static) diagrams one could wish for, plus other features like zooming and copying (in PNG 

format) e.g. for use in reports and other documents. The general opinion in tests and discussion groups on 

internet (like Stack Overflow) almost unanimously puts JFreeChart as the #1 open-source Java charting 

library. Its latest version, 1.5.0, was chosen.  
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One part of the project specification asked for the possibility to display animated graphs, although it was not 

an absolute requirement. JFreeChart does not have functionality for animation. If one wishes to pursue that 

issue, the architecture of the visualization tool makes it easy to add other frameworks beside JFreeChart – 

for example Vizabi [24] or similar. Although Vizabi’s API is written in JavaScript and that it is intended 

primarily for the web, it deserves to be investigated how to integrate it in a Java desktop application and 

possibly use it with the visualization tool as a future improvement. According to the project members of the 

web based tool [16] one has to be aware that Vizabi is poorly documented.   

3.4.13 – General principles concerning the baseline 

All these tools, frameworks and API’s with their specific versions constituted the baseline of the 

development project. I decided to keep it unchanged as much as possible, the exception being if problems 

were encountered – in which case other versions or even other frameworks might be considered.  

From experience, freezing the baseline early is a good basis for avoiding problems in a development project. 

Continuous change of the baseline during a project adds unwanted uncertainty and extra work. It can be 

argued that upgrading just for the sake of it, is the wrong way of using precious time.  

3.4.14 – Baseline; summary of tools, API’s, libs and frameworks used 

The table below gives a summary of the development platform – operating system and development tools. 

 Version Available at Comment 

Windows 
Operating System 

Windows 7 
Professional, 64-
bit 

Licensed  

Java SE  JDK 1.8.0_201 https://java.org  

Git 2.20.1 https://git-scm.com  

Gradle 5.2.1 https://gradle.org  

Eclipse Eclipse IDE for 
Java Developers, 
2018-12 

https://eclipse.org Git 
integration 
included. 

Buildship: Eclipse 
plugins for Gradle 

3.0.0 Fetched through Eclipse  

Modelling plugin 
for Eclipse 

Papyrus for UML, 
version 4.2.0 

Fetched through Eclipse It was not 
used, but 
good to have 
available just 
in case. 

MySQL Community Server 
5.7 

https://www.mysql.com 5.7 was the 
second-to-last 
version. 

MySQL 
Workbench 

6.3.10 https://dev.mysql.com/downloads/workbench/  6.3.10 is for 
MySQL 5.7 

 
Table 1 – Summary of tools and plugins used for development  

https://java.org/
https://git-scm.com/
https://gradle.org/
https://eclipse.org/
https://www.mysql.com/
https://dev.mysql.com/downloads/workbench/
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The table below gives a summary of the various API’s, libs and frameworks used in the visualization tool.  

Name of API Versio
n 

Available at Comment 

Hibernate 5.4.1 https://www.hibernate.org One main jar 
file and 
several 
dependencies  

MySQL JDBC 
connector 

8.0.15 https://dev.mysql.com/downloads/connector/j/5.1.html  For Hibernate 

JSON simple 1.1.1 http://www.java2s.com/Code/Jar/j/Downloadjsonsimple111
jar.htm  
There is a newer version, 3.0.0, available here: 
https://cliftonlabs.github.io/json-simple/  

 

LGoodDatePick
er 

10.4.1 https://github.com/LGoodDatePicker/LGoodDatePicker/re
leases  

 

JFreeChart 1.5.0 http://www.jfree.org/jfreechart/   

SLF4J-log4j2 1.7.26 https://www.slf4j.org/download.html   

Log4J2 2.11.2 https://logging.apache.org/log4j/2.0/download.html   
 

Table 2 – Summary of used API’s, libs and frameworks 

  

https://www.hibernate.org/
https://dev.mysql.com/downloads/connector/j/5.1.html
http://www.java2s.com/Code/Jar/j/Downloadjsonsimple111jar.htm
http://www.java2s.com/Code/Jar/j/Downloadjsonsimple111jar.htm
https://cliftonlabs.github.io/json-simple/
https://github.com/LGoodDatePicker/LGoodDatePicker/releases
https://github.com/LGoodDatePicker/LGoodDatePicker/releases
http://www.jfree.org/jfreechart/
https://www.slf4j.org/download.html
https://logging.apache.org/log4j/2.0/download.html
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3.5 – Design decisions and problem solving 

3.5.1 – Installation of MySQL 

It turned out that the latest version of MySQL (8.0 when this was written) would not install properly on the 

laptop with Windows 7 that was used as development platform. The database as such seemed to work fine, 

but installing Workbench (a graphical user interface to MySQL databases) failed. It was deemed that MySQL 

Workbench would simplify the work considerably, so continuing without it was never an alternative.  

Upgrading to Windows 10 was not an option whatsoever. An attempt to go for the second-to-last version of 

MySQL (6.3) was successful. I decided not to mix versions, for example using the Workbench of 6.3 and 

having everything else from 8.0. The bug fixes and new features that come with 8.0 was deemed not to be 

required for developing the application. From my experience, mixing versions sooner or later end up in 

unexpected (and unpleasant) surprises during development. Besides, suppliers usually don’t support such 

mixes, they are rarely (if ever) tested together. Persevering in a heterogeneous approach simply to satisfy the 

urge of the-latest-is-the-greatest would be to invite disaster and that is why the homogeneous second-to-last 

version was selected.  

Once version 6.3 was installed, installation of MySQL Workbench succeeded, and everything regarding the 

MySQL database has worked without any major problems. Using the MySQL Workbench for an extended 

period of time seemed to exhaust the available memory. Sometimes, this was annoying but it was simply a 

matter of restarting Workbench in order to circumvent that problem.  

3.5.2 – Performance problems with loading of JSON log file 

The first step in development, was to write a parser to read a JSON file with log data in order to load it into 

the database. The example log file used contains approximately 108,000 records. The parser itself is quick 

enough, but storing the data in the database, using individual INSERT’s turned out to be a severe 

bottleneck. One part of the problem could be attributed to Hibernate, which is not suited for batch loading 

of large quantities of data. Squeezing the data through Hibernate took more than 10 minutes for the 

108,000+ records. This is painfully slow and definitely not acceptable.  

There are various techniques for improving performance under circumstances like this. One can, for 

example, use INSERT statements with a larger number of data specified in the VALUES clause, such as 

doing an INSERT of 1000 records at a time. Also, SQL offers the LOAD DATA statement when lots of 

data should be loaded into a database, and that alternative seemed simple and straightforward enough. There 

are, however, two weaknesses in that approach. First, it is a matter of security. The data is streamed directly 

into the database without any validity checks, for example looking for possible SQL injections. The second 

weakness is that the validity of the data as such is not checked. One simply have to assume that the input 

data is valid and correct in all respects. This is partially mitigated by the parser, which expects a syntactically 

correct JSON log file, and reading the different fields of the JSON log implies type checking. There is the 

possibility to tighten security by letting the parser do more extensive checks (e.g. taking steps to prevent 

SQL Injection).  

It turned out that there are built-in protections in MySQL that prevents careless use of LOAD DATA. 

Using LOAD DATA interactively through the MySQL Workbench worked fine. But attempts to invoke 

LOAD DATA programmatically were denied. It is possible to switch off those protections, but that 
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possibility was not used, for two reasons: First, it is generally a bad idea to switch off security checks. And 

second, it is preferable to set up MySQL “out-of-the box”, i.e. using the default settings without having to 

do extra configuration. So, running LOAD DATA programmatically – through Hibernate or some other 

framework – was deemed as not possible. To circumvent these obstacles, a bootstrap-like solution based on 

executing scripts was developed. 

With that solution, the loading of log data takes place in four steps:  

1. Parsing JSON log file and putting the data in a CSV file. 

2. Generating a SQL script that loads the CSV file using the SQL LOAD DATA statement. 

3. Generating a batch file which executes the SQL script in the MySQL cli (command-line interface). 

4. Invoking the batch file to execute the loading. 

The generated files (CSV, SQL and BAT) are all placed in the temporary folder of the operating system of 

the computer. After execution is completed, the files are deleted in order not to waste disk space, but also 

for the sake of security.  

 

Figure 7 – First three steps of loading, JSON parser reads the log file and creates the required files for final setup 

 

Figure 8 – Fourth and final step; JSON parser invokes the BAT script which in turn executes the SQL script 
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In this manner Hibernate is not involved at all, which (in this case) is an advantage from the performance 

point of view.  

Although this solution works, it is a bit awkward. Apart from the slightly complex process of generating and 

executing several scripts, the main issue is that the login credentials to the database are put in the BAT file. 

Although the generated files are removed, things may occur that prevents removal, or the recovery of the 

temporary files after deletion. This is of course a security breach that calls for a solution. With more time 

available, different alternatives should be investigated. 

However, the bad security is deemed not to be a show-stopper, since the application is considered to be a 

prototype and from start it was aimed for analysts and scientists studying the data. Besides, if worse comes 

to worst, the original data is still available in the KAUDroid database so the database of the visualization 

tool could be recreated from scratch if need be, without too much effort.  

With the LOAD DATA solution, the loading time of a JSON log (with 108,000+ records) was decreased 

from circa 10 minutes to approximately 10 seconds.  

Finally, it should be mentioned that a newer version of JSON simple parser was detected after the baseline 

was set, namely version 3.0.0 as compared to 1.1.1 that is used in the visualization tool. Version 1.1.1 works 

fine, though, so there is no urgent need to upgrade.  

3.5.3 – Transformation from one database schema to another 

Loading of a database dump from the KAUDroid platform [14] with 1,103,000 records take approximately 

3 minutes. This was confirmed with the supervisor to be good enough, hence no performance 

improvements were undertaken.  

Regarding the transformation from one schema to another, it was decided not to omit any data from the 

original database, even though some of the fields (createdAt and updatedAt) are not used for anything in 

KAUDroid. The decision to ignore certain parts of the raw data should be left to the analysts and 

researchers – they may later come up with a use for this particular information that is not obvious now.  

The schema in the KAUDroid database is very simple, it is one table only – or at least it is so in the database 

dumps from KAUDroid. Both the paper “Turning the table around” [5] and the KAUDroid report [14] 

state that a schema with three tables is used. The explanation for this discrepancy is that reality called for an 

even simpler solution and that is why the database design was changed to one table only.   

 

Figure 9 – Schema in KAUDroid database 

A more sophisticated schema was developed for the visualization tool, the database is named dvae10um (it 

should have some name). Some new data is added, like permission classification and permission group.  

A SQL script was created that implements the schema of the new database dvae10um by creating the tables, 

creating a couple of indexes, plus that the tables package, permission, permissionclassification and permissiongroup are 

initialized with data. The data for the package and permissions tables were collected from the sample database 
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dump provided by the supervisor. Information was retrieved from the Android web [6], [7], [8], [9] in order 

to correctly set the initial data of the permission and associated tables. Regarding the package table, the app 

names associated with the various packages were retrieved through various searches on the web. All-in-all, 

with this SQL script, it is very easy to re-create the database in case something very bad happens and there is 

a need to start from scratch.  

The loginfo table deserves a few comments since it has no counterpart at all in KAUDroid. The reasons for 

its existence are: 

 The possibility to delete a database dump or a log file from the database, for whatever the reason. 

The loginfo makes it possible to do such a removal with a single DELETE statement in the database. 

At the moment, there is no functionality in the GUI to do such a removal implying that one has to 

do it in MySQL WorkBench or similar interface to the database.  

 To avoid loading the same database dump or log twice. This is achieved through the hash value, 

which is generated from the contents of the file. This is of course very trivial, since adding one single 

character to a log will result in a completely different hash value. But at least it could save the user 

some time. With that said, doublet scrubbing is of course necessary anyway, since contents of logs 

and database dumps may overlap, and so forth.  

 To make notes for a certain log or database dump. The free text field is currently not used. The idea 

with it, is to allow the user to add some comments for a particular log or database dump. Adding 

that functionality to the GUI should not be particularly difficult.  

The new schema was carefully scrutinized in order to have it normalized to a sufficient level. Normalization 

is the process of getting control of data redundancy in a relational database. In 1971, E. F. Codd defined 

three normal forms which are cumulative. For example, a database is in the third normal form (3NF) if it 

fulfils the specific criterions set for that NF plus that the database already is in 2NF (and consequently in 

1NF before that). The purpose is to reduce (and preferably eliminate) redundancy of data in the database. 

Additional NF’s were soon defined. The Boyce-Codd NF (introduced 1974) is an improvement of 3NF, and 

the 4NF was added (1977) on top of BCNF, and yet other NF’s followed. Anyhow, to avoid redundancy of 

data (or, at least have controlled redundancy), the schema was normalized – i.e. checked vs. the Normal 

Forms [29], [30], [31]. The schema is in 4NF (Fourth Normal Form) and that is deemed to be sufficient for 

the visualization tool (even BCNF is good enough). Further normalization could be done, e.g. by splitting 

the event and loginfo tables into smaller tables aiming for 5NF. For our visualization tool that would result in 

increased complexity without any advantages. It is generally considered that normalization beyond 4NF is of 

theoretical more than practical value, so I decided to stop at 4NF.  
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Figure 10 – Schema for the visualization tool 
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There is a trade-off between grade of normalization on the one hand and complexity plus performance on 

the other. Having tight control of the data is an advantage, generally speaking. The various kind of searches 

made in the database warrants the schema chosen. Apart from the searches invoked by the user of the tool, 

aimed at producing a chart of some kind, there are also searches made by the tool itself with the purpose to 

populate the various JCheckBoxTree components with data. The latter kind of searches are greatly 

simplified through this schema plus that the performance of these searches are improved. 

The process of importing a KAUDroid database dump is as follows:  

1. A batch file is created.  

2. That batch file is executed, it invokes the MySQL CLI (command line interface) to execute the SQL 

script which constitutes the KAUDroid DB dump.  

3. The aware database is created with two tables – backup and data. Only data is of interest.  

4. The batch file finishes and is deleted by the visualization tool which continues the execution. 

5. A stored procedure (SP) is invoked which takes care of the remaining parts. 

6. Two extra columns are added to the data table, for processing of the timestamp. The reason is that 

the timestamp in the database dump is a string and it needs to be converted to the SQL datetime 

datatype to enable the possibility to search time intervals. Also, the time zone should be salvaged, on 

request from the supervisor.  

7. The timestamp is converted accordingly, and the two new columns are populated with data. 

8. The information in the data table is transferred to the various tables in the dvae10um database.  

9. The data table is deleted. 

10. A doublet scrubber should be executed.  

 

Figure 11 – Loading of DB dump 

3.5.4 – The doublet scrubber 

A doublet scrubber is necessary due to the way data is loaded into the database, i.e. with no built-in 

safeguards vs. doublets. The doublet scrubber is implemented as a stored procedure, in order not having to 

expose database details to the Java code. For the doublet scrubber to work at all, it was necessary to switch 

off the “Safe updates” security guard (despite what has been said about that in section 3.5.2). In any case, 



 

 23 

the algorithm attempted (DELETE JOIN) works, but takes an awfully long time (there is a timeout after 

about 1 hour, attempting to process 1,200,000 records). Obviously, alternative approaches need to be 

investigated. For this reason, the doublet scrubber is currently not invoked as part of loading a database 

dump or a log.  

3.5.5 – Using Stored Procedures  

I decided to use stored procedures (SP’s) extensively.  

An SP is a subroutine, stored in the database. An SP is available to applications outside the database, as well 

as being available to other SP’s. It usually takes one or more in parameters, although it can take no 

parameters at all if that is preferable. The output of an SP is either in the form of one or more output 

parameters, or as a result set to be handled directly by the program invoking it. An SP typically contains one 

or more SQL statements (typically CRUD operations – CRUD is short for Create, Read, Update, Delete), 

and it can be combined with traditional flow-control statements for conditions and iterations. The language 

for defining an SP is vendor-specific, hence an SP is most likely not 100% portable, although the effort of 

porting is probably not too big. It should be noted that performance may be improved by using an SP, since 

the SP is compiled by the DBMS when created, and the compiled code is stored in the database. If a native 

SQL query is performed from the Java code (through Hibernate) the query would be compiled every time it 

is executed, which of course leads to slower performance. Apart from the performance aspect, there is also 

improved SW quality through the syntactic and semantic analysis performed at compilation. This is due to 

MySQL Workbench (which is used for creation of the SP’s) – it is quite picky about syntax and semantics.  

There is also the possibility to use Stored Functions (SF’s). What distinguishes an SF, is that it returns 

exactly one output parameter, whether it is a scalar value or a result set. In the database, one SF was defined 

for use by the SP’s that are invoked when doing user queries from the tool – more on that later.  

My reason for using SP’s, was primarily a matter of increasing abstraction, i.e. not having to reveal database 

internals like schema, data type details, how to join tables, names of various columns in the tables, and so 

forth.  

There are different opinions about the concept of stored procedures, some think that they are a blessing, 

others that they are a curse. Harrison and Feuerstein [22] summarize three different standpoints in an ever-

ongoing debate: 

1. All stored programs, all the time – the rationale being improved security and a higher level of 

abstraction, i.e. keeping the data base details within the database. 

2. Stored programs only when absolutely necessary – the rationale being that the logic is fragmented 

between the application and the database, that maintaining SP’s require involvement of a DBA 

(database administrator), and that SP’s get in the way of ORM schemes like Hibernate.  

3. Use what works. This approach is pragmatic, using SP’s when it is warranted and otherwise sticking 

to native SQL (through Hibernate or other frameworks). 

The database queries in the visualization tool are supposed to be quite uniform, both regarding the query 

and the expected result sets. There are no plans to have an object model representing the data model in the 
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database, hence no worries about the ORM concept since it is not an issue. Rather, the improved level of 

abstraction and the performance are both good reasons for using SP’s.  

3.5.6 – Hibernate 

The choice of Hibernate was made rather quickly, without any serious evaluation of alternatives. A 

comparison of a few examples of JDBC code with code using Hibernate instead settled the issue in favor of 

Hibernate. JDBC is short for Java DataBase Connectivity, an API bridging the gap between Java code and 

SQL. It should be stressed that most, if not all, API’s like Hibernate are built on top of JDBC.  

Hibernate is promoted as a simple and easy-to-use solution to the problem of connecting the database and 

the Java code – and that was exactly what was desired for this project. In hindsight, and with more time 

available, an evaluation of different alternatives should have been done.  

For a full-scale application, one has to consider a couple of drawbacks with Hibernate: Performance is not 

lightning fast, although there are ways to improve it that were not undertaken due to lack of time. Neither is 

Hibernate thread-safe. None of those are critical for the visualization tool, though.  

The configuration used for Hibernate is for development purposes – the configuration parameters used 

have standard values, as proposed in a couple of tutorials. For the visualization tool, the performance is not 

lightning fast but agreed with the supervisor to be good enough. Hence no further effort was spent on 

tampering with the configuration parameters (they are mostly about performance tuning). For professional 

use of Hibernate, one needs to build more competence in it. For a production environment performance is 

a key factor, where one has to take into consideration such things as resource pools, caching, transaction 

handling, etc.  

As stated previously, stored procedures are used extensively. The ORM concept (Object-Relational Model) 

may turn out to be an overkill solution for an application like the visualization tool, where native SQL is not 

used at all in the Java code. But the simplicity in using Hibernate is nevertheless a considerable advantage.  

With no configuration of the logging, Hibernate generates a substantial amount of log printouts for every 

query made. Hibernate uses the SLF4J (Simple Logging Façade for Java) framework for logging. Simply put, 

this is a standard frontend to which one can connect a logging backend of choice, for example Logback, 

Log4J, Log4J2, Apache Commons Logging and tinylog. A couple of examples were available for Hibernate 

using Log4J2, which is the reason for choosing that as logging backend. This effectively took care of the 

verbosity of Hibernate. With the configuration used, the tool normally displays no printouts at all from 

Hibernate but will do so in case errors occur.  

3.5.7 – The various layout managers in Swing 

There are a couple of different layout managers available in Swing, and several of them were tried out in the 

initial design of the GUI. In the end, it turned out that the GridBagLayout was the most useful. With its 

versatility comes a little more complexity, although this complexity is really nothing out of the ordinary. Due 

to that Swing allows for nested panels (the JPanel class is a container where other components are laid out), 

it is also possible to have nested layouts. Usually, simple is beautiful – but in this case the most complex 

alternative proved itself as the most useful.  
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3.5.8 – The JCheckBoxTree class 

One key component in the GUI is the JCheckBoxTree class: 

 

Figure 12 – JCheckBoxTree example. The left with no selections made, the right with Calendar selected 

 

It is an extension of the JTree class provided with the Swing framework. JCheckBoxTree is unsupported 

freeware originating from StackOverflow discussion forum [13]. The improved functionality consists of 

checkboxes added to the tree, using them for more versatile selections instead of the more basic line-for-line 

selections originally in JTree. For example, selecting the top node of a tree implies that all its children are 

selected as well. This is especially useful when one has a hierarchy with more than one level as with the 

various permissions (see example above). 

It turned out that the JCheckBoxTree class needed some improvements to be suitable for the visualization 

tool. There are occasions when the data in the tree needs to be refreshed from the database, and one of the 

improvements simplifies this. Another improvement is the possibility to determine which leaves are checked 

in the tree. These improvements are not limited to the visualization tool, i.e. they should be useful also for 

other developers using JCheckBoxTree. 

There are room for additional improvements with JCheckBoxTree. The most obvious is to have a filled 

(black) checkbox, indicating for a node that some, but not all of its children nodes are selected (this is a 

standard behavior in many tools, for example in Excel). An ordinarily checked parent then indicates that all 

of its children are selected. This is left for the future, though. Other potential improvements of 

JCheckBoxTree are deemed not of importance for the visualization tool, so they are not described here.   

3.5.9 – JFreeChart documentation 

Although JFreeChart (along with its Javadoc documentation) is free software (under the LGPL license), its 

Developer’s Guide is not for free. A PDF copy of that 900+ pages document can be downloaded for a fee 

of £ 49.95 (+ VAT), and I decided to pay that sum. Although many guides and examples for JFreeChart can 



 

 26 

be found on the web, none of them comes even near presenting the full picture as this document does. 

There is no doubt that it saved a considerable amount of time during development of the tool.  

It should be noted that the latest version of JFreeChart is 1.5.0 while the latest version of the Developer’s 

Guide is for 1.0.19 (the second-to-last version). According to the History section of README.md of the 

JFreeChart distribution, the updates in 1.5.0 are mostly about separating the JavaFX classes into a project of 

its own. Apart from that, there are a few bug fixes plus some minor improvements that possibly should be 

reflected in the Developer’s Guide. Arguably, it is bad behavior to charge for a document not being up-to-

date, but for the development in our project the document was good enough and did not lead astray.  

3.5.10 – Improving database performance 

With everything set, the execution of database queries could start. Executing the queries interactively from 

MySQL Workbench gives interesting information like execution time of the query, plus the opportunity to 

use the EXPLAIN feature of MySQL to detect where optimizations may be undertaken. One prepends the 

keyword ‘EXPLAIN’ to the query one intends to execute, and the result is detailed information about how 

the query is executed – for example how many rows will be searched, if NULL is in a key column, etc.  

A typical query from a database with 1,200,000 records takes approximately 10-15 seconds without any 

performance improvements made.  

After applying an index for each and all of the columns involved in the queries, the response time for a 

typical query is reduced to approximately 5 seconds. Executing an identical query from the MySQL 

Workbench takes less than a second. The conclusion drawn from this, is that the bottleneck lies with 

Hibernate and if one wishes better performance, an effort should be made in configuring it better.  
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3.6 – Results  
At the moment, the visualization tool offers four kinds of charts: 

1. A bar chart, showing the count for all the different kinds of permissions, sorted in descending order. 

2. A pie chart, showing the relative count of permissions, sorted in descending order.  

3. A bar chart, showing the count for selected permissions per app, sorted alphabetically. 

4. A bar chart, showing the count for selected apps per permission, sorted alphabetically.   

 

Figure 13 – Bar chart with all permissions 

This chart gives an overview of all permission events in the database, regardless of the apps involved.  

With this, as with all charts drawn with JFreeChart, one can do a mouse-over to get more information about 

a specific item in a chart. It is not possible to catch mouse-overs with the snapshot tool of Windows (used 

for writing this document), but from the chart above it says, for example,  

(RUN_IN_BACKGROUND, ) = 450 928  

for the leftmost bar.  

The idea with this is to give a user unfamiliar with the current contents in the database a brief overview.  
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Figure 14 – Pie chart with all permissions 

This pie chart has the same purpose as the previous: To give a brief overview of the contents of the 

database, i.e. of all permissions, just with a different visualization. A mouse-over will say, for example,  

RUN_IN_BACKGROUND: (450,928, 37%)  

Generally speaking, bar charts visualize absolute numbers while pie charts visualize relative numbers. It is up 

to the user to decide which of these visualization is the most useful for an overview.  
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Figure 15 – Permissions per app example 

This example shows the Permissions per app bar chart. The search parameters is more or less self-

explanatory, i.e. the apps (Gmail, etc.), the permissions as indicated by the legend (actually permission 

groups Contacts and Storage were selected, they consist of the indicated permissions), and finally the 

specified time interval. It can be noted that scaling is done automatically based on the highest score on the y-

axis. It should also be mentioned that little to no effort has been spent so far on controlling the looks of the 

chart. The only “customization” made is the headline and the text which tells the time interval. The rest is 

done automatically based on the data retrieved from the database. The sorting on app name is OK in the 

picture above, but the order in the chart may deviate from the strict alphabetical order returned by the 

database. Due to lack of time, this and other details concerning the looks of the charts remains to be 

investigated.  

In Figure 15 above, we can see that the app WhatsApp makes use of the permission READ_CONTACTS a 

substantial amount of times. It can be argued that this is suspicious; it certainly calls for a closer look on 

how this app uses this and other permissions. The same can be said for the extensive use of the permissions 

READ_EXTERNAL_STORAGE and WRITE_EXTERNAL_STORAGE by the same app. In 

comparison, Google Chrome also uses READ_EXTERNAL_STORAGE and 

WRITE_EXTERNAL_STORAGE. With the knowledge that this app caches a lot of information, this may 

not be too alarming. The bottom line is: To properly evaluate whether an app is guilty of excessive 
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harvesting of personal information, one needs to make a qualitative analysis of the app. The quantitative 

analysis offered by the visualization tool constitute a good start for further analysis, but is not conclusive in 

this respect.  

 

 

Figure 16 – Apps per permission example 

In this example, we look on one permission only (RUN_IN_BACKGROUND) and see which apps use it 

and to what extent. The chart tells us that China Global, Facebook and SuperSU are the top three users and 

that they use this permission to a much higher extent than the other apps. Arguably, further analysis of these 

apps appears to be warranted.  
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4 – Discussion 
This section discusses three different aspects of the problem area subject for investigation in this thesis.  

First, the model for analysis as outlined in [5] is scrutinized in relation to what is deemed possible to do with 

the visualization tool – with current as well as future functionality.  

Next is a discourse on how intuitive database queries are and how that is reflected in the visualization tool.  

Last is a discourse on visualizations; various kinds of charts and how they may be used for comparison 

along with a couple of examples from the visualization tool.  

4.1 – A model for analysis 
In the paper “Turning the Table Around: Monitoring App Behavior.” [5], Nurul Momen proposes a model 

for data analysis, determination of an app’s privacy impact factor (PIF) and a risk score (RS) for the app.  

The model is formulated as M(δ, α, ρ, τ), i.e. depending on device, app, permission and time interval. In the 

paper it is stated: “For a given device δ1, app α1, and a time frame Δτ (τ1 – τ0), the total usage of permission ρ1, is calculated 

as: Rρ1 = COUNT(τi)”. That is: [Device x Permission x App x Time interval] or in plain language: For a 

certain device, the number of events within a given time interval, for a specified set of permissions and apps. 

But the aforementioned paper does not stop at that. It continues by defining a formula for the risk score for 

an app (RSα) as: 

𝑅𝑆α = ∑ 𝑅𝜌𝑖  · 𝑃𝐼𝐹𝜌𝑖

𝑚

𝑖=0

 ± 𝐸 

In the formula, m is the number of PIF’s. Rρi is described above (the count of events and so forth). PIF is 

Privacy Impact Factor, which is calculated as  

𝑃𝐼𝐹 =  ∑ 𝑝𝑗

𝑛

𝑗=0

𝑠𝑗 

In this formula, pj stands for prioritization factor and sj stands for scenario. It is further stated that a 

scenario is represented as a Boolean value – either the scenario exists, or it doesn’t.  

Finally, E stands for error margin which, according to the paper, remains to be defined.  

The visualization tool provides the means to visualize the count of events for the specified set of input 

parameters (device, app, permission(s) and time frame), so the tool provides info related to the Rρi part of 

the model.  

As for the other parts of the model, namely PIF, the visualization tool does not offer any support. It should 

be stressed, though, that neither does the input data – i.e. the data collected by the Aware app is arguably 

not adequate for any calculations concerning PIF. Why is that? It is because neither are scenarios as such 

defined, nor are the prioritization factor. The logical question to ask then, is it possible to collect such data? 

Some scenarios are outlined in the aforementioned paper: 
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 Active/passive usage, i.e. whether the user interacts with the app or not. 

 Surrounding environment, i.e. whether the device is located in a crowded place or not. 

 Motion and network connectivity, i.e. whether the app is used stationary or while in motion 

(connecting to different WiFi networks). 

It can be argued, that with the data collected in the KAUDroid database so far, it is not possible to pinpoint 

a certain scenario to a specific event. To do that, more fine-grained data would have to be collected by the 

Aware app and handled in the KAUDroid database. Apparently, the various scenarios have been executed in 

the sense that the participators in the study were encouraged to exercise variation regarding whereabouts, 

and so forth.  

So what about the prioritization factors? Obviously, they exist to determine the importance or relevance of a 

scenario. If data concerning scenarios were collected, it should be possible to assign prioritization factors as 

well, but would the prioritization factors be defined by the participators or would they be defined by the 

owner of the study (i.e. pre-defined)? 

The overall conclusion drawn from this, is that it appears not possible to actually calculate any values for 

PIF as things are now, and accordingly, neither can the Risk Score be calculated. To improve the situation, 

the KAUDroid platform would need to be enhanced with mechanisms for collecting scenario information 

along with their associated prioritization factors. Once that is done, it should become meaningful to 

investigate how this can be reflected in the visualization tool.  
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4.2 – The modularity in queries and the oddity of selection 
The visualization tool reflects the logic of the SELECT statement in SQL. The main parts of interest to us 

in the SELECT statement are:  

1. The SELECT keyword 

2. What data is selected, i.e. from which columns of the table(s) in the database 

3. The FROM clause, i.e. which tables are involved  

4. The WHERE clause, i.e. the conditions for narrowing down the search 

5. ORDERED BY and GROUPED BY to sort and order the search result 

In the visualization tool, the various checkboxes the user checks, etc., results in input to the WHERE clause. 

The tool is designed with this simplicity in mind, implying that all the other parts (items 1-3 and 5 in the list 

above) are predefined completely inside an SP (Stored Procedure), and the SP corresponds to exactly one 

query.  

To even further promote abstraction by hiding the database details from the Java code, the WHERE clause 

uses the IN construct, which is an enumeration of values, separated by commas and enclosed within 

parentheses. For example: 

WHERE permissionname IN (‘FINE_LOCATION’, ‘READ_EXTERNAL_STORAGE’) 

Thus, the search criterions (permission names, app names and so forth) as set up in the Java code is simply a 

couple of enumerated lists, to be transferred to the SP and (more or less) directly put between the 

parentheses. Hence no need to know details of the database such as the name of the involved columns. 

The alternative (and possibly more common) way of specifying the WHERE clause would be to use the 

Boolean AND operator like this: 

WHERE permissionname = ‘FINE_LOCATION’ AND permissionname = ‘READ_EXTERNAL_STORAGE’ 

Arguably, this is less elegant and certainly more complex to handle if one wishes for best possible 

abstraction. The former variant, using IN, is also more in harmony with the set operations that should be 

preferred in SQL over Boolean operations, due to better performance as well as the mindset in relation 

algebra.  

There is also the oddity of selection that deserves to be mentioned.  

Usually, when one selects items to be included, one has a mindset of a shopping basket or similar. That is: 

What you want is what you put in the shopping basket, and what you have rejected is (of course) not there.  

With a database and SQL, one must use a different mindset. The WHERE clause is used to narrow down 

the result set, not to broaden it. If the WHERE clause is omitted, all rows in the table is in the result set. 

The same applies for the visualization tool: None equals all! If you specify, for example, no permissions – 

that is the same as if you had specified all permissions.  

If this way of thinking is not desirable and the user prefers the more intuitive shopping basket approach, 

one possible way of handling it is to put a restriction on the GUI (typically by disabling the buttons related 
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to searches) so that the user must select at least one item per category (app/package, permission, phoneId, 

log and time zone) to be allowed to start a search. Doing so would make the GUI implementation more 

complex, possibly forcing the user to select items completely out of interest to her – plus that it would incur 

a performance penalty, since the database would have to check vs all specified parameters (and they could 

be many) when executing a query.  

As for usability, or user-friendliness, it is arguably quite convenient not having to check any checkbox at all 

to get everything, although the JCheckBoxTree component makes it very easy to select everything, simply by 

clicking on the checkbox at the tree top node.  
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4.3 – Concerning visualizations 
The kind of data we wish to display in the visualization tool is characterized by: 

 The items investigated, mainly permissions and apps – are all expressed as discrete items. 

 The usage count, which also is a discrete value. 

In other words, we operate on discrete values in all dimensions. Hence, the following kinds of charts should 

be suitable for our visualizations: 

 Bar chart 

 Bubble chart 

 Pie chart 

 Stacked bar chart 

 Radar chart (or spider web chart) 

 Bubble cloud 

 Tree map 

 Word cloud 

 (etc.) 

Of these, the pie chart displays relative values (such as percentage of total usage count) rather than absolute 

values like the other kinds. The radar chart is suitable for comparing a relative limited set of entities, typically 

6-8 items, and the values should not be too disparate for this kind of chart to be useful. Since there is a great 

variation in usage count (as indicated in figure 13) the radar chart is probably not the first-hand choice for a 

usage count visualization, unless one really can make a point by using it.  

The bubble chart and the bubble cloud are useful with three dimensions (and possibly even more), but they 

may be less-than-straightforward to the average viewer.  

The tree map is possibly less straightforward, but may be suitable if one wishes to emphasize on how usage 

counts are distributed over different permission groups. The word cloud appears to be more directed 

towards marketing, persuasion and advertising than scientific reports, evaluation and comparison.  

This leaves us with the bar chart and its variants. The bar chart is proven and very well-known, it is simple 

and straightforward plus that it is intuitive when comparing two or more charts.  

When it comes to comparison of charts, Michael Gleicher proposes [10], [11] a taxonomy with three basic 

kinds of comparison, plus combinations of them. It is: 

 Juxtaposition 

 Superposition 

 Explicit encoding 

Juxtaposition is placing two or more charts next to each other, letting the viewer draw her own conclusions 

from it.  
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Superposition is overlaying two or more charts into one. For example having two or more bars for one 

object displayed next to each other, thus visualizing the difference between them.  

Explicit encoding is when a calculation has occurred, visualizing the relationship/difference.  

 

Figure 17 – The three categories proposed for a taxonomy of comparative designs [11] 

The picture above illustrates this taxonomy.  

With the visualization tool, juxtaposition is what comes as the simplest and possibly most intuitive option. 

For example, generating two (or more) charts with the same permissions and apps but at differing times. It 

could look something like this:  

 

Figure 18 – Example of juxtaposition 

This example has several problems. First, the sorting order of the apps is not controlled – the position of 

the bars vary between the two. Second, the scale on the y-axis differ, making the visual comparison less 

straightforward than it should. Can these issues be solved by further refinement of the usage of the 

JFreeChart framework, or should an alternative approach by juxtaposition in one chart – or even 

superposition – be investigated? This, like all issues pertaining to the visualizations should be discussed with 

the analysts and scientists using the tool.   

It should be noted that the charts in the visualization tool has a built-in juxtaposition in the sense that 

several apps are displayed next to each other with the same set of permissions (or vice versa).  
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Figure 19 – Juxtaposition within a chart 

In the chart above, the apps are juxtaposed (placed beside each other), allowing for comparison between 

apps and permissions, at a given time.  

Apart from fixing the shortcomings previously mentioned, could a different comparison strategy be more 

useful for understanding the data in this area of research?  

The idea of visualizing the count of usage of permissions with bar charts, is to clarify which permissions are 

used (or misused) and to what extent. Comparing different permissions to each other simply does not add to 

that, but comparing the same permission over time does.  

All-in-all, the question of which visualizations that are most useful should be addressed to the users of the 

visualization tool, i.e. the analysts and scientists that will process the data collected. The visualization tool is 

after all a prototype, with the purpose of showing the possibilities available by generating charts from data 

collected in a database for maximum versatility.  
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5 – Conclusion and Future work 
This section finalizes the thesis by a couple of concluding remarks along with suggestions for future work in 

order to enhance and further develop the visualization tool.  

5.1 – Conclusion 
This thesis project had four research questions: 

a. Could visualization of personal data access on mobile devices aid in determining privacy impact 

assessment cues? 

b. How would a GUI (graphical user interface) be designed to allow for efficient selection of subsets of 

such data? 

c. How would graphical visualizations from such selections be generated? 

d. How should the large quantities of data from KAUDroid be handled in order to have efficient data 

management, import and selection in the visualization tool?  

The visualization tool implements all four: 

a. The charts generated by the visualization tool shows the usage count of selected permissions in 

selected apps. By making comparisons across the domain [Device x Permission x App x Time 

interval], anomalies in usage can be detected and thus be investigated further, possibly finding 

uncalled-for high usage of certain permissions by some apps.  

b. The GUI allows for detailed selection of most of the various kinds of data collected by KAUDroid 

(geographical coordinates being the exception).  

c. A couple of graphical visualizations can be generated with the tool. If more, or different 

visualizations are required, it takes a rather small programming effort to achieve, thanks to the 

versatility of the graphics framework used in the visualization tool, the layered architecture and the 

usage of stored procedures in the database.  

d. The data from KAUDroid is easily imported to the MySQL database, being part of the visualization 

tool. The design of the database along with the uniform and carefully designed stored procedures 

constitute the foundation for a scalable and manageable application.  

Java’s versatility was a considerable advantage in the development work. Finding Java frameworks and API’s 

that offered solutions to the problems encountered was never a problem. Some of the frameworks were 

quite a challenge though. Getting acquainted with Hibernate took a considerable amount of time, and there 

are still some parts left to discover, that can hopefully lead to better performance. JCheckBoxTree needed 

some improvements made to it before it became fully useful.  It took a substantial amount of time to form 

the GUI into what it became. Spending time on learning how to program the GridbagLayout paid off in the 

end, though.  

The database design worked very well from the beginning. A complete control of the data is upheld, and 

searches can be undertaken in a uniform, transparent and efficient manner. Indexing has improved database 

performance, reducing response time by 60-70%. The way of hiding the database details from the Java code 

has made programming smooth and straightforward regarding the database access. The strategy of using 

stored procedures for the database queries has been a key factor in this.  
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The JFreeChart framework offers a multitude of various (static) charts, its Developer’s Guide is an absolute 

must in order to use it efficiently.  

As for the architecture, it has served its purpose very well. It was never a need to rethink it or modify it in 

any way.  

The visualization tool is designed in a way that paves the way for future improvements and enhancements. 

As described, many (if not all) difficulties were solved, given ample time. However, there were little or no 

time left for implementing all the features that one could wish for. Nevertheless, the stage is set for 

continued development, if that is what the intended users of the visualization tool desire.  
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5.2 – Future work 
As stated previously in this thesis, several things about the visualization tool could be improved while others 

were not implemented at all. The lists below are numbered for simplicity in referencing, they are not in any 

order of priority. 

Things that could be improved: 

1. Security regarding the database access I. The database password is stored in the code, an alternative 

would be to have a dialog in the visualization tool where the user enters it in, for example, a 

JPasswordField component. 

2. Security regarding the database access II: With the design chosen, there are temporary files (BAT 

scripts, SQL scripts, etc.) in which the database password is written. This may call for a different 

design solution altogether for the loading of database dumps and log files. The performance issue 

with Hibernate is a part of the problem, and a good solution to that opens up for other options also 

for the loading of data.  

3. Improving performance with Hibernate. For example, it could be investigated whether using a 

connection pool mechanism like c3po instead of Hibernate’s default will make any difference.   

4. The sort order in the bar charts could be improved for a better user experience, especially when it 

comes to comparison through juxtaposition (placing charts next to each other). This is related to 

how the class DefaultCategoryDataset (from JFreeChart) handles data.  

5. Investigate how to attain the same scale in the y-axis (Usage count) on different charts juxtaposed, 

for a better comparison. This implies that the maximum value must be determined before generating 

the charts. An alternative is to juxtapose within the same charts, or even superpose [10], [11]. 

6. Improving the JCheckBoxTree class to show a black square instead of a checked, when only a subset 

of the children of a node are selected.  

Things that were not implemented at all: 

7. Add support for selection of geographical area, i.e. make use of the GPS coordinates in the database. 

Without this, the data in the database is not fully searchable. For a web application, it is considerably 

easy to link to Google Maps and take advantage of the functionality offered by that API. It should 

be investigated whether this is possible in a desktop application with a reasonable effort, or if other 

solutions are preferable.  

8. Animated charts, as offered by Vizabi, are currently not part of the visualization tool. Investigate for 

which kind of visualizations an animated chart would be relevant and prototype a solution from that, 

whether through Vizabi or some other framework.  

9. The visualizations offered now, are all oriented towards Usage count. Investigate other kinds of 

visualizations, for example based on partial identity graphs [4], [16], and see how they could be 

realized in the visualization tool. This will probably include other visualization frameworks than 

JFreeChart which, although good at what it does, is not the silver bullet solution to all kinds of 

visualizations.  

10. Define scenarios and prioritization factors to be used for calculating PIF (Privacy Impact Factor) [5]. 

11. Analysis of the data in the database is not performed at all in the visualization tool. Various statistical 

analysis may be applicable, allowing for more advanced analysis than a simple comparison of charts.  
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Appendix – How to add a new visualization to the tool 
In order to add a new visualization, follow the instructions below. 

1. Add a new button in the GUI. This is done in the class ButtonPanel. Instantiate an associated 

GridBagConstraints object and use that to place the button where you want it, look on the existing 

button objects as examples.  

2. Create an ActionListener for the button. It should invoke a private method of the ButtonPanel class 

in the same manner as the other buttons.  

3. That private method should do three things. Again, look on the other, similar methods for an 

example: 

a. It should instantiate a chart object. The class should be defined in the ApplicationLogic 

package, and accordingly you have to create such a class. It is recommended that you create a 

new class to uphold the clean and straightforward structure of the program code instead of 

tampering with the existing classes in the ApplicationLogic package.  

b. Center the chart on screen. 

c. Make it visible. 

4. When creating the new chart class, use the same design and structure as the other classes.  

5. The chart class performs three things (and, again, look on its sibling classes for examples): 

a. It invokes a DAO (data access object) with the search parameters retrieved from the 

SelectionPanel object. Each DAO corresponds to a stored procedure in the database.  

b. It processes the result returned from the DAO, namely an ArrayList of Object arrays. This is 

transformed to the DataSet to be used when creating the chart. 

c. Create the chart.  

6. Create a DAO class corresponding to the chart class just created. Don’t expand an existing DAO 

class, instead look on a similar class and use the same mechanisms. As of now, the constructor 

instantiates a SessionFactory object (this is a Hibernate class). Create a ‘get’-method. This method: 

a. Retrieves a session object from the sessionFactory object. 

b. Defines a call to a Stored Procedure (you will create that in next step). 

c. Registers the various parameters to the SP – each parameter is a String, containing the 

checked items from the GUI SelectionPanel, except for fromtime and totime which are both 

LocalDateTime objects.   

d. Sets the parameter values.   

e. Executes the call to the SP  

f. Retrieves the result, which is of type List<Object[]> as explained in 5b above.  

g. Closes the Hibernate session.  

h. Returns the result.   

7. Go to the MySQL Workbench and create the Stored Procedure. Look on other similar SP’s for an 

example. Make use of the Stored Function createWhereClause.  

8. That’s all! Test it as you see fit. 
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