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transparency and intervenability. Ex post transparency provides users of data 
services with insight into how their personal data have been processed, and 
potentially clarifies what consequences will or may arise due to the processing of 
their data. Technological artefacts, ex post transparency-enhancing tools (TETs) 
convey such information to data subjects, provided the TETs are designed 
to suit the predisposition of their audience. Despite being a prerequisite for 
transparency, however, many of the TETs available to date lack usability in that 
their capabilities do not reflect the needs of their final users.

The objective of this thesis is therefore to systematically apply the concept of 
human-centred design to ascertain design principles that demonstrably lead to 
the implementation of a TET that facilitates ex post transparency and supports 
intervenability. To this end, we classify the state of the art of usable ex post 
TETs published in the literature and discuss the gaps therein. Contextualising 
our findings in the domain of fitness tracking, we investigate to what extent 
individualisation can help accommodate the needs of users of online mobile 
health services. We introduce the notion of privacy notifications as a means to 
inform data subjects about incidences worthy of their attention and examine how 
far privacy personas reflect the preferences of distinctive groups of recipients. We 
suggest a catalogue of design guidelines that can serve as a basis for specifying 
context-sensitive requirements for the implementation of a TET that leverages 
privacy notifications to facilitate ex post transparency, and which also serve as 
criteria for the evaluation of a future prototype.
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Abstract
The General Data Protection Regulation grants data subjects the legal rights
of transparency and intervenability. Ex post transparency provides users of
data services with insight into how their personal data have been processed,
and potentially clarifies what consequences will or may arise due to the pro-
cessing of their data. Technological artefacts, ex post transparency-enhancing
tools (TETs) convey such information to data subjects, provided the TETs
are designed to suit the predisposition of their audience. Despite being a pre-
requisite for transparency, however, many of the TETs available to date lack
usability in that their capabilities do not reflect the needs of their final users.

The objective of this thesis is therefore to systematically apply the concept
of human-centred design to ascertain design principles that demonstrably lead
to the implementation of a TET that facilitates ex post transparency and sup-
ports intervenability. To this end, we classify the state of the art of usable ex
post TETs published in the literature and discuss the gaps therein. Contextu-
alising our findings in the domain of fitness tracking, we investigate to what
extent individualisation can help accommodate the needs of users of online
mobile health services. We introduce the notion of privacy notifications as a
means to inform data subjects about incidences worthy of their attention and
examine how far privacy personas reflect the preferences of distinctive groups
of recipients. We suggest a catalogue of design guidelines that can serve as a
basis for specifying context-sensitive requirements for the implementation of
a TET that leverages privacy notifications to facilitate ex post transparency,
and which also serve as criteria for the evaluation of a future prototype.

Keywords: General Data Protection Regulation (GDPR), Human-centred
design, Human-computer interaction (HCI), Information privacy, Interven-
ability, Mobile health (mhealth), Privacy notification, Transparency, Trans-
parency-enhancing tool (TET), Usability.
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Glossary
Consent. An informed and unambiguous affirmative statement, given freely

and specifically, by which a data subject indicates her agreement to have
her personal data processed (GDPR, Art. 4 (11)).

Consequences. Follow-up actions or circumstances that arise for a data sub-
ject with respect to the processing of her personal data.

Data concerning health. Personal data related to the physical or mental
health of a natural person (GDPR, Art. 4 (15)).

Data controller. Entity that determines the purpose of personal data pro-
cessing (GDPR, Art. 4 (7)).

Data processor. Entity that processes personal data on behalf of the data con-
troller (GDPR, Art. 4 (8)).

Data subject. Role of an “Identified or identifiable natural person” with re-
spect to the processing of her personal data (GDPR, Art. 4 (1)).

EHR. Electronic Health Record

Electronic health record. Such data are typically managed by the organisa-
tion that supervised their creation, such as clinics and hospitals. See
also: personal health record.

Ex ante transparency. Transparency about personal data processing before
personal data are disclosed.

Ex post transparency. Ditto after personal data have been disclosed.

GDPR. EUGeneralData ProtectionRegulation (Regulation (EU) 2016/679)

HCD. Human-Centred Design

HCI. Human-Computer Interaction

Human-centred design. Iterative and integrative design process that focuses
on the final users of a system.

I(C)T. Information (and Communication) Technology

Information privacy. The ability to control the disclosure, processing and
dissemination of one’s personal data.

Intervenability. The legal right to intervene with the processing of one’s per-
sonal data (GDPR, Art. 12 et seq.).

mHealth. Mobile health. We consider the non-clinical usage context of fit-
ness tracking, self-quantification and personal informatics.
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Persona. Refers to two independent concepts of personae: (1) The digital
persona as described by Clarke (p. 5), and (2) the privacy persona used
to describe the predisposition of a group of subjects in terms of their
privacy (p. 14).

Personal data breach. A breach of security that leads to the accidental or
deliberate destruction, loss, alteration, unauthorised disclosure of, or
access to, personal data (GDPR, Art. 4 (12)/34).

Personal data. → PII

Personal health record. Such data are managed by the subject who collected
them for the purpose of personal informatics. See also: electronic health
record.

Personal informatics. Personal data processed for the purpose of self-quan-
tification in the context of mhealth.

Personal information management. ICT that facilitates the management of
certain personal data, considered in the context of mobile computing.

Personally identifiable information. Information that can be used to identify
or are linked to a data subject (GDPR, Art. 4 (1)).

PET. Privacy-Enhancing Technology

PHR. Personal Health Record

PII. Personally Identifiable Information

PIM. Personal Information Management

Privacy indicator. Any indicator pertaining to the privacy of a data subject,
such as iconography or a pop-up message.

Privacy notice. Sometimes used as a synonym for either privacy policy or for
privacy indicator.

Privacy notification. Notification sent by a TET to a data subject in response
to a privacy incidence as a means to facilitate ex post transparency.

Privacy policy. The legal manifest that specifies the actions, stakeholders,
purposes and duration of how, by whom, why, and for how long per-
sonal data are processed. Specifies also the contact details of the data
controller.

Privacy preferences. Preferences expressed in terms of having one’s personal
data processed for a specific purpose (ISO/IEC 29100:2011 2.17).

Privacy-enhancing technology. ICT used to improve the privacy of an en-
tity. A PET may or may not facilitate transparency (→TET ).

Privacy. → Information privacy

xiv



Processing (of personal data). Operationalmeasures performed on personal
data, including storage and transmission (GDPR, Art. 4 (2)).

Profiling. Automated processing of personal data, particularly to predict the
respective data subject’s behaviour, performance or status (GDPR,
Art. 4 (4)).

Self-quantification. Independent processing of one’s behavioural, physiolo-
gical and anecdotal personal data for the purpose of longitudinal or
event-based analysis.

Sensitive data. → Special categories of data

Special categories of data. Includes, among other types of data, ‘data con-
cerning health’. Processing special categories of data warrants extra care
(GDPR, Art. 9).

TET. Transparency-Enhancing Tool

Third party. Entity or stakeholder other than the data subject, the data con-
troller or the data processor (GDPR, Art. 4 (10)).

Transparency-enhancing tool. ICT that enhances the transparency of how
a data subject’s personal data will be (ex ante), or have been (ex post)
processed. ATETmay provide additional functionality to help improve
the user’s privacy, e. g. provide practical tips or guide users in exercising
their right of intervenability.

Transparency. Clarity conveyed about personal data processing, in away that
is accessible, intelligible and relevant for the addressee.

UCD. User-Centred Design

UI. User Interface

Usability. A quality or measure of how well a particular user can use a par-
ticular tool in a particular context to accomplish a particular task.

User-centred design. →Human-centred design

xv



Terminology
In this thesis, we draw upon the terminology established by normative sources
as much as possible. In the case of conflicting or overlapping sources, we prior-
itise legislative sources over technical standards, which in turn overrule regular
scientific publications. E. g., we employ the term ‘data subject’ as specified in
the GDPR rather than ‘PII principal’ as specified by ISO/IEC 29100. Con-
versely, the term ‘ex post transparency’ is specified in neither of these sources,
nor is it proposed in advisory frameworks, such as the guidelines released by
the Article 29 Working Party, ENISA or OECD. Requiring a term that is
both concise and well established, the term has therefore been adopted from
the literature.

xvi
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1 Introduction
Many users of online data services find themselves in a precarious situation
when it comes to deciding what is best for their privacy based on the inform-
ation they have at their disposal. On the one hand, the EU General Data Pro-
tection Regulation (GDPR) [20] mandates that data controllers shall provide
data subjects with sufficient information about their practices with respect to
the processing of personal data to enable data subjects to make informed de-
cisions about how to manage their personal data. On the other hand, data
controllers seek legal compliance by covering in their privacy policies a pleth-
ora of details that may span dozens of pages of printed text [48]. Readers of
such policies may struggle not only because of the extent of the policy [22],
but also because of a lack of readability, comprehensibility or transparency of
the underlying content [49]. Privacy policies are written by lawyers and are
primarily motivated by the business interests of the firms that employ them.
Their objective is to achieve completeness with respect to legal compliance,
and thus maximum safety in terms of being tried in court. Consequently, pri-
vacy policies are often rich in legal or technological jargon, or contain a large
amount of seemingly unstructured details [9]. The resulting policies seldom
reflect the mental models of their readers, the majority of which are layper-
sons with average linguistic skill and limited understanding of ICT.

This dichotomy introduces a phenomenon that Nissenbaum [61] refers to
as a ‘transparency paradox’, a dilemma that questions the efficacy of the prin-
ciple of notice and choice, and that threatens to render the very purpose of
data transparency null and void. The futility of data transparency potentially
entails an imbalance of power in that a considerable amount of data subjects
do not have the means necessary to satisfactorily scrutinise the terms and con-
ditions with respect to personal acceptance [79], much less use them to make
an informed decision. As a result, such individuals might face consequences
and implications that they were unable to anticipate [9, 24]. Alternatively,
data subjects may choose not to give consent, which often constitutes the only
alternative to accepting the conditions as is. This effectively establishes a di-
chotomy in the form of ‘take it or leave it’ [61], whose blatant lack of options
puts additional pressure on the decision-makers.

Nissenbaum’s findings and the large majority of research on usable data
transparency pertain to ex ante transparency. They relate to scenarios in
which a potential future user of a data service tries to decide objectively wheth-
er to consent to the privacy policy of a data service, be it an online service or
an app she is considering to install. However, the conceptual dilemma of non-
feasibility applies equally to the context of ex post transparency in that a data
subject’s attempt to obtain retrospective transparency about how her personal
data were processed once they have been disclosed may be thwarted equally
likely. Information on how personal data have been processed may not be
readily available, may not be presented in an intelligible form, or may fail to
point out clearly what options data subjects have in terms of intervening with
the processing of their data. Hence, data subjects are effectively left without

3
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Figure 1: Interplay between privacy, transparency and usability.

means to make informed decisions about managing the personal data they
have disclosed.

Technological artefacts, transparency-enhancing tools (TETs) provide data
subjects with the means necessary to get access to and better understanding of
the circumstances and consequences related to the processing of their personal
data [30]. Ideally, they present information such that content and form of the
presentation fit the mental model of the viewer, and match and complement
her predisposition, previous knowledge and social context. In both ex ante
and ex post transparency, the missing link to presenting meaningful transpar-
ency information is often a lack of usability on the part of the TET, such as
insufficient approachability of a privacy indicator. Despite legal requirements
for intelligible transparency and principles of engineering usability, only few
actual guidelines and technical standards exist with respect to the design of
usable TETs, especially for ex post TETs. Whereas a considerable amount of
research has been conducted on usable security and ex ante transparency, the
number of ex post TETs discussed in the scientific literature is comparatively
small [57]. Relatively few ex post TETs are available at present, and the num-
ber of usable TETs that have been designed specifically with the demands of
their end users in mind is even lower [56].

We argue that the principles underlying the usability of interactive systems
equally apply to TETs, and that usability represents an indispensable compon-
ent of an artefact that facilitates ex post transparency. Transparency, in turn,
represents an essential part of information privacy, meaning that appropriate
measures of usability can help enable privacy (Figure 1).

The objective of this thesis is therefore to systematically apply methods
established for human-centred design with the goal of yielding a prototypical
ex post TET that demonstrably exhibits properties of usability. With this in
mind, we seek to elicit the requirements necessary for the prototypical im-
plementation, and validate them subsequently by means of user testing. We
base the elicitation process on preliminary research of the status quo regarding
usable TETs discussed in the literature. We classify existing TETs and point
out gaps that indicate directions for our research. We designate fitness track-
ing and self-quantification as part of the domain of mobile health (mhealth)
as a tangible usage context for our design process, against the backdrop of
which we specify ex post transparency (Section 2.2) and intervenability (Sec-
tion 2.3) as the goals we intend to achieve. We select privacy notifications as
the functional means to facilitate ex post transparency, and investigate the as-
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pect of individualisation to capture the variety of preferences inherent in our
target audience, users of online mhealth services. As a precursor to specifying
concrete requirements for the implementation, we suggest guidelines for the
design of a TET that operates on the basis of privacy notifications.

The remainder of the introductory summary of this collection thesis is
structured as follows: Section 2 provides an overview of the background of
the subject matter, including a contextual arrangement of the concepts of pri-
vacy, transparency and usability, and the particular requirements of usable
TETs in the usage context of mhealth scenarios. Section 3 specifies the re-
search objective of the thesis, and derives two concrete research questions that
motivate the research presented here. Section 4 elaborates on human-centred
design as the method chosen for the design of a prototypical usable TET. Sec-
tion 5 discusses the previous findings of our studies and the contributions to
science we have made. Section 6 gives a summary of Papers I–IV. Section 7
briefly discusses related work, and Section 8 concludes the chapter with an
outlook on future work.

2 Background
This section discusses the interplay between privacy, transparency and usab-
ility in the scope considered in the thesis.

2.1 Information privacy
Throughout this thesis, we rely on the general concept of privacy established
byWarren and Brandeis in 1890 [90], and subsequently, byWestin in 1967 [92].
Despite the legal nature of these sources and despite the primarily physical
scope for which they have been envisioned, such as self-imposed isolation and
solitude, their fundamental principles and societal impact do carry over to the
information age. Both groups of authors conceptualise individuals in their
roles as self-determined decision-makers whose personal choices not only af-
fect their immediate surroundings, i. e. their intimate sphere of privacy, but
also their indirect environment as regards what information about them other
individuals have or do not have at their disposal [83]. They comprehend pri-
vacy as a collective value, which is possessed and exercised by the individual
in form of a personal right [92]. As such, individuals have the freedom and
power to leverage privacy as a means of control to decide for themselves what
kind of social interaction they prefer to cultivate. It is up to the individual
to decide what kind of personal information she is willing or not willing to
share with the members of a particular social context, and by doing so, exer-
cises control over the potential risks and harms to her privacy [10, 82].

In the information age, theCharter of Fundamental Rights of the European
Union [21] mandates personal freedoms in the form of respect for private and
family life (Art. 7) and protection of personal data (Art. 8), the former of
which explicitly incorporates communication. At an international level, Nis-
senbaum conceptualises information privacy as the “right to control informa-
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tion about oneself” [61]. This right includes the ability to define for oneself an
online identity that manifests as the sum of activities and behaviour expressed
in the social context [29]. According to Clarke [14], the digital identity crys-
tallises in the form of a digital persona, a reflection of the human personality or
alter ego. It is comprised of the traces that have been disclosed deliberately and
accidentally to the online social context in question, such as an online social
network, in which they identify the individual as a data subject. Ideally, data
services should respect the individual’s right of self-determination [11, 12],
including the context-specific choice of individual self-portrayal.

Analogous to social contexts in the physical world, the conclusions on-
lookers are able to draw about the individual may or may not be congru-
ent with her own subjective conception of her digital self [14]. The percep-
tion of the holistic picture of the individual’s digital identity will be based
on information available at different levels of concreteness, such as explicit
and implicit data, and on data derived from and predicted about the data sub-
ject (Section 5.4.1, p. 59). The picture of the ‘formal digital persona’ will
become more comprehensive once the observing party has access to personal
data that identify the individual across the boundaries of multiple social con-
texts [14]. On a case-by-case basis, comprehensive perception of the data sub-
ject bymeans of traces left online inmultiple, seemingly independent contexts
may be in the individual’s best interest. It may, however, also indicate that her
attempt to control her digital identity has failed in terms of spilling over from
one social context to another. Hence, data subjects must be able to reestablish
the measure of control stipulated by the GDPR, two cornerstones of which
are transparency and intervenability.

2.2 Transparency
Throughout this thesis, we conceptualise information transparency in the
sense of clarity of information as described by Turilli and Floridi [88]. Tur-
illi et al. refer to transparency as proven knowledge about data that have been
disclosed previously. The property of visibility implies accessibility of the in-
formation relevant for the context in question, and is complemented by the
properties of completeness and certainty. The purport of the term transpar-
ency differs from an alternative meaning that is sometimes employed in the
context of software engineering. In software architectures, the transparency
of an interface or functional point of transfer typically seeks decoupled prop-
erties, i. e. independence from its underlying components. In this respect,
transparency implies opaqueness or invisibility of the actual implementation.
In this thesis, however, we focus on the former aspect of transparency, namely
a data subject’s ability to obtain “an adequate level of clarity of the processes in
privacy-relevant data processing” [26]. The OECD Privacy Framework [63]
comprehends transparency, along with accountability, security, purpose lim-
itation and accessibility, as an instrument of trust that helps establish confid-
ence in an entity or process, e. g. with respect to that entity’s reliability, rather
than trust established on the basis of ‘rules of thumb’ [63].
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(a) Transparency Decision-making Disclosure

(b) Disclosure Transparency Decision-making

Figure 2: Conceptual phases of (a) ex ante, versus (b) ex post transparency.

The GDPR represents the legal basis with respect to personal data pro-
cessing conducted for data subjects who reside in one the member states of
the European Union. The GDPR stipulates lawfulness, fairness and trans-
parency as the three fundamental principles pertaining to personal data pro-
cessing (Art. 5 (1a)). By submitting a declaration of consent, a data subject
formally agrees to the purpose of having her personal data processed. The
processing must be carried out accurately and adequately, and is limited to
the retention period and purpose specified previously (Art. 5 (1b–1e)). The
data controller bears the full weight of demonstrating legal compliance, and
can be held accountable for potential deviations in terms of data processing
(Art. 5 (2)). The term ‘data processing’ itself is a broad term and comprehends
a plethora of operational activities, such as classifying and profiling (Art. 21).
The term also covers storing and transferring personal data to affiliated data
processors, such as data centres or subcontractors whose collaboration enables
the adequacy of the specified purpose.

We differentiate between ex ante transparency and ex post transparency
[30], both of which are reflected in the GDPR. Ex ante transparency compre-
hends the notion of providing decision-makers with the information necessary
to make informed decisions about whether or not to use a product or data
service (GDPR, Art. 14). As such, ex ante transparency addresses decision-
makers in their role as future data subjects, and is implemented in the form
of a privacy policy issued by the data controller. The privacy policy specifies
the details about how a subject’s personal data will be processed in the future
and serves as the legal reference for questions of purpose and scope.

Ideally, privacy policies present privacy-related information such that they
enable a data subject to unequivocally understand the circumstances pertain-
ing to the processing of her personal data, and help her make an informed
decision as whether to declare her consent. Hence, privacy polices that aim to
be transparent must be understandable and relevant for the data subject [79],
enabling her to anticipate the consequences that will arise due to her choice.
In this context, ex ante transparency relates to providing data subjects with
transparency about how their personal data will or may be processed in the fu-
ture, should they decide to use the product or service in question and start
disclosing their personal data (Figure 2a).1 Consequently, ex ante transpar-
ency carries the full weight in terms of conveying adequate clarification that
sufficiently supports a data subject’s decision of whether she gives her consent

1See Figures 1 and 3 on pages 41 and 42, respectively, on how TETs serve as enabler techno-
logies in scenarios of ex ante and ex post transparency.
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and accepts the consequences of her choice.
Transparency goes hand in hand with choice. However more often than

not, data subjects have little choice as to which personal data they choose to
disclose for what purpose, but are instead obliged to decide whether to con-
sent to disclosing a conglomerate of various personal data. Nissenbaum [61]
describes the dichotomous nature of choice as a paradigm that is rooted in
the micro-economical calculus of perceived costs. Data services are designed
such that the individual’s refusal to give consent, i. e. not to participate in the
social context in question, will result in personal costs that are, for the most
part, perceived as unacceptably high. TheOECD [63] builds on this notion of
limited choice and encourages disclosure schemes that are more granular, and
that allow data subjects to disclose only the bare minimum of data required to
conduct the data service in question.

Conversely, ex post transparency describes the concept of providing data
subjects with transparency about how their personal data have been processed
(GDPR, Art. 13). It applies to scenarios in which a data subject has decided
to use a product or sign up for a data service, and thereupon has knowingly or
unknowingly disclosed personal data. Ex post transparency enables a user to
subsequently obtain transparency about the processing of her data and to hold
data controllers accountable for any deviations from the administrative and
operative measures stipulated in the privacy policy. The insight thus obtained
may be valuable in itself, but may be even more expedient in that respective
knowledge may serve as a baseline for informed follow-up decisions, such as
to intervene with the processing of one’s personal data (Figure 2b).

Ex post transparency mirrors ex ante transparency in that information
provided to inform users about past data processing must be equally easily
accessible and intelligible. Moreover, whereas users of a product or data ser-
vice benefit from ex ante transparency once, i. e. at the time of giving their
consent, they may potentially rely upon ex post transparency multiple times
while using a data service. Hence, usable ex post transparency will have to
account for cases of repeated use whenever data subjects choose to audit the
processing of their personal data. Moreover, ex post transparency is equally
coupled with choice in that it serves as a precursor to possible follow-up ac-
tions taken in response to the intelligence thus obtained. Tangible options
present themselves in the form of the legal right of intervenability, which al-
lows data subjects to intervene with and to hold data controllers accountable
for the processing of their personal data.

Throughout this thesis, we draw upon selected findings established for ex
ante transparency. However, our research objective is to primarily cover as-
pects of ex post transparency, and we therefore consider scenarios in which
the user of a data service has consented to the terms and conditions of a data
controller and has disclosed personal data. We conceptualise transparency as
customized information provided by TETs such that they are relevant and
meaningful for the user. We conceptualise the presentation of past data pro-
cessing as a means of enabling data subjects to make informed decisions, and
complement this insight with offering context-specific, actionable choices of
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how to transform such decisions into actions. Moreover, we complement ex
post transparency with intervenability as a legal right that enables data sub-
jects to intervene with the processing of their personal data.

2.3 Intervenability
Intervenability pertains to interfering “with the ongoing or planned data pro-
cessing.” [26], the objective being “the application of corrective measures and
counterbalances where necessary” [26]. The GDPR mandates that data sub-
jects can hold data controllers accountable for the processing of their personal
data, and grants them data subject rights to

• Withdraw consent for the processing of their personal data (Art. 7 (3))

• Have their personal data rectified (Art. 16)

• Have their personal data erased (Art. 17)

• Have their data transferred to another service provider (Art. 20)

• Object to the processing and profiling of personal data (Art. 21)

• Object to automated decision-making (Art. 22).

Ex post transparency, i. e. proven knowledge about past data processing, con-
stitutes a causal prerequisite for exercising a data subject’s right of interven-
ability [50]. Furthermore, actions invoked in the course of intervenability
are contextual in that most options are applicable only in cases that warrant
respective measures, such as the act of invoking Art. 22 being applicable only
if automated decision-making actually takes place.

Exercising the right of intervenability requires an explicit declaration of
intent on the part of a data subject, i. e. the legal, administrative, and oper-
ational measures resulting from requests to intervene with the processing of
her personal data do not come into effect without her action. Data control-
lers are therefore obliged to specify contact points that, upon authenticating
a data subject, receive her request to exercise her data subject rights (Art. 13).
However, dealing with inbound requests does not warrant automatic means
of processing on the part of a data controller. Requests filed in the course of
exercising one’s right of intervenability will not necessarily be received and
processed by an automated infrastructure, but may instead be handled manu-
ally. Hence, ex post TETs have practical limits as regards the extent to which
they can actively support data subjects in exercising their data subject rights.
They can, however, provide their users with customized guidance on a case-by-
case basis, such as by prioritising suitable options or by clarifying subsequent
legal or administrative steps required on the part of the data subject.
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2.4 Usability
In its most basic form, usability refers to “the quality or state of being us-
able” [51]. In a quantitative context, it pertains to “the degree to which some-
thing is able or fit to be used” [65]. Both definitions link an object or tool
to a user, and assign a measure of appropriateness to the inter-entity relation-
ship in question. Consequently, the measure relies on the specification of
both entities, the user and the tool, to constitute an informative and signific-
ant statement. The ISO Guidance on ergonomics of human-system interac-
tion (ISO 9241-11) [35] breaks down the quality or degree of usability into
the three distinctive measures of effectiveness, efficiency and satisfaction. All
three measures build upon the notion of a specific kind of user using a spe-
cific set of equipment to accomplish a specific task to achieve a specific goal
or outcome. The interplay of the aforementioned factors is conducted in a
specific context of use that forms the backdrop against which the measures
are considered. Hence, usability always appears as a combination of multiple
factors and is incomplete unless each of them is specified sufficiently.

Usability can be conceptualised as a measure of ergonomics with respect
to human-computer interaction. ISO 9241-110 [36] stipulates seven dialogue
principles (Section 2.2, p. 43) for the design of user interfaces (UIs) that facil-
itate the interaction between a human user and an interactive system. These
principles are akin to and partially congruent with the golden design rules
established by Shneiderman [81] and paved the way for the usability heurist-
ics established by Nielsen [60], the latter of which provide practitioners and
evaluators with heuristics suitable to inspect the usability of interactive sys-
tems. All three sources build on the aforementioned notion of usability being
dependent on the specification of a specific task conducted by a specific group
of users. ISO 9241-110 complements these requirements with user needs, i. e.
specific demands shared by the representatives of the intended target audience
of the interactive system. It introduces the concept of the envisioned users
in question having specific needs that must be respected at the time the sys-
tem is designed such that the resulting UI helps these users accomplish their
respective task effectively, efficiently and satisfyingly.

The GDPRmandates usability mainly in the form of availability and com-
prehensibility of information provided by data controllers about personal data
processing. Art. 12 stipulates that such information shall be provided “in a
concise, transparent, intelligible and easily accessible form, using clear and
plain language”. Respective requirements apply to privacy policies (Art. 14)
and information on how a data subject’s personal data are processed (Art. 13–
22), but likewise apply to personal data breach notifications (Art. 34) issued by
a data controller. Furthermore, Art. 12 (7) suggests that information provided
as part of a privacy policy (Art. 14) or an audit of personal data processing
(Art. 13) “may be provided in combination with standardised icons in order
to give in an easily visible, intelligible and clearly legible manner a meaningful
overview of the intended processing. Where the icons are presented electron-
ically they shall be machine-readable.” To this day, however, most research
conducted on privacy icons focused on ex ante transparency [31, 69]. The at-
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tempt to establish standardised iconography that allows for codifying a suffi-
ciently large variety of real-world scenarios related to personal data processing
is still ongoing [76].

Based on the legal requirements of transparency and conceptual principles
of privacy, Patrick and Kenny [67] have established four design principles for
UIs of information systems, namely comprehension, consciousness, control,
and consent. The principles focus on the data subject in her role as a user
of a data service that employs an UI that is designed with the specific pur-
pose of guiding decision-making related to personal data processing. The prin-
ciples mainly pertain to ex ante transparency in that comprehension and con-
sciousness essentially reflect aspects of accessibility and intelligibility, which
are completed by the user’s consent. However, the principles apply equally
to ex post transparency in that the principle of control constitutes corrective
measures, and in that the GDPR grants data subjects the right to withdraw
their consent for the processing of their personal data (Art. 7 (3)). In this
respect, Patrick et al.’s principles can serve as a basis for establishing more
refined design principles for ex post TETs.

2.5 Transparency in mhealth environments
The business sector of mhealth has been growing steadily over the last couple
of years and is predicted to continue doing so in the foreseeable future [84, 85].
Millions of users of mhealth devices monitor their health and disclose their
data to online mhealth services. Building on the notion that usability applies
to a particular usage context, group of users, and tasks these users attempt
to accomplish, we specify mhealth as the context of use considered in this
thesis. More specifically, we cover personal informatics in the form of fitness
tracking and self-quantification as a sub domain of mhealth [43], and consider
scenarios in which users of mhealth devices disclose their personal data to
online mhealth services. In this respect, we limit our scope to personal data
processed in the form of personal health records (PHR), i. e. data managed
by the individual who collected them [86]. Conceptually, such data differ
from electronic health records (EHR), which are typically managed by the
institution that collected them, such as a hospital or clinic [6]. Pursuant to
Art. 4 (1) of the GDPR, both types of data qualify as personal data. Moreover,
personal data related to health qualify as special categories of data (Art. 9) and
warrant special care in terms of processing.

In personal informatics, the individual reasons for personal self-quantifi-
cation are as diverse as the plethora of sensor data collected and processed
by contemporary tracking devices [94]. The motivation to collect and pro-
cess physiological, physical and situational patterns about oneself ranges from
comparison and competition [3, 25] or stimulating behavioural change [28,
75] to lifelogging [64] or supporting scientific research [34]. The data thus
collected are highly contextual in that they comprise meta data, such as time
stamps, and in that location data allows for pinpointing the user’s physiolo-
gical and psychological profile to geographical locations. The latter feature,
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(a) Sensor Phone Controller

(b) Phone Controller Processor

Figure 3: Data flows: (a) Disclosingmhealth data to an onlinemhealth service.
(b) Auditing personal data processed by the mhealth service. Dark grey filling
signifies entities managed by the data subject.

in turn, allows for contextualising multiple individuals in terms of when they
were spending time in the same place, and enables observers to draw conclu-
sions about the activities they have been conducting [44, 45].

mHealth technology is characterised by the use of ubiquitous devices such
as bracelets, smart watches, breast belts or headbands [4]. In this thesis, we
consider scenarios in which these devices do not communicate with the on-
line mhealth services themselves, but rely instead on an intermediate relay-
ing device, typically in the form of a mobile phone with cellular mobile tele-
phony capabilities (Figure 3a). Optionally, the mobile phone may enrich the
sensor data with complementary types of data, such as location data [39], if
the mhealth device does not collect such data itself. Smartphones have been
serving for the purpose of personal informationmanagement (PIM) ever since
they replaced personal digital assistants (PDA) without cellular and more lim-
ited sensory capabilities [13]. We focus on scenarios in which users employ
mobile devices as data relays and disregard cases in which the role of the in-
termediary is facilitated by laptops or desktop computers. Hence, all system
and user requirements we consider for the purpose of HCI reflect boundary
conditions that stem from the context of handheld mobile computing.

The PIM is used to review how the user’s personal data have been pro-
cessed, which is orthogonal to the goal of self-quantification. The primary
task conducted to reach this goal is to set up andmaintain the devices necessary
to facilitate accurate and seamless self-monitoring. We assume that data trans-
parency is a secondary goal for these users, but that the prospect of improving
their privacy is at least worthy of their consideration [2]. The task associated
with this goal consists of retrieving and reviewing transparency information,
i. e. obtaining insight of how their mhealth data have been processed. We fur-
ther assume that users prefer to spend as little time as possible on privacy or
security-related tasks [70], and to experience as little friction and disruption
as possible when switching between the primary and secondary task [16]. We
reason that users of mhealth services will not, on a regular basis, engage in pro-
active measures to seek out and review information about how their mhealth
data have been processed [89]. We further reason that, if this group of users
was to be aided in improving their privacy, respective information will instead
have to be delivered to them automatically, and that the modalities leveraged
in the course of this process will have to blend in smoothly with the mobile
ecosystem they employ (Figure 3b).
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2.6 Usable privacy notifications
Envisioning a technological ecosystem in which ex post transparency goes
hand in hand with the usage of a mobile device, we draw upon the notion
of privacy notifications to inform data subjects about the processing of their
personal data. Generally speaking, notifications give (formal) notice of a fact,
such as the occurrence of an event [51, 65]. In mobile computing, notifica-
tions represent an established paradigm of facilitating situational awareness of
changes of circumstance or state [47]. They are asynchronous in nature in
that receiving a notification is typically either unexpected for the recipient, or
in that the exact time of the delivery of a notification depends on technical
or environmental factors that are subject to unpredictability. Compared to
other informational communication channels, such as email, notifications are
consumed relatively quickly by their recipients [78]. However, the actual re-
sponse time largely depends on the type of the message in that notifications re-
ceived for purposes other than social messaging are typically consumed much
slower [73].

Despite their utility in terms of raising awareness about important in-
formation, notifications are largely perceived as disruptive [46], mostly due
to being received in inopportune moments or while the recipient is engaged
otherwise [71]. Hence, classifying the urgency of a privacy notification and
selecting opportunemoments for its delivery is crucial for ensuring its efficacy
and convenience [72]. The urgency of the delivery depends on the severity
with respect to the privacy incidence reported about, such as a personal data
breach notification as opposed to a general advice on how to improve one’s
privacy. Notifications inevitably compete with other system notifications re-
ceived on the same device, and will have to differentiate themselves not only
in terms of timing but also in terms of the modality leveraged to indicate their
delivery, such as vibration, audio signals, or a flashing light/LED [52].

Privacy indicators are likely to be experienced unexpectedly. Ex ante TETs
present privacy information in the course of a situational context in which a
user is traversing multiple operating steps while being actively engaged with
an interactive system, such as while signing up to a data service. In scenarios
like these, users are, for the most part, aware of the transactional context that
frames the decision-making process guided by the ex ante TET [79]. Con-
versely, ex post TETs that rely on privacy notifications first have to estab-
lish an equivalent level of situational awareness on the part of a recipient in
that events that transpired in the past must be contextualised and fit into the
user’s consciousness. Facts have to be presented intelligibly and meaningfully
such that they enable the recipient to relate to the circumstances conveyed
and make an informed decision about how best to proceed. In this respect,
TETs must complement ex post transparency with actionable choices that
enable users to exercise control [18, 67], such as to exercise their data subject
rights. The options suggested by a TET are contextual in that theymust reflect
reasonable and proportional responses to the incidence at hand. Moreover, re-
sponsive actions must be in the data subject’s best interest, which is why TETs
should emphasise options that are particularly suitable for her.
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Suitability for individualisation is an established dialogue principle aim-
ing to equip interactive systems with the means necessary to meet the needs
of a particular target audience in terms of accomplishing their task [36]. The
quality obtained by implementing individualisation works towards achieving
two other principles established in ISO 9241-110, namely a system’s suitab-
ility for a task, and its conformity with user expectations. Hence, this triad
of principles ties back to the notion of usability pertaining to the quality or
measure of a tool in terms of how well it supports a particular group of users
in accomplishing a particular task.

With respect to ex post TETs operating on the basis of privacy notific-
ations, implementing individualisation means to enable users to customize
the settings of the TET, and thus put users in control of its run-time beha-
viour. Moreover, TETs accommodate their users’ individual needs by respect-
ing their previous knowledge, predisposition and current life situation, and
by aggregating such characteristics in the form of user profiles. Sets of se-
mantically and situationally related parameters, user profiles constitute the
needs identified for selected archetypes of users. Related to the homonymous
term employed in design theory [15], we rely on the term persona to refer to
groups of users who share the same characteristics in terms of their mental
model and needs. Conversely, privacy personas do not reflect ethnographic
or socio-cultural commonalities, but pertain to the representatives’ attitude
and behaviour towards information privacy. Subjects are segmented accord-
ing to their general predisposition regarding privacy [93], by taking into ac-
count their proficiency with ICT [17], or based on the perceived reliability of,
and trust in their online data service [55]. In the context of an ex post TET
based on privacy notifications, persona-based characteristics reflect sets of set-
tings that are suitable for the representatives of the persona in question. They
pertain to aspects such as what kind of privacy incidences users prefer to be
notified about, or the extent of explanatory help that is provided once respect-
ive notifications are received. Additionally, TETs can implement an adaptive
feedback loop that accommodates user preferences by adapting to their users’
previous choices [5], or by relying on contextual cues to ascertain opportune
moments in which users should be engaged [59].

Throughout this thesis, we consider privacy notifications as an abstract
means of facilitating ex post transparency. We investigate the potential and
limitations of this approach through the lens of HCI, and focus on the UI
between data subject and TET. We consider technological factors on an ab-
stract level and disregard operational and administrativemeasures, such as how
information on personal data processing are acquired in the first place.2 Irre-
spective of the implementation details, we assume that the operational plat-
form is under the data subject’s control (Figure 3). Once the necessary in-
formation have reached this device, the decision regarding the nuances of the
final delivery of a notification is entirely at the user’s discretion.

2Paper IV elaborates further on how we conceptualise privacy notifications.
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3 Research objective
In this thesis, we seek to elicit the requirements necessary for implementing
and evaluating a usable ex post TET. We seek to contribute to the body of
knowledge by addressing the following research questions:

1. What are the characteristics inherent in usable ex post TETs published
in the literature, how can they be structured, what are the gaps, and
what possible future directions for the design of a TET can be inferred
from the state of the art?

2. How can TETs employed in mhealth environments leverage privacy
notifications to facilitate ex post transparency based on the user’s pref-
erences?

Research question 1 seeks to ascertain the state of the art with respect to
usable ex post TETs published in the literature. We aim to classify TETs based
on conceptual, functional and technological characteristics, as well as aspects
related to the usability of the tools. Based on gaps detected in the literature
regarding their compliance with legal requirements and established principles
of usability, we choose the aspect of individualisation as a means to render
meaningful judgemental statements made by a TET as the future direction for
our work.

Research question 2 seeks to contextualise our research in the domain of
mhealth and to superimpose the results established previously with the HCI
requirements of mobile devices as the target platform of a prototypical TET.
We analyse the particularities of notifications as an established means to in-
form users about contextual updates in usage contexts related to mobile com-
puting, and investigate their applicability to convey privacy-related informa-
tion. We investigate the requirements necessary to allow for customizing the
TET to satisfy the needs of its target audience, and assess these needs against
the backdrop of ex post transparency and guided intervenability as the inten-
ded functionality provided by the TET.

4 Methodology
This section discusses the methodology that has been employed in our re-
search. It covers strategies, such as human-centred design, used to organise and
structure our endeavour long-term and complements it with specific methods
selected to aid us in accomplishing particular tasks.

4.1 Literature research
The literature research conducted in 2016/2017 to ascertain the state of the
art of usable ex post TETs [57] was carried out with the objective to be sys-
tematic but non-exhaustive. It was systematic in that it adhered to a stringent
and documented retrieval process that yielded reproducible results. It was
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non-exhaustive in that it covered only a limited set of online databases and
publishers, and in that it traced the bibliographic references only one genera-
tion forward and backward. We relied on a combination of research methods
recommended by Kitchenham et al. [41] and Webster et al. [91] in that the
retrieval process of the initial set of publications was conducted according to
Kitchenham et al., whereas the snowballing carried out on the initial result set
applied themethodology proposed byWebster et al. The results thus retrieved
served as a basis for the structural analysis conducted in Paper I.

Conversely, the literature research conducted in December 2018 for Pa-
per IV was carried out under strict temporal constraints and did therefore not
exhibit the same level of depth. We considered publications catalogued by
ACM, IEEE and Springer, which reflected the publishers most frequently re-
lied upon in our research institute, and limited the screening to the first 50
results returned by the search engine of each publisher.3 Similar to our ap-
proach in [57], we relied on the same logical combination of keywords for
each publisher, but had to adapt the query syntax to satisfy the particularities
of each query parser. We took notes about the dates, query strings, number
of potential results, and result sets, respectively. We complemented the final
result set with a set of relevant papers that were already at our disposal. The
screening of the papers did not undergo the scrutiny of multiple assessors.

4.2 Human-centred design
Drawing upon the notion of usability as the quality of a tool or system used
by a particular group of users to accomplish a particular task, the research
presented throughout this thesis is conducted against the backdrop of human-
centred design. Conceptualised by Norman in 1986 [62], user-centred design
(UCD) pertains to an iterative design process that seeks to accommodate the
needs and requirements of the final users as a central driving force.4 UCD is
integrative in that the final users of a product are not only considered norm-
ative stakeholders, but in that representatives of the user group contribute
actively to its design, e. g. when design requirements are specified or when
prototypes are evaluated. UCD considers the characteristics inherent in the
interplay of the situational and environmental factors that affect the use of the
final product, such as working conditions and particularities of the task the
users try to accomplish.

UCD has motivated the creation of standardised procedures related to the
design of interactive systems. In this thesis, we conduct the methodology
laid down in ISO 9241-210, a successor to the now discontinued ISO 13407.
ISO 9241-210 specifies the life cycle for human-centred design for interactive
systems (HCD) as an iterative, multiphase process that facilitates the design
of a usable interactive system (Figure 4). The life cycle conceptualises the
principles established for UCD for interactive systems and integrates them

3The result sets were listed in reverse order in terms of ‘relevance’.
4User-centred design is sometimes referred to as user-centred development (UDD) to emphas-

ise the fact that the development of a product is driven by the needs, tasks and goals of a user.
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Figure 4: Development life cycle for human-centred design for interactive sys-
tems according to ISO 9241-210 [37]. The opacity of the outer circle segments
signifies the degree of progress of the respective phase.

into the ISO 9241-series for the ergonomics of human-system interaction.
HCD enters the stage of the development process when a design team

realises that users play in fact a central role for the development of a product.
The reason may be to improve the functional or operational qualities of the
product, to make it easier to understand or operate by its users, to accommod-
ate a larger variety of capabilities or disabilities on the part of its users, or to
improve the user experience for its users by mitigating concomitant circum-
stances, such as discomfort or stress. As far as ex post TETs are concerned,
UIs present information that are delicate and sophisticated. Designers can pre-
dict the users’ needs and preferences only to a certain extent. It is up the final
users to provide insight about their actual needs, such as to decide what kind
of information they are interested in and what level of explanatory detail they
require to understand the information presented to them [1]. Our decision
to rely on HCD has been made relatively early and surfaced at the stage when
we reviewed the literature available on usable TETs. By all appearances, many
TETs were not stringently designed with their users’ needs in mind (Paper I).
In this regard, HCD has not only turned out to be an appropriate choice for
the design of usable TETs, but that its methodology has proved to be an in-
dispensable companion throughout the conceptualisation and design process.

The development life cycle for HCD commences by understanding and
specifying the context of use (12 o’clock position in Figure 4). It comprises the
specification of the users of the interactive system and secondary stakeholders
whose needs must be respected during the design. All entities thus identi-
fied are laid down along with their respective goals and the tasks conducted
to achieve them. In terms of identifying the needs of these entities, designers
collect and specify their characteristics, such as previous knowledge, cognitive
and motor capabilities, habits and preferences. The quality of usability aims
to accommodate an as wide as possible range of these needs. Moreover, spe-
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cifying the context of use includes considering environmental factors, such as
the hardware and software used for interacting with the UI, but also social,
cultural and organisational facets of the environment itself. Within the scope
of this thesis, we have selected personal informatics as part of the larger ap-
plication domain of mhealth as our context of use. We have considered and
analysed the characteristics of the mobile and ubiquitous computing ecosys-
tem and have contextualised it with respect to mhealth.

The specification of the requirements comprises identifying the stakehold-
ers, deriving user requirements, identifying and resolving any conflicts between
the requirements, and ensuring that the requirements as such are sufficiently
specified. User requirements build upon the findings established during the
previous phase in that they take into account and refine the factors derived
from specifying the context and scope of use. The level of specificity required
for the requirements must allow for serving as clear target values for the sub-
sequent implementation and evaluation phases. Moreover, the requirements
must comprehend a clear measure of objectives in terms of meeting the needs
of the specified target audience.

At the time of writing, we have specified fitness tracking and self-quantifi-
cation as our context of use. We conducted a market analysis on the types of
mhealth devices that are freely available for non-clinical use, and familiarised
ourselves with the types, brands and capabilities of the products available. We
compared our findings on the perceived accuracy extracted from customer
reviews with research conducted by the University Medical Department of
the University of Göttingen to get a better understanding of the reliability of
customary mhealth products. We studied the API of GoogleFit [23] to learn
what types of data fitness apps that rely on Google’s infrastructure can pro-
cess and what kind of operational measures the architecture can facilitate. We
conducted our study on notification preferences in Paper III by specifically re-
lying on users of mhealth devices as the designated target audience of our TET.
The mhealth context, in turn, motivated the environmental conditions in the
form of mobile devices, which serve as the operational platform considered in
Paper IV and for which we proposed design guidelines for the implementation
of an ex post TET that operates on the basis of privacy notifications.

Further steps that will be conducted while traversing the life cycle. We
will specify a set of concrete design requirements, which will be used as a
reference for the subsequent implementation of a prototype. These require-
ments will also serve as target values during the evaluation phase, in the course
of which we will assess to what degree the implementation actually meets the
requirements specified previously. The development life cycle is iterative in
that the process may have to be reiterated. Depending on whether the evalu-
ative analysis detects significant discrepancies, the requirements may have to
be refined and the implementation repeated, until the evaluation shows that
the implementation actually satisfies the requirements on which it was based.
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4.3 Online survey
The goal of the user study conducted in Paper III was to elicit the preferences
of users of online mhealth services in terms of being notified about incidences
related to the processing of their personal data. The study served the purpose
of assessing what our target audience wanted to be notified about. We invest-
igated three research questions in relation to the aspect of individualisation as
regards privacy notifications: (1) How can incidences reported by means of
privacy notifications be structured contextually, i. e. to what extent do users
report different preferences for different categories of incidences? (2) To what
extent do notification preferences correlate with privacy personas established
in the literature? (3) What is the impact of intervenability on the subjects’
choice to be notified? We considered the study to be a precursor to a future
study with which we hope to ascertain an effective measure of how to facilit-
ate ex post transparency. Jointly, both aspects would help us substantiate the
requirements for the design of our ex post TET.

The survey was implemented as a responsive website optimised for mobile
devices. We relied on an online survey to capture the privacy preferences of a
population that reflected our intended target audience, i. e. users of customary
mhealth devices. We recruited the test subjects using Prolific Academic [74],
an online crowd sourcing platform that allowed us to filter our pool of pro-
spective workers according to specific criteria, such as being at least 18 years of
age, currently residing in the EU, and using or having used an mhealth device.
The motivation for choosing Prolific over alternative crowd sourcing services,
such as Amazon Mechanical Turk, was based on concurring positive reviews
regarding the reliability of their workers [66, 68]. Moreover, our research
question related to intervenability called for test subjects who were actually
affected by the legislation of the GDPR. This suggested a service with a strong
worker base in Europe rather than, e. g., America or Asia. We could not have
achieved the same level of variety, quantity and statistical significance with
alternative methods,5 such as via questionnaires circulated at our university.

The participants provided quantitative data that represented the source for
determining their privacy personas, their notification preferences, and the per-
ceived impact of intervenability on the latter. We examined the distributions
of the notification preferences to discuss the grouping of the incidences. We
relied on linear and logistic regression to try to establish a statistical model
that reflected the correlation between privacy personas and notification pref-
erences. To ascertain the impact of intervenability on the notification prefer-
ences, we analysed 2× 2 cross-tabulations of the dichotomous data underlying
both dimensions. For an alternative segmentation of privacy personas solely
based on notification preferences, we conducted a principal component ana-
lysis on the notification preferences. The applicability and limits of each of
the methods employed during the statistical analysis was discussed with two
seasoned statisticians.

5We recruited 300 participants from 18 European countries, predominantly from the UK.
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5 Contributions
In this thesis, we advance the body of knowledge by making the following
contributions:

1. Classification of usable ex post TETs. Systematically surveying the liter-
ature on usable TETs provided us with an overview of the extent of
solutions available at the time, namely that relatively few ex post TETs
existed that fulfilled the criteria we had specified for the screening pro-
cess. Reviewing the literature revealed a large variety of usage contexts,
such as relatively many TETs that were designed for scenarios related
to location-based services. The systematic literature research and a dis-
cussion of the results have been published in the form of a technical
report [57].
We analysed the characteristics of the TETs retrieved via the literature
research and proposed a taxonomy that allows for classifying TETs ac-
cording to their technological, functional and conceptual properties.
We presented a list of gaps of the existing TETs against the backdrop
of legal requirements and established design principles. The results are
presented in Paper I.

We selected from the list of gaps ‘transparent judgemental statements’ as
the intended design goal for our own prototypical implementation, and des-
ignated ‘individualisation’ as the means of choice to facilitate this goal. We
chose personal informatics in mhealth as the context of use for eliciting the
design requirements of an ex post TET, which introduced the domain of mo-
bile computing as the environment imposing the framework conditions for
our requirement engineering process.

Based on one of the gaps detected in the literature, the lack of enabling
accountability inherent in most TETs, we decided to include the concept of
intervenability as an additional design goal that would enable ex post TETs
not only to provide their users with ex post transparency, but also to advise
them on how to act upon the transparency obtained.

2. Analysis of personas for customizing ex post TETs. We proposed a tripart-
ite structure for classifying information pertaining to ex post transpar-
ency as ‘privacy breaches’, ‘consequences’ and ‘practical tips’. We in-
troduced the notion of privacy notifications as an informative measure
that conveys transparency to the users of an ex post TET, and denoted
the recipient’s preferences for being notified about selections of particu-
lar privacy incidences as notification preferences. Paper II illustrates the
prospect of linking such preferences to privacy personas established in
the literature [55, 54].
Paper III presents the findings of a user study that investigated the noti-
fication preferences of users of online mhealth services. We verified the
tripartite nature of the categorisation proposed previously, and showed
that the test subjects’ right of intervenability affected their choice to
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receive privacy notifications. We were unable to replicate the privacy
personas established in the literature, but presented an independent clas-
sification based on the notification preferences of our participants.

3. Deduction of design guidelines for privacy notifications. The findings of
Paper III provided us with an initial set of guidelines for the design of
an ex post TET that operates on the basis of privacy notifications. We
complemented these recommendations with an analysis of findings es-
tablished in the literature, taking into account both research on privacy
and security indicators in the context of ex ante scenarios, and research
on the nature of notifications in the context of HCI.
Paper IV introduces a refined model of an ex post TET as an interactive
system, which reflects the asynchronous nature of privacy notifications.
We mapped the findings from the literature to the phases of this model
and presented a set of guidelines for the design of an ex post TETs that
operates on the basis of asynchronous privacy notifications.

6 Summary of appended papers
Paper I. Tools for Achieving Usable Ex Post Transparency: A Survey

The paper builds on the result of a systematic literature review on usable ex
post TETs. It analyses the TETs discussed in the literature with respect to
common characteristics and overarching themes, and derives from them a tax-
onomy that classifies the final set of publications obtained via the literature re-
search. Emphasising the aspect of usability principles and legal requirements,
the paper elaborates on the particularities of each of the classification charac-
teristics, and discusses to what extent they are reflected in each of the public-
ations. The paper analyses them with respect to the principles established in
the literature, and draws up a list of gaps comprising properties that were not
or only poorly implemented by TETs available at the time.

Paper II. Usable Transparency for Enhancing Privacy in Mobile Health
Apps

Targeting the committee of the doctoral consortium held during the Mobile-
HCI 2018 conference in Barcelona, this concept paper outlines future work
pertaining to the conceptual principles of an ex post TET. It conceptualises a
TET that operates on the basis of privacy notifications as a means to inform
users of online mhealth services about incidences related to the processing of
their personal data. The paper was written during the preparatory stage of
the study that led to Paper III.

Paper III. To Be, or Not to Be Notified

Privacy notifications represent an incident-based means to provide users of
data services with ex post transparency. Drawing upon the usage context of
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personal informatics in mhealth, the paper reports on the results of an on-
line study conducted to elicit preferences for privacy notifications received by
users of online mhealth services. The paper shows that the causes pertaining
to the notifications can be grouped thematically, that the user preferences do
not correlate with privacy personas established in the literature, and to what
extent the participants’ right of intervenability affected their choice to be noti-
fied. Based on the findings, the paper infers principles for the design of usable
TETs that operate on privacy notifications.

Paper IV. ElicitingDesignGuidelines for PrivacyNotifications inmHealth
Environments

This paper builds on the gaps and principles presented in Papers I and III and
conflates them with established findings from research on privacy indicators
and push notifications received on mobile devices. It conceptualises a model
of the interaction phases of a TET, which draws upon a user’s preferences and
past behaviour to provide her with customised settings for receiving privacy
notifications. Superimposing themodel with the findings, it derives guidelines
for the design of TETs that employ privacy notifications to facilitate ex post
transparency.

7 Related work
This section briefly touches upon literature that reflects research related to the
contributions we make in this thesis (Section 5).

7.1 Classification of usable ex post TETs
As has been shown in our literature research [57], comparatively few public-
ations are available on ex post TETs that have systematically been designed
with usability in mind. Likewise, few synoptic surveys and classification sys-
tems exist on the subject matter.

Hedbom [27] provides a taxonomy of PETs that were available at the time,
which he uses as a basis to classify the PETs according to conceptual, socio-
cultural and technological aspects. Janic et al. [38] discuss a catalogue of TETs
against the backdrop of the interplay of the factors trust, privacy concern,
and transparency. Both groups of authors cover both ex ante and ex post
TETs and both papers deal only briefly with aspects of usability. The papers
discuss PETs and TETs that were available up to and including 2009 and 2013,
respectively, and thus predate the legislation constituted by the GDPR.

Conversely, Paper I is based on a systematic literature research that specific-
ally addresses the aspect of usability of ex post TETs published until Novem-
ber 2017. The paper provides a taxonomy of the TETs, points out gaps in the
literature and suggests future directions regarding the design of ex post TETs
that suffice applicable legal requirements and usability principles.
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7.2 Analysis of personas for customizing ex post TETs
Westin’s [93] renowned tripartite categorisation of privacy personas covers
a linear spectrum that classifies a subject according to her attitude in terms
of privacy. Westin’s classification has undergone several refinements over the
years [42]. As of late, however, his work has received criticism [32, 40], most
notably because it clusters subjects based on their response to relatively few,
generic statements, and because these statements were established long before
the Internet age.

Woodruff et al. [95] investigated the relationship between an individual’s
privacy persona according to Westin’s segmentation and her awareness of be-
havioural intentions and consequences, but failed to establish such a correl-
ation. They concluded that privacy personas may have limits in how well
they can be leveraged to predict an individual’s choices in real-world scenarios
related to information privacy.

Dismissing the fallacy that measures of computer security are often de-
signed for ‘average users’ rather than groups of individuals with specific de-
mands, Egelman et al. [19] examined the effectiveness of profiles that repres-
ented the preferences of the members of such groups. Customized profiles
would help designers tailor privacy and security systems to the needs of par-
ticular groups of users. The authors sought to ascertain whether a segment-
ation based on personality traits and privacy concerns can be used to predict
the users’ attitudes in terms of information privacy. However, Egelman et
al.’s work does not predict the preferences of groups of users with respect to
receiving privacy notifications.

The set of privacy personas presented by Dupree et al. [17] established
clusters of test subjects based on their proficiency with ICT and their willing-
ness to put respective knowledge to use to improve their privacy and security.
Their research is, however, based on qualitative methods, which makes the
segmentation difficult to automate.

Conversely, the segmentation presented by Morton et al. [55] is based on
quantitative research that allows for relatively easy replication and automated
processing. The segmentation is based on the subjects’ valuation of verbal
statements related to aspects of trust and concern expressed towards their data
services. In Paper III, we relied on the updated version of Morton et al.’s
persona segmentation [54], which requires significantly less time to conduct,
and which could therefore be integrated more easily into our survey on no-
tification preferences. To the best of our knowledge, segmenting the users of
ex post TETs for the purpose of ascertaining suitable settings had not been
investigated until then.

7.3 Deduction of design guidelines for privacy notifications
In the context of mhealth, Nahum-Shani et al. [59] discuss the impact of just-
in-time adaptive intervention as a means of ascertaining opportune moments
to stimulate behavioural change. Similarly, Morrison et al. [53] investigate the
effect of timing and frequency of notifications on the efficacy of situational

23



treatment. Contextually, their work deals with clinical studies rather than fit-
ness tracking, and is not related to information privacy. However, the authors
discuss the assessment of suitable timing based on contextual cues for sending
notifications that, like privacy notifications, call the recipient’s attention to
potentially unpleasant news, and whose purpose is to stimulate action in re-
sponse to the information obtained. Hence, we consider this research relevant
for our work on notification-based TETs, especially since the primary goals of
both groups of users seek to improve their health bymeans of self-monitoring.

In the context of ex ante transparency, privacy notifications are occasion-
ally treated synonymously to other types of indicators that are triggered in
response to an action performed by a user, such as a warning being displayed
when a user attempts to install a questionable app. However, several groups
of authors have treated ex post transparency in the form of privacy indicat-
ors as a means to inform recipients about privacy-related incidences. In these
publications, privacy notifications reflect non-transactional messages sent in
response to past events.

Naeini et al. [58] examined the decision-making process of users of IoT
devices in terms of sharing personal data. They learned that recipients were
more likely to appreciate notifications about the processing of their data if
they were not or less comfortable with the news. The majority of their test
subjects stated that they would appreciate a monthly report about what data
have been collected about them. These findings are in line with the findings
presented in Paper III, in which we report that most test subjects appreciated
notifications related to personal data breaches, which is presumably the cat-
egory of incidences that users are the least comfortable with.

Balebako et al. [7] have introduced a privacy watchdog that notifies the
user of a smartphone whenever an app accesses system resources associated
with selected permissions of the Android operating system. Similarly, Schle-
gel et al. [80] inform the users of their TET about the disclosure of their
personal data via visual feedback in the form of metaphorical iconography
whose salience increases in relation to the amount of personal data disclosed.
The TETs discussed in both papers rely on various modalities available on
mobile platforms to facilitate ex post transparency.

The TET published by Hsieh et al. [33] provides their users with feedback
in the form of system notifications whenever a querier requests access to the
user’s location or to personal data related to her working context. Similarly,
the TET presented by Sadeh et al. [77] establishes user awareness by displaying
cases inwhich the user’s location data have been disclosed to a querier. Trabelsi
et al. [87] have presented a software architecture that relies on sticky policies
to enforce transparency of a user’s personal data. Users of their TET can
choose to be notified about specific events related to the processing of their
data. The preferences are coded as sticky policies that are evaluated every time
the user’s personal data are processed. Along similar lines, Bernsmed et al. [8]
report about notifications as a means of informing data subjects about privacy-
related anomalies detected in a cloud environment. Once users have been
notified about an incident, they can rely on a dedicated incident management
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tool that enables them to review the details of the phenomenon.
Apart from implementing the informational character of push notifica-

tions, most of these TETs allow for retrospective auditing in that they enable
users to investigate the cause of the event more closely. Moreover, users are
able to act upon individual incidents, such as by adapting their settings for shar-
ing particular types of personal data. Some of the aforementioned TETs lever-
age the unique capabilities inherent tomobile computing platforms. However,
none of them have been designed for the purpose of conveying ex post trans-
parency in mhealth environments.

8 Conclusion and future work
Products and applications related to mhealth show an ongoing potential for
growth. At the same time, transparency about the processing of mhealth data,
in spite of being constituted by the GDPR, does not seem to have found wide-
spread traction in the domain of mobile computing. The legislation mandates
that intelligible information about how personal data have been processed be
readily available to allow for unequivocal transparency on the part of data
subjects. However, the accessibility and intelligibility of such information are
not always sufficient to meet the needs of users of data services, nor may such
users be able or willing to spend extensive periods of time on auditing their
personal data. We therefore propose privacy notifications as an automated
means to facilitate ex post transparency in mhealth environments.

Privacy notifications build on the ecosystem of mobile computing em-
ployed for the purpose of fitness tracking and self-quantification. TETs that
operate on the basis of privacy notifications can sustainably provide data sub-
jects with ex post transparency regarding the processing of their personal data,
conveying information that are not only relevant for them, but that are presen-
ted such that the extent and form of the messages are tailored to suit the needs
of the ones receiving them. Despite their disruptive nature, notifications can
be timed to accommodate opportune moments in that the type and urgency
of the underlying incident can serve as metrics for ascertaining the exact time
of delivery. Referring to events that have taken place in the past or that may
take place in the future, TETs will, however, have to stimulate their recipients’
cognitive faculty by clearly contextualising the information they present.

Proceeding on our course of human-centred design, the findings on indi-
vidualisation and design guidelines will next have to be mapped to concrete
requirements for the design of a prototypical implementation. The prototype
will then have to be evaluated by representatives of the intended target audi-
ence to ascertain the extent to which the specification and implementation
adequately reflect the users’ needs. It is at this point that we will be able to
determine whether the requirements specified previously will have to be re-
fined, or whether privacy notifications can indeed serve as a suitable means
for users of online mhealth services to facilitate ex post transparency.
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Abstract

Transparency of personal data processing is a basic privacy principle
and a right that is well acknowledged by data protection legislation, such
as the EU General Data Protection Regulation (GDPR). The objective
of ex post transparency enhancing tools (TETs) is to provide users with
insight about what data have been processed about them and what pos-
sible consequences might arise after their data have been revealed, that
is, ex post. This survey assesses the state of the art in scientific literature
of the usability of ex post TETs enhancing privacy and discusses them in
terms of their common features and unique characteristics. The article
first defines the scope of usable transparency in terms of relevant privacy
principles for providing transparency by taking the GDPR as a point of
reference, and usability principles that are important for achieving trans-
parency. These principles for usable transparency serve as a reference for
classifying and assessing the surveyed TETs. The retrieval and screen-
ing process of the publications is then described, as is the process for
deriving the subsequent classification of the characteristics of the TETs.
The survey not only looks into what is made transparent by the TETs
but also how transparency is actually achieved. A main contribution of
this survey is a proposed classification that assesses the TETs based on
their functionality, implementation and evaluation as described in the
literature. It concludes by discussing the trends and limitations of the
surveyed TETs in regard to the defined scope of usable TETs and shows
possible directions of future research for addressing these gaps. This sur-
vey provides researchers and developers of privacy enhancing technolo-
gies an overview of the characteristics of state of the art ex post TETs,
on which they can base their work.
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1 Introduction
Transparency of personal data processing can play an important factor for
establishing user trust in applications. As previous studies show, trust in an
application can be enhanced if procedures are clear, transparent and reversible,
so that users feel in control [3, 13].

Transparency is also an important privacy principle, and ameans for meet-
ing with information asymmetry, which, according to Calo [12], arises due
to different, unbalanced perspectives of multiple parties as a potential privacy
harm.

It is a prerequisite for the data subjects6 to control their personal spheres,
and thus to exercise their rights of informational self-determination. In par-
ticular, it is a precondition for ‘intervenability’ as specified by ENISA [15].
Intervenability allows data subjects to ‘intervene’ with ongoing or planned
processing of their personal data, for example by requests to correct, block or
erase the data.

As the German constitutional court declared in its Census Decision, trans-
parency is not only crucial as an individual basic right but also for demo-
cracy: “A society in which individuals can no longer ascertain who knows
what about them and when and a legal order that makes this possible would
not be compatible with the right to informational self-determination.” Self-
determination is in turn “an elementary prerequisite for the functioning of a
free democratic society predicated on the freedom of action and participation
of its members” [20].

Throughout this survey, the term ‘transparency’7 refers to the property
of ‘visibility’ as specified by Turilli et al. [60]. In this context, transparency is
described as a state in which any obstacles that may impede the visibility of
the underlying data are being mitigated. In a transparent environment, data
that have been disclosed previously by a data subject are accessible later for in-
formation and for enabling future decisions. Processes that aim at being trans-
parent depend on factors such as the availability and accessibility of respect-
ive transparency-enhancing mechanisms. Such processes depend on ethical,
business and legal factors, all of which may impose constraints on the stake-
holders involved in storing and processing the underlying data. In that regard,
the meaning of the term transparency differs from the alternative meaning
often implied in computer science and computing,8 which denotes the prop-
erty of ‘invisibility,’ such as hiding the implementation details of a process or
component from the user of the system [60].

Most Western privacy and data protection laws or guidelines grant data
subjects with extensive information, access and control rights for enforcing
transparency and intervenability. For instance, theOECDPrivacyGuidelines

6A data subject is a natural person about whom personal data is processed.
7Transparent (adjective): “(2.a) free from pretense or deceit: frank, (2.b) easily detected or

seen through: obvious, (2.c) readily understood, (2.d) characterized by visibility or accessibility
of information especially concerning business practices.” [40]

8Transparent (adjective): “(of a process or interface) functioning without the user being aware
of its presence.” [45]
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[44] aim at enforcing transparency and intervenability by their ‘Openness’
and ‘Individual Participation’ principles. The EU General Data Protection
Regulation (GDPR) [17], which came into force in May 2016 and will apply
in EU member states from May 25th, 2018, provides data subjects with ex-
tensive rights for transparency, intervenability and control. In contrast to the
high level statement of transparency principles of the OECD Guidelines, it
defines in much detail what transparency should comprise. For this reason,
this survey is based on the legal stipulations by the GDPR.

The concept of transparency comprises both ‘ex ante transparency’ and
‘ex post transparency’ [22]. Ex ante transparency informs about the intended
data collection, processing and disclosure, and thus enables the anticipation
of consequences before data are actually disclosed, for example with the help
of privacy policy statements. Ex post transparency provides insight about
what data were collected, processed or disclosed by whom and to whom, and
whether the data processing has been in conformancewith negotiated or stated
policies and should particularly inform about consequences if data already
have been revealed.

Transparency Enhancing Tools (TETs) can help individuals to exercise
their right for transparency, and subsequently for intervenability, by technolo-
gical means. TETs can be defined as tools providing insight into how the users’
data are being collected and processed, and visualise related consequences in
an accurate and comprehensible way (c.f. [31]).

Even though research has been conducted on ex ante and ex post TETs,
as well as on the usability of both types of TETs, technical standards for how
such tools should be implemented are still missing. Existing implementations
often focus on a handpicked selection of features, but it is not always clear how
the respective feature sets relate to the underlying legal principles and societal
needs. As far as the authors are aware, no classification of ex post TETs exists
that explicitly focuses on usability and that is based on a systematic review of
such artifacts in the scientific body of knowledge.

This paper presents a survey for assessing the state of the art of ex post
TETs for enhancing privacy and their usability aspects in the scientific liter-
ature. It aims to discuss and classify them in terms of their common features,
unique characteristics and overarching concepts. The authors’ focus has es-
pecially been on surveying ex post TETs and their usability features, which
support users to achieve ex post transparency and whichmay also enable them
to subsequently exercise their intervenability rights, for the following reasons:
The GDPR has specifically extended the data subject rights to ex post trans-
parency9 and to intervenability.10 Besides, the GDPR emphasises that trans-
parency should be provided in a concise, intelligible and easily accessible, that
is usable, form. Usable ex post TETs that enable end users to exercise these
data subject rights of access and to intervenability online will therefore play

9For example by extending the right of data access with the right to receive also an electronic
copy of their data undergoing processing, and by allowing the data subjects to receive the inform-
ation in a commonly used electronic form for request done by electronic means.

10For example by extending the right to data erasure, that is, the ‘right to be forgotten,’ and
introducing the right to data portability.
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an even more important role for the users’ privacy self-protection in the fu-
ture, which has motivated this survey on usable ex post TETs. Moreover, the
authors’ decision to focus on ex post TETs was also motivated by the fact that
in comparison to ex ante TETs, which comprise a broad range of technical
tools and concepts, the area of ex post TETs is less researched and the scope is
more limited.

Existing literature surveys on TETs [21, 31] have neither focused in depth
on ex post TETs nor on recent TETs and their usability. In that regard, this
survey analyses the means employed by the reviewed ex post TETs to provide
their respective functionality, and seeks to find patterns in the attempt tomake
the tools usable by the target audience. In the specific context of ex post TETs,
this survey aims to make a contribution to science by answering the following
questions:

1. What are the characteristics of usable ex post TETs for enhancing pri-
vacy published in scientific literature?

2. How can these TETs be classified?

3. How does the proposed classification relate to and differ from the find-
ings of previous surveys on TETs and PETs?

4. What aspects of usable ex post TETs are not covered by the TETs in the
reviewed literature?

The remainder of this paper is organised as follows: Section 2 derives legal
privacy and Human Computer Interaction (HCI) principles for usable trans-
parency that will be used as a basis for the classification and assessment. Sec-
tion 3 discusses previous work related to the subject matter. Section 4 elab-
orates on the method that led to the selection of the reviewed literature, and
consequently the basic set of TETs that are discussed throughout the rest of
the paper. Section 5 proposes a classification scheme based on the character-
istics detected in the reviewed TETs. Section 6 summarises and assesses the
major findings obtained by classifying the TETs of the reviewed literature,
and discusses limitations of the reviewed state of the art literature in terms of
the derived principles for usable transparency. Thereby, it also shows aspects
of TETs areas that are worthwhile to research and develop further. Section 7
finally concludes the paper with major conclusions with regard to the research
questions.

2 Principles for Usable Transparency
As mentioned earlier, in this paper, the term ‘transparency’ refers to forms of
information visibility, as specified by Turilli et al. [60]. To explore transpar-
ency in the privacy context, two different aspects should be taken into con-
sideration: (1) what information should be made visible, and (2) what usable
forms of presentation of this information can be used to achieve visibility.
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Analyse Decide Disclose

TET

Figure 1: Sequential steps involved in an ex ante decision-making process.
Solid lines show transitions between states. Dashed lines signify transitions
supported by a TET.

Section 2.1 discusses the legal privacy principles for promoting transpar-
ency pursuant to the EU GDPR, which specifies what information should
be made visible and how, while section 2.2 will then more generally discuss
principles for usable presentation of transparency information from an HCI-
perspective.

2.1 Legal Principles for Transparency
For deriving principles with regard to what information should bemade trans-
parent for promoting privacy and how, the authors refer to the GDPR, which
defines in its recitals and articles detailed legal principles for providing ex ante
and ex post transparency that data controllers11 need to fulfill. Even though
TETs are not necessarily tools provided by data controllers but are in most
cases developed as ‘privacy self-protection’ tools for users, for the purpose of
the study at hand, the principles by the GDPR provide a useful description
of what the privacy principle of transparency should practically offer to data
subjects. For this reason, legal principles that are elicited in this section will
also be used for the classification and assessment of TETs in this article.

Although this survey is restricted to ex post TETs, the authors decided to
also explore the legal principles of ex ante transparency in addition to prin-
ciples for transparency in general and for ex post transparency, as they can
provide additional criteria as to what transparency in general should offer and
comprise.

Transparency in general. As regards transparency, the GDPR requires pur-
suant to its Art. 12, and explains in Recitals 39 and 59, that any transparency
information relating to data processing should be provided to the data subject
in a ‘concise, easily accessible form.’ It should be ‘intelligible’ and ‘easy to
understand,’ and should be provided ‘using clear and plain language.’ Where
appropriate, visualisation should be used. According to Recital 39, data sub-
jects should be “made aware of risks, rules, safeguards and data subject rights”
(of access and to intervene) and be informed ‘how to exercise their rights’ in
relation to the processing of their personal data.

Ex ante transparency. Ex ante transparency is a condition that enables data
subjects be in control and to render a consent. Pursuant to its definition in

11A data controller denotes a natural or legal person, which, alone or jointly with others,
determines the purposes or means of personal data processing (c.f. Art. 4 (7) GDPR).
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Figure 2: Relationship between a data subject (DS), a data controller (DC),
and potentially several secondary entities (SE) in the form of downstream
data processors. Dashed lines signify the retransmission of personal data to
downstream processors.

Disclose Review //

//

Intervene

TET

Figure 3: Sequential steps involved in an ex post review process. Solid lines
show transitions between states. Dashed lines signify transitions supported
by a TET. Intervention as an optional function supported by some TETs is
delimited via ‘//’.

Art. 4 (11) GDPR, rendered consent has to be informed consent in order to be
valid. Pursuant to Art. 13 GDPR, the data controller must ensure that when
personal data are collected from a data subject, the data subject is provided
with relevant privacy policy information, including at least information about
the identity of the data controller, the data processing purposes (Figure 1).
To ensure fair and transparent processing also information is needed such as
about recipients or categories of recipients, data subject rights including the
right to withdraw consent at any time, the right to lodge complaint with a
supervisory authority, the legal basis of whether the data subject is obliged
to provide the data, consequences of not providing the data, as well as the ex-
istence of automated decision-making including profiling, the logic involved,
significance and envisaged consequences. Art. 14 GDPR requires that similar
information needs to be provided in the case that the personal data have not
been obtained from the data subject. Pursuant to Art. 12 (7), ex ante trans-
parency informationmay be provided in combination with standardised icons
for improving the usability of privacy policy information, which should be
machine-readable to support electronic policy statements.

Ex post transparency and intervenability. The GDPR provides data sub-
jects with the right of access to their data pursuant to Art. 15, which com-
prises the right to obtain information about the data being processed, data
processing purposes, data recipients or categories of recipients (‘downstream
data processors’, Figure 2), as well as information about the logic involved
with regard to any automatic processing including profiling. In the latter case,
data subjects should also be informed about the significance and envisaged con-
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sequences of such processing. The controller shall provide to the data subject
a copy of the personal data undergoing processing, and in the case that the
data subject makes the request in electronic form, the information should be
provided in “an electronic form, which is commonly used.” Moreover, the
right to Data Portability (Art. 18), that is, the right to receive data in a struc-
tured and commonly used, machine-readable format, and the right to transmit
data to another controller, or to have it transmitted directly from controller
to controller, could also be used as a means for enhancing transparency. Its
main objective, however, is to prevent data subjects from being ‘locked’ into
privacy-unfriendly services by allowing them to easily change providers along
with their data. Nevertheless, in contrast to the electronic copy of the data
under processing that the data subject has the right to receive pursuant to
Art. 15, exported data will usually only contain the data that the data subject
has explicitly or implicitly disclosed, but not necessarily the data that the ser-
vice provider derived from that data. Such derived data, for example in the
form of user profiles, may represent a business value for a company, which
may thus not support a transfer of such derived data to a competing service
provider.

Ex post transparency is also a prerequisite for exercising ‘intervenability’
rights of the data subjects. Even though intervenability goes beyond trans-
parency, data subjects should be provided ex post transparency about their
intervenability rights and, as mentioned in Recital 39, should be made aware
of how to exercise them. These intervenability rights include the right towith-
draw consent at any time, which should be made as easy as to give it (Art. 5),
to request correction or deletion, the right to restrict the processing, as well
as the newly introduced ‘right to be forgotten’ in a timely manner (Art. 16,
17, 17a) (Figure 3).

Furthermore, the requirement of data breach notification pursuant to
Art. 34 by a data controller to an affected data subject shall provide transpar-
ency of a personal data breach that is likely to result in a high risk to the data
subject’s rights and freedom. Transparency, especially thorough Data Breach
Notification, is also a prerequisite for enforcing the principle of accountabil-
ity of data controllers, which is named as an explicit principle of the OECD
privacy guidelines and also part of the GDPR (Art. 5 2.).

2.2 General Usability Principles for Transparency
As pointed out by Patrick et al. [46], legal privacy principles, such as the trans-
parency principle, have HCI implications as “they describe mental processes
and behaviour that the data subjects must experience in order for a service
to adhere to these principles.” In particular, the transparency principle re-
quires that data subjects comprehend the transparency and control options,
are aware of when they can be used, and are able to use them. In other words,
transparency can only be achieved if transparency information is presented in
a ‘usable’ manner; therefore, another important design criterion for TETs is
usability.
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As discussed above, the GDPR for this reason requires in its Art. 12 (1)
that any transparency information needs to be provided to the data subject in
an intelligible, easy-to-understand, and thus usable manner. In this section, us-
ability principles will be presented in more detail. These principles have been
accepted as relevant for assessing the usability of systems, and which, for this
reason, will be referred to in the survey for the classification and assessment
of usable TETs.

In the context of this survey, the usability of a TET refers to the super-
imposition of multiple principles specified independently in different recom-
mendations, guidelines and standards.

ISO 9241-11 [26] defines (1) Effectiveness, (2) Efficiency and (3) User sat-
isfaction as usability principles for completing a task.

ISO 9241-110 [28] defines seven dialogue principles for human-machine
interaction: (1) Suitability for the task, (2) Self-descriptiveness, (3) Conform-
ity with user expectations, (4) Suitability for learning, (5) Controllability, (6)
Error tolerance, and (7) Suitability for individualisation.

Nielsen [43] stipulates ten usability heuristics necessary to successfully
implement user interfaces (UIs) of task-oriented interaction systems: (1) Vis-
ibility of the system status, (2) Match between system and the real world, (3)
User control and freedom, (4) Consistency and standards, (5) Error preven-
tion, (6) Recognition rather than recall, (7) Flexibility and efficiency of use,
(8) Aesthetic and minimalist design, (9) Help users recognize, diagnose, and
recover from errors, and (10) Help and documentation.

Patrick et al. [46] define (1) Comprehension, (2) Consciousness, (3) Con-
trol, and (4) Consent as four basic requirements for the design of user inter-
faces for privacy-enhancing technologies (PETs).

The specifications provided by ISO and Nielsen are generic principles
meant to be applicable to task-oriented interaction systems in general. Their
purpose is to allow for the assessment of completing a task in a well-defined
usage context. Conversely, in the context of TETs, these principles are con-
sidered benchmarks in terms of individual characteristics of a TET. Individual
principles may apply to a varying degree, or may not be applicable to certain
aspects of TETs at all. The applicability of the principles is discussed in sec-
tion 5, following the descriptions of the characteristics throughout the classi-
fication.

Whereas some of the principles are congruent or bear similar meanings
across multiple sources, such as ‘error tolerance’ [28] and ‘help users recog-
nize, diagnose, and recover from errors’ [43], the semantics of the employed
terminology may differ. For example, while ‘controllability’ described by
ISO [28] refers to users literally being in control over an interaction process at
all times, Patrick et al. [46] discuss ‘control’ in the specific scope of data sub-
jects exercising control over the flow of their personal data. In the context of
this survey, all usability principles are scrutinised through the lens of ex post
TETs that aim to fulfill the legal requirements of transparency as stipulated in
section 2.1. By doing so, their specificity is raised from an abstract level to the
respective usage context of individual TETs.
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3 Related Work
Work related to this survey comprises two surveys on PETs and TETs, re-
spectively.

Hedbom’s [21] survey on PETs names the legal stipulations of the Euro-
pean Union as the core principle underlying the necessity of PETs. The classi-
fication used in the survey is built on conceptional, socio-structural and tech-
nical aspects. The scope is specifically restricted to practical implementations,
which includes remote services, stand-alone applications, and browser plug-ins
that were available at the time of publishing, but disregards enabler technolo-
gies and protocols.

Janic et al.’s [31] survey on TETs focuses on the aspect of trust. The au-
thors discuss the connection between trust, privacy concern, and transpar-
ency. They reflect on how a user’s privacy concerns influence her trust in the
service she uses, and whether an increase of transparency implies an increased
amount of trust. The authors discuss the available publications, and then con-
tinue to analyse selected TETs according to the factors previously ascertained
in the gathered body of evidence.

Hedbomdefines transparency in the context of TETs as information about
the actual or intended collection, storage, or processing of personal data. Janic
et al. define transparency as “insight in how user’s data is being collected,
stored, processed and disclosed” [31]. Conversely, this survey considers the
term ‘transparency’ beyond mere conceptional reflection. It aims to answer
the question of how exactly individual implementations actually manage to
make transparent the processes they were designed for. The design decisions
made for the TETs depend on but are not limited to factors such as the stake-
holders involved, the environment in which they interact with each other, and
the type of device or platform respective TETs operate on.

Hedbom as well as Janic et al. briefly discuss the aspect of comprehens-
ibility and usability. Hedbom [21] classifies the ‘ease of access’ as an aspect
related to the security requirements of a tool, arguing that tools that are easier
to access provide better usability. He attributes comprehensibility in the sense
of being easy to understand to a specific type of audience targeted by TETs,
namely data subjects in their role as non-professionals. In that regard, that
target group’s preference for comprehensible information is contrasted by the
demands of domain experts whose demands are oriented towards detailed in-
formation, which, according to Hedbom, comes at the cost of immediate ap-
proachability. Janic et al. [31] discuss the aspect of usability explicitly in the
context of the comprehensibility of TETs. They hold that comprehensible
tools are more likely to support a user’s awareness, and are thus more suitable
to act as enablers of transparency.

However, neither of the two surveys goes into detail about the means by
which usability of the reviewed PETs and TETs is achieved, nor whether and
how user studies were conducted to test the usability of the respective im-
plementation by the respective target audience. This survey, on the other
hand, specifically analyses the means that the reviewed TETs have chosen to
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achieve usability. The literature research described in Section 4 is based on
documented methodology, and specifies usability as a key criterion for the
screening of the papers.

Moreover, the classification scheme presented in this survey in Section 5
is more detailed and more fine-grained than the ones used in previous surveys
and emphasises the connection of its characteristics to the legal and usability
principles pointed out in Section 2. It comprehends visualisation techniques
and usability as a major category of how to meaningfully convey information
about disclosed personal data. As such, this survey builds upon and signific-
antly extends and updates the two existing surveys, reviewing contemporary
ex post TETs that were discussed in the scientific literature after the afore-
mentioned surveys were published. The contextual scope of this survey is
narrower with a fine-grained classification and assessment of ex post TETs
compared to the previous surveys, which consider the broader spectrum of
PETs and TETs, including ex ante TETs.

4 Literature Research
The methodology used for the literature research was based on the procedure
described by Webster et al. [61]. However, instead of relying on a carefully
selected, hand-picked set of articles that serves as a starting point for the sub-
sequent search, the initial approach suggested by Kitchenham et al. [35] was
chosen. The latter approach relies on an initial database search that yields a
set of publications on which, in turn, all further selection is based.

The initial search was based on database queries performed on the data-
bases provided by Inspec [16] and DBLP [55], as well as the publication data-
bases of the two publishers ACM [2] and IEEE [25]. These databases were
chosen because of the high quality of the publications available in or refer-
enced by them. This choice biased the research conducted throughout the re-
trieved publications towards the disciplines of computer science, information
systems and engineering. The thematic restriction was considered as much a
limitation for the breadth of the review as it was considered a deliberate choice
regarding the feasibility of the systematic approach.

Each database was queried using the semantic equivalent of the same set of
well-defined search terms. The terms were derived from the intersection of the
three thematic areas of privacy, transparency and usability. The logical combin-
ation of a set of respective search terms defined the scope in which relevant
publications were assumed to reside. The query of the literature databases
resulted in over 800 unique papers. After the first review of these papers, it
was obvious that the number of publications dealing with ex ante TETs by
far exceeded the ones that covered ex post TETs. It was at this point that the
contextual scope of the literature review was further narrowed down to im-
plementations of ex post TETs and disregarded papers that exclusively dealt
with ex ante scenarios.

During the subsequent screening phase, all publications were checked for
content-related relevance, as well as for a set of selection criteria that warranted
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the scientific relevance of the papers. The rigorous screening of the retrieved
publications ensured that only publications were selected that represented ori-
ginal implementations that existed in the form of usable prototypes. It was
considered a plus if a paper elaborated on the user study conducted to verify
the usability of the TET, but such studies were not a criterion for inclusion in
the result set. The screening process resulted in 12 publications that met the
specified prerequisites.

The subsequent snowballing phase traced the references of the publications
backwards and forwards, and was carried out according to the recommenda-
tions of Webster et al. [61]. Scopus was used to generate a set of references
based on the original result set retrieved during the initial search phase, and
yielded more than 300 additional publications. The screening of these articles
was conducted by applying the exact same criteria that had been used during
the screening of the initial result set. The screening of the references yielded
nine additional publications, resulting in 21 publications that met the specified
criteria.

A comprehensive description of the information retrieval and screening
process is being provided as a technical report [42]. That report also provides
brief summaries of the individual functionality of each of the reviewed papers.
After finalising the report, two additional papers, [32] and [50], were included
that meet the selection criteria. Moreover, the implementations of the TETs
presented by Fischer-Hübner et al. [18] were broken down into two distinctive
TETs, [5] and [33], increasing the total number of papers to 24. A concise
overview of the reviewed papers is provided in Table 1.

Each of the final set of 24 publications describes an implementation that
thematically qualifies as an ex post TET, and that meets the criteria specified
for the screening process. According to the descriptions provided in the pub-
lications, the implementations vary in terms of maturity. They range from
prototypical implementations in the testing stage to software tools that have
been tested repeatedly, and that appear to be ready to be used by the target
audience they were designed for. Similarly, the usage contexts of the reviewed
TETs differ in such a way that their variety in terms of functionality impedes
a systematic comparison in absolute terms. However, it is possible to compare
them in terms of abstract characteristics, which are represented in the form of
the taxonomy introduced in Section 5.

5 Classification of usable TETs
The term ‘classification’ as employed throughout this survey,12 acts as “a rep-
resentational tool used to organise a collection of information resources” [30].
According to Bradley et al. [11], a classification or taxonomy is a “formal sys-
tem for classifying multifaceted, complex phenomena according to a set of

12Classification (noun): “Systematic arrangement in groups or categories according to estab-
lished criteria.” [40]
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Table 1: List of reviewed publications on ex post TETs

Year Authors Title (abbreviated)

2007 Hsieh, Tang, Low, et al. [24] Field deployment. . .
2008 Abdullah, Conti, Beyah [1] A Visualization. . .
2008 Kelley, Drielsma, et al. [34] User-controllable Learning. . .
2009 Kolter, Kernchen, Pernul [37] Collaborative Privacy. . .
2009 Sadeh, Hong, Cranor, et al. [53] Understanding. . .
2009 Tsai, Kelley, Drielsma, et al. [59] The impact of feedback. . .
2010 Kolter, Netter, Pernul [36] Visualizing Past Personal. . .
2010 Toch, Cranshaw, et al. [57] Empirical models of. . .
2011 Schlegel, Kapadia, Lee [54] Eying Your Exposure. . .
2012 Trabelsi, Sendor [58] Sticky policies for data. . .
2012 Kani-Zabihi, Helmhout [32] Increasing Service Users’. . .
2013 Balebako, Jung, Lu, et al. [7] Little Brothers Watching. . .
2013 Bilogrevic, Huguenin, et al. [9] Adaptive Information. . .
2013 Louw, von Solms [39] Personally Identifiable. . .
2013 Biswas, Aad, Perrucci [10] Privacy Panel. . .
2013 Zavou, Pappas, Kemerlis [63] Cloudopsy: An autopsy. . .
2014 Mun, Kim, Shilton, et al. [41] PDVLoc. . .
2015 Xu, Zhu [62] SemaDroid. . .
2015 Pistoia, Tripp, Centonze, et al. [49] Labyrinth. . .
2015 Angulo, Fischer-Hübner et al. [5] Usable Transparency. . .
2016 Bier, Kühne, Beyerer [8] PrivacyInsight. . .
2016 Popescu, Hildebrandt, et al. [50] Increasing Transparency. . .
2016 Riederer, Echickson, et al. [52] FindYou. . .
2017 Karegar, Pulls, Fischer-Hübner [33] Visualising Exports. . .

common conceptual domains and dimensions.” It serves the purpose of “in-
creas(ing) clarity in defining and comparing complex phenomena” [11].

In the context of this survey, the classification provides a well-defined
scheme against which all reviewed publications were systematically classified.
The scheme discussed in this section was specifically chosen against the back-
drop of patterns and themes detected in the TETs of the reviewed publications.
The elicitation of these themes and the superordinate model are the result of
an ‘integrated approach’ of systematically analysing the contents of the re-
viewed literature as discussed by Cruzes et al. [14]. Starting with an initial
set of a priori dimensions retrieved from related work reviewing the literat-
ure, followed an inductive approach that iteratively revised the taxonomy to
accommodate individual aspects found in the papers. Each iteration worked
towards inferring increasingly generic themes that reflected the characteristics
of all reviewed TETs.

The classification scheme satisfies the combined characteristics of a ‘faceted
analysis’ and a ‘paradigm’ as specified by Kwasnik [38]. It suffices the prin-
ciples of a faceted analysis in that it captures knowledge about a set of artifacts,
i. e. the TETs, by means of independent, multi-faceted properties without re-
quiring complete knowledge regarding the extent of the examined entities or
the exact relationship of their facets. It fulfils the principles of a paradigm in
that individual aspects may be unspecified or only partially applicable. How-
ever, individual aspects are not specified by the intersection of two or more
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attributes represented by the dimensions of a matrix, but by the attributes of a
single dimension that all considered artifacts are classified against. As a result,
the classification scheme serves as a model for a body of knowledge in which
queries by either artifact or attribute are equally possible.

Table 2 displays the classification scheme in the form of a matrix. The ho-
rizontal axis is structured hierarchically. On the topmost level, this hierarchy
consists of the high-level themes represented by the subsections of Section 5.
More concrete concepts are classified on the second level of the hierarchy. In
some instances, the two upper levels concur conceptually, for example, for
Hosting platform (Section 5.3). In those cases, Table 2 indicates only the com-
bined concept that spans both levels. The third level of the hierarchy consti-
tutes concrete facets of the superordinate concepts. Each of these facets, and
thus each table column, describes a conceptual property that each reviewed
publication was scrutinised against. Unlike strict hierarchies and tree-like
classifications, as specified by Kwasnik [38], the categories of this scheme are
contextually interrelated, overlapping, and not necessarily mutually exclusive.
Judgmental statements, for example, are classified as Guidance (Section 5.5.2),
but could also be considered a means of Predication (Section 5.4).

The facets indicated as table entries in Table 2 specify whether and to what
extent a particular property applies. An entry marked as ‘•’ means that the
respective facet applies fully, while ‘◦’ means that it applies in part. ‘∗’ denotes
that the respective publication did not provide sufficient information to be
able to make a justified statement about the nature of the property. However,
it is assumed from the overall context that the property applies either fully or
in part. Conversely, the absence of any of the aforementioned marks signifies
that the reviewers found no evidence that the property in question applies to
the respective TET. The rows in Table 2 are sorted in ascending order by the
date of publication as specified in the bibliography records of the reviewed
papers.

Most of the elicited characteristics that are presented below relate to the
principles of usable transparency that were derived in Section 2, except for
those that relate to implementation details or type of evaluation of TETs. The
relation of the principles of usable transparency to the facets and concepts of
the classification will be discussed in more detail in the following subsections.

5.1 Stakeholders
This section discusses the characteristics of the various stakeholders involved
in processing and reviewing a data subject’s personal data.13 It categorises
the parties involved in processing that data, the environments these parties
originate from, and the nature of their respective relationships that are made
transparent. These characteristics relate to the legal transparency principle of
providing information about data recipients or categories of recipients, as well
as consequences of data processing.

13Stakeholder (noun): “One who is involved in or affected by a course of action.” [40]
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Table 2: Characteristics of the reviewed TETs
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5.1.1 User Group

The first group of stakeholders considered in this survey is the target user group
of a TET, that is, the kind of users that will actually use it. As this survey tar-
gets TETs for enhancing privacy, all TETs surveyed consider at least the data
subjects themselves as one of its user groups. Like Hedbom [21], this survey
considers data subjects and auditors as possible target groups. Likewise, this
survey also draws the line between both groups on a conceptual and functional
level, meaning that data subjects are likely to be non-professional users, while
auditors are domain experts explicitly chosen for the task of analysing the
former’s data with professional scrutiny. Unlike Hedbom, this survey does
not differentiate both groups on the level of ‘user friendliness.’ Instead, this
survey seconds the design principles of interactive systems by ISO according
to which any kind of software should be targeted towards the experiences and
abilities of the respective target audience, and should satisfy the expectations
of that group [28].

While Hedbom defines ‘proxies’ as entities contextually related to audit-
ors, this group could, in theory, be treated as a separate intermediate group.
Proxies could be guardians or legal representatives without technical or do-
main knowledge, and would therefore not qualify as members of either of the
aforementioned groups. No TET could be identified that specifically targets
proxies.

The TET presented by Zavou et al. [63] differentiates between visualisa-
tion modes for service users on the one hand and online service providers on
the other. While the former can review only their own personal data, the
latter receive detailed information about all service users that use their ser-
vice. In that regard, the TET offers multiple perspectives (Section 5.5.3) for
different audiences and usage contexts, respectively. The TET presented by
Pistoia et al. [49] depends on an intermediate proxy server whose operator
might be an independent authority that concurrently acts as an auditor. The
TETs presented by Bier et al. [8], Angulo et al. [5], and Riederer et al. [52]
allow users to review their data without referring to transaction logs. Once
data subjects have retrieved their personal data from the data processors, the
review process could theoretically be outsourced to an independent auditor.
The majority of the TETs that might be used by an auditor were generic in
nature (see Section 5.4.2), the complexity of the broader usage context lending
itself to the in-depth knowledge of a domain expert.

5.1.2 Environment

The second categorisation of stakeholders considered in this survey is a differ-
entiation based on the environment the TETs are designed for.14 The environ-
mental context largely defines prerequisites and constraints for the technolo-
gical and functional choices made by the designers. In a solitary environment,
the functionality of the TET focuses on reviewing the data subject’s personal

14Environment (noun): “(1.1) The setting or conditions in which a particular activity is carried
on. (1.2) The overall structure within which a user, computer, or program operates.” [45]
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Figure 4: Data flows between users (U) and service providers (SP) in (a) a sol-
itary usage context, and in (b) a participatory network with data being shared
among multiple users. Solid lines denote information shared between users,
whereas dashed lines denote data traffic between users and service providers.

data independently of other users of the same service. In such an environ-
ment, individual users do not entertain mutual relationships other than the
ones to the service providers (Figure 4a). Conversely, the principal idea of on-
line social networks and participatory communities is that participants share
personal data in the form of certain facets of their lives among each other. In
this type of social context, shared information, such as the participant’s loca-
tion data or her availability for appointments, is exchanged with certain other
participants of the same social circle (Figure 4b). In the case of centralised ser-
vices, users providing and requesting data still channel their respective queries
through a central service provider in order to convey information from one
user to the other.

TETs that visualise data that are disclosed with the explicit purpose of be-
ing shared among groups of people have to take into account the relationship
of the members of these groups. The respective user’s preferences for disclos-
ing her data apply not only to a single service provider, but to several entities
of the social context. The user of the TET may entertain different relation-
ships to each of these entities, and might therefore maintain different privacy
preferences as regards sharing her data with them.

Most TETs distinctively qualify as either personal or shared environments.
In one case, the TET presented by Kolter et al. [37], a fraction of the function-
ality of the TET resides in the domain of a solitary environment, in which
users maintain their relationships with various service providers. However,
the primary goal of the TET presented by the researchers is to publish and
distribute the insight gained from analysing the data disclosed to these pro-
viders, including reviewing target-actual discrepancy disclosed data based on
privacy policies. Once published, other users are encouraged to comment on
and add their personal experiences to the insight gained about the service pro-
viders, thereby creating a participatory knowledge base for the community as
a whole.
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5.1.3 Target Entity

The stakeholder referred to as target entity signifies the entity about which a
TET provides information as a result of personal data being disclosed to it.
In the case of a primary entity, that entity deals with a data controller with
whom the data subject has a legal contract as regards the processing of her data.
Conversely, a secondary entity denotes a downstream entity (see Figure 2) to
whom the data controller has forwarded personal data for a specific purpose.
The secondary entity might be a subsidiary or third party service provider
responsible for storing and processing personal data for the data controller.
In shared environments, it might also be another user of the system, that is,
another data subject with whom the originator shares her data. Regardless of
the identity of the recipient of the data, TETs inform users about the details
regarding their personal data being disclosed to the respective entity.

Whereas Hedbom [21] distinguishes between ‘organisational’ and ‘con-
glomerate’ scopes of processing entities, the survey at hand does not distin-
guish between stakeholders based on their administrative or technical affil-
iation. It focuses instead on the conceptual and topological differentiation
between primary entities on the one hand and secondary downstream entit-
ies on the other.

In many cases, shared environments and information about secondary en-
tities correlate. Almost all TETs employed in usage contexts that rely on per-
sonal data being shared between multiple users and that provide information
about the entity that queried that data fall into the category of providing in-
sight into said secondary entities. The only notable exception is the TET by
Kolter et al. [37], whose distinctive purpose aims at sharing disclosed data
publicly regardless of the ultimate recipient. The TETs presented by Bier
et al. [8], Angulo et al. [5], Kolter et al. [36], and Louw et al. [39] provide
modes of visualisation specifically dedicated to displaying information about
the chain of downstream processors. Such views are either hierarchical or
sequential in nature, and they visualise semantic interrelations between the
entities involved in processing the personal data disclosed to them.

5.2 Locality
All ex post TETs presented in the reviewed literature were analysed as re-
gards their operational and administrative locality,15 and can be subdivided
into three distinctive categories: (1) Local client-applications that reside in
the user’s immediate vicinity, (2) remote server-applications that provide a
primary service through a standardised upstreamprotocol and (3) third parties
that provide supplementary services in addition to the primary service pro-
vided by the server. In that regard, the taxonomy as regards the locality of
a TET relates to Hedbom’s [21] classification of trust requirements that spe-
cifies servers, clients, and third parties as distinctive sources of trust on whom
users rely when they employ privacy-enhancing tools. By transposing this

15Locality (noun): “The position or site of something.” [45]
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classification to a scenario that relies on ex post TETs, this taxonomy takes
two specific sub processes into consideration, both of which can be classified
independently with regard to the locality of their respective process logic.

5.2.1 Logging

The transaction logging16 locality refers to the process that scans and collects
a data subject’s personal data while she is interacting with a data processor.
Once disclosed personal data are being detected, the incident is logged in the
form of a transaction record for later review. TETs that make use of trans-
action logging offer the advantage of collecting additional factual data about
the circumstances under which the user’s personal data are being disclosed.
Such information can be used later during the review process to verify the
completeness of data retrieved from a data processor. However, transaction
logging comes at the price of complicating the TET by monitoring local data
processing. Detecting disclosed personal data in data streams requires a signi-
ficant amount of control over the respective hosting platform, andmay require
supervisor privileges or extended permissions in order to scrutinise outbound
data traffic [10, 24, 37, 41, 49].

Logging locality. In the context of the logging locality, client refers to a client-
side application installed on a computer or mobile device that operates in the
user’s immediate vicinity. Such devices may or may not be under the legal
and technical jurisdiction of that user. Even though users may not be able
to fully control or manipulate the software installed on a device, they have
physical access to the hardware and may, for example, switch off the device or
disconnect it from the upstream network.

Conversely, service denotes a remote, network-based service maintained
by an online service provider. Users of such services interact with the service
only by means of a well-defined UI, such as a website, or by an interface that
implements remote procedure calls.

In the case that a TET is not implemented on the primary infrastructure
controlled by the service provider, but is instead controlled by a third party, all
processing of personal data is channeled through that party, while the primary
service provider is responsible for the business logic of the actual service. The
third party functions as an independent mediator that both the user and the
primary service provider rely upon for transaction logging. The primary ser-
vice provider relies on it by encapsulating the processing and storing all per-
sonal data, while data subjects rely on it to audit and review the transactions
that have been conducted on their behalf.

As will be discussed in section 6.4, the logging locality may influence the
user’s trust in the TET.

Distributed services. The logging locality of a considerable amount of TETs
is distributed among more than a single stakeholder. Many client-sided TETs
rely on a remote counterpart to complement local sensing or processing, or

16Log (noun): “A record of performance, events, or day-to-day activities.” [40]
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to aggregate collected information for further use in a larger context. For
example, most of the location sharing TETs fall into this category. While
sensing the user’s environment and querying the locations of other users is
handled by the local client of such TETs, all aggregation and distribution of
the collected data to querying parties is taken care of by a central server.

The ‘Data Track’ (‘GenomSynlig’), implemented for the A4Cloud EU
project [5], logs all data disclosures locally. In addition, it allows users to
retrieve transparency logs from remote servers that received and processed
their data, and could thus also make transparent data processing along a cloud
chain. However, the authors state that the visualisation of remotely logged
information has so far not been fully implemented, and is only presented in
form of mockups [19].

TETs that rely on third-party services are typically designed for large-scale
infrastructures that satisfy the demands of a large number of stakeholders.
‘PDVLoc’ by Mun et al. [41] aims at providing a central infrastructure that
allows multiple content service providers to query personal data managed by
individual data subjects. Conversely, ‘Cloudopsy’ by Zavou et al. [63] im-
plements a basic infrastructure that logs transactions of services offered by
providers of value-added services. The collected ‘audit trails’ can be reviewed
later by both the providers and the users of these services.

Notification. Ex post TETs operate on personal data once they have been dis-
closed, that is, retrospectively. They differ conceptually in whether they de-
tect and log disclosures themselves or rely entirely on retrieving personal data
from a data controller towhich they have previously been disclosed. However,
some TETs of the former category also provide live feedback about the dis-
closure. For example, ‘Labyrinth’ by Pistoia et al. [49] displays visual overlays
as soon as a possible impact on the user’s privacy is detected. ‘Privacy Leaks’
by Balebako et al. [7] issues just-in-time notifications when the disclosure is
detected. The textual notification is accompanied by auditory feedback and
a vibration of the mobile device. The TETs presented by Schlegel et al. [54],
Hsieh et al. [24], and Sadeh et al. [53] use customised notifiers in response to
external queries to a user’s current location. Trabelsi et al. [58] discuss email
and SMS as suitable modalities to notify originators about the disclosure of
their personal data.

5.2.2 Review Process

In the context of this survey, the review process17 refers to the process of in-
specting a data subject’s personal data that have been disclosed to a data con-
troller or data processor. The review locality refers to the locality of the sys-
tem that hosts or enables the inspection process. Reviewing data is tempor-
ally, technically, and administratively decoupled from the preceding transac-
tion logging process. The review process of a TET may therefore either be
hosted on the same system that writes the transaction logs or on a system

17Review (noun): “A formal assessment of something with the intention of instituting change
if necessary.” [45]
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Figure 5: Personal data (PD) disclosed by the data subject to a data processor
(DP). Personal data stored with that data processor can be retrieved in order
to be reviewed. Transaction logs (TL) maintained by the TET allow for a
target-actual analysis.

that differs in terms of its physical vicinity, its administrative domain, or its
legal authority. If the localities of the two processes differ, the personal data
disclosed earlier would have to be transferred from the logging locality to the
review locality to be inspected there. Consequently, reviewing disclosed per-
sonal data is possible without transaction logs being written by a TET, in
which case the review process solely relies on the data that are retrieved back
from the data processor to which they were originally disclosed.

The solid lines in Figure 5 signify two subsequent, decoupled processes
that (1) detect personal data that are being disclosed to a data controller and
that (2) enable data subjects to review that data. The upper half of the figure
above the dotted horizontal line signifies the sphere of influence of the TET,
whereas the lower half signifies the sphere of influence of the data processor.
TETs thatmaintain transaction logs (TL) themselves can use such supplement-
ary information to compare nominally (PD) and actually disclosed data (TL).

The platform selected to host the review process likewise falls in one of
the three categories of client, server or third party, each signifying the exact
same administrative domains as for the logging locality. A client-sided host
operates in the immediate vicinity of the user and, as such, allows for direct
interaction during the review process. In order to review disclosed personal
data, the data must either already reside on the client system or first be down-
loaded from the remote host of the logging locality, e. g. by exercising the
right of data portability. Intervenability regarding rectification or erasure of
individual data items requires exercising the data subject’s rights in the admin-
istrative domain of the data controller. Similarly, a review process hosted by
a third party requires first transferring the collected transaction records from
the logging locality host, and subsequently resubmitting any changes made
to the personal data back to the entities that act as data controllers. Pre- and
post-update transmissions can be omitted if the review process is provided by
the primary service provider itself. Regardless of the locality of the entities
involved, trust in the respective stakeholders is required, as pointed out by
Hedbom [21]. In a scenario that builds its trust on ex post TETs, trust may
or may not be required for more than one stakeholder, if logging locality and
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Table 3: Categories of hosting platforms

Platform Publications

Android Balebako et al. [7], Bilogrevic et al. [9], Mun et al. [41],
Pistoia et al. [49], Schlegel et al. [54], Xu et al. [62]

iOS Pistoia et al. [49]
Nokia N900 Biswas et al. [10]
Symbian Toch et al. [57]
Win. phone Kelley et al. [34], Sadeh et al. [53]

Firefox Abdullah et al. [1], Kolter et al. [36], Popescu et
al. [50]

Java Kolter et al. [36]
Linux Karegar et al. [33]
macOS Karegar et al. [33], Kelley et al. [34], Sadeh et al. [53]
Windows Hsieh et al. [24], Karegar et al. [33], Kelley et al. [34],

Sadeh et al. [53]

Web-based Angulo et al. [5], Bier et al. [8], Hsieh et al. [24], Kan-
iZabihi et al. [32], Kelley et al. [34], Kolter et al. [37],
Mun et al. [41], Popescu et al. [50], Riederer et al. [52],
Sadeh et al. [53], Zavou et al. [63]

OSN Bilogrevic et al. [9], Louw et al. [39], Toch et al. [57],
Trabelsi et al. [58]

review process are distributed among multiple entities.
The review locality was mostly found to be limited to a single entity.

Either the disclosed personal data collected by the logging locality were avail-
able on the review process because both units coincided to begin with, or the
reviewing user triggers a process that transfers the necessary data from one
entity to the other. Either way, the visualisation of the data then lies with a
single party.

5.3 Hosting Platform
The hosting platform denotes the hardware architecture, operating system or
type of service TETs are implemented for. Each category of hosting platform
has specific capabilities, advantages and disadvantages. As a result, designers
and developers select the platforms of their TETs according to the functional
requirements of their respective usage context. In some cases, multiple loc-
alities and stakeholders are necessary to provide the functionality of a TET.
For example, several reviewed TETs use the user’s mobile device to collect
the user’s location and transfer it to a remote service. The remote service hub
serves the purpose of disseminating the location to a selected set of fellow users
and allows originators to review queries of their data by the actual requestors.
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Handheld device. Handheld devices (not including laptops), such as mobile
phones and tablets, act as personal digital assistants in the immediate vicinity
of a user. Contemporary handheld devices provide their users with a variety
of different modalities that can serve as sources of personal data. Sensors, such
as camera, microphone and compass, allow for sensory-enriched applications
in the areas of healthcare, location-based service, education or entertainment.
Each modality contributes to the amalgamation of personal data that is either
processed on the device itself or sent to the cloud in order to be processed
there.

Six reviewed TETs were implemented for Android [7, 9, 41, 49, 54, 62].
Pistoia et al. [49] offer an additional implementation for iOS, while Xu et
al. [62] mention porting their prototype to iOS as a possible future project.
Toch et al. [57] implemented their prototype on Symbios OS, a popular plat-
form at the time of publishing.

Computer. Computer refers to computer terminals with dedicated keyboards
and screen diagonals of 12 inches or larger, such as desktops or laptops. Many
computers feature additional HCI peripherals that facilitate interaction with
screen-based applications. Unlike handheld devices, computers are particu-
larly suited for long-term interaction with information systems.

The TETs presented by Hsieh et al. [24] and Sadeh et al. [53] are imple-
mented as client-side notification applications for Microsoft Windows. The
client-side component of the ‘PeopleFinder’ location-sharing platform em-
ployed by Kelley et al. [34] and Sadeh et al. [53] runs onWindows mobile cell
phones, as well as ‘PC and Apple laptops’ [53]. The latest stand-alone version
of ‘Data Track’ presented by Karegar et al. [33], which provides transparency
for exported data, is available as source code, as well as precompiled execut-
ables for Windows, macOS and GNU/Linux [51]. Conversely, the former
version of Data Track, called ‘GenomSynlig,’ is implemented as a remote web-
based service [5]. Respective source data can, for example, be exported using
Google’s Takeout service.18 Kolter et al. [36] implemented the transaction
logging and review process of their TET as a Mozilla Firefox extension and
Java application, respectively. The prototype by Popescu et al. [50] relies on
a ‘browser plugin’ to detect the disclosure of personal data.

Web-based service. The term ‘web-based service’ comprises a plethora of
rich Internet applications (RIA). While applications designed for specific ar-
chitectures or platforms can run only on the operating systems and run-time
environments they have been designed for, RIAs can be run and interacted
with by means of a standard web browser. Since both access to the Internet as
well as demands for collaborative services have been growing, RIAs remain a
stable competitor to platform-specific apps, especially if the RIA manages to
incorporate the particular usage paradigms of both traditional computers and
handheld devices.

Many reviewed TETs used generic web services as a convenient means
to configure user preferences and to audit disclosed data [24, 41, 50, 52, 63].

18https://myaccount.google.com/intro/privacy
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They act as web-based front-ends for a server-sided business logic residing in
the back-end. The ‘online interactive tool’ presented by Kani-Zabihi et al. [32]
runs entirely on a remote web server. The TETs presented by [1, 5, 8, 33, 37]
are implemented as RIAs that either run as stand-alone browser apps or as
front-ends that communicate with remote services.

Online social network. Online social networks (OSNs) signify a special kind
of online service dedicated to managing personal and group relationships in
the context of specific interest groups. Social networks epitomise the large
scale amalgamation and distribution of personal data to either subgroups of
the network or the entire public. OSNs such as Facebook and Google+ al-
low for implementing customised services tailored for subgroups of these net-
works. Such add-ons can be as broad or narrow as is required to satisfy the
demands of the respective interest group. OSN add-ons can leverage vast num-
bers of actors and tap into social structures that represent specific categories
of socio-cultural backgrounds.

The TETs presented by Bilogrevic et al. [9], Louw et al. [39], Toch et
al. [57], and Trabelsi et al. [58] specifically rely on the group structures and
inter-person relationships reflected by OSNs. Kolter et al. [37] suggest pub-
lishing insight gathered about the behaviour of a particular service provider on
a wiki-based collaborative platform. Other users are encouraged to comment
on and rate these records in order to allow for community-driven statements
about the trustworthiness of respective service providers.

Table 3 provides a comprehensive list of the hosting platforms of the re-
viewed ex post TETs keyed by operating system and run-time environment.

5.4 Predication
Predication signifies the nature of the statements made about disclosed and
processed personal data.19 The nature of a statement pertains to the circum-
stances under which the data were originally collected or generated, the type
of data and the emphasis employed by a TET to visualise the origin and rel-
evance of the respective type of data. Predication and the characteristics dis-
cussed below relate to the legal transparency principles of providing access
to data and informing data subjects about consequences, particularly in the
context of automated profiling.

5.4.1 Kind of data

Kind of data refers to the nature and origin of the data displayed by a TET, as
well as to the stance the TET takes by displaying different information. On the
one hand, the underlying data can be factual and indisputable. Such data are
most likely related to data wilfully and knowingly provided by a data subject.
On the other hand, data can be the result of interpolation or interpretation
or, in general, represent the computational outcome with the goal to infer
meaningful information by correlating multiple sets of data provided by one

19Predication (noun): “The logical affirmation of something about another.” [40]
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or more data subjects. Such data are subject to uncertainty, and thus may or
may not represent actual facts about a data subject. In any case, in its Recitals
39, 58 and 60, the GDPR stipulates that data controllers must inform data
subjects about why and how their data are being processed [17].

Explicit data. As far as different kinds of data are concerned, ‘explicitly dis-
closed personal data’ [18] refer to data wilfully and knowingly provided by a
data subject, and are stored and processed by the data controller with the data
subject’s consent. Such data could, for example, be entered via a sign up regis-
tration form for an online service or subsequently be provided by customising
a user’s online profile.

Implicit data. ‘Implicitly disclosed personal data’ [18] refers to personal data
that are being processed or stored by a data processor without the explicit
consent of the data subject. The data subject may or may not be aware of the
fact that such data are being collected. The IP address of the user’s commu-
nication device or the time of an online transaction are examples of implicitly
disclosed personal data. Implicit data relate to what Hedbom [21] refers to as
‘extended information,’ denoting data that are not legally required to warrant
the respective service but that are being collected nevertheless.

Many of the reviewed TETs that deal with location-based services served
the purpose of reviewing queries of the user’s disclosed location or availabil-
ity, and provide temporal information about when such queries were issued.
These data are not treated as implicit data in Table 2 because they are related to
dates of queries rather than the target person’s personal data. Conversely, the
user’s location is considered explicitly to be disclosed data, as long as the ori-
ginator knowingly uses the service to share her location in the first place. In
the case of TETs that monitor the unintentional leakage of the user’s location,
however, such data are considered implicitly disclosed data.

Derived data. Derived data denotes secondary information obtained by cor-
relating a set of personal data in a larger context, and can be based on explicitly
as well as implicitly disclosed data. Selected excerpts of such data should be
sent back from a data controller to a data subject once the latter exercises her
right to gain access to the personal data stored about her. Examples of derived
data are profiling information generated on the basis of the personal data dis-
closed by a data subject. Google derives data such as the speed of a traveler
from location data provided by a data subject while using Google’s location-
based services, and upon request transfers that information back to the data
subject as part of the data dump.

Both, ‘Data Track’ (‘GenomSynlig’), the TET presented by Angulo et
al. [5], and ‘PrivacyInsight,’ the TET presented by Bier et al. [8], display de-
rived data, if the service provider offers the technical means to access them.
‘DataBait,’ the TET toolchain presented by Popescu et al. [50], provides trans-
parency about the value-added assets inferred from the user’s disclosed per-
sonal data according to the principle of a data licensing agreement. DataBait
derives numerical value indicators from individual data items and visualises
these values using a web-based GUI.
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Predicted data. Predicted data refer to conclusions that might be drawn by
a TET based on a set of data disclosed by the data subject.20 They represent
statements that may be made by an entity that has access to the respective set
of data. Predicted data differ from derived data in that the latter are data pro-
duced by a data processor and transferred back to the data subject, whereas the
former represent predictions made by the TET. Such predictions may or may
not be accurate, and they may or may not be congruent with the conclusions
drawn by a data processor.

The TET presented by Riederer et al. [52] makes predictions about hy-
pothetical facts based on actual personal data provided by the user. Once im-
ported, ‘FindYou’ predicts statements regarding the ethnography of the data
subject. This kind of predication is possible by combining the personal data
with public data available through the United States Census database. Louw et
al. [39] discuss the possibility to deduct certain personal traits of an individual
or group of individuals even though the respective trait was not explicitly dis-
closed earlier. They argue, for example, that a person’s gender can be deducted
from her photograph or her name, while a description of activities and events
may lead to the participants’ location being inferred.

5.4.2 Specificity

Specificity signifies the breadth and generality of the predication made by a
TET.21 The underlying usage contexts of the reviewed TETs follow two pat-
terns of specificity. The first category of TETs supports users in detecting and
analysing disclosed personal data in a specific usage or application context.
For example, a TET might have been created in the context of a location-
based service to track and display queries about the users’ location. In that
case, the usage context is clearly defined, and respective TETs would disreg-
ard any auxiliary information not tied to the predefined scope. Such TETs
were designed to handle a relatively small number of different data items and
allowed for specific predications within the chosen usage context. The pub-
lications listed in Table 4 refer to TETs that were classified as serving specific
usage contexts.

Conversely, TETs oriented towards the visualisation of generic personal
data have not been implemented with a specific usage context in mind. Such
TETs treat data as abstract information and try to visualise them in the best
possible way. Auxiliary information, such as transaction logs, may or may
not be available. In the latter case, the TET would have to rely entirely on the
actual personal data retrieved from the data controller. The TET might still
try to determine the contextual nature of individual data items and display
them accordingly.

20Predict (verb): “Foretell on the basis of observation, experience, or scientific reason.” [40]
21Specificity (noun): “The quality of belonging or relating uniquely to a particular sub-

ject.” [45]

61



Table 4: Usage contexts of the TETs

Usage context Publications

Availability Hsieh et al. [24]
Location Bilogrevic et al. [9], Hsieh et al. [24], Kelley et

al. [34], Mun et al. [41], Riederer et al. [52], Sadeh
et al. [53], Schlegel et al. [54], Toch et al. [57], Tsai
et al. [59]

Monetisation Popescu et al. [50]
OSN properties Louw et al. [39]
Phone permissions Balebako et al. [7], Biswas et al. [10], Xu et al. [62]
Search queries Abdullah et al. [1]

5.5 Visualisation
Visualisation of transparency information works towards the usability prin-
ciples of self-descriptiveness and ‘conformity with user expectations’ [28],
‘visibility of the system status’ and ‘aesthetic and minimalist design’ [43], as
well as comprehension and consciousness [46]. In addition, visualisation is a
means for presenting transparency information, and thus to enforce the legal
principle of informing data subjects about the implications of data processing
(GDPR, Recital 58 [17]).

All reviewed publications that either explicitly discuss their data visualisa-
tion or that provide screenshots of their implementations use textual inform-
ation to a certain extent. The majority of TETs also make use of graphical
displays specifically suited for their respective implementation platform, use
case or contextual requirements.

5.5.1 Representation

The types and forms of on-screen representation used by the reviewed TETs
to convey meaningful information about a circumstance vary widely. The di-
versity of the various approaches stems most likely from the different usage
contexts. The choice of a particular form of representation also depends on
the focus the authors set while planning and implementing their respective
prototypes. Some implementations suggest a clear focus on the logging loc-
ality, that is, on the process of recognising disclosed personal data, while the
review process seems to play a secondary role. In such cases, the representa-
tion of the review process can be as simple as displaying textual information.

Graphics. Graphical visualisation denotes a graphical display, such as abstract
shapes or context specific symbols, either monochrome or coloured. Provid-
ing colour coding in addition to shape introduces an additional level of signi-
ficance to the meaning of a representation and can, for example, induce emo-
tional impact or subconscious connotation to the visualised facts. It can also
be used to deliberately emphasise the immediate denotation conveyed by a
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(a) (b)

Figure 6: (a) Colour coding by Balebako et al. [7], and (b) colour-coded, seg-
mented bar graphs by Biswas et al. [10].

graphical representation.
While relatively few TETs rely solely on the textual information, most

TETs combine text with graphical information to visualise disclosed personal
data or meta data. Colour codes are frequently used to emphasise the meaning
of text and graphics [7, 34, 41, 53, 57, 59]. In most cases, the colour red is
often used to signify a particularly critical state, and is either contrasted with
additional colours, such as green or white, to denote respective neutral states,
or continuous shades of colour ranging from the neutral to the critical state
(Figure 6a). Along similar lines, in one of their design studies, Abdullah et
al. [1] correlate the scalar values of data items to the radii of circles in a bubble
chart.

Several TETs use bar graphs, either coloured or monochrome, to signify
meaning associated with the properties of disclosed personal data [9, 54]. Un-
like colours, which only convey the actual status as such, bar graphs allow for
correlating such values to the entire range of values and might therefore be
more appropriate to represent normalised numerical values. Biswas et al. [10]
visualise quantitative values via segmented bars instead of continuous bars
(Figure 6b). Riederer et al. [52] use pie charts to represent distinctive val-
ues as fractions of 100%. In this kind of representation, multi-coloured areas
denote the respective contributions of various components to the whole set.

Louw et al. [39] and Trabelsi et al. [58] deal with scenarios that are con-
cerned with the relationship between multiple stakeholders. The displays of
their TETs connect stylised nodes by lines, thus signifying entities and their
interrelations. Similarly, Zavou et al. [63] represent transactions between net-
work entities by bundles of lines between the communication endpoints. In
one of their displaymodes, Kolter et al. [36] use a directed line graph to signify
a hierarchical structure of dependencies (Figure 7).

Context-specific visualisation. In many cases, the specific usage context of
TETs suggests a form of graphical representation that is contextually related to
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(a) (b)

Figure 7: (a) ‘Tree view’ by Abdullah et al. [1], and (b) ‘Graph view’ by Kolter
et al. [36].

(a) (b)

Figure 8: Geographical boundaries by (a) Mun et al. [41], and (b) Sadeh et
al. [53].

the underlying functionality. Table 5 lists publications keyed by the visual rep-
resentation chosen for the respective implementation. Section 5.5.3 discusses
TETs that employ multiple forms of representation. Chronological views,
sometimes called timelines, display distinctive events in chronological order
(Figure 11). Data items are singular atomic items of personal data. Group
views comprise semantically related items, such as groups of users that are
contextually related. Hierarchical views visualise hierarchical one-to-many re-
lationships between superordinate and subordinate items (Figure 7). If mul-
tiple levels are displayed simultaneously, such views are sometimes referred to
as ‘tree views’ [1]. Home screen refers to displaying data prominently on the
home screen of a device. Maps visualise coordinates in a geographical repres-
entation (Figure 8). Notification denotes messages used to notify users about
events at the time of the incident. Service refers to a view based on individual
services or service providers to whom users have disclosed personal data.

For example, a considerable amount of the TETs reviewed were designed
to enhance the transparency of location-based services. The majority of such
TETs employ established web-based services, such as Google Maps22 [9, 41,

22https://maps.google.com/
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(a) (b)

Figure 9: Geographical heat maps by (a) Biswas et al. [10], and (b) entropy
densities by Toch et al. [57].

52] or OpenStreetMap23 [51]. Some TETs overlay the standard map views
of these services with additional, contextually enriched information, such as
blurry areas in which a particular person can be found without revealing that
person’s exact location. Four reviewed TETs use semi-transparent shapes to
signify the respective areas of interest. Mun et al. [41] and Toch et al. [57]
use circular boundaries to visualise contiguous shapes (Figure 8a), whereas
Xu et al. [62] use polygonal shapes, and Sadeh et al. [53] circumscribe such
areas with rectangular lines (Figure 8b). Biswas et al. [10] and Toch et al. [57]
use heat maps to symbolise fuzzy areas based on geographic coordinates (Fig-
ure 9). By including coloured nuances in the visualisation, heat maps add an
additional dimension to the location data, which Toch et al. [57] use to signify
the entropy of individual geographic measuring points (Figure 8b).

Icons. Iconified elements and pictographs count on the recognisability of
graphical symbols. Once learned, icons can be used to convey codified mean-
ing potentially quickly. A viewer recognises icons either due to her personal
experience based on previous knowledge and socio-cultural imprint, or as a
result of repetitive exposure to that icon in the same application context.

Ideally, icons employed by TETs would be self-descriptive and conform
with the user’s expectations [28]. If used infrequently, icons would still be re-
cognised rather than recalled, ideally due to being standardised across multiple
implementation platforms [43]. However, the icons discussed in the reviewed
TETs are rarely universal but were found instead to be tailored to specific
target audiences.

SomeTETs complement their textual or graphical visualisationswith icons
that either stem from standard icon sets or are self explanatory enough to be
recognisable in terms of their denotation (Figures 7 and 10). Abdullah et al. [1]
use standard folder icons to represent nodes in hierarchical structures, while

23https://www.openstreetmap.org/
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(a) (b)

Figure 10: (a) ‘Translucence Map’ by Kani-Zabihi et al. [32], and (b) ‘Trace
view’ by Fischer-Hübner et al. [18].

Bier et al. [8] and Angulo et al. [5] use pen icons to hint at the underlying func-
tionality of editing and modifying contents. Such icons are easily recognisable
by regular users of these platforms.

Angulo et al. [5] use icons branded by online platforms to signify screen
components that are related to the respective service providers, as well as in-
dividual icons for different kinds of data items. Kolter et al. [36] use highly
customised icons to denote multiple entity types. Each type varies in colour
and symbol, and each bears a textual acronym of its respective type, such as
‘SP’ for service provider, in the lower third of the icon (Figures 7 and 11).
Icons that refer to online services show the branded logo of that service as
an image. The primary visualisation of the TET by Schlegel et al. [54] relies
on an iconic metaphor, a pair of eyes on the home screen of the device, to
signify external queries regarding the user’s location. Although the icon as
such is unknown at first, its meaning becomes clearer by means of the icon’s
connotation, as well as by the dynamics of its appearance in correlation to
the amount of disclosed data. The implementation of Hsieh et al. [24] makes
use of a client-sided application that is used to receive local notifications. The
colour of its run-time icon changes in response to the query status.

5.5.2 Guidance

Guidance24 on the part of a TET goes beyond matter-of-factly visualising
details about disclosed personal data. TETs that guide users take deliberate
stances as far as the extent of disclosed personal data is concerned. Such TETs
may guide the user towards obtaining better awareness of a particular circum-
stance, or even nudge her to take action due to certain disclosed data being
considered detrimental or critical. Ultimately, guidance on the part of a TET
implements the transparency principle of notification and, if necessary, en-
courages change in terms of reconsidering the user’s previous decisions.

Judgmental statement. Some TETs take a judgmental stance in terms of
24Guidance (noun): “Advice or information aimed at resolving a problem or difficulty, espe-

cially as given by someone in authority.” [45]
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Table 5: Types of visualisation implemented by the TETs

Display Publications

Chronological Abdullah et al. [1], Karegar et al. [33], Kolter et
al. [36], Sadeh et al. [53], Tsai et al. [59]

Data items Bier et al. [8], Biswas et al. [10], Karegar et al. [33]
Group view Hsieh et al. [24], Schlegel et al. [54]
Hierarchical Abdullah et al. [1], Bier et al. [8], Karegar et al. [33],

Kolter et al. [36], Trabelsi et al. [58]
Home screen Schlegel et al. [54]
Map Bilogrevic et al. [9], Biswas et al. [10], Karegar et

al. [33], Kelley et al. [34], Mun et al. [41], Riederer
et al. [52], Sadeh et al. [53], Toch et al. [57], Trabelsi
et al. [58], Tsai et al. [59], Xu et al. [62]

Notification Balebako et al. [7], Hsieh et al. [24], Pistoia et al. [49],
Schlegel et al. [54], Sadeh et al. [53], Trabelsi et al. [58]

Service Balebako et al. [7], Bier et al. [8], Kolter et al. [37],
Kolter et al. [36]

displaying information. Such visualisations aim to hint at consequences that
might arise for a data subject who disclosed her data. Respective implementa-
tions rely on thresholds that, once exceeded or fallen short of, result in chan-
ging the characteristics of the visualisation. For example, some TETs rely on
a change of colour, size or shape of the visualisation to signify the level of im-
pact of the disclosure on the user’s privacy (Section 5.5.1). Depending on the
effect the designers of the TET intended to induce in the user, such alterations
reside in the continuous range between subliminal and eye-catching.

Changes of characteristics can be used to indicate the severity of the cir-
cumstances more clearly, or even to nudge a user towards action. By making
judgmental statements, such tools may, for example, stimulate a certain be-
haviour in the user, which may not be achievable by solely relying on neut-
ral facts. However, a judgmental view is not mutually exclusive to a neutral
stance. In fact, TETs that assume both stances by providing both types of
data might satisfy scrutinising users better than the ones that provide just a
singular view.

On the one hand, judgement or attempts to nudge a user into acting or
reacting in a certain way might aid inexperienced users in getting a clearer
picture of the privacy issues underlying their online activities. For example,
the TET presented by Balebako et al. [7] changes the colour of their display,
if the total amount of disclosures of a trait exceeds a certain threshold (Fig-
ure 6a), while Hsieh et al. [24] use a change of colour of the taskbar icon to
indicate the fact that the user’s personal data have been queried.

On the other hand, judgement on the part of an algorithm might be mis-
leading in that it does not necessarily reflect the actual view of a particular
user, let alone all possible users. Different users have different conceptions as
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regards the severity of disclosing particular data items, and many algorithms
will not be able to satisfyingly take each user’s preferences into account. The
algorithm that determines whether the disclosure is acceptable, marginal or
critical in a specific scenario is often not transparent to users, nor are the hard-
coded settings of respective threshold values (Figure 6b). ManyTETs reviewed
do not seem to allow users to customise these values in order to accommodate
their individual requirements for particular types of data. The TET presen-
ted by Biswas et al. [10] allows users to set individual ratings for the mon-
itored modalities that serve as thresholds for judgmental statements made by
the TET. A few other TETs handle individualisation by employing machine
learning to learn the user’s preferences by analysing the decisions she made in
past [9, 34, 53]. Some of these implementations predict contextually related
future decisions with high accuracy, or even allow trained classifiers to make
decisions autonomously. Decisions made in lieu of a user of such TETs can be
reviewed at any time. However, the fundamental functionality of automated
decision-making processes may not be transparent to the majority of users.

Recommendation. Recommendations25 relate to judgmental statements in so
far as that they point out a state that is considered suboptimal in the respect-
ive usage context. Like judgmental statements, a recommendation might em-
ploy graphical means to coax users into action. Unlike judgmental statements,
however, a recommendation goes further in that it more explicitly gives ad-
vice about the necessity of a change, or even offers a concrete substitute for the
present state. Recommendations facilitate the user’s decision-making process
by offering favourable options, thus mitigating the necessary user’s cognitive
load for making rational decisions on her own. They work towards what is
considered optimal in the respective usage context by aiding users in reaching
that state.

Whereas ex ante TETs aim at guiding users in making beneficial decisions
before they disclose their personal data, ex post TETs take these data into
account and guide users towards adapting their previous decisions. Recom-
mender systems scrutinise the user’s privacy settings26 in terms of improvab-
ility. The nominal value considered optimal by a recommender system may
vary. The systemmight target the equivalent of a social norm, considering the
decisions of a certain subset of users, such as a user’s trusted friends, as con-
vergence points. It might also consider individual users by trying to analyse
the patterns of their previous decisions, and then try to detect outliers that
deviate from these patterns.

In the context of privacy, unintentional deviations might be considered
errors. Thus, a TET that aids users in recognising, diagnosing and recovering
from errors would improve usability [43]. Recommendation builds upon the
principles of consciousness, control and consent [46]. By recognising and
pointing out the necessity for a change, a TET raises the user’s awareness, at

25Recommendation (noun): “A suggestion or proposal as to the best course of action, especially
one put forward by an authoritative body.” [45]

26Most publications reviewed either use the term ‘privacy settings’ or ‘privacy policies,’ denot-
ing the settings that specify what, when and to whom personal data are disclosed.
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the same time providing her with an immediate means to make the change.
Besides enabling control, the act of notification incorporates the user’s consent
into the decision-making process.

Recommendation is related to intervenability (Section 5.6) in that it sup-
ports a user’s decision-making process, which might eventually entail the rec-
tification of her personal data. However, it is not tied to exercising the legal
right of rectification or erasure as such (Sections 1 and 2), but to facilitating
an improvement of the user’s choices as regards disclosing her personal data.

The TET presented by Kelley at al. [34] is built on the concept of ‘user-
controllable policy learning,’ a cooperative approach between the user and the
policy management system. Based on the user’s settings, the system makes
automated decisions in lieu of an originator as regards disclosing or not dis-
closing that user’s data to querying third parties. By reviewing and comment-
ing on the choices made by the system, as well as by making changes to their
settings, users help to train future decisions of the system, ultimately optim-
ising the user’s settings by applying incremental updates. Similarly, the TET
presented by Mun et al. [41] is based on an architecture that implements a
‘personal data vault.’ The TET provides users with an active ‘rule recom-
mender’ that suggests changes to the users’ privacy settings. The tool visualises
possible risks based on the user’s settings, thus helping her find her optimal
settings that best support utility and privacy. The recommender system of
the TET presented by Sadeh et al. [53] specifically aids users in refining their
privacy settings by providing them with meaningful suggestions for changes.
Conversely, ‘SPISM,’ the TET presented by Bilogrevic et al. [9], assessed the
nominal values as regards a user’s sharing behaviour by means of an extensive
online survey, which the authors use tomeasure the accuracy of the automated
decision-making of their TET.

5.5.3 Perspective

The reviewed TETs vary in terms of multi-facetted visualisation. Some TETs
rely on a single form of visualisation, whereas others combine several per-
spectives or multiple levels of detail. Such flexibility lends itself to scrutinising
disclosed data under different angles and may allow for richer insight into the
exact circumstances under which personal data were disclosed.

Multilayered. Multilayered visualisations display information in multiple
levels of detail.27 Multilayered designs usually start with an overview of gen-
eric, coarse-grained information. To be as clearly readable and as quickly di-
gestible as possible, such data are often kept to a bare minimum. Buttons,
hyperlinks or icons reveal secondary, more detailed information about the
respective data item. Multilayered displays often implement a hierarchical,
top-down navigation paradigm. Some visualisations support cross-references
between multiple views, allowing for a sequential or contextual traversal of
the available data.

27Multilayered (adjective): “Having or involving several distinct layers, strata, or levels.” [40]
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(a) (b)

Figure 11: (a) Chronological views by Fischer-Hübner et al. [18], and (b) by
Kolter et al. [36].

Mun et al. [41] display location sample points on a map where each ad-
ditional contextual detail can be displayed. Tsai et al. [59] display a ‘show
details’-button along with reviewed log records. Sadeh et al. [53] provide sim-
ilar functionality complemented by a real-time notification that offers general
and detailed information about queries regarding the user’s location. The im-
plementations presented by Bier et al. [8] and Angulo et al. [5] work similarly
in how they visualise disclosed personal data. Both provide an initial overview
that shows the relationships of data subjects with whom the stakeholders they
share personal data. Upon request, both TETs provide detailed information
on individual data controllers, as well as on the individual data items that have
been disclosed to these stakeholders.

Multi-angled. Multi-angled visualisations provide multiple views in order to
display different angles of the same underlying data set.28 Unlike multilayered
visualisation, multi-perspective visualisation is not necessarily arranged in a
hierarchical top-down order but provides multiple perspectives of the same
basic phenomenon. Each of these views represents a self-reliant visualisation
in its own right. A perspective might, for example, comprise a sub set of data
associated with a specific partial aspect of a data item, such as a compound
view of certain decoupled modalities that collectively bear a contextual mean-
ing. It might represent a particular data type and choose a form of repres-
entation that meaningfully visualises the respective properties of that type. A
multi-angled visualisation might also literally represent the vantage points of
multiple stakeholders involved in the scenario, such as the views of multiple
data processors on a data subject’s personal data.

For example, a map view is suitable for visualising geographic coordinates,
whereas a timeline might be more appropriate for displaying these coordin-
ates in temporal order. The TET presented by Karegar et al. [33] visualises
geographical measurement points as time stamps of events on a chronological
time line. Alternatively, it displays these geographical locations as the vertices
of a directed graph on a map view. Table 6 lists exemplary publications along
with the perspectives they employ.

28Multi-angled (adjective): “Involving a view or approach from several angles.” [45]

70



Table 6: Overview of multi-perspective TETs

Publication Perspectives

Abdullah et al. [1] Histogram over time, bubble chart, hierarchical
view, Seesoft view

Kolter et al. [36] Service-providers, chronological, hierarchical
(‘graph view’)

Biswas et al. [10] List of apps disclosing data, details about indi-
vidual data items, details about access to location,
contacts, and file system

Hsieh et al. [24] Notification, disclosure history, summary of data
processors

Fischer-Hübner
et al. [18]

Connections between data processors and data
items (‘trace view,’ Figure 10b), map view, chro-
nological event log (‘timeline view,’ Figure 11a)

Trabelsi et al. [58] Hierarchical access control graph, hierarchical
view about distribution of data

Schlegel et al. [54] Metaphoric home screen, access details grouped by
customisable groups of users.

Xu et al. [62] Customised audio, camera, and map views

Data flows. In cases where multiple stakeholders exchange or disseminate a
data subject’s personal data, such micro transactions are treated as data flows
between these entities. Data flows can result from immediate action on the
part of a data subject, such as submitting a web form. They could also be
triggered by querying a downstream processor for the subject’s personal data
controlled by a primary data controller. In the latter case, the data subject
did not trigger the data flow proactively, but instead acts as a query target of
a third party. TETs that visualise data flows need to take into consideration
not only processes performed by an individual data controller but must also
retrieve necessary information from respective downstream processors.

In this classification scheme, data flows are treated as a visualisation tech-
nique because they provide practical insight into the path that a particular data
item has taken over time. From a user’s point of view, they therefore allow
for an additional perspective where personal data stored and controlled by a
stakeholder can be scrutinised. That is not to say that data flows could not
also be classified as a type of predication (Section 5.4).

The TETs presented by Bier et al. [8] and Zavou et al. [63] visualise data
flows between multiple stakeholders. Zavou et al. [63] call their review pro-
cess ‘audit trails’ and represent data flows quantitatively on a schematic map
using distinctive lines between network entities. The architecture described
in the paper relies on a central authority that maintains the centralised infra-
structure necessary to log the data flows between respective entities, which, in
turn, provide services for end users. Kani-Zabihi et al. [32] visualise flows of
personal data on a conceptual level by interactively highlighting the commu-
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nication channels between entities that exchanged the data subject’s personal
data (Figure 10, left). The TET of Bier et al. [8] allows for pursuing individual
data items between and along the chain of downstream processors involved in
processing them.

5.6 Support for intervenability
Intervenability denotes a data subject’s legal right to rectify and erase her per-
sonal data as stipulated by the GDPR, Art. 16 et seq. [17]. Transparency is a
prerequisite for intervenability. Even though intervenability as a subsequent
step goes beyond transparency, the legal transparency principle pursuant to
the GDPR not only informs data subjects about their intervenability rights,
but also makes them aware of how to exercise them. One way of making users
aware of their intervenability rights is to support them in exercising those
rights with regard to their data when those data are being made transparent.
In that way, the context of exercising their rights may be comprehensible to
them. To facilitate the process of intervention, TETs may tap directly into an
automated functionality maintained by a data controller, provided suchmeans
exist.

Intervenability relates to an ‘interactive’ means of control and verification
in Hedbom’s survey [21], which also states that interactive control goes bey-
ond ‘read-only’ access to disclosed personal data in that it allows data subjects
or their proxies to “actively influence the stored data.” It relates to the HCI
principles of being able to exercise control [26, 28, 43, 46] over the process
that involves storing and processing the data subject’s personal data, as well
as providing the means necessary for maintaining or revoking consent given
previously [46].

‘PrivacyInsight’ by Bier et al. [8] enables data subjects to exercise their
legal rights as regards rectification and erasure of personal data. ‘Data Track’
(‘GenomSynlig’) [5] offers similar functionality, enabling data subjects to rec-
tify and erase individual data items stored in the cloud. Both publications
discuss and explicitly build upon the stipulations of the GDPR [17], and, in
theory, provide the technical means necessary to exercise the data subject’s
rights. Kani-Zabihi et al. [32] introduce ‘Privacy Enquiry,’ effectively an on-
line chat, as a featured communication channel to the data controller. The
primary purpose of the chat is to promptly express privacy concerns. It is left
open as to whether this medium could also be used to issue a request to rectify
or erase disclosed personal data.

In the classification scheme of this survey, the adaptation of a user’s pri-
vacy policies in terms of modifying the access control used to validate queries
for the data subject’s personal data by third parties is not considered an act
of rectification. In particular, data disseminated throughout shared environ-
ments (Section 5.1.2) can not be revoked that way. An adaptation of a user’s
preferences represents a purely technical operation that affects future queries
of the user’s personal data rather than being a legal process that entails the
exertion of personal rights.
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5.7 User Studies
Some of the reviewed TETs are either the result of, or tested by the means of
user studies that have been conducted before, during or after the implementa-
tion of the presented prototypes. The classification distinguishes between pre
studies and usability tests.

Pre studies are conducted before or during the implementation phase. Their
purpose is to better understand the previous knowledge, preferences and ex-
pectations of the intended target audience. A pre study plays an essential role
in the elicitation of requirements during the conception of HCI systems. In
the case that evaluation of a designed prototype does not meet the specified
requirements, the study phase may be revisited, resulting in another iteration
of the development life cycle [29].

Conversely, usability tests evaluate the effectiveness, efficiency and satisfac-
tion on the part of the intended audience as regards performing the task for
which the TET was designed [26]. Depending on the exact purpose of the
TET, usability tests of implementations may be conducted during or after the
implementation phase. Usability tests of mockups may precede the actual im-
plementation in order to detect conceptional or design flaws even before the
first prototypical implementation. The classification distinguishes between a
single test (‘Usability 1’) and two or more test iterations (‘Usability 2+’) to
emphasise the fact that the designers of some TETs attached particular im-
portance to testing the usability of their implementation.

Effectiveness and efficiency. Stipulated ISO usability principles of effective-
ness29 and efficiency30 [26] seek to provide conclusive measures of the usab-
ility of interaction systems. ISO 16982 [27] specifies various methods for as-
sessing the usability of HCI systems. Methods such as observation, perform-
ance measurements, questionnaires and interviews can either be used solely
or jointly to assess whether and to what extend an interactive system is actu-
ally usable by the respective user group. They allow for qualitative as well as
quantitative analysis of the artifacts evaluated.

Individualisation [28] of TETs is considered desirable, the actual extent
of its applicability and ultimate benefit for the user depending largely on the
type and complexity of the application. Flexibility in terms of individualising
the workflow associated with completing a task might lead to improved effect-
iveness and efficiency by adapting to the user’s actual requirements and level
of expertise.

Following a qualitative evaluation approach, Abdullah et al. [1] state that
the participants of the user study felt that the TET effectively achieved its in-
tended goal. In contrast, Schlegel et al. [54] rely on a game-based approach
to elicit the effectiveness of their notification mechanism and UI quantitat-
ively. The authors state that the TET proved to inform the participants of
their user study effectively and meaningfully, and argue that their approach is
easier to use than TETs that rely on the retrospective analysis of access logs.

29Effective (adjective): “Successful in producing a desired or intended result.” [45]
30Efficient (adjective): “Preventing the wasteful use of a particular resource.” [45]
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Bier et al. [8] use questionnaires in the form of a System Usability Scale and
a User Experience Questionnaire. The authors provide numerical and graph-
ical representations of their results that reflect the usability of their TET in
terms of various aspects covered by the questionnaires. The user study con-
ducted by Bilogrevic et al. [9] relies on customised questionnaires, some of
whose follow-up questions depend on answers given previously. The authors
present and discuss the results in numerical and graphical form, and relate it
to the capabilities of semi-automatic decision-making on part of their machine
learning algorithm. Mun et al. [41] evaluated the effectiveness of the policy
recommender of their TET bymonitoring the number of participants in their
user study that adapted their settings after being notified by the tool. They
observed that the number of users who changed their settings after being noti-
fied declined over time and concluded that their recommendations effectively
helped them to establish settings that met their personal requirements.

Comprehensibility. Comprehensibility31 issues may arise due to the viola-
tion of one or more design principles for usable software, such as ‘suitability
for the task,’ ‘self-descriptiveness’ and the ‘conformity with the expectations
of the users’ [28]. Such discrepancies relate to a lack of comprehension and
consciousness on the part of the user [46], mitigating her ability to correctly
interpret the system status or to aptly exercise control in order to change that
status as a result of a rational decision [28, 46]. The availability of ‘help and
documentation’ [43] is desirable; however, it would ideally not be necessary
for TETs that are truly self-descriptive. A deviation of the user’s mental model
from the functionality provided by a TET can be detected via user evaluations.
However, only some of the surveyed papers include evaluation results about
the users’ ability to comprehend the data processing and data flows visualised
by the evaluated TET.

In the user study conducted by Kolter et al. [36], participants stated that
they found the user control of the TET ‘intuitive’ and that all information was
clearly presented. Likewise, most test subjects of the user study conducted by
Hsieh et al. [24] stated that they found the TET ‘intuitive’ and ‘easy to use.’
However, some users stated the flexibility of the UI comes at the price of a
tedious bootstrapping process. Some test subjects in the user study conducted
by Mun et al. [41] stated that they appreciated the functionality of the TET
but would have preferred an UI that is more intuitive.

The study conducted by Balebako et al. [7] indicates that users have diffi-
culty distinguishing between technical terms that the designers of the TET had
taken for granted. Users mentioned, for example, that the difference between
the ‘phone number’ and ‘phone ID’ of a mobile phone is not self-explanatory.

Evaluations of ‘Data Track’ (‘GenomSynlig’) by Angulo et al. [5] revealed
that test subjects had difficulty differentiating the client site, where data dis-
closures were logged locally, from the service side assessable via the UI in
exercising their data subject rights to access and intervenability. These results
confirmed results gained via previous usability studies that revealed that the

31Comprehensible (adjective): “Able to be understood; intelligible.” [45]
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users’ mental models of data flows between client and services sites and of In-
ternet data flows often do not match with the real world [48], thus conflicting
with the usability principle ‘match between system and the real world’ [43].

Awareness. Multiple user studies evaluate the change of awareness of users
regarding their personal data being disclosed.32 Awareness relates to ‘self-de-
scriptiveness’ and the ‘conformity with the user’s expectations’ [28], as well
as the ‘visibility of the system status,’ and the ‘match between the system and
the real world’ [43]. It is also key for the user’s comprehension and conscious-
ness [46].

To verify the impact on the test subjects’ awareness, Hsieh et al. [24] delib-
erately introduced an irregular event during their field study. After the field
study, they combined interviews with surveys and questionnaires to assess the
usability of their TET. The authors state that, after becoming more familiar
and comfortable with the TET, the users’ awareness about which data had
been disclosed to whom increased between the first and second iterations of
their study.

The participants of the user study conducted by Balebako et al. [7] state
that the evaluated TET helped them develop a better understanding of the fact
that apps installed on mobile devices leaked personal data. Abdullah et al. [1]
state that visualising the search terms that users used in the past raised these
users’ overall awareness about the traces they left on the Internet. Sadeh et
al. [53] conclude that an increase in the test subjects’ context awareness leads
to privacy settings that more accurately reflect these users’ actual preferences.

Feedback. The ‘visibility of the system status’ as a core usability heuristic [43]
merits particular attention. The availability of meaningful information about
the status of a system is a necessary condition for rational decision-making on
the part of a user. Without feedback33 from a TET, a user might be unable to
assess the current status of her personal data [46]. Consequently, such a user
might be unable to make a rational decision as to how to interact with and
exercise control over the TET.

Multiple user studies examine the impact of system feedback on the users
of a TET. The findings of Schlegel et al. [54] show that system feedback makes
users more comfortable in sharing their location data. Along similar lines,
Tsai et al. [59] state that the users’ level of comfort in terms of sharing their
location data differs depending on whether they receive meaningful feedback
from the system about the queriers of their data. In contrast to a control
group that had not received feedback, test subjects who had received system
feedback were more comfortable sharing their location.

The user study conducted byHsieh et al. [24] shows that users particularly
value immediate system feedback on queries to their location, and also appreci-
ate the ability to audit disclosed personal data in general. Mun et al. [41] write

32Awareness (noun): “Concern about and well-informed interest in a particular situation or
development.” [45]

33Feedback (noun): “The modification or control of a process or system by its results or ef-
fects” [45]
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that their user study shows that users appreciated system feedback in that it
helped them to better understand whether their respective settings matched
their actual preferences, as well as what kind of data were actually disclosed to
whom. Kani-Zabihi et al. [32] concede that the online chat implemented for
their TET proved to be the least favourable of the feedback controls evaluated.
According to the test subjects, chat as a medium was considered inappropriate
in terms of serving as a means to convey privacy concerns to a data controller.

Aesthetics. Of the usability heuristics, aesthetics34 and the look and feel of
an UI play important roles in working towards a satisfying user experience.

The user study conducted by Abdullah et al. [1] shows that participants
preferred visual designs that are ‘user friendly’ and ‘well organised,’ exempli-
fying the principle of ‘aesthetic and minimalist design’ [43]. The test persons
favoured a traditional hierarchical design over aesthetically pleasing but un-
usual forms of visualisation, such as bubble charts, exemplifying a preference
for ‘consistency and standards,’ as well as ‘recognition rather than recall’ [43].
The reiterated user study of a Firefox plug-in implemented according to the
findings of the first study in the form of a ‘file tree view’ confirmed the usab-
ility of the evaluated TET.

Satisfaction. An ISOusability principle, satisfaction,35 denotes personal com-
fort and encouragement, as well as the perceived usefulness of an application.
A user experience that is entirely satisfying has the potential to entail an ex-
tended use of an application.

The interviews conducted by Kolter et al. [36] with test persons that eval-
uated the usability of their TET showed that they “understood and valued
the advantages” of the tool. The participants of the user study conducted by
Abdullah et al. [1] attested to the usefulness of the browser extension that was
developed, but some questioned its usefulness in a home environment. Most
participants in the user study conducted by Balebako et al. [7] found the TET
useful and would like to install it, or a similar app, on a mobile device. Like-
wise, the participants in the user studies conducted by Mun et al. [41] and
Toch et al. [57] stated that the respective TET represented a useful tool for
managing their data and were willing to use it in the future. Toch et al. report
that about one third of the test subjects actually used the tool one month after
the study had finished. The usability tests conducted for ‘Data Track’ (‘Gen-
omSynlig’) showed that the majority of test users considered Data Track to be
a potentially useful tool, appreciated its transparency options, and would use
it on a regular basis. Hence, the perceived usefulness of ex post TETs seems to
be high, which has been confirmed by the reported evaluation results in the
surveyed publications.

34Aesthetic (adjective): “responsive to or appreciative of what is pleasurable to the senses” [40]
35Satisfaction (noun): “a source or means of enjoyment” [40]
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6 Discussion

6.1 Maturity
From what can be assessed from the publications themselves, the maturity of
the TETs reviewed seems to vary. Kani-Zabihi et al. [32] explicitly point out
the prototypical state of their TET. Popescu et al. [50] conducted their user
studies using mockups and refer the reader to the future implementation of
the actual tool. The functionality of some TETs, such as [39, 49, 58, 63], were
not described with technical specifications, such as the hosting platforms of
the TETs. No user studies or usability tests were conducted to evaluate these
implementations. It remains unclear whether the TETs described actually ex-
ist in the form of a prototypical implementation. In some cases, it remains
unclear whether the graphics depicted in the respective publication represent
actual UIs of prototypical implementations or preliminary mockups. Con-
sequently, the actual usability of such TETs, that is, their suitability for their
designated task [28] could not be assessed.

Conversely, a considerable amount of the reviewed TETs were available
in their second development cycle, and their authors reported that the pro-
totypes had been evaluated and improved in each iteration. Usability tests
conducted during and after each cycle underpinned not only their actual us-
ability, but in some instances also satisfaction on the part of the test subjects.

6.2 Trends
In the course of this survey, location-based services could be identified as the
one scenario that was discussed by far by the most publications. sixteen pub-
lications [7, 9, 10, 24, 33, 34, 39, 41, 49, 52, 53, 54, 57, 59, 62] explicitly refer
to location data as personal data that can be reviewed using their TET, while
seven [9, 34, 41, 53, 54, 57, 59] treat the user’s location as the primary personal
asset on which their respective usage context is focused. Eleven TETs that
were reviewed rely on map-based visualisation of geographic data (Table 5).
The fact that much research has been conducted in this area seems to under-
score the significance of more transparency of location-based services.

While cloud computing is at least the scope of application for some TETs,
such as the one presented by Angulo et al. [5], the area of Internet of Things
(IoT) is not specifically addressed by the reviewed TETs. As the privacy prin-
ciple of transparency is also at stake in smart environments, TETs for IoT
scenarios will be an area that is in need of further research and development
in the future.

6.3 Gaps
The aspects discussed throughout this section are specifically related to short-
comings observed in the reviewed TETs as regards deviations from the prin-
ciples for transparency and usability, as specified in Sections 1 and 2. These
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shortcomings also point out areas where further research on TETs will be
needed in the future.

Self-descriptiveness. The prototypes of many TETs seemed either moder-
ately abstract or focused on a specific usage context. The ones that leant to-
wards abstract contexts, such as large-scale infrastructures based on central
authorities [39, 49, 58, 63], were often not discussed in terms of their actual
usability. The question of whether TETs that reflect such highly abstract scen-
arios were self-descriptive enough and in accordance with the expectations of
their respective users [28] in order to be actually usable remained unanswered.

Transparency and control of judgmental statements. Some TETs that op-
erate in a data sharing environment (Section 5.1.2) allow users to customise
their privacy settings in terms of deciding which party has access to their data.
In this respect, they are suitable for individualisation as regards the users’ pref-
erences [28]. However, some TETs that make judgmental statements about
the users’ personal data (Section 5.4.1) do so without the user knowing the
grounds onwhich these judgments were made. Consequently, respective func-
tionality leans towards ‘invisibility’ as far as the transparency of the underlying
process is concerned (Section 1). In contrast to ex ante TETs, many ex post
TETs do not allow users to set their own preferences for individual thresholds
of such statements. However, being able to customise these thresholds might
be desirable when targeting different target audiences.

Suitability for individualisation. Some TETs lack a combination of mul-
tilayered, multi-perspective forms of visualisation that provide both general
and highly specific information about disclosed personal data. Combining
both might not only enable users with different levels of knowledge, but also
different roles and backgrounds, to more meaningfully and satisfyingly review
the personal data they disclosed to a data controller. By lacking respective ver-
satility, such TETs do not seem to satisfy the ‘conformity with user expecta-
tions’ [28] and ‘flexibility and efficiency of use’ [43] expected by the various
representatives of the target audiences. Generally speaking, not adapting to
the user’s mental model can be considered a lack of ‘suitability for individual-
isation and learning’ [28].

Error prevention. Configuring privacy settings in shared environments (Sec-
tion 5.1.2) typically entails tedious decision-making processes on the part of
users due to the potentially large number of stakeholders involved. The di-
versity of the groups of users involved and the various levels of trust required
to express a data subject’s relationshipwith them demands an equally high cog-
nitive load in terms of customising respective privacy settings. It is noticeable
that the recommender systems discussed in Section 5.5.1 were exclusively im-
plemented for shared environments, underscoring the fact that users of such
systems know that they are disclosing certain personal data in the first place.
In that regard, respective TETs are specifically designed to aid users in optim-
ising their sharing behaviour.

However, active recommendation is also imaginable for TETs designed for
solitary environments. Respective functionality might not only hint at inad-
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equacies detected in a user’s settings but also provide an immediate, context-
relatedmeans to facilitate changes that lead tomore favourable privacy settings
for users. By doing so, these TETs would aid users to better recognise and re-
cover from errors regarding the disclosure of their personal data [43].

Support intervenability. While intervenability goes beyond transparency,
TETs should create awareness and guidance for data subjects in terms of exer-
cising their rights for intervenability. As discussed earlier, this can be achieved
if online access functions for exercising data subject rights are provided, en-
abling users of TETs that leverage such functionality to review their data and
related information. However, only a few TETs that are currently available
provide access to respective functionality. It may turn out that one of the
greatest challenges will be the development of and agreement on technical
standards for the implementation of the functionality necessary to issue legit-
imate change and deletion requests on behalf of data subjects.

Standardised icons. Similarly, there are currently no recommended standard
sets of icons available to aid developers in designing meaningful UIs that build
upon the principles of ‘self-descriptiveness’ and ‘conformity with user expect-
ations’ [28], as well as ‘consistency and standards’ and ‘recognition rather
than recall’ [43]. Conversely, the GDPR mentions that ex ante transpar-
ency information may be accompanied by standardised icons, which should
be machine-readable.

Icons are also used in many ex post TETs, for example for displaying data
types, purposes of processing or data recipients. Such pictographs should
be intuitive and, for reasons of consistency, be the same as in ex ante TETs.
Hence, the standardisation of meaningful policy icons will also be important
for ex post TETs.

Research conducted in this area [23, 47, 56] has also mostly focused on ex
ante scenarios, exploring alternative ways to inform users about the privacy
policies of online services while minimising the cognitive load required to
comprehend their meanings. Many of the design proposals discussed failed to
reflect the complexity of real-world scenarios. Even if individual prototypical
designs were pointed out as promising, there has been no successful standard-
isation yet of recommended policy icons and of protocols for making them
machine-readable. They are therefore far from being universally applicable to
ex post scenarios.

Data breach notification. Most reviewed TETs are not designed for sup-
porting and advising on data breach notification (GDPR, Art. 4 (12) [17]).
Pertaining to the TET presented by Angulo et al. [5], respective functionality
was conceptually discussed in [4]. However, support for data breach notifica-
tion and automated advice on subsequent actions has not been implemented
in the final TET. As the client-sided module of the TET logs all disclosed per-
sonal data, it has additional contextual information at its disposal for advising
of data breaches. If, for example, it receives a notification about a comprom-
ised password database that contains the user’s password, it might advise the
user about other organisations for which the same credentials are being used,
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and that therefore should be changed. Research on users’ expectations about
the type of guidance they would like to obtain in the case of data breaches was
conducted by Angulo et al. [6].

By recognising respective incidents, guidance on parts of a TETwould im-
prove the users privacy and would implement the usability principle of error
prevention [28, 43]. With the upcoming requirements of data breach notific-
ations (GDPR, Art. 33 et seq. [17]), further research on extensions of TETs
for issuing data breach notifications in a usable manner will be important.

Support accountability. Ex post transparency and data breach notification
are important prerequisites for enforcing the accountability of data control-
lers. The reviewed ex post TETs are not designed to provide ‘hard’ proof that
support data subjects in making data controllers accountable for illegitimate
data processing operations. In that regard, future research could address tech-
niques, such as verifiable computing, that can be used to achieve transparency
with accountability support. The latter technique provides proof of whether
computations of certain authorised functions were carried out correctly.

6.4 Awareness and trust
Some user studies conducted in the publications reviewed in this survey in-
dicate that, in general, test persons appreciate the service of the TETs, most
notably because they allowed for an increased level of awareness of the circum-
stances under which their personal data were disclosed. On these grounds,
TETs have achieved the goal of improving the transparency of the underlying
process. Conversely, Balebako et al. [7] state that average users “lack any con-
sumer education” and tend to be mostly unaware of the potential risks that
arise from using technology that will ormight disclose their personal data. On
the one hand, this discrepancy between desired and actual awareness on the
part of users encourages further research on TETs. On the other hand, it gives
rise to the question as regards the general decisiveness of statements made by
test persons who evaluate processes about which they may have little actual
knowledge.

Kani-Zabihi et al. [32] state that the majority of their test subjects (68%)
considered the service provider of the TET trustworthy, whereas the rest
either disagreed or were indifferent. Trabelsi et al. [58] and Zavou et al. [63]
discuss the aspect of trust with regard to a remote entity, such as an online
service provider. They describe TETs as potential enabler technologies that
make transactions more transparent. The architecture designs presented by
[41], [54], and [63] rely on a central trusted authority that either controls or
stores personal data, and whose purpose is to protect the data from unauthor-
ised access by potentially untrusted parties. In these scenarios, data subjects
would have to trust a single centralised entity with a superset of their personal
data that they may want to share with other parties.

Xu et al. [62] describe a model of trust based on the various components of
the system architecture on top of which their TET is built. [1], [24], [54], and
[41] rely on the assumption that the TET as such is trustworthy. However,
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only Balebako et al. [7] and Kani-Zabihi et al. [32] explicitly address the aspect
of trust with regard to the test subjects’ perception of their evaluated TETs,
that is, whether and why such users would trust a TET, while at the same time
scrutinising the trustworthiness of a different stakeholder.

At first glance, a data subject’s lack of trust in a particular data controller
suggests using a TET as an obvious means to verify and, if necessary, rectify
disclosed personal data. However, reassigning personal trust fromone party to
another inevitably raises the question as to whether such a shift is reasonable
or justified, if only because introducing an additional link complicates the
chain of trust as a whole.

Trust, or the absence thereof, in stakeholders relates to Hedbom’s [21]
categorisation of trust requirements as regards the entity that provides the
privacy-enhancing functionality. Hedbom defines that entities, such as client,
server or third party, be either trusted, or that “no trust [is] needed.” Con-
versely, Janic et al. [31] summarise that better understanding privacy issues
“increases the importance of privacy for trust.” They state that at the time
of their publication, no tools could be identified that enabled users to bet-
ter understand scenarios that dealt with complex data processing scenarios.
They conclude that classifying the appropriate type of visualisation required
to promote trust is a major goal in future work.

6.5 Logging, Compliance, and Trust
The advantage of performing logging locally is that data subjects have better
control over the logging mechanism as such and are, at least theoretically, able
to verify the compliance of the logging process. In such a scenario, however,
the responsibility for the installation, maintenance and security of the TET
typically lies with the user herself, which might not be feasible for laypersons.

The advantage of performing service-side logging is that logging lies with
the one entity that is responsible for providing the actual service, and that has
access to all necessary data and meta data. Consequently, the data can reside
solely in the data center of the service provider, and would not have to be
retransmitted to other entities. However, users of such services would have to
trust the service provider with regard to the soundness and completeness of
the logging process.

The advantage of relying on a third party is that the user’s trust shifts
from the service provider towards an independent, ideally certified service
entity that is responsible for carrying out the task. However, including an-
other entity in the chain of stakeholders complicates the overall process on a
technical, administrative and legal level. It also requires that the data be re-
transmitted and disclosed to that party, and that that party be trusted with
regard to complying with the standards on all levels.
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6.6 Limitations
The publication retrieval process described in Section 4 was meant to be sys-
tematic but not exhaustive. It was not exhaustive in that it started out with a
limited set of databases and search terms and in that it traced the references of
the publications retrieved during the initial search only up to one generation
backwards and forwards. It was systematic in that it followed a rigorous meth-
odology, and in that the screening of the retrieved publications was conducted
according to strict, well-defined criteria.

The screening process conducted after retrieving the publications filtered
out the ones that contextually qualified as ex post TETs but that failed to
meet the specified screening criteria. Most notably, these criteria limited the
selection to publications that presented usable implementations of TETs, that
is, TETs that must at least be available in a prototypical stage or evaluated
mockup. In some cases, the actual maturity of the TET could not be determ-
ined unequivocally because the status of the implementation was not discussed
by the authors of the publication (see Section 6.1). In such cases, the respective
publication was disregarded because the screening criteria could not be applied
reliably. The screening process of the retrieved publications was conducted in-
dependently by both authors of this survey, and the current selection of TETs
represents the superset of articles that both authors agreed upon.

Established ex post TETs, such as Google-Dashboard,36 were not con-
sidered in this survey as they were not discussed in the set of publications
that were retrieved during the literature research. This is not to say that re-
spective TETs do not meet the criteria specified for the research but only that
there were no scientific publications available about them that surfaced during
the search process.

7 Conclusions
On the basis of the publications retrieved via a systematic literature review,
this survey has discussed the state of research of 24 ex post transparency en-
hancing tools (TETs) that have been published in the scientific literature with
the intended purpose of enhancing privacy. The criteria that formed the scope
of the review focused on usable implementations of TETs. The intended out-
come of the review was to scrutinise existing TETs in terms of their actual
usability and functionality for the intended target audience.

One main contribution of this survey has been a new fine-grained classi-
fication of ex post TETs. The TETs have been analysed in terms of common
features, such as the stakeholders involved in processing personal data, the
hosting platform, the actual predication they make and the visualisation tech-
niques they employ. Due to the focus on the usability of the TETs, the course
of pre studies and evaluations that led to the implementation of the TET have
received particular scrutiny. The publications reviewed have been classified

36https://www.google.com/dashboard/
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according to characteristics elicited in the TETs, in particular those relevant
for the principles of transparency and usability. They have been arranged us-
ing a tabular classification scheme that allows mapping characteristics to TETs
and vice versa. This scheme allows for quickly pointing out clusters and sin-
gularities as regards individual characteristics.

The survey at hand relates to existing surveys on PETs and TETs in that
it uses similar but more fine-grained classification characteristics. Similar to
former surveys, it discusses questions such as trust and user acceptance. How-
ever, it goes beyond existing work in that its set of reviewed TETs are based
on a systematic retrieval process that takes into account recent developments.
Thematically, this survey specifically covers usable implementations of ex post
TETs.

The spectrum of the reviewed TETs varies considerably as regards their
maturity, usage context and targeted audience. Referencing individual public-
ations with the classification scheme allows for pinpointing trends and gaps in
existing TETs, as well as possible future research areas. Most TETs available
today were designed for highly specific usage contexts that address users who
rely on a particular data service, such as sharing one’s geographic location
in the context of location-based services. Areas such as IoT and smart envir-
onments have not been a focus of research in the reviewed literature. Few
TETs provide the means necessary to customise and individualise the func-
tionality and UI of the TET according to the preferences and necessities of
individual users. It has also been found that only few TETs allow users to
both review and rectify disclosed personal data, a functionality that European
data protection authorities might be interested in investigating in the foresee-
able future. Moreover, future research and development efforts should focus
on error prevention and context-related help for configurations, the standard-
isation of machine-readable policy icons, and advice and support in terms of
data breach notifications and enforcing accountability.

The objective of this survey was to provide researchers and developers
of privacy enhancing technologies with an overview of the characteristics of
state of the art ex post TETs, on which they can build to achieve Privacy and
Transparency by Design.
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Usable Transparency for Enhancing Privacy in
Mobile Health Apps

Patrick Murmann
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Abstract

We report on our research on usable transparency in the context of
mobile health (mhealth) tracking. Usable transparency refers to the us-
ability of transparency-enhancing tools (TETs), which seek to aid users
of online data services in improving their privacy. Focusing on fitness
tracking scenarios, our research addresses the conceptual and technical
demands of such tools in terms of usability.

1 Research Goal
Our research focuses on privacy-enhancing transparency tools that enable users
to review the data that they have disclosed in the larger context of mhealth.
Our work aims to improve the control of users of mhealth services over their
privacy by providing themwith meaningful information about how their per-
sonal data are processed by data controllers and third parties. Having access
to such information enables users to make informed decisions about how best
to protect their privacy and how to exercise their legal rights pursuant to the
European Data Protection Regulation (GDPR) [1]. Such rights include, e. g.,
the right to withdraw their consent for the processing of their personal data.
Ultimately, our research aims to provide users with a usable prototypical ar-
tifact, an ex post transparency-enhancing tool (TET) [4]. The TET will not
only visualise how and by whom mhealth data are processed, but will also
provide users with customised notifications about

• Personal data breaches

• Consequences of the processing of a user’s personal data, and

• Practical tips about how to improve their privacy.
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Research questions
1. What kind of information are required by users of mhealth services to

make informed decisions about the processing of their personal data?
2. How can such information be visualised to convey meaningful decision

support?
3. How can users be guided in their decision-making processes to satisfy

their individual demands?

2 Approach
The design of the prototype pursues the ISO 9241:210 software life cycle of
human-centered design [2]. Conceptualisation, specification, implementation
and evaluation are conducted under the premise of working towards the de-
mands of a particular target audience – the users of mhealth devices who seek
to review the personal data that they have disclosed previously.

3 Previous Studies
Our research on ex post TETs started in the form of a systematic review of the
literature [5]. An analysis of the body of knowledge led to a survey [4] that
classified existing usable ex post TETs in terms of their conceptual, functional
and technical characteristics. Based on these findings, it pointed out gaps in
the literature, some of which we hope to fill via our own research. As the
usefulness of any tool will depend on the individual user’s predisposition and
attitude, we are particularly interested in providing users with more transpar-
ency and control about the judgemental statements made and the guidance
provided by a TET.

4 Current Work
As far as the user propensity to disclose their personal data are concerned,
it has been pointed out in the literature that the ‘one size fits all’ approach
will unlikely satisfy the needs of all users (e. g. [6]). We therefore believe
that clustering users based on their principal attitudes is key for functionally
reflecting their collective needs. In the context of usable data privacy, the
segmentation of users is sometimes referred to as ‘privacy personas’ (e. g. [3]).

We are currently conducting an online study that seeks to determine
whether users of online mhealth services can be clustered with respect to their
preferences for judgemental statements made by ex post TETs. In that regard,
we are investigating to what extent these preferences are related to the privacy
persona as which individual users primarily classify. Drawing upon the de-
rivative of a quantitative method presented by Morton et al. [3], participants
of the study will be clustered based on their attitude towards online mhealth
services.
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Moreover, the study seeks to elicit to what extent the participants would
like to be notified about various circumstances expressed in the form of them-
atic scenarios. We will examine how the participants’ preferences for different
types of notifications correlate with the privacy persona resulting from the
aforementioned clustering process.

5 Future Work
Based on the findings of this study, mockups of user interfaces that provide
respective types of notifications will be designed. Each design will be user-
tested iteratively in terms of its actual usability. Ultimately, we hope to present
a prototypical software artifact that implements a usable ex post TET and aids
users of online mhealth services to improve their data privacy.
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Abstract

Millions of people are tracking and quantifying their fitness and health,
and entrust online mobile health (mhealth) services with storing and
processing their sensitive personal data. Ex post transparency-enhancing
tools (TETs) enable users to keep track of how their personal data are
processed, and represent important building blocks to understand pri-
vacy implications and control one’s online privacy. Particularly, pri-
vacy notifications provide users of TETs with the insight necessary to
make informed decision about controlling their personal data that they
have disclosed previously. To investigate the notification preferences of
users of online mhealth services, we conducted an online study. We ana-
lysed how notification scenarios can be grouped contextually, and how
user preferences with respect to being notified relate to intervenability.
Moreover, we examined to what extent ex post notification preferences
correlate with privacy personas established in the context of trust in and
reliability of online data services. Based on our findings, we discuss the
implications for the design of usable ex post TETs.

1 Introduction
According to Cisco Systems, the worldwide number of wearable devices con-
nected to the Internet will climb from 325M in 2016 to a projected 929M in
2021 [16]. This means that an increasing number of people track their health
using personal activity trackers like fitness bracelets or smart watches. Such
wearables allow their users to collect statistics about a plethora of physiolo-
gical characteristics, and optionally enrich the data with location data and in-
formation about one’s lifestyle. Hence, potentially seamless information are
collected about a person’s health, pinpointing it in time and space.
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However, according to [7], the consequences of how mhealth data pro-
cessed by data services are not fully transparent to the users of such services.
Data subjects often lack the information necessary tomake informed decisions
about managing their personal data and to exercise their right of intervenab-
ility, especially in scenarios that involve third parties. Conversely, the EU
General Data Protection Regulation (GDPR) [2] stipulates that users of data
services must be able to control their personal data, and grant them a right
of ex post transparency and intervenability rights to delete, rectify, block or
export data or to object to data processing (GDPR Art. 15–20). However, ex-
ercising these intervenability rights implies that data subjects are aware of how
their data are processed, and therefore depend on processes that are transparent
and comprehensible as mandated by GDPR Art. 12–15. Ex post transparency-
enhancing tools (TETs) facilitate transparency by informing about how a data
subject’s personal data have been processed by online services, e.g. by the
means of privacy notifications [17]. As it has been shown in our previous
work, however, existing privacy indicators of TETs often lack transparency
themselves in that their settings are not always verifiable or customisable [11].

Seeking to infer viable predictors for the design of usable TETs, our con-
tribution is to investigate the notification preferences of users of mhealth ser-
vices in terms of (1) how data processing scenarios can be grouped contextu-
ally, (2) to what extent these preferences can be predicted by means of privacy
personas, and (3) how intervenability relates to notification preferences. Ul-
timately, our goal is to help designers of TETs to provide users with default
settings for receiving privacy notifications based on a user’s predisposition.
Receiving privacy notifications that are tailored to their individual needs will
allow users of mhealth systems to make informed decisions about controlling
their personal data they have disclosed previously. We postulate the following
hypotheses:

H1. Users of online mhealth services have different notification preferences
depending on the contextual cue underlying the notifications.

H2. There is a correlation between a user’s privacy persona (Sect. 3.2) and
her notification preferences.

H3. The ability to intervene with the processing of one’s personal mhealth
data has an impact on one’s notification preferences.

Our paper is structured as follows: Sec. 2 discusses related work. Sec. 3
describes the methodology applied in our online study. Sec. 4 presents the
results, while we discuss our findings in Sec. 5, before concluding this paper
in Sec. 6.

2 Related work
Our work shares similarities with [3, 4, 6, 12, 19]. Similar to [19], our study
relies on the concept of personas and how they relate to behaviour and their
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consequences, but investigates the outcome of preferences for privacy notific-
ations instead of behavioural intent. It is related to the work of Knijnenburg
et al. [6] in that it accounts for multiple dimensions that lead to data subjects
being grouped in terms of their privacy attitude. However, we do not seek
to segment subjects according to their disclosing styles, but to establish a cor-
relation between their disposition in terms of privacy and their notification
preferences. Like Emami-Naeini et al. [12], we envision a privacy assistant
that provides its users with customised notifications about personal data pro-
cessing. However, the measure that reflects the independent variables in our
study are not constituted solely by discomfort, but by the overall values cap-
tured by a particular privacy persona.

Related to ex post transparency, Harkous et al. [4] touched upon privacy
indicators by providing insight about potential consequences based on history-
based insight about data processing. Our work complements these indicators
in that we aim to establish the circumstances under which users of TETs want
to receive such notifications. Moreover, our previous work published in [3]
indicates that participants have different notification preferences depending on
whether they could intervene, i. e., do something about how their data were
processed. Hence, we follow up this research by investigating whether and to
what extent intervenability has an effect on users’ notification preferences.

In summary, our study follows a new direction in terms of (1) how scen-
arios dealing with ex post personal data processing can be grouped conceptu-
ally, (2) how privacy personas established in the literature [9] relate to a user’s
preferences of being notified about such scenarios, (3) to what extent inter-
venability has an impact on these decisions, and (4) what implication these
findings have for the design of usable TETs.

3 Methodology
Our study was implemented using an online questionnaire that consisted of
three parts, which are addressed in Sec. 3.1, 3.2 and 3.3, respectively.

3.1 Demographics and usage behaviour
In addition to demographics, the first part collected information on the types
of devices our participants owned, what they were using them for, and with
whom they shared their data. These insights helped us better understand how
our participants reflected the intended target audience of users of mhealth
services.

3.2 Privacy personas based on privacy statements
The second part dealt with privacy statements, which reflected our parti-
cipants’ privacy personas according to Morton et al. [9]. We considered but
ultimately disregarded alternative models established in the literature, such
as Dupree et al.’s [1] segmentation based on qualitative research, as well as
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Westin’s [18] tripartite, mostly linear classification of privacy personas whose
conception predates the advent of the Internet age.

We chose to segment users of online mhealth services according to their
privacy attitude based on 15 statements described in Morton et al.’s study [8].
Test subjects assigned a total of 70 points as weights of 0–10 among 15 state-
ments, which map to five triples that reflect the dominant factors of each of
the five personas. The reason for choosing their segmentation over alternative
approaches is twofold: Firstly, the methodology suggested by Morton et al. is
based on quantitative research that does not require manual post-processing.
Secondly, the narrative factors and themes identified by Morton et al. are gen-
eric in that they capture the notion of a user’s trust in online services, which
potentially map similarly to scenarios encountered in mhealth environments.
We have therefore slightly adapted the original statements to reflect the partic-
ularities of the mhealth context. By doing so, we tried to capture the original
meanings that reflect the five personas established by Morton et al.: Security
Concerned (SC), Organisational Assurance Seekers (OAS), Crowd Followers
(CF), Benefit Seekers (BS), and Information Controllers (IC). SC seek the use
of technological means to ensure the security of their personal data. OAS look
for formal indicators, such as privacy policies, that warrant their trust in a ser-
vice. CF value the reputation of a service and heed the recommendations of
trusted peers. BS are after useful benefits and are willing to give up personal
data in exchange. IC seek to control the collection, access to and use of their
personal data. The Flesch reading ease and Flesch-Kincaid grade level [5] were
not affected by our changes and remained stable at 59.1 and 8.8, respectively.
Tomitigate the effects of cognitive fatigue and habituation, we randomised the
order in which the statements were displayed. We have made available supple-
mentary material about the study design and results on a dedicated website.37

3.3 Categories of notification and notification scenarios
The third part of the study covered notification preferences, which describe
what kind of scenarios related to personal data processing data subjects want to
be notified about. We distinguished three categories of privacy notifications:

Breaches refer to “a breach of security leading to the accidental or unlaw-
ful destruction, loss, alteration, unauthorised disclosure of, or access to,
personal data [. . . ]” according to GDPR Art. 4 (12). Hence, breaches
cover both accidental incidences and deliberate misappropriation of per-
sonal data by the data controller or by affiliated parties.

Consequences. This category seeks to clarify the consequences that arise for
a user of an mhealth service due to the processing of her data. It cov-
ers consequences based on actual facts as well as hypothetical outcomes
given the circumstances at hand. Consequences differ from breaches in
that respective outcomes are the result of personal data processing that is

37https://murmann.hotell.kau.se/notification-preferences/ [10]
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compliant with the privacy law, or that pertain to a possible occurrence
in the future.

Practical tips refer to customised guidance for a user intended to improve
her online privacy. They are customised in that they pertain to personal
situations, and therefore address matters to which users can relate. Prac-
tical tips may suggest a concrete change of behaviour or motivate action
by notifying her to consider alternatives that would improve her data
privacy.

We constructed 17 hypothetical scenarios with themes related to mhealth
(Table 1). We relied on plain language and avoided technical terms that might
be misinterpreted by lay persons. The overall Flesch reading ease of the scen-
arios was 54.4 and the Flesch-Kincaid grade level was 10.8.

Each scenario was displayed in random order on a dedicated screen that
showed the narrative and two questions. In the first question, we asked the
participant whether she wanted to be notified about it. Possible answers were
‘Yes,’ ‘No’ and ‘I don’t know’. If a participant selected the latter option, a
secondary set of options appeared. This set captured the respondent’s uncer-
tainty and offered four follow-up options: “I don’t understand the scenario,”
“I can’t relate to the scenario,” “I need further details to make an informed de-
cision” and ‘Other.’ We deliberately excluded a free text field in lieu of ‘Other’
to prevent users from disclosing sensitive information.

The second question, “Does your ability to object to the processing of
your data affect your choice above?” aimed at capturing the impact of inter-
venability on the choice to be notified. For the sake of comprehensibility, we
substituted the verb ‘to intervene’ by ‘to object’ even though objection does
not holistically reflect intervenability. Available options were ‘Yes,’ ‘No’ and
‘I don’t know,’ the latter triggering the following secondary options: “I don’t
understand the question” indicated ambiguity of the task itself. “I don’t know
what it means to object in this context” meant that a respondent understood
the concept of intervening, but felt unable to apply it, “I wouldn’t know how
to object” implied inability to exercise the legal right, and ‘Other’ covered
everything else.

3.4 Online survey
We implemented an online questionnaire and hosted it on a web server located
in Germany. The answers of the participants were stored using pseudonyms,
so that they could later be linked back to a participant ID assigned by the
crowd sourcing platform for payment purposes. Once the participants had
been paid for their work, these IDs were removed for the purpose of data
minimisation. Before publishing the questionnaire, we conducted six inde-
pendent user tests to evaluate its usability and to fix minor issues. The study
was approved by the ethics committee of the University of Göttingen.
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Table 1: Notification scenarios

Br
ea
ch
es

1. Your data are stored longer than is specified in the privacy policy that you have agreed
to.

2. Your data are processed differently from what is specified in the privacy policy that you
have agreed to.

3. Your data are shared with parties not covered in the privacy policy that you have agreed
to.

4. Your mhealth provider used software in which a critical software bug was detected,
which made the service vulnerable to hacking and unauthorised access.

5. Your data got lost on their way to your mhealth service provider.
6. Your mhealth service provider was attacked by an unknown party on the Internet,

which succeeded in copying some of the data.
7. One of your mhealth provider’s partners has access to data not intended for them.

C
on

se
qu

en
ce
s

8. Recording both your location data (GPS) and your health data (like your pulse and
blood pressure) allows someone with access to these data to knowwhere you performed
your activities, like the trails you hike or ride most frequently and how you performed
along the way.

9. Recording both your health data (like your pulse and blood pressure) and the time
allows someone with access to these data to learn about your general life style, like how
fit you are, your health risks and diseases.

10. You receive customised advertisements about healthy food, sports products and insur-
ances based on the data recorded using your device.

11. Your mhealth provider shares your data with other companies for the purpose of pro-
filing (analyse your data for patterns).

12. Your mhealth provider or their partners reside outside of Europe.
13. Someone with access to your location data (GPS) and the location data of other users

may learn when you have spent time together and what type of activities you have been
performing.

14. Your mhealth provider changed their privacy policy twice since you started using their
services a couple of years ago. Each time, the policy stated that by continuously using
their service users will agree to the terms and conditions.

T
ip
s

15. Your current mhealth service provider shares your data with an online marketing com-
pany and an insurance company. There is a different service provider that offers you
the same level of service quality and device compatibility but that does not share your
data with third parties. You have the option to have your archived data transferred to
the new provider and have them erased from the current one.

16. Your mhealth device senses your pulse rate using the highest resolution possible. The
device has an option to inform you that by using this setting you collect more data than
is necessary to track your health reliably.

17. You have stopped tracking your health and switched off your mhealth device. You have
the option to be notified that you can download and/or erase your health data that are
currently stored online by your mhealth service.
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3.5 Recruitment
We recruited our participants through the crowd sourcing platform Prolific
Academic Ltd38 because all their data processing was conducted within the
EU and its workers were reviewed as being reliable [13, 14]. The population
of workers were screened using three criteria: (1) 18+ years of age, (2) reside
within the borders of the EU, the European Economic Area, or an European
country in which data protections laws similar to the GDPR applies, and (3)
own a mhealth device in the form of a fitness tracker. The high percentage
of workers from the UK [15] mirrored the population primarily reflected in
the studies conducted by Morton et al. [8, 9]. Our test subjects finished the
questionnaire in roughly 20 minutes. Considering European standards for
minimum wages, we paid the workers d 8.4/hour, i. e., d 2.8 for 20 minutes.
The study was published between August 17 and 18, 2018, during which time
300 submissions were gathered.

4 Results

4.1 Demographics and usage behaviour
82% of our participants were from the UK. The second largest groups were
from Portugal and Spain with 3% each, and Italy with 2%. The rest hailed
from all over Europe. 69% of our participants were female and 31%male, one
participant identified as ‘other.’ Their age distribution was similar to the one
published for the total population of workers available on Prolific [15].

The majority of our participants owned mainstream devices, such as fit-
ness bracelets or smart watches. Only few owned breast belts or headbands.
The predominant purpose reported was to track their fitness and motivate
them to exercise. 47% used their device to track their geographic location.
This implies that their devices are capable of processing GPS signals, a feature
usually found only in premium price segments or in combination withmobile
phones. Less than half our participants shared their data with relatives, and
one third shared them with acquaintances denoted as friends. More than one
third did not share their data at all. Roughly 5% of our participants were not
using mhealth devices (anymore/yet). The majority were mid-term or long-
term users who had been using their devices for four months or longer [10].

4.2 Privacy persona segmentation
4.2.1 Composition analysis

Overall, the distributions of most statements were similar in terms of their
means and quartiles. However, statement 10 was a noticeable exception in
that its mean and quartiles differed significantly from the ones of statements
11 and 12. This peculiarity motivated a deeper in-between analysis of the

38https://prolific.ac/
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Table 2: (a) Classification of the participants (n = 300) according to Morton
et al. [8]. (b) Number of personas including duplicates.

(a)

SC OAS CF BS IC Σ

Incl. dupl. 79 60 37 44 45 265
Excl. dupl. 37 24 19 25 23 128

(b)

#Pers. 0 1 2 3

Count 109 128 52 11

triples that constituted each of the five personas established by Morton et al.
[8].

In many cases, we observed a lack of coherence between the three state-
ments of the triples, and in some cases we even detected negative correla-
tions. The dataset contained a considerable number of extreme values, i. e.
weights of zeros and tens assigned to individual statements. For statements
7, 9 and 10, zero was the weight assigned most frequently. Overall, 3.3% of
our participants assigned their points exclusively to the two scores 0 and 10,
and 9.7% relied on four or fewer different patterns to allot their 70 points
among the privacy statements. In 17.3% of all 1500 (300 participants × 5
triples) sets of triples, two statements were very high (≥ 9), whereas the cor-
responding third one was very low (≤ 1). These patterns seemed random
and contradicted the supposedly high coherence of the statements constitut-
ing the triples. More importantly, it questioned the explanatory power they
posed in terms of indicating privacy personas. The high amount of variance
was also reflected in noticeably low values of Cronbach’s α for all five triples
(α = {0.15, 0.25, 0.31, 0.30,−0.02}).

4.2.2 Classification

Irrespective of the incoherence, we carried out the classification according
to Morton et al. [8] to ascertain the privacy personas of our participants
(Tab. 2a). We noticed that 109 respondents could not be classified uniquely,
and that an additional 63 were ambiguous in terms of being classified as more
than one persona (Tab. 2b). Morton et al. designated such cases as ‘unclear,’
and specified clearly specified personas as cases with but a single dominant
triple.

We therefore tried to establish alternative personas based on the privacy
statements using both k-means analysis and principal component analysis.
However, neither method yielded satisfactory results. In the latter case, even
the Kaiser-Meyer-Olkin and Bartlett’s tests failed due to the composition of
the underlying data.

We repeated both analyses on an adjusted dataset, in which we removed
cases with fewer than four different patterns used for weighing the 15 privacy
statements. On average, it took our participants 218 seconds to allot their 70
points. We removed cases inwhich a respondent had spent less than 90 seconds
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Figure 1: (a) Counts of notification choices (n = 300) for scenarios 1–17:
yes, undecided, no. (b) Counts of reasons for being undecided: A. Scenario
unclear, B. Cannot relate to scenario, C. Need further details, D. Other.

on this sub task, which left us with a total of 240 cases. However, the outcomes
of the analyses did not change and we therefore rejected the hypothesis that
the noise inherent in the data was the result of superficiality on the part of
some of the participants.

4.3 Notification preferences
4.3.1 Per-scenario analysis

Most participants chose either ‘yes’ or ‘no’ as answers on the questions of
whether they wanted to be notified (Fig. 1a). On average, less than five re-
spondents per scenario chose ‘I don’t know’ (Fig. 1b). The reason for do-
ing so indicated most frequently was that the respondent needed further de-
tails to make a decision (option C). In most cases, the scenarios seemed to be
comprehensible (few counts of option A), yet not always personally applic-
able (few counts of option B). Scenarios 10, 12 and 16 registered a noticeably
low amount of positive choices. As for accidental events, scenarios dealing
with software vulnerabilities (scenario 4) and cyber attacks (6) registered the
highest counts overall, whereas data loss (5) registered slightly fewer counts
and roughly at the mean of the breaches category. Scenarios about hypothet-
ical data processing (8, 9, 13) registered average amounts. Scenarios related to
location data (8, 13) registered counts that were slightly above the means of
the categories of consequences and tips.

For the subsequent analysis, we removed from the dataset those parti-
cipants who answered ‘I don’t know’ on any scenario, which resulted in 250
out of the original 300 cases. As the cardinalities of the three categories of
scenarios varied (7 breaches, 7 consequences, 3 tips), we introduced ametric of
normalised sums for each group. They represented a uniform measure of the
amount of positive choices irrespective of the cardinality of that group. Over-
all, 83% of our participants wanted to be notified about the circumstances
described in the scenarios. 92% wanted to be notified about privacy breaches,
74% about consequences, and 83% about tips.

Fig. 2 shows the sums of positive choices for (a) breaches, (b) consequences,
(c) tips, and (d) throughout all scenarios. The counts reflect how many differ-
ent scenarios of each respective category our respondents wanted to be noti-
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Figure 2: Counts of sums of positive notification choices per category (n =
250): (a) Data breaches, (b) Consequences, (c) Practical tips, (d) Overall.

fied about. As regards breaches, roughly two thirds (171) wanted to be notified
about all seven scenarios, whereas fewwanted to be notified about five or fewer
scenarios. For consequences, any combination of four to seven out of seven
scenarios accounted for 84% of the cases. For practical tips, we observed that
93% wanted to be notified about at least two out of three scenarios. Overall,
more than 86% of the respondents wanted to be notified about any 12 out of
17 scenarios.

Hence, we conclude that hypothesis H1 holds in that our participants
reported distinctively different patterns of notification preferences for each of
the three categories of notifications.

4.3.2 Correlation with Morton et al.’s privacy personas

We conducted a frequency analysis of positive choices across the scenarios.
Overall, all participants had high demands of being notified about privacy
breaches. The only noticeable deviation was when the retention period of
personal data storage was exceeded (scenario 1), which subjects classified as
Crowd Followers and Benefit Seekers were less interested in. As for con-
sequences, scenarios 10 and 12 registered noticeably low values for all per-
sonas, but especially among Benefit Seekers whose interest for being notified
about consequences were generally low. Conversely, Organisational Assur-
ance Seekers were among the ones who had the highest demands in this cat-
egory. Getting the best service possible (scenario 15) seemed important for
all personas.

We applied logistic regression to establish a model that helped us predict
the notification settings of a subject based on her privacy persona, but failed
due to high collinearity between the regression coefficients, which either res-
ulted in high residuals and unusable models. Moreover, we investigated the
statistical relationship between privacy personas and notification preferences
by relying on general linear models. For multiple combinations of categories
and personas both the Levene’s test of homogeneity of variances and the post
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Figure 3: (a) Counts of whether intervenability affects choice for scenarios 1–
18: yes, undecided, no. (b) Counts of reasons for being undecided: A. Task
unclear, B. Intervenability unclear, C. Unclear how to intervene, D. Other.

hoc tests failed. In most combinations, the models thus established were not
significant for either all personas or just the ones clearly classified.

We therefore conclude that hypothesis H2 does not hold in that we were
unable to establish a holistic model that describes a relationship between no-
tification preferences and privacy personas established by Morton et al. [8].

4.3.3 Intervenability

Our participants’ opinion on whether their ability to intervene with the pro-
cessing of their mhealth data impacted their choice for being notified is de-
picted in Fig. 3a. On average, barely 50% answered positive on the impact of
their intervenability, which was broken down into 55% breaches, 46% con-
sequences, and 45% tips. Scenarios dealing with deviating processes (scen-
ario 2) or nameable affiliates (3, 7, 11, 15) registered high positive counts.
Similar to notification, scenarios 10, 12 and 16 registered the fewest posit-
ive counts. On average, roughly five respondents per scenario chose ‘I don’t
know’ (Fig. 3b). The reason indicated most frequently was (A) “I don’t un-
derstand the question” (35%) and (B) “I don’t know what it means to object”
(30%). Not knowing how to object (C) was registered in 22% of the cases.
Only few respondents selected ‘Other’ for either notification or intervenab-
ility as their reason for being undecided. This suggests that the three other
options captured the reasons for their hesitation satisfactorily.

To analyse the effect of intervenability on our participants’ notification
preferences, we cleared the dataset of any ambiguous cases related to either
notification or intervenability, which resulted in 225 unambiguous cases with
values of ‘yes’ or ‘no’ for both variables. We analysed the choices in each of
the 17 scenarios using a cross tabulation of notification preferences and im-
pact of intervenability [10]. The residuals of all scenarios were positive for
identical choices, meaning the observed counts exceeded the expected counts.
It indicated that the counts of identical choices (yes/yes or no/no) were high
compared to the counts of deviant choices (yes/no or no/yes), which sugges-
ted that the two variables correlated.

We therefore conclude that hypothesis H3 holds in that intervenability
had an effect on our participants’ notification preferences, even though the
absolute positive counts were low.
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5 Discussion

5.1 Segmentation of ex post transparency preferences
Since we were unable to establish a correlation between notification prefer-
ences and the privacy personas established by [8], we further seek to invest-
igate the segmentation of notification preferences in the context of ex post
transparency, which would allow us to derive alternative personas for this
context.

For this purpose, we conducted a principal component analysis of the un-
ambiguous data set (n = 250) obtained in Sec. 4.3.1. Using three factors [10],
we found one cluster capturing scenarios for privacy breaches and for con-
sequences in the form of privacy-related events (not classifying as a breach)
that had actually taken place (scenarios 1, 2, 3, 5, 6, 7, 11, 14, 15, 17, Cronbach’s
α = 0.75), one cluster capturing scenarios that covered ‘hypothetical’ con-
sequences that may occur in the future (scenarios 8, 9, 12, 13, 16, α = 0.62),
and one cluster capturing solely the scenario of targeted marketing-related
privacy risks (scenario 10). Despite the overall relatively low alpha values,
these results show promise in that privacy personas for ex post transparency
based on privacy notifications may be established into personas, namely per-
sonas for those primarily interested to be notified about privacy-critical events
that took place, those primarily interested in hypothetical privacy risks, and
those primarily interested to be notified about consequences related to direct
marketing and unsolicited messaging.

We seek to further investigate this research question in future work, in
which we intend to refine the segmentation process based on notification pref-
erences coded as ordinal variables rather than dichotomous variables.

5.2 Design implications for TETs
It follows from Sec. 4.3.1 that the majority of our participants preferred to be
notified over not being notified. This means that in cases when a user’s pref-
erence cannot be determined equivocally, acting upon an event and sending
a notification will be a reasonable default setting for a TET, which is in line
with the data protection by default principle (Art. 25 GDPR). Nonetheless,
we suggest that additional settings for notification clusters be available, which
correspond to privacy personas for ex post transparency (Sec. 5.1). Depend-
ing on the outcome of a refined user segmentation in future work, these could,
e. g., be presets related to targeted marketing, privacy breaches, incidents that
have already taken place, and to hypothetical privacy risks that may occur in
future.

Most respondents chose unambiguously in that they selected either ‘yes’ or
‘no’ for notification and intervenability. However, the few ambiguous choices
we registered indicate that there is room for improvement in how notifications
are framed, and in the amount and type of information they should contain
to satisfy the demands of the target audience.
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With respect to notifications, the ambiguity that was registered most fre-
quently was a lack of details regarding the circumstances described in the
scenarios. Consequently, respective respondents needed additional or more
specific information to make informed decisions. To mitigate cognitive load,
TETs will have to rely on multiple levels of detail to convey the full picture of
sophisticated data processing scenarios. One way to accomplish this might be
to start with a coarse-grained overview and provide details upon request [3],
a gap that has been detected in the literature for many TETs [11]. The variety
of preferences expressed by our participants supports our previous findings in
that notification settings should be transparent and customisable [11].

As for intervenability, both the concept itself and how to leverage respect-
ive rights has been unclear for some respondents. Hence, TETs will have to
provide such knowledge upon request. Ideally, TETs will guide users in exer-
cising their legal right to manage their personal data and information privacy.
For this, privacy notifications should be coupled with context-specific guid-
ance on how users can react by easily exercising their intervenability rights,
preferably electronically.

5.3 Limitations
Changing Morton et al.’s original statements [8] was carried out with great
care, but we did not validate whether the original meanings have been pre-
served and carried over to the context of mhealth, nor whether the respond-
ents interpreted them the way they were intended. Hence, the deviation from
the original statements and the altered usage context may have had an impact
on individual statements, and thus the privacy personas.

All data provided by our participants were self-reported information, both
in terms of the filter criteria used to recruit them via Academic Prolific, and
the statements made in the online survey. All data were examined in terms of
plausibility by the first author before the participants were paid.

Technical terms, such as ‘privacy policy’ and the concept of what it means
to intervene with the processing of one’s personal data, were briefly described
in the study. However, we did not verify whether the respondents had actually
understood the legal concepts underlying these terms.

6 Conclusion
We have conducted an online study that aimed at assessing the notification
preferences of users of onlinemhealth services in terms of being notified about
privacy breaches, consequences and tips. Our objective was to investigate to
what extent ex post TETs should be individualised and what are suitable de-
faults that provide their users with meaningful notification settings.

We have found that notification preferences can be grouped as distinctive
categories related to the contextual cues underlying the privacy notifications.
Moreover, the legal right of intervenability had an impact on our participants’
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choices to be notified, which implies that guidance of users in exercising this
right in response to notifications should be investigated further in the future.

We have, however, been unable to ascertain a correlation between noti-
fication preferences and privacy personas as described by Morton et al. [8].
Nonetheless, our first statistical analyses showed that it is possible to elicit
new privacy personas for ex post transparency scenarios based on notification
preferences. This is a direction of research that we will further pursue in the
future.
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Abstract

The possibilities of employing mobile health (mhealth) devices for
the purpose of self-quantification and fitness tracking are increasing, yet
few users of online mhealth services possess proven knowledge of how
their personal data are processed once the data have been disclosed. Ex
post transparency-enhancing tools (TETs) can provide such insight and
guide users in making informed decisions with respect to intervening
with the processing of their personal data. At present, however, there
are no suitable guidelines that aid designers of TETs in implementing
privacy notifications that reflect their recipients’ needs in terms of what
they want to be notified about and the level of guidance required to audit
their data effectively. Based on an analysis of gaps related to TETs, the
findings of a study on privacy notification preferences, and the findings
on notifications and privacy notices discussed in the literature, this pa-
per proposes a set of guidelines for the human-centred design of privacy
notifications that facilitate ex post transparency.

1 Introduction
The number of users of mobile health (mhealth) devices is increasing [37], as
is the spectrum of applications related to personal informatics [19]. However,
few users of online services know how their personal data are processed by
the data services they are relying on [21]. This imbalance of knowledge, and
hence power, between service providers and users is in stark contrast to the
statutes of the EU General Data Protection Regulation (GDPR) [14], which
mandate transparency with respect to how personal data are processed. The
Regulation considers data transparency a prerequisite for enabling data sub-
jects to make informed decisions about intervening with the processing of
their personal data, i. e. the right to access, rectification, to object to pro-
cessing and profiling, and to have their data erased (GDPR Art. 12 et seq.).
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The deviation from the legal statutes is particularly remarkable because ‘data
concerning health’ are considered special categories of data (GDPR Art. 9)
whose processing warrants special care and responsibilities on the part of data
controllers [10].

One way of providing users of online data services with insight about the
processing of their personal data is by means of ex post transparency-enhancing
tools (TETs). Ex post TETs provide intelligible information about how their
personal data have been processed. In this respect, ex post TETs differ from
ex ante TETs, the latter of which communicate risk and potential outcome
before users perform an action, such as before signing up for a data service or
before installing an app. For the sake of readability and unless the context in
question requires clarification as to whether it refers to an ex ante or ex post
scenario, the term ‘TET’ will be used in lieu of ‘ex post TET’ throughout this
article to refer explicitly to ex post transparency-enhancing tools.

TETs retrospectively provide users of online data services with transpar-
ency about the processing of their personal data and guide them in making
informed decisions with respect to managing the data they have disclosed pre-
viously. Hence, TETs can serve as indicators of facts that help users to hold
data controllers accountable for how their personal data have been processed.
The medium that facilitates ex post transparency discussed in this paper is
privacy notifications, which notify users about events related to personal data
processing deemed relevant for them. However, many TETs discussed in the
literature are limited in terms of their usability in that their design does not
systematically reflect the needs of their final users [25]. This suggests research
that addresses usable TETs specifically through the lens of human-centred
design [18], and motivates the following research questions:

1. What kind of model is required to adequately describe the conceptual
and functional nature of TETs that employ privacy notifications to en-
able intervenability?

2. What findings exist in the body of literature that lend themselves to
conceptualising design guidelines for privacy notifications received on
mobile devices?

3. What guidelines can be inferred from the model and the findings in the
literature for the design of TETs that best reflect the individual needs of
their users?

The context of use considered throughout this article is ex post transpar-
ency of personal data processed in mhealth environments. Data subjects dis-
close their health data to online services who process the data, and poten-
tially share them with third parties. As users of the online mhealth services,
data subjects take the role of both originators and auditors of their personal
data, and achieve data transparency by obtaining retrospective information
about how their data have been processed by means of a TET. In this regard,
mhealth specifically pertains to scenarios of fitness tracking and self quantific-
ation. Conceptually, this domain differs from clinical mhealth environments
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in that personal data generated therein are managed and audited by the data
subjects themselves rather than by a professional caretaker or administrator.
Hence, the final user of a TET is typically a lay person with respect to inform-
ation privacy. The TET itself is considered to be a technological artefact in
the form of an application running on a mobile device that is controlled by
the user.

Themain contribution of this paper is to analyse the findings established in
the literature, to apply them to a model that reflects the asynchronous nature
of privacy notifications, and to derive from them guidelines for the design of
TETs that leverage usable privacy notifications as a means to facilitate ex post
transparency in the context of mhealth environments.

The rest of this paper is structured as follows: Section 2 summarises related
work, gaps detected in the literature regarding usable TETs, and findings on
user preferences for privacy notifications. Section 3 presents a model that
captures the phases users traverse during the interaction with a TET that relies
on privacy notifications. Section 4 infers design guidelines for usable privacy
notifications based on the findings obtained from the literature. Section 5
briefly discusses the model and guidelines, and Section 6 concludes the paper.

2 Previous work
To motivate the model and guidelines presented in Sections 3 and 4, respect-
ively, this section draws upon three types of research: Section 2.1 briefly
touches upon publications related to establishing models for privacy-enhanc-
ing technology, Section 2.2 reports on gaps with respect to usable TETs de-
tected in the body of literature, and Section 2.3 reports on the findings of a
recently conducted study on user preferences for privacy notifications.

2.1 Related work
This paper is motivated by the concept of push and pull notices as discussed
by the Article 29Working Party [11] with respect to their guidelines on trans-
parency. One way of facilitating transparency suggested by them is by means
of just-in-time notices that provide users of data services ad hoc with ‘privacy
information’ relevant for them. Similarly, Patrick and Kenny [30] discuss such
notices as a means to inform users about details regarding data processing as
needed, i. e. while a user navigates and ‘clicks through’ a particular transac-
tional context, such as while signing up for a service. The rationale underly-
ing such notices is that specific information on personal data processing are
revealed one at a time rather than in the form of a monolithic privacy notice
or policy. By doing so, incremental notices reduce the cognitive load imposed
on the reader, while improving the contextual associativity. Both groups of
authors aim to provide users of data services with meaningful information
about future data processing, and hence enable ex ante transparency. Con-
versely, this paper seeks to apply the aforementioned principles to scenarios
pertaining to ex post transparency, in which just-in-time notices take the shape
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of privacy notifications triggered in response to how a data subject’s personal
data have been processed.

The paper is related to thework by Feth et al. [15] in that both papers build
upon conceptual models motivated by the realisation that human-centred
design as specified in ISO 9241-210 [18] is indispensable for creating privacy-
enhancing technologies with sustainable efficacy. However, the model presen-
ted by Feth et al. is generic in that it deals with the processes and stakeholder
relationships related to information security for the Internet of Things at a
highly conceptual level in which data transparency represents but a concom-
itant factor rather than a specifically intended design goal.

Similarly, the model presented in this paper is related to the model presen-
ted by Bravo-Lillo et al. [6] in that bothmodels reflect the behaviour expressed
by human actors who are confronted with security warnings. Both mod-
els cover the phases traversed while interpreting, deciding and acting upon
a warning, and draw upon individualisation, and thus customisation, to sat-
isfy individual users’ needs. However, Bravo-Lillo et al.’s model focuses on the
concepts of notice, choice, consent and control in the context of ex ante scen-
arios. These concepts essentially correspond to a user’s decision of whether
or not to use an app or service based on the terms and conditions presented
to her. Hence, this model is only partially applicable to ex post transparency
in that the transactional context in which previous decisions have been made
may not be be immediately accessible to a user who receives a privacy notific-
ation.

Conversely, the paper at hand specifically positions itself in the usage con-
text of fitness tracking and mhealth. Against this backdrop, it conceptualises
a model that reflects the interaction between a user and an ex post TET under
the premise of facilitating ex post transparency by means of privacy notifica-
tions.

2.2 Gaps of TETs
The authors conducted a survey on usable ex post TETs presented in the lit-
erature at that time [25], the sources of which were based on the result of
a systematic literature review conducted previously [26]. The contribution
of the paper is two-fold: Firstly, their work provides a taxonomy of usable
ex post TETs discussed in the literature. Researchers on usable privacy and
data transparency can rely on a classification system to classify TETs accord-
ing to particular characteristics and compare them with each other. Secondly,
the researchers conducted an analysis of various gaps with respect to the us-
ability of the TETs discussed in the literature. The analysis is based on the
usability heuristics established by Nielsen [28] and the design principles for
the ergonomics of human-system interaction specified by ISO 9241-110 [17].
These references were complemented with the principles proposed by Patrick
et al. [30] for the design of interaction systems in the domain of information
privacy and the statutes of the GDPR.

The following gaps have been discussed in the survey:
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Self-descriptiveness. Many designers of TETs fail to visualise how, why, and
by whom personal data are processed through forms that are easily ac-
cessible for users. Hence, many TETs fail in descriptively presenting
scenarios that exceed a certain level of complexity, or that require tech-
nical or domain knowledge on the part of the user.

Standardized icons. Iconography has not been standardised to a degree that
icons related to data privacy would allow for immediate recognition by
lay persons. So far, many complex phenomena related to this topic have
escaped standardised forms of depiction that are both self-descriptive
and universal.

Transparency and control of judgemental statements. Judgemental state-
ments are statements made by a TET to emphatically signal states of op-
eration that reflect context-specific levels of importance and criticality,
such as by means of colour coding, iconography or suitable graphics.
In some cases, such statements are employed to stimulate awareness or
even action on the part of a user. However, the cues and threshold val-
ues underlying particular levels of criticality are often not transparent.
Moreover, these mechanics are often not adaptable to the needs of in-
dividual users, which questions the utility of judgemental statements
across different users and usage contexts.

Suitability for individualisation. Individualisation supports the mental
models of different groups of users. Hence, individualisation is crucial
to satisfy the needs of individual users across different socio-cultural en-
vironments, usage contexts and levels of proficiency.

Support intervenability and accountability. Few TETs support their users
in leveraging their legal right of intervenability, which limits their prac-
tical use in terms of acting upon the insight gained, and thus holding
data controllers accountable for the processing of the user’s personal
data. Intervenability covers, e. g., the right of data subjects to with-
draw their consent for the processing of their personal data (GDPR
Art. 7 (3)), rectify their personal data (Art. 16), have their personal data
erased (GDPR Art. 17), have their data transferred to another service
provider (Art. 20), or object to automated decision-making and profil-
ing (Art. 21, 22).

Error prevention. Preventing users frommisinterpreting results andmaking
decisions that do not reflect their best interest is important, yet not al-
ways implemented by TETs. Personal data are considered sensitive and
valuable assets. However, gauging the way such data are processed and
deciding upon how to react is not always straight forward. Hence, user
errors may lead to consequences that are both unexpected and unpleas-
ant. Ideally, TETs would not only detect incorrect settings, but would
also guide users in configuring the settings based on their individual
needs.
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Personal data breach notification. Art. 34 of the GDPR mandates breach
notifications being issued under certain circumstances [12]. However,
most TETs do not facilitate receiving breach notifications from data
controllers, or support users in putting respective messages into con-
text. Hence, users may not receive breach notifications at all, and if
they do, they might be unable to contextualise the message, or fail to
act upon it accordingly.

Considering the aspects of individualisation and intervenability from the
perspective of human-centred design raises the question as to what extent the
concepts above are reflected by the needs of the intended target audience, i. e.
by users of online mhealth services. Moreover, former research showed that
the participants of a study on ex post TETs expressed doubt with respect to
the efficacy of data transparency unless they were actually able to “do some-
thing practical about it” [16]. This motivated a study that investigated the
preferences of users of mhealth services with respect to receiving customised
privacy notifications. The study examined the aspects of personal predisposi-
tion and preferences, as well as the effect of intervenability on the users’ choice
to receive privacy notifications.

2.3 Preferences for privacy notifications
In the context of fitness tracking, the user’s primary goal is to track her health,
either momentarily or in the form of longitudinally quantifying her perform-
ance. Conversely, goals related to data security or information privacy rarely
qualify as primary tasks [40]. A task that depends on proactive measures on
the part of a user to enhance her privacy is unlikely to be conscientiously
employed on a regular basis [31], and is therefore unlikely to yield sustain-
able efficacy. Given the fact that information privacy is orthogonal to health
tracking, mhealth environments necessitate techniques that enable data trans-
parency without proactive scrutiny on the part of a user.

Triggered by external events related to personal data processing, privacy
notifications provide users with asynchronous information about how their
personal data are processed by online data services. To yield sustainable effic-
acy, such notifications must reflect the recipient’s individual needs in terms of
what she wants to be notified about, and what, if any, additional guidance she
requires to understand the informational content of the message delivered.

A study recently conducted byMurmann et al. [27] investigated the aspect
of individualisation and intervenability with respect to the notification prefer-
ences of users of online mhealth services. It assessed how scenarios related to
personal data processing can be grouped, to what extent these groupings were
reflected in the participants’ choice to receive notifications about respective
scenarios, how notification preferences related to privacy personas established
in the literature byMorton et al. [24, 23], and whether intervenability affected
the participants’ choice to be notified. The findings of the study are as follows:

Categorisation. The researchers considered three categories of scenarios re-
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lated to online data processing, Personal data breaches, Consequences,
and Practical tips, for which the participants indicated different notifica-
tion preferences. Breaches refer to the deliberate misappropriation, acci-
dental loss or alteration of personal data (GDPR, Art. 4 (12)) [12]. Con-
sequences describe conditions of howpersonal data are actually processed
or could be processed based on information currently at the processor’s
disposal. Practical tips seek to improve a user’s privacy by providing
her with personal advice and customised soft nudges based on her situ-
ational context. Categorising privacy notifications may allow designers
of TETs to provide users with presets of notification settings based on
thematic groupings of the underlying circumstantial cues.

Personas. Personas aid designers of interaction systems in assessing the needs
of their target audience [8]. In this regard, the researchers tried to find
a correlation between the notification preferences indicated by the re-
spondents of the study and privacy personas established in the literature
for the context of user trust in data services by Morton et al. [24, 23].
The researchers were unable to reproduce the privacy personas, but
provided first results of an alternative segmentation based on the re-
spondents’ notification preferences. The two preliminary segments re-
flected clusters of notifications received in response to events that (1)
had actually taken place, and, conversely, (2) comprised indicators of
hypothetical risks of personal data processing that could be conducted
in the future. Once refined, these segmentations may provide users of
TETs with selectable presets for notification settings.

Impact of intervenability. The researchers showed that intervenability had
an impact on the participants’ choice to be notified about the processing
of their personal data. At the same time, the participants expressed un-
certainty as regards the meaning of intervenability and as to how re-
spective legal rights can be exercised. Designers of TETs will have to
take both factors into consideration when they offer respective options
to leverage intervenability.

Along with the gaps discussed in Section 2.2, these findings motivate the
asynchronous model proposed in Section 3.2 and the design guidelines for
privacy notifications discussed in Section 4.

3 Modelling
This section presents the two evolutionary phases of the model that describes
the functionality of TETs based on privacy notifications. The second, asyn-
chronous model, complemented with the findings from the literature (Sec-
tion 2) reflects the basis for the guidelines of human-centred design of notifi-
cation-based TETs discussed in Section 4.
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Figure 1: Model of the phases related to actions conducted by data subjects
who disclose personal data to an online service according to Murmann et
al. [25]. The lower half of the illustration signifies the role of a TET used
to enable the actions depicted in the upper half.

3.1 Synchronous model
The first model of how TETs operate (Figure 1) was described in the author’s
survey on TETs (Section 2.2) and covers three distinctive operation steps:
(1) Disclosing personal data to a data service, (2) reviewing how the personal
data have been processed, and (3) acting upon insight gained in the previous
step by intervening with the processing of one’s personal data. Each of the
steps is accompanied and supported by the TET.

Abstract and highly conceptual, this model essentially implies proactive
scrutiny on the part of a user in terms of reviewing and, if necessary, inter-
vening with the processing of her data. It is therefore only partially suited to
accommodate the asynchronous nature of the privacy notifications described
in Section 2.3, and to motivate design guidelines that specifically address this
nature. Consequently, this article proposes an alternativemodel that is derived
from the previous one, and that specifically accounts for the particularities of
TETs as technological artefacts running on mobile devices. The asynchron-
ous model presented hereafter does not invalidate or replace the initial model.
Its purpose is instead to address the characteristics of a TET that facilitates ex
post transparency by means of privacy notifications.

3.2 Asynchronous model
The findings from the study discussed in Section 2.3 show that most parti-
cipants wanted to receive privacy notifications, which motivates a model that
leverages notifications as a means of ex post transparency. Building on the cat-
egories of notifications elicited from the study, the role of the TET envisioned
for this model is that of a technological artefact that employs privacy notifica-
tions as ameans to notify data subjects about personal data breaches, i. e. about
non-compliance with respect to how her personal data have been processed,
about the consequences of disclosing her personal data, and about practical
tips about how to improve her privacy. The asynchronous model comprises
phases of user interaction between a user and a TET. Unlike the first model,
it not does consider a Disclose phase during which a user would interact with
the TET. The model is instead based on the premise that personal data have
been disclosed in the past, and that the process of reviewing and intervening
with the processing of these data is decoupled from the previous disclosure.

The model is based on the concept of delivering notifications that are
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Configuration Standby Notify Presentation Intervention/

Figure 2: Phases of user interaction facilitated by a notification-based TET.

either triggered by external events, or that are based on heuristics applied to in-
telligence gathered previously by querying an online service for updates about
how the user’s personal data have been processed. In the former case, privacy
notifications take the form of push notifications, such as a personal data breach
sent by the online service or by a regulatory authority (GDPR, Art. 34). Push
notifications qualify as asynchronous events in that they originate from a re-
mote entity and in that they are the result of an event whose occurrence and
outcome are unexpected by the recipient of the notification. However, since
neither the sender nor the recipient of a push notification are in full control of
the communication channel between the two entities, it is unlikely that data
services will rely on such means to transmit messages of critical significance.

It is more likely that TETs, which ultimately serve a data subject’s, i. e. the
user’s interests, either run on the user’s device, or are supplied by a trusted
third party onwhom both service provider and user rely. In this case, the TET
actively queries updates from the data service in periodic intervals, screens the
data for patterns of interest, and triggers respective notifications on the user’s
device. In this regard, such notifications rely on pull technology, which differs
from push notifications in that even though the results of a query may be
unexpected, the occurrence of a notification, i. e. its timing, is deterministic
in that it is issued by the TET.

The phases of the asynchronous model are depicted in Figure 2 and reflect
stages of interaction between the user and the TET. Arrows indicate a sequen-
tial order of the phases, and denote mutual dependence of one phase on its
predecessor. The phases serve the following purposes:

Configuration. When the TET is first put into operation, it starts in the
Configuration phase. During Configuration, the TET ascertains the
user’s preferences in terms of being notified and the amount of guidance
provided during use.
All interactions observed during the subsequent phases can reflect back
on the settings of the TET in that choices made by the user are taken
into account to determine future behaviour. Hence, configuring the
run-time behaviour of the TET can be both explicit and implicit. How-
ever, explicit configuration always takes precedence over recommended
settings, and users can return to the configuration phase at any time.

Standby. Standby is a phase of non-interaction, and has been included in the
model to represent the missing link between Configuration and Noti-
fication. During Standby, the TET lies dormant until it either receives
a push notification from a remote entity, or until it queries a remote ser-
vice for updates on how the user’s data have been processed. In either
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case, the TET scans the information obtained, ascertains its context and
severity, and compares the results with the user’s notification prefer-
ences. The crossed out arrow signifies the absence of transactional syn-
chronicity between the Notification phase and its predecessor.

Notification. Notification relates to choosing an opportune moment to no-
tify the user about a circumstance worthy of her attention. Time and
modality chosen to deliver a notification are based on the nature and
severity of the incident and on the user’s notification preferences.

Presentation. Presentation denotes the process of presenting intelligible facts
about an incident, and to provide users with contextually meaningful
choices and recommendations of how to proceed. Presentation can
comprise multiple layers of contents, and represents the interaction con-
ducted in each of them. It includes, e. g., the abstracted synopsis of pri-
vacy notifications used to provide recipients with a quick overview of
the phenomenon in question, and optionally follows up this view with
secondary facts of contextual details. Form and extent of the data thus
displayed depend on the user’s preferences.

Intervention. Intervening with the processing of the user’s personal data is
treated independently from Presentation in that this step relies heav-
ily on the options provided by the online data service in question. In
essence, TETs guide users in terms of exercising their right of inter-
venability based on the information obtained. However, they can only
suggest certain choices, and will reach their practical limits once those
cues are acted upon, in which case users will have to interact with the
infrastructure of the data service. TETs can support users in terms of
exercising their right of intervenability by referring them directly to the
appropriate contact point or official in charge to file their request.

4 Design guidelines
This section proposes guidelines for the design of usable TETs that operate
on the basis of privacy notifications. The guidelines are derived from the gaps
detected in the literature (Section 2.2) and the study on privacy notification
preferences (Section 2.3), and are complemented with findings from the lit-
erature established on usable privacy and user perception of notifications re-
ceived on mobile devices. The guidelines cover all phases of the asynchronous
model introduced in Section 3.2 and therefore provide designers with holistic
principles for designing TETs.

As regards the literature cited in the guidelines, the sources draw upon two
separate fields. Firstly, many of the references relate to research conducted in
usable privacy and security. However, most of this research deals with usage
contexts rooted in ex ante scenarios. Research in this field focuses primarily
on ex ante security warnings or privacy notices rather than ex post privacy
notifications as discussed in this article. Security warnings deal, e. g., with
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phishing alerts issued by an anti-phishing tool as soon as users run the risk of
performing an action that jeopardises their security, whereas privacy notices
provide insight about how the user’s personal data will be processed once she
signs up to a service or starts using a particular mobile app.

Many of these findings rely on the concept of a transactional context, i. e.
a contextually coherent sequence of operation steps carried out by a user, such
as receiving a security warning while interacting with a website or being con-
fronted with a privacy notice in the process of installing an app. Such reflexive
coherence has no suitable equivalent in the context of asynchronous privacy
notifications, which reach their recipients unexpectedly and often out of con-
text, i. e. without an immediately recognisable causal relationship. Hence,
establishing contextual comprehension ad hoc along with presenting privacy
notifications plays a pivotal role in achieving usability of TETs that employ
notifications as ameans to facilitate ex post transparency (see guideline Provide
contextual cues below).

This is why the guidelines draw upon a second research field that deals
with the asynchronous nature of notifications, and that specifically considers
the effect interruptions of a user’s primary task may have on their recipients.
Collectively, the superset of both research fields exemplarily captures the sa-
lience and efficacy of privacy indicators and the asynchronous nature of pri-
vacy notifications. The literature reviewed for both fields represent the result
of a non-exhaustive query of the databases maintained by ACM, IEEE and
Springer, and considered the first 50 search results of each publisher. These
sources were complemented with selected papers retrieved during the literat-
ure review discussed in Section 2.2.

The guidelines are as follows:

4.1 Use interruption conscientiously
Sahami Shirazi et al. [35] point out that receiving notifications is generally
considered disruptive on the part of the recipients. If a notification is even-
tually dealt with, its response time is inversely proportional to its perceived
importance [35]. However, notifications are typically strongly related to per-
sonal messages sent by peers [35], whereas other types of notifications are
often considered less urgent in terms of response time [39], or bear a negative
connotation in terms of interruption [33].

Weber et al. [38] report that interruptions via notifications received on
smart TVs were mainly perceived negatively by test subjects, and suggest to
carefully consider whether and when to display on-screen notifications. Des-
pite their apparently different usage context, mobile devices are frequently
used to play visual content or to engage in ongoing foreground activity, such as
web browsing or messaging. In cases of directed attention towards the device,
mobile computing therefore exhibit similar perceptual characteristics in terms
of posing as a continuous primary task.

In terms of urgency, Wilson et al. [41] specify ‘(hard) alerts’ as “time-
sensitive notifications, where failure to act on the indicator within a certain
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(predictable) time bound may be costly” [41]. Egelman et al. [13] argue that
a user’s primary task may be interrupted by security indicators if the primary
and the interrupting task are contextually related. This is in line with the
recommendation by Schaub et al. [36] who suggest that displaying privacy
notices is acceptable as long as they pertain to the same transactional context,
and thus correlate with the user’s expectation. Pielot et al. [32] report that
notifications are highly context-dependent in that benevolently receiving and
acting upon them depends on various factors, such as the current time of day,
location, current and previous activities, and the device settings. However,
Pielot and et al. show that by relying on previous user decisions machine-
learning can be successfully leveraged to predict opportune moments with
high accuracy.

As for privacy notifications, TETs will have to judge interruption based on
the severity of the incident, i. e. the cost of failing to act upon the notification
(see Prevent user errors). Whether receiving privacy notifications is perceived
as costly, however, is likely to be individual. This suggests that TETs should
rely on multiple notification categories that enable users to assign them differ-
ent priorities or modalities, and thereby allow for different ways of handling
incoming notifications. The findings of the study on privacy notification pref-
erences in Section 2.3 show that users of mhealth services have different noti-
fication preferences for different categories of scenarios, such as data breaches
being considered more worth receiving than other categories. Patil et al. [29]
report that incidences with respect to information privacy that are not critical
may be moderately delayed. Similarly, Micallef et al. [22] report that (soft)
privacy nudges are considered low priority notices by most recipients. Hence,
incidences should be weighed up as to whether they require the user’s imme-
diate response, whereas practical tips and notifications that reflect non-critical
circumstances should be allowed more temporal leeway. The study on noti-
fication preferences (Section 2.3) shows that the majority of the participants
wanted to be notified across all categories. This suggests that delivering pri-
vacy notifications of any type is a reasonable preset, but that users should
be able to opt out of receiving further notifications based on the underlying
category or content.

In essence, TETs should seek to interrupt users sparingly, and only if the
user’s privacy is immediately at stake. If in doubt as to whether a user wants
to be notified about a circumstance related to her privacy, a TET should send
the notification in question, but at the same time offer her to opt out of receiv-
ing further notifications. The final say as to the when and how of receiving
privacy notifications should be up to the user, preferably by linking individual
notification categories to individual modalities.

4.2 Leverage multiple modalities
Schaub et al. [36] suggest to leverage multiple modalities available on today’s
mobile devices to notify users about privacy-related events, such as visuals
(text and icons), sound, vibration and blinking LEDs. However, they warn
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that unfamiliarity with a particular modality might lead to uncertainty or
even ignorance on the part of a user. In their study on how users of mobile
devices prefer to be notified about various circumstances, Micallef et al. [22]
report that users prefer salient modalities, such as audio or speech, for alarms
but not for nudges. More importantly, the notification settings preferred for
nudges was found to be almost opposite to the settings used for notifications
received from conventional apps.

Micallef et al. [22] report that many recipients of salient messages feel un-
comfortable in the presence of other people. This is in line with the findings
of Weber et al. [39] who report that users of mobile devices prefer not to be
disturbed during the forenoon, and, if provided the option, rather prefer to
look after low priority notifications in the evening or night. Similarly, Weber
et al. [38] suggest subtlety of on-screen notifications received on smart TVs
in the presence of onlookers. Highly personal information, such as privacy
notifications received while residing in a public space, warrant particular dili-
gence in terms of being displayed on a mobile device that might be accident-
ally observed or deliberately watched by an audience other than the intended
recipient.

TETs should respect the user’s daily routine. Since privacy notifications
are asynchronous in nature, TETs have a certain leeway as regards the exact
time of delivery, particularly if a notification results from an active query that
can be scheduled at any time. The modality chosen to signal the arrival of
a privacy notification may correspond to the category and content of the in-
cident it reports, and should accommodate the recipient’s choice of how she
wants to be notified. Customisability regarding signalling privacy notifica-
tions can help distinguish privacy-related contents from messages received for
other purposes, a large variety of which already vie for their recipients’ atten-
tion.

4.3 Present facts intelligibly
Bravo-Lillo et al. [6] suggest that privacy notices should be brief. Privacy no-
tices are often presented in the form of verbose legalese written by lawyers for
the purpose of legal compliance but not for readability or transparency. The
authors point out that the more verbose the text, the less probably such no-
tices will be read. However, in both ex ante and ex post transparency, reading
and understanding privacy indicators is crucial for acting upon them. Bravo-
Lillo et al. [6] and Bal et al. [5] recommend that legalese and technical jargon
should be avoided when addressing lay persons. Schaub et al. [36] recommend
that privacy indicators should be specific in that they should be perceivable as
part of the user’s transactional context (see Provide contextual cues).

GDPRArt. 12 (1) mandates that ‘clear and plain language’ be used to facil-
itate transparency. Moreover, Art. 12 (7) encourages the use of ‘standardised
icons’ in the context of data transparency. However, respective iconography
have not been established to date (Section 2.2), which is why their use for the
purpose of visualising complex scenarios should be carefully considered such
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that the graphical depiction in question is clearly intelligible by the recipi-
ent. Singular icons and sets of icons should follow a clear pattern to support
recognition rather than recall [28] and support learnability [17].

Facts presented in privacy notifications should accommodate the mental
state of their target audience. Recipients will most likely receive the message
unexpectedly, may be overwhelmed by the details, and might struggle to put
it into context [3]. Hence, information presented by a TET should be clear
and concise, leading to a cognitive state that Patrick and Kenny call ‘compre-
hension’ [30], i. e. the ability to make sense of the contextual cues displayed
by an information system.

4.4 Use multiple levels of detail
Complementing the findings on intelligibility, Bal et al. [5] suggest to first
present meaningful summaries of the circumstantial cues of an event. An-
thonysamy et al. [4] point out that principles that facilitate the design of us-
able privacy controls should not only aim for comprehensibility, but should
also seek to minimise their users’ cognitive load. Similarly, Schaub et al. [36]
suggest to present optional, more detailed information on secondary screens.
The Article 29 Working Party [11] seconds this in Sections 30 et seq. of their
‘Guidelines on transparency’, and advises policy makers to make use of mul-
tilayered privacy notices.

Although most of the aforementioned recommendations reflect concepts
related to ex ante transparency, multi-layered information can help improve
comprehensibility at large, and therefore help facilitate transparency. Mur-
mann et al. [25] point out that multimodal presentation and multiple layers
of detail help scrutinise complex phenomena from multiple perspectives and
satisfy the needs of multiple groups of users. Different preferences with re-
spect to different levels of detail have also been reported in these authors’ latest
study on privacy notifications, in which some participants expressed interest
in obtaining further information to decide how to act upon receiving certain
types of privacy notifications. Awareness of the details pertaining to data pro-
cessing correspondents to what Patrick et al. refer to as ‘consciousness’ [30],
a prerequisite for making informed decisions with respect to deciding how to
intervene with the processing of one’s personal data.

TETs that rely on privacy notifications should first provide a brief synop-
sis of the cause of the notification, and follow it up with further details upon
request. It should be only at a secondary or tertiary stage that TETs present
a meticulous review of the circumstances underlying an incident, such as de-
tailed logs of individual data transactions.

4.5 Provide contextual cues
In scenarios related to ex ante privacy, users seek to finish a primary task,
such as using an online data service, and are distracted by cognitive load im-
posed upon them by privacy-enhancing technology in the form of warnings
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and notices. Schaub et al. [36] suggest to render such information ‘relevant’ by
contextualising them, i. e. by establishing contextual coherence between the
primary task and a privacy indicator. Bal et al. [5] refer to ‘exo information’ as
supplementary details that accompany the raw data of a fact to elevate it from
a context-free state and put it into reproducible context. The recommenda-
tions of both groups of authors seek to enable users to better understand the
circumstances responsible for triggering the indicator in question by clarifying
the causal chain that links the displayed indicator to its cause.

More often than not, a transactional context will not exist for asynchron-
ous notifications. Users will be preoccupied with tasks entirely unrelated to
ex post transparency, or will not attend their devices at all. Hence, TETs will
have to provide them with meaningful cues about the circumstances that lead
to the notification being sent, and thus create a reproducible chain of effects.
By contextualising cues, TETs illustrate prospective outcomes accessibly for
the user experiencing them, which may help improve the efficacy of such no-
tifications. Ideally, such cues should include information about how choices
made in the past and events initiated by third parties are related to each other,
and how both have led to the circumstances observed and reported in the
present.

4.6 Communicate risks and consequences
Lay persons rarely foresee the full spectrum of possibilities that may result
from disclosing their personal data to data services, such as their data being
shared with third parties or them being profiled based on data obtained from
multiple entities. Bal et al. [5] and Bravo-Lillo et al. [6] recommend to clarify
the consequences as a result of a future action, and to provide instructions of
how to avoid such risks. Moreover, Bravo-Lillo et al. [6] suggest to explain the
consequences of performing or refraining from performing individual actions
related to a risk. Schaub et al. [36] recommend to prioritise privacy indicators
based on the level of risk or severity of the outcome, and to help users weigh
individual options against each other.

These advices refer to ex ante privacy notices that seek to avoid predictable
risk in the first place. However, the concept of supporting users in gauging
personal risk for their privacy, and to help them better understand the con-
sequences of past and present actions, equally applies to ex post transparency.
Hence, TETs should indicate the consequences resulting from their previous
choices, as well as the risk of choices made in the present. The consequences
for a user’s privacy reported as part of ex post transparency can be perceived
differently depending on whether a notification deals with the outcomes of
actual past events or hypothetical future events. This is reflected in the study
by Murmann et al. [27], in which the researchers reported a preliminary user
segmentation based on different notification preferences for both types of no-
tifications (Section 2.3).
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4.7 Provide actionable choices
Egelman et al. [13] suggest that security warnings alonemay lead to ignorance,
whereas choices and recommendations offered alongside indicators can lead
to contextual advices being heeded and risk being avoided. Schaub et al. [36]
suggest that such options should not only be intelligible but also be actionable
in that the user’s status quo, the options available at the time of decision-
making, and prospective outcomes should be perceivable as being contextually
linked (see Provide contextual cues).

Actionable choices, as they are discussed in the literature, primarily re-
flect the notion of control discussed by Patrick and Kenny [30] for ex ante
scenarios. In many cases, this type of exertion of influence boils down to
binary choices, such as using or not using the service or app in question. In
the context of ex post transparency, the spectrum is wider in that interven-
ability potentially pertains to multiple applicable options that enable users of
data services to hold data controllers accountable for the processing of their
personal data.

Having options at their disposal that facilitate intervenability may have a
positive impact on the users’ willingness to review, and if necessary, act upon
insight about how their personal data are processed. Murmann et al. [27]
report that intervenability impacted their participants’ choice to receive pri-
vacy notifications, even though some respondents indicated that the effect and
scope of the concept was not clear to them. TETs will therefore have to con-
vey such background knowledge to users, and inform them about the con-
sequences different forms of intervenability will have on their privacy.

Respective options will have to be contextual in that applicable choices
should rely on the situation individual users act upon. If, e. g., the retention
period of data disclosed to an mhealth service was exceeded, it would be point-
less to encourage a user to rectify these data, whereas advising her to withdraw
her consent for the processing of her personal data might be an expedient op-
tion.

4.8 Provide support and guidance
Cranor [9] and Krol et al. [20] point out education and training as two factors
that aid users in better understanding security and privacy-related tasks. Bravo-
Lillo et al. [6] suggest that UIs should distinguish between advanced users and
novice users, and should provide the latter with additional knowledge to help
them understand the situation they find themselves in. Brustoloni et al. [7]
point out that context-sensitive guidance affords a “better balance between
security and usability” than would alternative approaches based on security
dialogues or automated decisions made by software [7].

As for ex post transparency, users will receive privacy notifications un-
expectedly and extemporaneously, which might cause feelings of anxiety and
helplessness on their part [3]. Guidance can potentially mitigate the level of
agitation and should be motivated by two objectives. Firstly, TETs should
aid users in comprehending and contextualising notifications. Help pages
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should provide secondary information about the nomenclature and semantics
of the phenomena notified about (see Present facts intelligibly). Secondly, a pri-
ori guidance enables users to better understand future decisions, such as the
ones offered to them in the form of contextual choices (see Provide actionable
choices). For many users, such options will not be self-explanatory, which is
why they need additional support to contextualise their previous choices and
the options currently available, as well as to weigh up multiple options against
each other (see Communicate risks and consequences). By default, TETs should
provide additional support in the form of help texts, but should respect the
user’s choice in terms of not being bothered later on. In any case, TETs should
provide supplementary guidance upon request.

4.9 Prevent user errors
Schaub et al. [36] recommend that privacy notices should highlight unexpec-
ted practices that deviate from established norms or practices. Egelman et
al. [13] and Brustoloni et al. [7] suggest that failing to read and act upon a pri-
vacy notice should be costly in that the inconvenience felt by circumventing
privacy indicators should be noticeable for a user. Both findings are rooted in
ex ante transparency, but the necessity to mitigate user error with respect to
not acting upon privacy notifications equally applies to ex post transparency.

Weber et al. [39] suggest that incoming notifications should be available in
an event history for later reference. If mobile devices handle incoming privacy
notifications identical to regular system notifications, handling them might
be prone to user errors, such as them being accidentally dismissed instead of
being reviewed and acted upon [34]. Errors like these might be the result of
misinterpretation or habituation, the latter of which has been shown to be
opposable by means of polymorphic messages and dialogue boxes [7, 1].

TETs should highlight conspicuous results to prevent users from missing
and failing to act upon them. They may provide options that, if enabled, re-
quire additional acknowledgement on the part of a user to dismiss privacy
notifications from a message queue. Moreover, TETs should implement a sec-
ondary queue that stores dismissed notifications and reviewed incidences for
archival purposes. This two-stage approach mirrors the paradigm of moving
files or messages to a waste bin known from graphical desktop environments
and email clients. Erasing singular notifications from the archive would still
be possible, but doing so would effectively be more costly, and hence less error
prone.

The same principle of benevolent paternalism should apply to actions
chosen by users in response to receiving a privacy notification (see Provide
actionable choices). In many cases, certain options may be more favourable
than others, and TETs should saliently emphasise the ones that seem most
appropriate. Similarly, TETs should scrutinise potentially unwise choices and
demand additional confirmation in cases where a user’s choice seems overly
questionable or outright dangerous for her privacy.
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4.10 Respect user needs
In summary, TETs should provide meaningful sets of presets, such as to en-
able all categories of privacy notifications per default, and to allow users to
opt out of receiving notifications about a certain category or type of scenario.
Preferably, the default settings should be based on the user’s actual predispos-
ition, such as her privacy attitude. Ideally, a user’s privacy attitude will link
to a specific preset of notification settings that meets her demands in terms
of striking a balance between privacy needs and additional cognitive load im-
posed by incoming notifications. The preliminary findings reported in the
study about notification preferences (Section 2.3) indicate that respective seg-
mentations can potentially be made, such as notifications about proven facts
in contrast to potential privacy risks. It will, however, require further research
to establish personas that reliably reflect requirements for multiple groups of
users.

Moreover, the user’s proficiency with the TET can serve as an indicator
for the extent of active guidance or recommendation she is offered along with
actionable choices. The user’s previous knowledge would primarily reflect
the extent of information offered for each operation step. However, pro-
ficiency should not affect the availability of supplementary support per se,
which should always be available upon request.

Settings should be reflexive in that choices made in the past should be
reflected in options offered in the present, which, in turn, should carry over
to options offered for future decisions. Correspondingly, Angulo et al. [2]
propose a combination of predefined privacy settings with ‘on the fly’ privacy
management. In their prototype, choices made by a user can carry over to the
defaults of future options. Applied to the model for privacy notifications,
choices made during the Notification, Presentation and Intervention phases
may feed back to the Configuration phase. Regardless of the presets of a set
of options, however, it should be up to the user to decide whether, how and
when she wants to be notified, as well as which facts she wants to be notified
about.

5 Discussion
Most of the design guidelines discussed in Section 4 are overarching in that
they apply to all phases of the asynchronous model. Despite the fact that some
of the guidelines map exclusively to individual phases, such as conscientious
interruption being exclusively associated with the Notification phase, most
phases of the model and the guidelines as a whole are closely interrelated and
highly interdependent. This applies particularly to the Configuration phase,
which not only controls the subsequent phases with respect to how they op-
erate, but in that it also potentially receives feedback from them in terms of
how users decide along the way, such as not to receive further notifications of
a particular kind, or to receive more extensive explanation about a particular
term or circumstance.
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As regards research question 1, no model currently discussed in the liter-
ature reflects the particular nature of privacy notifications. Existing models
from the domain of usable security are unsuitable in that they pertain to data
security in general and do not cover privacy notifications in particular. Al-
ternatively, some of the existing models originate from the domain of ex ante
transparency. The candidates in question are tailored to the needs of coher-
ent transactional contexts, and therefore do not satisfactorily reflect the asyn-
chronous nature inherent to privacy notifications. Hence, this paper proposes
a model that specifically deals with privacy notifications in the context of ex
post transparency.

As for research question 2, the design guidelines proposed to accommodate
the aforementioned model draw upon multiple fields of the literature. The
sources reviewed for usable security and privacy have been complemented
with literature on the interruptive nature of notifications and the effect such
interruptions have on their recipients. Jointly, both research fields are shown
to serve a basis for inferring suitable design guidelines for a TET that operates
on privacy notifications.

As for research question 3, the guidelines proposed in this paper satisfy the
particular nature of the asynchronous model introduced for implementing
privacy notifications as a means to facilitate ex post transparency in mhealth
contexts. The guidelines specifically consider the particular modalities and
forms of interaction inherent to mobile devices.

The design guidelines are based on established findings in the literature but
remain preliminary in that the conclusions drawn by combining independent
sources frommultiple research fields will have to be consolidated by future re-
search. Future research will, e. g., have to establish concrete sets of presets for
notification settings, such as the ones discussed for guidelineRespect user needs,
as will be mappings between individual notification scenarios and actionable
choices of how to intervene.

It will require mockups and prototypical designs of TETs to investigate
whether the guidelines proposed above are mature enough to serve as viable
requirements for the design of usable TETs, and whether they reliably re-
flect the functionality conceptualised in the model. Moreover, it will require
further validation as to whether the model itself proves to be comprehensive
enough to serve as a conceptual template for implementing TETs that exhibit
the envisioned characteristics inherent to privacy notifications.

At a later time, the prototypes will have to be tested by the intended tar-
get audience, i. e. users of online mhealth services. The evaluation will show
whether laypersons acknowledge the envisioned benefit in terms of ex post
transparency of their personal data, and whether the concept of intervenab-
ility can be reliably conveyed by means of the prototypical implementation.
This is when the circle of human-centred design will close and yield validated
guidelines that can demonstrably serve as design principles for TETs that op-
erate on the basis of privacy notifications. Alternatively, the second iteration
of the design lifecycle will introduce a refined model and will aim to establish
a revised set of guidelines.
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6 Conclusion
The steady increase of mobile health (mhealth) devices are in stark contrast to
the lack of data transparency experienced bymany users of onlinemhealth ser-
vices. The article draws upon multiple research fields represented in the body
of knowledge and infers from them guidelines suitable for the human-centred
design of ex post transparency-enhancing tools (TETs). The guidelines are
discussed against the backdrop of a model that reflects the particular nature of
TETs operating on the basis of privacy notifications, which serve as a means
to provide users with transparency in terms of how their personal data have
been processed by online data services. The discussion of the model and
guidelines focuses on the aspects of individualisation to accommodate the in-
dividual needs of users of mhealth services, and on intervenability as a form
of exercising a data subject’s legal right in response to how her personal data
have been processed. Accounting for the particular characteristics of mobile
devices, TETs that facilitate ex post transparency by means of privacy notific-
ations aim to provide users of mhealth services with customised advice about
auspicious future choices based on insight obtained retrospectively.
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Towards Usable Transparency via 
Individualisation

The General Data Protection Regulation grants data subjects the legal rights of 
transparency and intervenability. Ex post transparency provides users of data 
services with insight into how their personal data have been processed, and 
potentially clarifies what consequences will or may arise due to the processing of 
their data. Technological artefacts, ex post transparency-enhancing tools (TETs) 
convey such information to data subjects, provided the TETs are designed 
to suit the predisposition of their audience. Despite being a prerequisite for 
transparency, however, many of the TETs available to date lack usability in that 
their capabilities do not reflect the needs of their final users.

The objective of this thesis is therefore to systematically apply the concept of 
human-centred design to ascertain design principles that demonstrably lead to 
the implementation of a TET that facilitates ex post transparency and supports 
intervenability. To this end, we classify the state of the art of usable ex post 
TETs published in the literature and discuss the gaps therein. Contextualising 
our findings in the domain of fitness tracking, we investigate to what extent 
individualisation can help accommodate the needs of users of online mobile 
health services. We introduce the notion of privacy notifications as a means to 
inform data subjects about incidences worthy of their attention and examine how 
far privacy personas reflect the preferences of distinctive groups of recipients. We 
suggest a catalogue of design guidelines that can serve as a basis for specifying 
context-sensitive requirements for the implementation of a TET that leverages 
privacy notifications to facilitate ex post transparency, and which also serve as 
criteria for the evaluation of a future prototype.
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