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Abstract
This deliverable provides a final report on the work on transport protocol enhancements
done in Work Package 3. First, we report on the extensions made to the SCTP protocol that
turn it into a viable alternative to TCP and allow to deliver a lower-latency transport service. Next, we describe our work to develop a framework for providing a deadline-aware,
less-than-best-effort transport service, targeting background traffic and thus addressing
requirements on NEAT from the EMC use case. We also present our efforts to design and
implement a latency-aware scheduler for MPTCP, which enables NEAT to offer a transport
service that meets the needs of latency-sensitive applications, and that efficiently utilises
available network resources. Lastly, this document informs on our work on coupled congestion control for TCP, a mechanism that treats a bundle of parallel TCP flows between
the same pair of hosts as a single unit. By efficiently multiplexing concurrent TCP flows,
our coupled congestion control alleviates the effects of queueing, and tends to result in a
more efficient usage of available bandwidth, where the flows’ aggregate capacity share can
be apportioned based on application preferences.
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Introduction

The Internet is often seen as having a common network layer and two widely deployed transport
protocols, TCP and UDP, with other transports, such as SCTP or DCCP, struggling to find broad deployment. The NEAT System challenges this view of an ossified Internet transport layer by providing a transport API that is oblivious to specific transport protocols, and instead focuses on requested
transport services. Applications provide the NEAT System with information about their traffic requirements, pre-specified policies, and measured network conditions. Based on this information, the NEAT
System establishes and configures appropriate connections. Through its design, the NEAT System enables new network and transport functions and protocols to be added incrementally and transparently.
Figure 1 provides an overview of the architecture of the NEAT System. The NEAT User Module comprises five groups of components: NEAT Framework, NEAT Selection, NEAT Policy, NEAT Transport,
and NEAT Signalling. The core functionality of the NEAT Framework, Selection, Transport and Policy components is being developed in Work Package 2 (WP2). Work Package 3 (WP3) runs in parallel
with WP2 and enhances and extends the core NEAT System developed in WP2: transport-protocol enhancements are designed in Task 3.1, while work on the extended transport system is done in Task 3.2.
The final report on the extended transport system will be provided in D3.3, while this document, D3.2,
comprises the final report on Task 3.1 activities, as follows:
1. SCTP optimisations (Section 2): During the first part of Task 3.1, as reported in D3.1 the SCTP
transport protocol was enhanced with functions such as hardware-assisted checksum computation, improved UDP encapsulation, and user-message interleaving. These functions were added
to make SCTP a viable alternative to TCP in NEAT. Notably, these enhancements lower the CPU
consumption of SCTP, facilitate middlebox traversal, and provide support for large user messages. During the second part of Task 3.1, reported here, support for mapping of application
flows to SCTP streams was added, something which enables the mapping of several NEAT Flows
to a single association. This feature sets SCTP apart from TCP and opens up for a more efficient
usage of transport connections.
2. Deadline-based LBE congestion control (Section 3): In Task 3.1, work has been carried out
on developing an adaptive, deadline-aware less-than-best-effort (LBE) congestion control (CC)
scheme for applications where large data sets need to be moved between data centres, such as
the application described in the EMC corporate use case. The first phase of this activity, presented in D3.1, explored use of a delay-based CC method—CAIA Delay Gradient (CDG) [10]—as
a candidate LBE mechanism. The work described here goes beyond by introducing a framework
to perform LBE congestion control that considers data-delivery deadlines, and that can leverage
any CC methods available in the transport stack, be they delay-, loss- or explicit-signal based.
3. Multi-path scheduling (Section 4): In the first part of Task 3.1, we designed and implemented
a robust, latency-aware scheduler for MPTCP, Shortest Transfer Time First (STTF), that tries to
optimise for flow transfer time. The work on STTF has continued during the second phase. Particularly, we have integrated STTF in NEAT and demonstrated its usefulness for delay-sensitive
web applications such as Google Maps.
4. Coupled congestion control for single-path TCP (Section 5): Work was started in the first part
of Task 3.1 on designing and implementing a coupled congestion controller (CCC) that makes it
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Figure 1: The architecture of the NEAT System.
possible for independent TCP flows in NEAT to efficiently interact over shared network paths. A
first version of the CCC was implemented, and initial evaluations indicated that our CCC reduces
both queueing delay and packet loss, and enables application-controllable bandwidth sharing.
This work has continued in the second part of Task 3.1, where the method has been integrated
in NEAT and evaluated, showing promising results.
The document concludes in Section 6. Appendix A provides a detailed explanation of the specific
terminology used in NEAT, and Appendices B, C, and D collect NEAT research publications directly
related to activities in Task 3.1.

2

SCTP optimisations

This section describes enhancements to the SCTP transport protocol and modifications to better meet
the needs of NEAT Transport components.

2.1

Performance enhancements

To enhance the performance of the SCTP stacks, we implemented hardware assisted checksum computation and support for netmap [24] and multi-stack [1]. The SCTP checksum computation requires
more CPU cycles than the checksum used for TCP and UDP. To mitigate this overhead in cases where
checksum offloading to network interface cards is not available, we implemented the usage of special
CPU instructions for supported platforms. This work, including the resulting performance improvements, has been reported in D3.1 [9].
Using the netmap packet handling framework gives the usrsctp library exclusive access to the network interface without involving the packet handling mechanisms of the operating system. This re9 of 72
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sults in significant performance improvements, especially for small SCTP messages. Multi-stack is a
kernel module for FreeBSD and Linux which allows to run user-space network stacks beside the kernel
network stack. An application registers itself at the multi-stack module with a 3-tuple containing the
network protocol, port and network interface card. The kernel module checks every incoming packet
for a registered handler which matches the packet. If there is no matching 3-tuple the network packet
is handled by the kernel stack. In D3.1 [9] we explained the implementation of netmap and multi-stack
for usrsctp and the resulting performance improvements.

2.2

Path MTU discovery for SCTP

SCTP as a message-based transport protocol preserves message boundaries. For supporting arbitrarily
large user messages, fragmentation is performed by SCTP itself and not by the network layer. For
example, changes in the network configuration on the way from the sender to the receiver can result
in a Maximum Transmission Unit (MTU) value lower than expected. As a consequence, the packet is
dropped and it is expected that an ICMP message is sent by the router to indicate that the packet is
too big and has to be fragmented.
To prevent this packet loss, we added Path MTU (PMTU) discovery for SCTP by probing the path
MTU by increasing the size of packets. Probing is performed by sending a HEARTBEAT chunk bundled with a padding (PAD) chunk. The HEARTBEAT chunk carries a Heartbeat Information parameter
which includes, besides the information suggested in RFC 4960 [27], the probing size, which is the
MTU size the complete datagram will add up to. A PMTU smaller than the interface MTU is detected
either upon a packet-loss timeout for probe packets or when an ICMP DTB message arrives. The implementation and validation has been reported in detail in D3.1 [9].

2.3

User message interleaving

For supporting user messages larger than a packet, SCTP supports fragmentation and reassembly.
The sender fragments the user message using multiple DATA chunks. In most SCTP implementations
the Transmission Sequence Number (TSN) encodes the sequence in which the DATA chunks are put
on the wire. Therefore, if the sender starts sending a large user message, user messages of all other
streams are blocked until the sending of the large message has been completed. This introduces a
sender-side HoLB and limits the usefulness of scheduling to assign a streams a capacity share according to application requirements.
To be able to avoid sender-side HoLB and better support stream prioritisation, user message interleaving uses I-DATA chunks instead of DATA chunks. The support for I-DATA chunks has been added
in cooperation with Randall Stewart (from Netflix) to the SCTP implementation of the FreeBSD kernel
and the usrsctp user-space stack. For testing, the packetdrill tool has been extended to support the
I-DATA chunk and about 140 test scripts have been written to validate the implementation [2].
Work on this subject was already reported in Deliverable 3.1 [9]. Since then, the code was further
improved due to additional testing resulting from using the code in the NEAT project. Additional test
cases have been implemented and the corresponding Internet Draft [29] has been updated to reflect
the comments received on the mailing list and from members of the NEAT project.
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Transparent flow mapping

Transparent NEAT Flow mapping is a feature that automatically maps multiple NEAT Flows to a single
transport connection. Two NEAT peers can have several NEAT flows in parallel, for example a chat
application using a separate NEAT flow for text messages and a file transfer or an HTTP client which
uses multiple NEAT flows in parallel to request resources from a web server.
Without a transparent mapping, every flow has its own transport connection. For every new flow,
NEAT triggers the happy-eyeballs mechanism, transport protocol based connection establishment
and separate congestion- and flow-controls for every transport connection. Reusing transport connections can have several advantages. Less resources are used by the operating system and setting up
new flows on an existing transport connection can be faster than setting up flows on new transport
connections. Furthermore, it can be beneficial to have multiple flows mapped to a single transport
connection for an improved error recovery. It also allows a simple management of relative priorties.
2.4.1

Connection establishment

To use transparent mapping, both peers have to negotiate the usage of this feature during the connection establishment. When the client opens an SCTP based connection to the server, the NEAT library
sets a specific SCTP adaptation layer indication value which is transferred by the SCTP INIT chunk
to the server, indicating that the connecting client supports NEAT’s transparent mapping feature. If
the server is NEAT enabled, it will also set the NEAT specific adaptation layer indication value in the
responding INIT-ACK chunk. When the connection has successfully been established, both peers get
the partner’s adaptation layer indication value by reading SCTP notifications. This allows to negotiate
transparent mapping support by using native SCTP mechanisms without additional round trip times.
Also both SCTP peers negotiate the number of available streams and the optional stream reconfiguration support [28].
2.4.2

Establishment of subsequent flows

When the client opens a new flow, NEAT tries to map the flow to the transport connection of an existing flow. First the library compares the destination address and properties of the new flow with
established ones for a matching SCTP association. If a matching SCTP association with transparent
mapping support and unused streams is available, the flow is mapped to an unused stream and can be
used instantly for data transmission. To open a new flow on the server side, the client sends an empty
message with a specific payload protocol identifier (PPID) via an unused stream to the server.
It is quite typical for a client application to open several flows to a server at once, which would result
in several independent connections because at creation time, no established transport connection is
available. To avoid this scenario, NEAT automatically checks for ongoing happy-eyeballs operations.
If NEAT detects another flow in ongoing happy-eyeballs state to the same destination, it will delay its
own happy-eyeballs mechanism to increase the chances of a successful transparent mapping. If a connection gets established with transparent mapping support, all other connecting flows with matching
parameters are instantly mapped to the transport connection.
2.4.3

Data transmission

The internal data handling for sending data on transparently mapped flows is quite similar to non
mapped flows. When an application gives outgoing data to the NEAT layer, the library tries to send the
11 of 72
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data directly to the network socket, otherwise the data is buffered in the outgoing buffer of the flow. If
the network socket gets writable again, all outgoing flow buffers get drained.
On the receiver side, the modifications are more significant. Without transparent mapping, the
NEAT library buffers only a single SCTP user message and no further read operations on the network
socket are made before the user message has been delivered to the application.
When operating in transparent mapping mode, NEAT reads all available data from the network
socket and buffers it in the corresponding flow buffer, identified by the stream id, without limitations.
2.4.4

Flow removal

If the application wants to close a transparently mapped flow, the NEAT library cannot make use of
the transport protocol specific closing and shutdown mechanisms because the transport connection
may be used by other flows.
Internally, NEAT supports two ways to close transparent mapped flows. The first method sends an
empty SCTP data chunk with a specific PPID, indicating that the application wants to close the flow
and no more data will be sent. When receiving a closing message, the NEAT library will notify the
application that no further data will be received on this flow. If both peers sent a closing message for
a flow, the flow is considered as closed and all linked resources can be released. The second method
uses the SCTP Stream Reconfiguration extension [28], if supported by both peers.

2.5

Role in NEAT and next steps

The Stream Control Transmission Protocol (SCTP) is one of the transport protocols being supported
by the NEAT library. Therefore, its services can be used by all applications using the NEAT library. For
most applications, using SCTP might be beneficial and also provides them with the ability to update
the transport stack if the userland SCTP implementation is used. Transparent flow mapping addresses
planned future work that was described in the conclusion of D1.2, and will change the API described
in D1.3. Interleaving supports “NEAT flow priority”, a transport service feature required for the Mozilla
use case in D1.2. Most planned features have been implemented in the userland SCTP stack used by
the NEAT library. The SCTP handshake optimisations aren’t finished yet, since the other features were
prioritised. In our future work, we will finish the handshake optimisations, focus on optimising the
implemented features, evaluate their benefits to the NEAT library and integrate them into upstream
projects as part of our WP4 activities.

3

Deadline-aware LBE congestion control

Many bulk data transfer applications do not need to consume as much capacity as the network can
provide them. Instead they may be able to use a less-than-best-effort (LBE) service model [25], also
called “scavenger”, to send their data at a lower rate than what a typical best effort (BE) service provides. There are different ways in which an LBE service can be implemented; for instance, some form
of priority scheduling can be used in routers to allocate residual capacity to LBE traffic flows. In this
work we focus on end-to-end LBE congestion control (CC) that is provided by algorithms running in
end-hosts as part of a transport protocol.
In particular we address data backup and replication applications that need to traverse networks
that are not necessarily controlled by the application provider. Such a service should: (i) keep dis-
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ruption of concurrent BE interactive services to a minimum; (ii) have a timeliness constraint, i.e., the
transfer should be finished by a soft deadline to fit in with other network activity and to ensure that
data is replicated correctly and timely.
D3.1 reported on initial investigations of the feasibility of adapting an existing delay-based CC
(CDG [10]) to achieve these objectives. Finding it feasible to adapt existing CC mechanisms, we have
proceeded to develop a framework based on Network Utility Maximisation (NUM) that adds both
LBE behaviour and awareness of “soft” delivery deadlines to any congestion control (CC) algorithm,
whether loss-based, delay-based or explicit signalling-based.

3.1

Description

We define the ideal characteristics of a deadline-aware LBE (DA-LBE) traffic source. A DA-LBE traffic
source should:
1. keep disruption of concurrent traffic to a minimum,
2. be no more aggressive than BE traffic,
3. react appropriately to network congestion,
4. take advantage of available network capacity when there is no congestion, and
5. attempt to finish transmitting its data by the deadline.
This requires API support to provide:
1. the size of the data to transfer, and
2. the soft completion time for the transfer.
This may be done through a simple update to the transport API (such as an IOCTL), however, the
NEAT System allows a much more versatile and more generally applicable approach. In NEAT, the
balance between the different DA-LBE traffic sources can be a matter of defining an appropriate policy.
NUM theory, pioneered by Kelly [17, 18] and Low and Lapsley [19] frames the congestion control
problem as an optimisation problem where we seek to maximise the utility Us traffic sources get from
their send rates, subject to not exceeding the capacity limit of network links:

max
x≥0

subject to

S

∑ Us (x(s) )

(1)

s=1

∑

s∈S(l)

x(s) ≤ cl

∀l = 1, . . . , L

(2)

where x(s) is the send rate of source or flow s, cl is the capacity of network link l, and S(l) is the set of
flows that traverse link l. This optimisation problem may be solved in a distributed manner through
its Lagrangian dual:
(

min max
p≥0

x≥0

S

∑ Us (x

s=1

(s)

L

) − ∑ pl
l=1
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where the Lagrange multiplier, pl , can be thought of as the “price” of congestion that the network
assigns at each link. Each source, s, determines its send rate x(s) using the total measure of congestion
along its end-to-end path:
x

(s)

0 −1

= (Us )

∑

l∈L(s)

pl

!

(4)

where L(s) is the set of links that source s uses end-to-end through the network.
This framework fits our problem well. A congestion controller can “artificially” inflate or discount
these congestion prices to change its relative share of network capacity, i.e. become more like a scavenger or more like a normal BE TCP source.
Different congestion controllers have different strengths and weaknesses in different scenarios.
Some are more amenable to an LBE service than others. Key to being able to apply this framework to
any CC is extending work by Tang et al. [30] to weight a universal congestion “price” measure by the
effect that congestion indication has on the congestion window. The details of how we do this can be
found in a paper currently under submission [11], included in Appendix B.

3.2

Evaluation

We have applied this DA-LBE framework to two very different well known CCs, TCP Cubic and TCP
Vegas, using both a model-based control (MBC) and a proportional-integral-derivative (PID) based
control. MBC control requires a satisfactory model of the congestion control mechanism, which can
be easily found for most common TCP variants. The PID controller will work with any CC, though
choosing the controller gains requires care. Example NS2 simulations for the Cubic and Vegas implementations with the MBC control are shown in Fig. 2, with the deadline for the DA-LBE flow indicated
by the red arrow. Our results show that both Cubic and Vegas based DA-LBE flows use less capacity
than the competing BE flows. In this example, the deadline awareness causes the DA-LBE flows to
adjust their aggressiveness, transmitting at a higher rate than a pure scavenger type LBE flow would
in order to provide timely completion, yet taking up less capacity than each competing TCP flow (i.e.,
LBE behaviour). Note also that the Vegas based mechanism can initially be more aggressive than it
should if it does not have a good estimate of RTTmin (see the time interval t = [400, 600] s), a known
issue with the Vegas algorithm.
Vegas based DA-LBE can better take advantage of brief instances of available network capacity
such as at t = [1000, 1010] s in Fig. 2. This is due to Vegas’ faster detection of congestion abatement
through its use of queueing delay signals. We investigate this further with realistic bi-directional TCP
Cubic traffic based on real traffic measurements. The DA-LBE sources transmit data equivalent to 10%
of the bottleneck link capacity over 1200 s (the soft deadline). When each flow completes, its completion time is recorded, the DA-LBE source reset, and after a 10 s delay the process repeated. We simulate
with an offered background traffic load of about 40% for ∼100 000 s and show the results using box-

and-whisker plots. The quantitative results in Fig. 3 confirm that the Vegas based DA-LBE mechanism
can take advantage of the sporadic amounts of available capacity we expect in real networks, while the
Cubic based DA-LBE is unable to do so. Full details of our evaluations can be found in Appendix B.

14 of 72

Project no. 644334

D3.2
Final Report on Transport Protocol Enhancements

Confidential
Rev. 1.0/ June 15, 2017

Send rate Mbps (1s averages)

100
tcp 1
tcp 2
tcp 3
tcp 4
tcp 5
tcp 6
da-lbe

80
60
40
20
0
0

500

1000

1500

2000

simulation time (s)
(a) Cubic based phantom ECN DA-LBE flow
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Figure 2: NS2 simulation results for Cubic TCP flows with a DA-LBE flow. DA-LBE data size is based
on 10% Capacity LBE rate.
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Figure 3: DA-LBE completion time comparison. Competing with realistic BE Cubic TCP traffic, offered
load of about 40%. DA-LBE flows have a 1200 s soft deadline.

3.3

Role in NEAT and next steps

The end goal of this activity is to enable the NEAT System to leverage locally available congestion
control mechanisms, dynamically adapting them to offer a DA-LBE service. Such a service can be
exploited in EMC’s use case of distributed backups and data replication. To fully achieve this objective,
the next phase in this work is to integrate the DA-LBE framework we have developed with the NEAT
System. This will involve these steps:
1. Instrumenting the kernel network stack to provide the congestion indication measurements that
the DA-LBE framework requires.
2. Implementing kernel socket options to work with these enhancements.
3. Integration of the DA-LBE control mechanism with the NEAT System. This will involve API enhancements and policies that control how to choose the most appropriate available congestion
control mechanisms to adapt.
4. Testing the integrated NEAT DA-LBE using the EMC backup use case.
Steps 1–3 will be done as part of Task 3.2 (Transport System with Extended Functionalities), whereas
step 4 is part of the testing work to be done in Task 4.3 (Demonstration and Experiments). Also, step 3
will feed into Task 1.4 (Final Services and APIs).

4

Multi-path scheduling

The current design of transport protocols that employ multiple interfaces often degrades user experience by increasing transmission latency. The reason for this sub optimal performance is due to the
throughput/latency trade-off where low latency is traded for higher throughput. While high throughput is important for some applications/services, low latency is very important for most services that
are based on user interaction, a design that is particularly common for mobile applications.
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Figure 4: Queuing of packets in Linux MPTCP.
MPTCP is a set of extensions to standard TCP which enable multi-path connections, i.e., connections which provide for concurrent transmission over several network paths. It has been standardised by the IETF in RFC 6824 [7], and a de facto reference implementation of MPTCP has been developed for the Linux kernel [20]. Apart from that, there are at least four known implementations of
MPTCP, of which the implementation used by Apple’s personal digital assistant service, Siri, is the most
widespread and well-known.
When multiple sub flows are available, there are different ways for MPTCP to schedule the transmission of data. For example, a round-robin scheduler may iterate over the available sub flows and
try to transmit an entire congestion window. Moreover, the scheduler is responsible for handling retransmissions of data, i.e., determine on which sub flows previously lost data segments should be
scheduled. Scheduling in Linux MPTCP is modular, and a generic framework for introducing novel
schedulers has been proposed and implemented by Paasch et al. [22]. At the core of the scheduling
in the Linux MPTCP reference implementation is the way packets submitted for transmission by an
application are queued. Figure 4 schematically illustrates how queueing in Linux MPTCP takes place.
Queueing happens at two levels: the MPTCP connection and the sub flow level. When an application
sends a packet, it is first queued in the so-called meta queue at the MPTCP connection level. Next, the
scheduler moves the packet from the meta queue to one of the so-called slave queues of the available
sub flows in accordance with the employed scheduling policy.
A number of schedulers are included with the Linux MPTCP implementation, e.g., the Lowest-RTTFirst (LRF) scheduler [23], a round-robin scheduler and a redundant scheduler [8]. The LRF scheduler,
which is the default scheduler, starts by scheduling data on the sub flow with the lowest estimated RTT.
It continues doing so until it has filled the sub flow’s congestion window [23]. At that time, it begins
scheduling data on the sub flow with the second lowest RTT, and so on. Although priority is given to
sub flows with lower RTTs, the LRF scheduling strategy often ends up providing unnecessarily long
data transfer times. In fact, as far as we know, none of the proposed schedulers so far explicitly aims at
minimising the transfer time. To that end, we have designed the Shortest Transfer Time First (STTF)
scheduler.
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Figure 5: The principles behind the STTF scheduler.

4.1

Description

The STTF scheduler tries to remedy the sub optimal latency performance by continuously calculating
how to schedule all available data to minimise the total transmission time. STTF’s mode of operation might cause all data to be scheduled on the fastest available sub flow, even though its congestion
window is full, or it might cause data to be partitioned among the available sub flows. STTF does not
consider congestion window limitations or other factors but focuses solely on completing the transmission in the shortest amount of time possible given the available sub flows and their respective
characteristics. Below, we describe the design and implementation of the scheduler.
Conceptually, the STTF scheduler works in two steps: a scheduling step and a transmission step;
Figure 5 illustrates these two steps. In the first step, STTF traverses all packets queued in the meta
queue; predicts the transfer time for each queued packet when transferred over each of the available
sub flows in the MPTCP connection, and determines, on the basis of the predicted shortest transfer
time, on which sub flow each packet should be scheduled. In the figure, the tags beside the packets in
the meta queue illustrates the scheduling of the queued packets in the meta queue.
The predicted transfer time for a packet over a certain sub flow is computed with regards to:
• the SRTT,
• the congestion state of the sub flow, i.e., whether the sub flow is in slow start or congestion avoidance,
• the current values of the congestion window and slow-start threshold,
• the number of packets already queued in the sub flow slave queue.
Moreover, the computation of the predicted transfer time for a certain packet takes into account the
scheduling of the packets that precedes it in the meta queue. For example, consider the case shown
in Figure 5. When the predicted transfer time for the third packet queued in the meta queue (packet
“K” in Step 1, Scheduling), is computed, the preceding two packets, packets "I" and "J", are, from the
perspective of the computation, already queued in the slave queue of sub flow #3, the sub flow to
which they were scheduled prior to packet "K".
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Figure 6: Experiment setup used in the evaluation of the STTF scheduler.
Next, STTF goes through the packets in the meta queue again, however, this time with the intent to
transmit as many packets as possible on the sub flows to which they were scheduled in the first step.
In the scenario shown in Figure 5 all packets are transmitted. However, this is not always the case. A
packet in the meta queue is only queued on its scheduled sub flow, and thus queued for transmission,
provided the sub flow is available and the congestion window of the sub flow permits the packet to
be immediately transmitted. That is, if the packet can be transmitted during the currently ongoing
transmission round. Packets that remain on the meta queue after the completion of the second step
have their assigned sub flows invalidated, and have to wait until STTF is invoked again, e.g., when a
packet is sent or received by MPTCP. A more detailed description of STTF is found in Appendix C.
The Linux kernel implementation of STTF essentially comprises three components: a modified
scheduling framework, a re-scheduling component, and an algorithm for the calculation of the predicted transfer time. The modified scheduling framework is essentially a set of changes that allows a
scheduler to schedule data on paths on which transmission is not immediately possible. When newly
arrived data is about to be scheduled, the re-scheduling component comes into play: STTF first checks
whether there is unsent data left in the sub flows or not. If so, and provided a preliminary calculation
suggests that the scheduling of the unsent data turns out differently than before with the newly arrived data, the re-scheduling component moves back all unsent data from the slave queues to the
meta queue. The STTF implementation along with all the necessary changes to MPTCP is available
at [12]. The implementation is about 1200 lines of code, and can be used with version 0.91.2 of the
Linux MPTCP kernel [21].

4.2

Evaluation

In our evaluation of the STTF scheduler, we aimed to show that STTF indeed reduces transfer time as
compared with existing schedulers, and that it does so with little or no negative impact on goodput.
The testbed used in our evaluation is depicted in Figure 6. Both the client and the server machines
were equipped with version 0.91.1 of the Linux MPTCP kernel, and the server’s MPTCP implementation was extended with the STTF scheduler. The experimental traffic was generated by a pair of
request/response applications where the client connected to the server over both available paths, and
requested data of a certain size from the server; the server responded with the corresponding amount
of data using the selected scheduler.
4.2.1

Transfer time

To begin with, we evaluated the transfer time achieved with STTF in a series of fairly applicationneutral experiments: We ran experiments where bursts of a fixed size were transmitted over an MPTCP
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Figure 7: Average transmission time for bursts of different sizes over sub flows with symmetric and
asymmetric RTTs.
connection using two paths with varying RTTs. We also ran the same experiments over a single TCP
connection, always running over the path with the smallest RTT. The bursts were sized between 10 and
50 segments, and the path RTTs were varied to go from symmetric to highly asymmetric connections
(path 1 had a 10 ms RTT and path 2 had a 10, 40, and 100 ms RTT). Each combination of scheduler,
burst size and path RTTs was repeated 30 times to minimise random variations. Figure 7 shows the
results from this experiment. The leftmost graph shows the results from the symmetric experiment
where both paths had an RTT of 10 ms. The middle graph shows a slightly asymmetric scenario where
path 1 had an RTT of 10 ms and path 2 and RTT of 40 ms. Finally, the rightmost graph contains the
results from the experiments in a highly asymmetric setting where the RTT of path 1 was 10 ms and of
path 2 was 100 ms.
As seen from Figure 7, MPTCP and its LRF scheduler provided transfer times over symmetric sub
flows, i.e., sub flows with fairly similar RTTs, that were on par with both TCP and STTF. This was primarily an effect of MPTCP and its coupled congestion control’s ability to fairly divide traffic among
existing sub flows, and had less to do with LRF. However, when the asymmetry between the paths increased, so did the transfer time provided by MPTCP and LRF, something which was caused by LRF
continuing to schedule traffic on path 2 despite its longer RTT: when the congestion window of path 1
was filled, LRF, in contrast to STTF, did not wait for the congestion window of path 1 to drain. Instead,
it started to schedule traffic on path 2, which had free space in its congestion window. As a result, in
the experiments with a 100 ms RTT on path 2, LRF provided a substantially longer transfer time for
all burst sizes than either STTF or TCP. The drastic increase in transfer time of 10-segment bursts experienced by LRF when the RTT of path 2 was increased to 40 and 100 ms was due to a combination
of LRF always scheduling traffic only on sub flows which can send immediately and burst mitigation
techniques in MPTCP which, in this case, inhibited the immediate transmission of all 10 segments
over the path with shortest RTT.
As a next step, we studied the transfer time provided by MPTCP with the STTF scheduler, the LRF
scheduler, and the BLocking ESTimation-based scheduler (BLEST) [5], when used to transfer web
browsing and interactive web traffic, i.e. application-specific traffic. The rationale behind evaluating STTF against BLEST was that BLEST is specifically designed to mitigate packet re-ordering and
head-of-line blocking between sub flows in an MPTCP connection, and thus is indirectly designed to
keep transfer time down.
In the application-specific experiments, the links in Figure 6 were setup to emulate WLAN and 3G
connections. Table 1 lists the employed link settings. The WLAN settings are intended to model IEEE
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Table 1: Link settings used in the evaluation of STTF for application-specific traffic.
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Figure 8: Results from our evaluation of STTF for web-browsing traffic.
802.11ag, and the packet loss-rate modelled the loss-rate at the transport level and thus excluded linklayer re-transmissions.
To evaluate STTF for web browsing, we emulated downloads from five representative web sites,
Google, Wikipedia, Instagram, Amazon and The Guardian, and accessed these sites via HTTP/2 [3].
In contrast to HTTP/1 [6], HTTP/2 enables a more efficient use of network resources, and can reduce
transfer time by providing header compression and concurrent object download over the same connection. From an MPTCP scheduling perspective, the concurrent download mechanism is interesting
since it effectively enables a scheduler to optimise the transmission over several sub flows.
To model the download process as thoroughly as possible in the web browsing experiments, we
used data and dependency graphs from Epload [32] together with a purpose-built client implemented
with libcurl [26]. On the server side, we used a custom-built HTTP/2 web server implemented with
the nghttp2 [31] library. Each experiment was repeated 30 times.
Figure 8 summarises our web browsing experiments by providing graphs for the average page-load
times, the web-object download times, and the traffic share over each path; all metrics are presented
along with 95% confidence intervals. As both the left-most and middle graphs show, the STTF scheduler offered in most cases significantly shorter page-load times than both LRF and BLEST. The only
exception was the Wikipedia web site where the small amount of data (132 Kbyte) made the impact of
scheduling on page-load times too small. BLEST positioned itself in between STTF and LRF: It offered
some reduction in page-load time as compared with LRF, but less than STTF.
We also evaluated STTF for Google Maps: a good example of an interactive web application that
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Figure 9: Results from the evaluation of the goodput provided by STTF.
requires low latency to be use-able. To emulate Google Maps traffic, we replayed actual user sessions.
The difference between the evaluated schedulers was smaller in the Google Maps than in the Webbrowsing experiments. Still, STTF offered significantly shorter download times compared to LRF also
in these experiments: In experiments without packet loss, STTF provided circa 25% shorter object
download times than LRF, something which was reduced to 5% in the experiments with packet loss.
4.2.2

Goodput

To verify that STTF provides a goodput comparable to that provided by the default scheduler, LRF, we
conducted a series of experiments where bulk traffic was transmitted between an iperf3 [4] client and
server. Apart from LRF, we also evaluated STTF against BLEST, i.e., a scheduler that to a larger degree
than STTF targets goodput, and standard TCP. Figure 9 illustrates how the average goodput varied with
increasing RTT on path 2. As seen in the experiments with symmetric, or slightly asymmetric, paths,
MPTCP performed almost equally regardless of scheduler. With increasing asymmetry, however, the
STTF goodput relative to both LRF and BLEST improved significantly. Interestingly, the results indicate
that none of the schedulers are able to deal with significant asymmetry, as TCP outperforms MPTCP,
regardless of scheduler, when the second path’s RTT is greater than, or equal to, 100 ms.

4.3

Role in NEAT and next steps

MPTCP has been integrated with the NEAT System. Particularly, support for MPTCP has been added
to the NEAT Selection components. The usage of MPTCP is governed by the policies and thus leaves
the NEAT API unaffected. A journal paper, to be submitted soon after final updates [13], presents
an evaluation of MPTCP and the STTF scheduler with delay-sensitive traffic including interactive web
browsing and web services (cf. appendix C). The introduction of MPTCP support improves the robustness of NEAT in terms of network connectivity, enables more efficient load balancing of TCP traffic,
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and, not least, maximises network utilisation (cf. Wischik et al. [34]). The STTF scheduler greatly adds
to the usefulness of MPTCP for NEAT, by making MPTCP a viable alternative for delay-sensitive traffic
such as live web streaming and interactive web services. We will complement our controlled experiments of STTF in Task 3.2 with live experiments in the MONROE testbed, as part of Task 4.31 . We will
explore how knowledge of application requirements and information available in the CIB can be used
to improve application performance through intelligent scheduling and path management. Based on
configured policies, applications with low-latency requirements can be served by the STTF scheduler,
while bulk transfer applications may be better served by the default LRF scheduler. The selection of
an appropriate scheduler, will be combined with an intelligent selection of the initial path that can be
guided by information on path characteristics available in the CIB. Later, in WP4, we intend to showcase the usage of MPTCP with STTF in demonstration setups of the Celerway and Mozilla use cases.

5

Coupled congestion control for single-path TCP

Coupled congestion control (CCC) is a mechanism that combines the congestion controls of multiple
TCP connections between the same pair of hosts. The original design that is used by NEAT was initially designed for RTP media flows [14] and its performance was evaluated in [16]. This design has
been extended to support TCP flows as well [15] (Appendix D). We have also proposed a method for
encapsulating multiple TCP connection in UDP in [33] and evaluated its performance.
NEAT supports the use of the CCC mechanism whenever its available in the OS (currently only the
FreeBSD kernel) in order to couple multiple TCP flows belonging to the same flow group and is able
to assign them different rates according to the priority set by the application developer/user. A similar
functionality can be obtained when a NEAT flow is using the SCTP protocol (instead of TCP, as the
outcome of happy eyeballing). In that case, NEAT will leverage the use of SCTP multi-streaming to
apply priorities among different streams. Therefore the scope of CCC in this section is limited to the
case where TCP is the outcome of the happy eyeballing process.

5.1

Description

An increasing number of TCP flows overlap in time and share the same endpoints. There can be many
reasons: a client-server application may deliberately establish parallel TCP connections to a server in
an attempt to expedite content transfers, independent instances of an application may initiate connections to the same server that just happen to overlap in time, and so forth. Unfortunately, as the resulting overlapping TCP connections usually share a common network path, they can sub-optimally
interact (and indeed, compete) with each other and other flows. Combinations that appear to produce throughput gains will often drive significant additional queuing delays or packet losses, to the
detriment of unrelated flows sharing any bottlenecks along the common path. In large part this is due
to each overlapping TCP connection’s congestion control state machines acting independently.
To address this issue we have developed a Coupled congestion control (CCC) mechanism, a method
that combines the congestion controls of multiple TCP connections between the same pair of hosts.
Each TCP session communicates with an entity called a Coupled Congestion Controller (CCC). The
CCC couples flows traversing the same path to the same destination. Figure 10 provides an overview
of this communication. New TCP sessions first register with the CCC, supplying it with:
1 https://www.monroe-project.eu
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Figure 10: Message sequence chart of communication between a TCP session and the Coupled Congestion Control (CCC) entity. Note: response is not sent if the session is in Fast Recovery (FR).
• a connection identifier (c),
• Priority (P),
• cwnd,
• and ssthresh.
Where necessary a new coupled group is created and all summation values are initialised. The connection registering, leaving and update algorithms can be found in [15] (included in Appendix D).
In addition, to address the problem that these TCP connections may not share the same path, they
can be encapsulated. This is sometimes already done, e.g., for VPNs. For other cases, we have developed a method called TCP-in-UDP (TiU) to encapsulate multiple TCP connections within a single
UDP port pair without incurring header overhead [33].
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Figure 11: Congestion window cwnd (in bytes) of two TCP flows using coupled congestion control with
priorities compared to a single TCP flow scenario. The aggregate line depicts the sum of cwnds in the
scenario with two flows.

5.2

Evaluation

The performance of the proposed methods has been evaluated, and a detailed presentation of results
is provided in Appendix D. Using both ns-2 simulations and an implementation in the FreeBSD kernel, we have shown that our mechanism reduces both queuing delay and packet loss while enabling
precise control over the share of the available bandwidth between the connections according to the
needs of the applications (see Appendix D). We summarise some of our findings below.
Figure 11 showcases an example of NEAT using the CCC mechanism in a real-life test on a 10 Mbps
bottleneck link and RTT=100 ms (typical for access link scenarios) with a FreeBSD machine acting as
the sender and using NewReno as the underlying TCP congestion control mechanism. Two NEAT
flows are created and each is assigned the same optional argument tag, NEAT_TAG_FLOW_GROUP
(an integer value) that puts them in the same flow group. Using another optional argument tag,
NEAT_TAG_PRIORITY, different priorities are given to these flows (with a float value). For the experiment shown in Figure 11, the first NEAT flow is given priority 0.75 and the second is given priority 0.25.
Optional arguments are set using the NEAT_OPTARG_INT() and NEAT_OPTARG_FLOAT() macros respectively and are passed to neat_open() upon opening a NEAT flow. Flow 1 starts at t = 3 s and
flow 2 starts at t = 30 s.
It can be seen in Figure 11 that between t = 30 s and t = 85 s (i.e., the time when two flows coexist),
flow 1 gets 3/4 of the aggregate cwnd while flow 2 gets 1/4 of the aggregate cwnd. It can also be seen
that the two flows are coupled, as they increase and decrease their cwnds at (close to) the same time,
letting the aggregate cwnd track the cwnd of a single flow very closely. Outside of this interval, when
flow 2 has either not started or has terminated, flow 1 gets all of the cwnd.
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Role in NEAT and next steps

Support for CCC has already been integrated in NEAT. This means that, if CCC is supported by the kernel, NEAT with leverage that support using the flow grouping and priorities to assign different shares
of bandwidth to different flows within the same flow group according to their relative priority (e.g.,
flow with priority 0.5 will be assigned twice the cwnd value as the flow with priority 0.25 according to
the CCC mechanism, in case if the chosen transport protocol is TCP). Kernel support for CCC is only
available on FreeBSD as of now.
As part of Task 3.2, the next complementary step in NEAT to the CCC work is to merge this mechanism with the interleaving-based priority scheduling and transparent mapping of flows to streams
in SCTP (§ 2.3). That is, if the outcome of happy eyeballing is SCTP, flows would transparently use
multiple streams, get a common congestion controller and flow priorities then affect the SCTP stream
scheduler, but if the outcome of happy eyeballing is TCP and this CCC patch is available in the OS,
NEAT should make use of our TCP CCC work instead. This functionality will also be leveraged by the
Mozilla’s use case.

6

Conclusions

This deliverable summarises the second phase of our work on enhancing transports for NEAT, covering the last six months of task T3.2. Table 2 lists the transport protocol enhancements developed
during the lifetime of Task 3.1, reported in this document and/or in D3.1 and summarises how they
contribute to the NEAT System. The table also connects these transport enhancements with the most
pertinent industry-partner use cases (cf. deliverable D1.1) in which they will be tested as part of the
WP4 activities, in Task 4.3.
The SCTP optimisations carried out in WP3 make SCTP a more feature-rich and usable transport
protocol for NEAT. By introducing support for improved UDP encapsulation, SCTP becomes a feasible
transport for NEAT on platforms with no SCTP operating-system support. Moreover, by enhancing
the implementation of SCTP with hardware-assisted checksum computation and user-message interleaving, SCTP becomes a viable alternative to TCP for many low-latency applications currently being
transmitted over TCP—not least for web applications and the Mozilla use case. Lastly, the incorporation of transparent flow mapping facilitates several NEAT Flows sharing a single SCTP association,
and thus allows a more efficient usage of transport connections. It enables for NEAT Flows to reuse
existing transport connections instead of having to establish new ones, something which often leads
to significant latency gains for short flows, including typical web traffic.
Our work on congestion control for background traffic, such as the one discussed in the EMC datacentre use case in D1.1, has resulted in a novel congestion-control scheme that provides a deadlineaware, less-than-best-effort (DA-LBE) service. The developed framework, based on a solid theoretical
foundation, makes it possible to leverage any available congestion control, regardless of the type of
congestion signal used, to deploy a DA-LBE service useful for bulk traffic with loose constraints on
completion time.
Furthermore, work on multi-path scheduling has resulted in a novel packet scheduler for MPTCP,
the Shortest Transfer Time First (STTF) scheduler, that targets all kinds of latency-sensitive traffic;
specifically, it targets the Celerway use case and its requirement to efficiently utilise available transport
solutions and to provide a user with the “best” transport solution. Both these transport enhancements

26 of 72

Project no. 644334

27 of 72
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D3.1

Path MTU discovery for SCTP
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D3.1

Enhancements for UDP encapsulation of SCTP

User message interleaving

D3.1
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Transport Enhancement

EMC
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Improved support of background bulk traffic
generated by e.g. data-backup and replication
applications
Support for latency-sensitive traffic, efficient
utilisation of available network resources
Improved performance of TCP, extended support of
flow priority, and efficient use of available network
resources

Mozilla

Improved SCTP performance, extends the support
of flow priority

Mozilla

Improved SCTP performance, making it a viable
alternative to TCP

Mozilla

Mozilla

Improved SCTP performance, making it a viable
alternative to TCP

Improved SCTP performance, needed to support
flow priority

Mozilla

Use case

Improved SCTP performance, making it a viable
alternative to TCP

NEAT contribution

Table 2: Overview of the NEAT transport protocol enhancements developed in WP3.
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extend the transport services offered by NEAT, and they contribute to the development of the NEAT
Selection, NEAT Transport and NEAT Policy components.
Finally, our work on ways to regulate aggregate TCP transmission behaviour in NEAT has resulted
in a coupled congestion control, i.e., a mechanism that combines the congestion controls of multiple
TCP connections between the same pair of hosts. The coupled congestion control mechanism enables NEAT to more efficiently utilise the available bandwidth and apportion it based on application
requirements when used for web applications in general and the Mozilla use case in particular.
This report concludes our activities on transport protocol enhancements in Task 3.1 of WP3. Further work related to Task 3.1 includes finishing the integration of some of these functionalities into
NEAT’s transport system, and evaluating these transport improvements in the context of the main use
cases.
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NEAT Terminology

This appendix defines terminology used to describe NEAT. These terms are used throughout this document.
Application An entity (program or protocol module) that uses the transport layer for end-to-end delivery of data across the network (this may also be an upper layer protocol or tunnel encapsulation). In NEAT, the application data is communicated across the network using the NEAT User
API either directly, or via middleware or a NEAT Application Support API on top of the NEAT User
API.
Characteristics Information Base (CIB) The entity where path information and other collected data
from the NEAT System is stored for access via the NEAT Policy Manager.
NEAT API Framework A callback-based API in NEAT. Once the NEAT base structure has started, using
this framework an application can request a connection (create NEAT Flow), communicate over
it (write data to the NEAT Flow and read received data from the NEAT Flow) and register callback
functions that will be executed upon the occurrence of certain events.
NEAT Application Support Module Example code and/or libraries that provide a more abstract way
for an application to use the NEAT User API. This could include methods to directly support a
middleware library or an interface to emulate the traditional Socket API.
NEAT Component An implementation of a feature within the NEAT System. An example is a “Happy
Eyeballs” component to provide Transport Service selection. Components are designed to be
portable (e.g. platform-independent).
NEAT Diagnostics and Statistics Interface An interface to the NEAT System to access information
about the operation and/or performance of system components, and to return endpoint statistics for NEAT Flows.
NEAT Flow A flow of protocol data units sent via the NEAT User API. For a connection-oriented flow,
this consists of the PDUs related to a specific connection.
NEAT Flow Endpoint The NEAT Flow Endpoint is a NEAT structure that has a similar role to the Transmission Control Block (TCB) in the context of TCP. This is mainly used by the NEAT Logic to
collect the information about a NEAT Flow.
NEAT Framework The Framework components include supporting code and data structures needed
to implement the NEAT User Module. They call other components to perform the functions
required to select and realise a Transport Service. The NEAT User API is an important component
of the NEAT Framework; other components include diagnostics and measurement.
NEAT Logic The NEAT Logic is at the core of the NEAT System as part of the NEAT Framework components and is responsible for providing functionalities behind the NEAT User API.
NEAT Policy Manager Part of the NEAT User Module responsible for the policies used for service selection. The Policy Manager is accessed via the (user-space) Policy Interface, portable across
platforms. An implementation of the NEAT Policy Manager may optionally also interface to kernel functions or implement new functions within the kernel (e.g. relating to information about
a specific network interface or protocols).
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NEAT Selection Selection components are responsible for choosing an appropriate transport endpoint and a set of transport components to create a Transport Service Instantiation. This utilises
information passed through the NEAT User API, and combines this with inputs from the NEAT
Policy Manager to identify candidate services and test the suitability of the candidates to make a
final selection.
NEAT Signalling and Handover Signalling and Handover components enable optional interaction
with remote endpoints and network devices to signal the service requested by a NEAT Flow, or to
interpret signalling messages concerning network or endpoint capabilities for a Transport Service Instantiation.
NEAT System The NEAT System includes all user-space and kernel-space components needed to realise application communication across the network. This includes all of the NEAT User Module,
and the NEAT Application Support Module.
NEAT User API The API to the NEAT User Module through which application data is exchanged. This
offers Transport Services similar to those offered by the Socket API, but using an event-driven
style of interaction. The NEAT User API provides the necessary information to allow the NEAT
User Module to select an appropriate Transport Service. This is part of the NEAT Framework
group of components.
NEAT User Module The set of all components necessary to realise a Transport Service provided by
the NEAT System. The NEAT User Module is implemented in user space and is designed to be
portable across platforms. It has five main groupings of components: Selection, Policy (i.e. the
Policy Manager and its related information bases and default values), Transport, Signalling and
Handover, and the NEAT Framework. The NEAT User Module is a subset of a NEAT System.
Policy Information Base (PIB) The rules used by the NEAT Policy Manager to guide the selection of
the Transport Service Instantiation.
Policy Interface (PI) The interface to allow querying of the NEAT Policy Manager.
Stream A set of data blocks that logically belong together, such that uniform network treatment would
be desirable for them. A stream is bound to a NEAT Flow. A NEAT Flow contains one or more
streams.
Transport Address A transport address is defined by a network-layer address, a transport-layer protocol, and a transport-layer port number.
Transport Service A set of end-to-end features provided to users, without an association to any given
framing protocol, which provides a complete service to an application. The desire to use a specific feature is indicated through the NEAT User API.
Transport Service Feature A specific end-to-end feature that the transport layer provides to an application. Examples include confidentiality, reliable delivery, ordered delivery and message-versusstream orientation.
Transport Service Instantiation An arrangement of one or more transport protocols with a selected
set of features and configuration parameters that implements a single Transport Service. Examples include: a protocol stack to support TCP, UDP, or SCTP over UDP with the partial reliability
option.

33 of 72

Project no. 644334

D3.2
Final Report on Transport Protocol Enhancements

B

Confidential
Rev. 1.0/ June 15, 2017

Paper: A Framework for Less than Best Effort Congestion Control
with Soft Deadlines

The following research paper [11] has been produced by project participants, and is currently under
submission.
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Abstract—Applications like inter data-centre synchronisation
or client-to-cloud backups require a reliable end-to-end data
transfer, however, they typically do not have strong capacity
or latency constraints, just a loose delivery deadline. Besides,
their potential to disrupt more quality-constrained flows should
be kept to a minimum. These applications could be well served
by a transport protocol providing a less-than-best-effort (LBE)
or scavenger service rather than TCP but, neither TCP nor
standard LBE methods like LEDBAT consider any notion of
deadline or completion time. TCP simply tries to maximise the
use of available capacity, while LEDBAT tries to enforce an LBE
behaviour regardless of any timeliness requirements.
This paper introduces a framework for adding both LBE
behaviour and awareness of “soft” delivery deadlines to any
congestion control (CC) algorithm, whether loss-based, delaybased or explicit signaling-based. This effectively allows it to
turn an arbitrary CC protocol into a scavenger protocol that
dynamically adapts its sending rate to network conditions
and remaining time before the deadline, to balance timeliness
and transmission aggressiveness. Network utility maximization
(NUM) theory provides a solid foundation for the proposal.
The effectiveness of the approach is validated by numerical
and simulation experiments, with TCP Cubic and Vegas used
as examples.

I. I NTRODUCTION
Many bulk data transfer applications do not need to consume
as much capacity as the network can provide them. Instead
they may be able to use a less-than-best-effort (LBE) service
model [1], also called “scavenger”, to send their data at a lower
rate than what a typical best effort (BE) service provides.
There are different ways in which an LBE service can be
implemented; for instance, some form of priority scheduling
can be used in routers to allocate residual capacity to LBE
traffic flows. In this work we focus on end-to-end LBE congestion control (CC), that is provided by algorithms running
in end-hosts as part of a transport protocol.
In particular we address data backup and replication applications that need to traverse networks that are not necessarily
controlled by the application provider. Such a service should:
(i) keep disruption of concurrent BE interactive services to a
minimum; (ii) have a timeliness constraint, i.e., the transfer
should be finished by a soft deadline to fit in with other network activity and to ensure a timely correctness of replicated
data; (iii) be able to achieve Item ii, by dynamically adjusting
its aggressiveness in competing with BE traffic from that of a
scavenger-type service up to that of a BE-type service.

This paper introduces a framework for providing LBE
congestion control that can trade (lack of) aggressiveness for
meeting loose deadlines. To the best of our knowledge, no such
deadline-aware LBE CC methods have ever been proposed
in the literature. Such a deadline-aware LBE service would
require API support to provide (i) the size of the data to
transfer, and (ii) the soft completion time for the transfer.
This may be done through a simple update to the transport
API (such as an IOCTL) or by using a middleware framework
that provides the necessary abstractions (like [2]), however, the
focus of this paper is on the CC mechanism itself.
We adapt and extend a network utility maximization
(NUM) [3–5] based model where congestion control specific
prices, like loss and delay, are mapped to a universal price
measure [6]. This allows us to design a soft-deadline aware
LBE service that can adapt any available end-to-end CC,
independent of the type of congestion control or the congestion signal(s) used for making sending-rate decisions. As we
will see, different CCs and congestion signals may provide
different performance and tradeoffs. However, the framework
can leverage whatever CC methods and congestion signals are
available on a particular networking stack, and can support
future, improved CC methods when they become available.
This flexibility is one of the major contributions of this work.
The paper is organised as follows. Section II discusses
the NUM theory our method builds on. Section III presents
the design of the basic method and the mathematical model
behind it, numerical validations and simulations, and pseudocode for a loss-based TCP Cubic implementation. Section IV
extends the basic design to the more realistic case of different
CC methods coexisting in the network, and provides an
implementation in pseudo-code for a delay-based TCP Vegas
implementation. Section V evaluates, by means of simulations,
how the proposed method performs, with both loss and delaybased CC flavors and under realistic cross-traffic patterns.
Section VI positions our work and contributions with respect
to previous work. Finally, Section VII concludes the paper.
II. BACKGROUND : N ETWORK U TILITY M AXIMIZATION
This work uses NUM, pioneered by Kelly [3, 4] and Low
and Lapsley [5] as a basis for the design of a deadline
aware – less than best effort (DA-LBE) service. With NUM
the network congestion control problem is framed as an
optimization problem where we seek to maximize the utility
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traffic sources get from their send rates, Us , subject to not
exceeding the capacity limit of network links:
max
x≥0

subject to

S
X

Us (x(s) )

Initially w(s) = wmin for maximum LBEness (that is, maximum price inflation), but it is adjusted periodically with
respect to the closeness of the “soft deadline” at intervals
of duration Tw . This allows the traffic source to react to
the dynamic network conditions over short time scales, but
vary its LBEness over longer time scales in order to complete
transmission of the data by the deadline. The manner of setting
the weight w may be driven by policy which determines how
optimistic one might be as to whether network congestion will
improve before the deadline, knowledge of typical network
conditions, or through prediction of future network conditions.
For simplicity, in this paper we use the current network
conditions as indicative of future conditions.
The lowest send rate for a source that will meet the deadline
after the nth interval of duration Tw , i.e., at tn = tn−1 + Tw ,
is given by:
data remaining
(6)
ζ(tn , tD ) =
tD − tn

(1)

s=1

X

s∈S(l)

x(s) ≤ cl

∀l = 1, . . . , L

(2)

where x(s) is the send rate of source or flow s, cl is the
capacity of network link l, and S(l) is the set of flows that
traverse link l. This optimization problem may be solved in a
distributed manner through its Lagrangian dual:


!
S
L


X
X
X
min max 
Us (x(s) ) −
pl
x(s) − cl 
p≥0  x≥0

s=1

l=1

s∈S(l)

(3)
where the Lagrange multiplier, pl , can be thought of as the
“price” of congestion that the network assigns to each link.
Each source, s, determines its send rate x(s) using the total
measure of congestion along its end-to-end path:
!
X
0 −1
(s)
x = (Us )
pl
(4)

where tD is the soft deadline for completion of the data being
sent by the source. This target rate ζ is used to determine
an appropriate weight w for the source. We explore two
methods of adapting w: a proportional-integral-differential
(PID) controller and model-based-control (MBC).

l∈L(s)

where L(s) is the set of links that source s uses from end-toend through the network. This framework fits our problem
well. A congestion controller could “artificially” inflate or
discount these congestion prices to change its relative share
of network capacity.
Using NUM, Trichakis et al. [7] investigate a scenario where
there may be a minimum rate requirement for particular flows
in a particular time period. In order to meet the contracted
rate, flows discount the measured congestion price, allowing
them to achieve a higher relative send rate. In the case of
a DA-LBE service we generally need to inflate the measured
congestion price to allow a lower relative send rate; but reduce
the amount of inflation, when necessary, to be able to deliver
the desired amount of data before a deadline.

A. PID-based update
PID controllers base their control on the error  between
the current state and the target state. The control signal from
a PID controller is based on the weighted combination of the
current error, past history, and the projected error. We use a
normalized error signal mapped to w to enable easy scaling:
n =

ζ(tn , tD ) − x̄(tn−1 , tn )
wn−1
x̄(tn−1 , tn )

(7)

where x̄(tn−1 , tn ) is the average send rate over the preceding
Tw interval (tn−1 , tn ], and wn−1 is the weight used by the
source in the preceding interval.
The PID control signal un is calculated as follows

III. D EADLINE -AWARE LBE C ONGESTION C ONTROL
A DA-LBE traffic source should: (i) be no more aggressive
than BE traffic, (ii) react appropriately to network congestion,
(iii) take advantage of available network capacity when there
is no congestion, and (iv) attempt to finish transmitting its
data by the deadline. We model an LBE service in the NUM
framework as a traffic source s that inflates its measured
network price, q (s) , by some weight w(s) ∈ [wmin , wmax ]:
 (s) 
q
0 −1
(5)
x(s) = (Us )
w(s)
P
where q (s) = l∈L(s) pl . When w(s) = wmin , the send rate
x(s) is at its lowest LBE rate, and when w(s) = 1, the send
rate x(s) is equivalent to a BE rate. We term the degree of LBE
service LBEness. In this work, we choose wmax = 1 to limit
aggressiveness to be equivalent to that of BE traffic, however,
choice of wmax can be a matter of policy.

In = In−1 + Tw n

(8)

n − n−1
un = Kp n + Ki In + Kd
Tw

(9)

where Kp , Ki , and Kd are the weights (or gains) for proportional, integral, and differential parts respectively. We update
w as follows:
1
wn = [un ]w
(10)
min

b
[y]a

where
, min(b, max(y, a)).
The most difficult part of a PID controller is determining
the values of Kp , Ki , and Kd . Using a normalized error signal
helps to ensure the chosen gains are widely applicable.
B. MBC-based update
Model-based control relies on having a good model for
protocol send rate with respect to the network price, in
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100

TABLE I
TCP AND DA-LBE SOURCES
Start
0s
200 s
800 s
1010 s
1200 s
1400 s
400 s

Finish
600 s
1000 s
1000 s
1600 s
2000 s
1800 s
-

Deadline
1700 s

Size
greedy
greedy
greedy
greedy
greedy
greedy
ηcl
, η = {0.1, 0.3}
(1700−400)

60

rate

Source
TCP 1
TCP 2
TCP 3
TCP 4
TCP 5
TCP 6
DA-LBE

40
20
0
0

500

1000

1500

(a) PID
100

tcp 1
tcp 2
tcp 3
tcp 4
tcp 5
tcp 6
da-lbe

80

(11)
rate

60

or in terms of network utility

40

q̂n = (Us )0 (ζ(tn , tD ))

2000

Time (s) (100ms time steps)

particular what network price would achieve the desired LBE
bit rate:
q̂n = M (ζ(tn , tD ), RTTmin , . . . )

tcp 1
tcp 2
tcp 3
tcp 4
tcp 5
tcp 6
da-lbe

80

20

(12)

0
0

where q̂n is the model estimated network price that will
achieve the desired bit rate at interval n.
The control estimates the model error as the relative difference between the target for the interval (tn−1 , tn ] and the
send rate measured for that target at the end of the interval1 :
n−1 = n−2 + Km

ζ(tn−1 , tD ) − x̄(tn−1 , tn )
x̄(tn−1 , tn )

wn =

q n−1
q̂ n

(1 + n−1 )

#1

1000

1500

2000

Time (s) (100ms time steps)

(b) MBC
Fig. 1. Numerical experiments with α = 2 in (15). Soft deadline is shown
with an arrow.

We use the alpha-fair family of utility functions first proposed by Mo and Walrand [8]:
(
log x
α=1
U (x) =
(15)
(1 − α)−1 x(1−α) α > 1

(13)

We use Km = 0.05Tw to provide a compromise between
responsiveness and stability in our tests. The new weight is
then based on the model’s estimate of the price that will
achieve the desired rate q̂n , with respect to the actual network
price q n−1 measured in the previous interval, corrected by the
error between target and measurement n−1 , as follows:
"

500

U 0 (x) = x−α

(16)

All traffic sources, including the DA-LBE source have the
same utility function with α = 2 which reflects TCP fairness [9] and calculate their send rate as follows:
− 12

qn
x(s)
(17)
n =
(s)
wn

(14)

(s)

where wn = 1, ∀n for all sources that are not DA-LBE
sources. In this numerical experiment we model TCP adjusting
its send rate incrementally, with the actual send rate:


(s)
(s)
(s)
a(s)
(18)
n = an−1 + γ xn − an−1

wmin

C. Numerical validation
We conduct a simple numerical experiment to test the
efficacy of the proposed scheme. We model a network with a
maximum capacity of cl = 100 that randomly varies around an
average of 90 units, changing every 5 s. Over the experimental
time of 2000 s 6 normal TCP sources start and complete at
various times as well as a competing DA-LBE source (see
Table I). The DA-LBE sources send a file of size equal to
either 10% or 30% of the network capacity over the start to
deadline target duration of the session. We use a w update
period of Tw = 10 s in our experiments. In practice Tw needs
to be long enough to obtain a good estimate of the average
send rate and short enough to allow the DA-LBE sender to
meet the target deadline if network conditions change.

where γ = 0.02 in these experiments.
For this experiment we set the price as the probability of a
packet drop on a single bottleneck link modeledP
as a M/M/1/K
a(s) −c
(K = 100) queue of capacity cl and load ρ = s cl l .
Figure 1 shows the results using both the PID and MBC
based control. In this experiment the control model perfectly
matches the system, so the resulting control resembles a
critically damped system. The PID controller works on a
normalized error signal and gains of Kp = 0.5, Ki = 0.03,
and Kd = 0.1 for the proportional, integral and differential
elements respectively. It can be difficult to tune PID controller
gains, this being a little overdamped, but appropriate for a
LBE service. The PID based control can be applied to any
TCP CC mechanism, and normalizing the error signal helps to

1 Note that the base term is slightly different to the error value used in the
PID based control since it estimates the error in the model rather than the
error between the control and the target.
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loss and may make it more suitable for an LBE mechanism.
We investigate this in Section IV.
1) Phantom ECN: For a loss based CC mechanism the
simplest way to inflate the congestion price is to generate
additional phantom loss or ECN episodes. ECN is preferred
since retransmissions are not part of the congestion response.
The phantom ECN method increases the number of congestion
indications, resulting in faster congestion window (cwnd)
oscillations over a smaller cwnd range. This results in good
short time scale LBE transmission characteristics. A draw
back of this method of inflating the price is that generating
phantom ECN signals can prevent the mechanism taking
advantage of short periods of increased available capacity.
Ideally it would be good to have a “no congestion” signal
to trigger the cessation of phantom ECN generation. In loss
based CC mechanisms this can only be inferred from the
absence of packet loss. A delay based signal could supply
this information.
2) Adjusting the decrease factor β: An indirect way of
inflating the price is to inflate the response to congestion. In an
AIMD CC, changing the β factor can achieve this. This allows
the congestion controller to take advantage of short periods of
increased available capacity, but it relies on a high enough
congestion indication rate to be effective. This restricts the
short term LBEness that can be achieved, especially in high
bandwidth delay product (BDP) environments.
3) Adapting loss based TCP to be DA-LBE: Figure 3 shows
the basic algorithm for adapting a loss based TCP to be DALBE. The mechanism has two parts: (i) the update of the
price weight w every Tw , and (ii) either generate phantom
ECN signals based on w or back off more aggressively.
Function uPID adapts w as a PID controller, and function uMBC
calculates w based on the steady state Cubic model [10] and
the measured error. This algorithm is implemented outside
the NS2 linux congestion control module allowing the PID
controller to work with any similar loss based CC mechanism.
The phantom ECN method measures the average time
between real congestion indications, τ̄cong , and stops sending
phantom signals if more than vτ̄cong has elapsed since the last
real congestion indication (v = 3 in these experiments).
We use NS 2.35 to run similar experiments to those in
Section III-C. We use the dumbbell topology where access
links have a capacity of 1 Gbps with a 1 ms propagation delay,
and the bottleneck link has a capacity of 100 Mbps, BDP
length buffer and a propagation delay of 10 ms. Exponentially
distributed inter-packet time background traffic (1500 B packets) at an average of 10 Mbps is sent over the bottleneck in
addition to the traffic described in Table I. We use the Cubic
NS2 linux congestion control [11] as the TCP sources and
adapt this as outlined previously to be our DA-LBE traffic
source.
Figure 4 illustrates Cubic based DA-LBE through phantom
ECN generation with both the PID and MBC control. Both
controls perform well. The w increase rate limiter allows the
MBC control to give way more readily to other traffic where
proximity to the deadline permits.

100
tcp 1
tcp 2
tcp 3
tcp 4
tcp 5
tcp 6
da-lbe

80

rate

60
40
20
0
0

500

1000

1500

2000

Time (s) (100ms time steps)

Fig. 2. MBC control with w increase rate limiter (lw = 0.05), α = 2 for all
flows.

make the gains more widely applicable. However, many TCP
congestion control mechanisms have good models, hence, the
model-based approach may prove to be the more robust in the
end. For this reason we explore MBC based control in the
remainder of this paper.
In the numerical experiments the DA-LBE flow is able to
use the spare capacity during the short 10 s interval at 1000 s
when there is no other traffic. Ideally we would also like DALBE to give way to other traffic during heavy loads. The PID
controlled DA-LBE (Fig. 1a) gives way at first when there
is an increase in the other traffic. The MBC based control
(Fig. 1b) gives way in the same circumstances, but only for a
short period, more strictly keeping to its target rate in order
to meet the deadline. Since the deadline is soft and ensuring
LBEness is important, we add a limit to the rate of increase
of w, while not restricting the decrease in w, as follows2 :
(
wn−1 + lw wn (wn − wn−1 ) > lw wn
ŵn =
(19)
wn
otherwise
Figure 2 shows that limiting the w’s rate of increase in this
way allows the DA-LBE flow to give way more to other traffic.
This can cause it to overshoot its soft deadline, especially when
there are heavy loads near the deadline, as in this example.
The gradient limit then becomes an additional parameter that
determines how slowly the DA-LBE flow should adapt back
to its target rate when it experiences heavy loads.
D. Applying the framework to the protocol stack
In this section we look at how this theory can be applied
with minimal changes to the protocol stack and demonstrate its
performance using NS2. To achieve LBEness the congestion
price a congestion controller uses needs to be inflated. For a
loss based CC mechanism, e.g., Cubic, this could be done by
dropping packets to cause more loss, however, a better method
would be to inflate the price by generating “phantom” ECN
signals. Indirectly this could be done by changing the congestion controller’s reaction to congestion, i.e. the multiplicative
decrease factor commonly referred to as β. We investigate both
of these methods.
Some CC mechanisms use delay as well as loss. This can
enable earlier detection of congestion than relying on packet
2 Note that when the increase in w is limited, the model error, , is not
updated to avoid artificially inflating the error due to the limiting.
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100

Send rate Mbps (1s averages)

w update procedure every Tw
Calculate x̄(tn−1 , tn )
Calculate target rate ζ(tn , tD )
switch control do
case PID do
w ← uPID (x̄(tn−1 , tn ), ζ(tn , tD ))

case MBC do
w ← uMBC (x̄(tn−1 , tn ), ζ(tn , tD ), ζ(tn−1 , tD ))

Modifications to congestion control
switch method do
case Phantom ECN do
Augment ACK processing as follows:
tcong ← time since last real congestion signal
τcong ← time between the last two real congestion signals
if tcong > vτ̄cong then
if rand() < P[loss](1/w − 1) then
/* Initially rand() < 0.25
*/
Generate phantom ECN signal
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*/

4(1−β)
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Function uPID (x̄(tn−1 , tn ), ζ(tn , tD )):
Calculate wn from (7) to (10)
return wn
Function uMBC (x̄(tn−1 , tn ), ζ(tn , tD ), ζ(tn−1 , tD )):
/* Cubic based model
[ ← ζ(tn , tD ) × RTT
cwnd
RTTmin
q̂n ←
!1

500

simulation time (s)

Send rate Mbps (1s averages)

case Adjusting β do
/* βorig : original decrease factor
β = βorig w for congestion reaction

tcp 1
tcp 2
tcp 3
tcp 4
tcp 5
tcp 6
da-lbe

80

*/

3

(0.4(4−(1−β)))

Calculate ŵn from (13), (14) and (19)
return ŵn

Fig. 3. Loss-based TCP DA-LBE algorithm. MBC based on Cubic.
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(c) MBC with w increase rate limiting

At t = 1000 s there is a 10 s period when there are no other
TCP flows in the system. In this scenario this interval is too
short for the mechanism to detect congestion abatement and
cease phantom ECN signals. Thus the DA-LBE flow is unable
to make use of this short period of available capacity.
Figure 5 shows the same scenario with LBEness achieved
through manipulating the β-factor. The results are similar for
both the PID and MBC controllers, the MBC again being
a little smoother. In this scenario it is impossible to for the
DA-LBE flow to maintain a low send rate as probability of
experiencing packet loss is too low. This is apparent in the
Cubic model used in the algorithm from [10]. The β-factor
mechanism is able to take advantage of that short 10 s period
where there are no other TCP flows at t = 1000 s.
4) PID versus MBC: Key to the PID controller’s performance is tuning its gains. Key to the MBC controller’s
performance is a good model of the congestion controller.
Normalizing the PID error input and controlling w = (0, 1]
enables the PID gains to be applicable across a wide range of
conditions. Gains can be tuned to provide desirable characteristics for the DA-LBE source, however, wrongly configured
gains could result in a wildly oscillating transmission rate;
something not desirable for a DA-LBE traffic source. Given
the availability of good models for commonly used congestion
controllers, MBC control provides an alternative with similar

Fig. 4. NS2 simulation. Cubic TCP flows with a Cubic based DA-LBE
phantom ECN flow. DA-LBE data size is based on 10% Capacity LBE rate.

performance but a minimum of configuration.

IV. D EADLINE -AWARE LBE C ONGESTION C ONTROL FOR
H ETEROGENEOUS T RAFFIC S OURCES
There are advantages in basing DA-LBE on a CC that reacts
to more timely congestion indications than packet loss. However, mixing different CCs which react to different “prices” can
make it difficult to ensure DA-LBE remains LBE and does
not exceed our BE limit. We draw upon the heterogeneous
congestion control work by Tang et al. [6, 12, 13], especially
the price mapping and weighting, enhancing and extending the
relative price adjustment to encompass DA-LBE.
Tang et al. [6, 12, 13] show that the effective price a
particular CC algorithm reacts to can be mapped to a common
network price signal, such as queuing delay, loss or ECN
marks. This mapping function depends on each type of CC as
well as characteristics of each network element. Even though,
the ratio of this effective price to a chosen common price can
be used by the source to scale its effective price for fairer
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where z is the type of congestion measure, e.g. delay, loss,
ECN or some other network price measure; s the sender; I (z,s)
is the number of congestion indications source s registers for
congestion price type z; and N the total number of packets
counted in the time interval. For Reno like CC where the
cwnd is halved upon packet loss, W (reno,s) = 0.5. Similarly
for Cubic where cwnd is reduced by 20 % for congestion
indicated by packet loss, W (cubic,s) = 0.2. For Vegas reacting
to delay-based congestion indications, cwnd is reduced by one.
The relative effect depends on the size of cwnd when the
congestion signal is received, the weight given by:

Send rate Mbps (1s averages)
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Fig. 5. NS2 simulation. Cubic TCP flows with a Cubic based DA-LBE β
flow. DA-LBE data size is based on 10% Capacity LBE rate.

=

(23)

i=1

[cong ind] =
W

(loss,s)

+W

(delay,s)

(24)


Us(j)

0 −1

1

P

where
µ(j)
s

(z,s)

κi

W (loss,s) P(delay,s) [cong ind] + W (delay,s) P(delay,s) [cong ind]

competition:
xs =

(z,s)

I
X

where κ(z,s) is the corresponding proportion of cwnd that
is reduced, different each time for delay based indications
in Vegas. Vegas also reacts to packet loss, so the weighted
probability of congestion for a multiple-price CC is given by:

40

0

1

W (z,s) =

(Tang)

ws





X (j)
 1
ml (pl )
(j)
µs s∈S(l)

We therefore redefine the price scaling of [6], terming it
φ–the effective price ratio, to take into account the differences
in cwnd adjustment as well as the different price measures:
P
W (t,s) P(t,s) [cong ind]
z∈Z
(25)
φ(s) = P s (z,s) (z,s)
W
P
[cong ind]

(20)

(j)

s∈S(l)

P

ml (pl )

s∈S(l)

(21)

pl

z∈Zstd

where Zs is the set of congestion price types observed by the
CC operating at source s, and Zstd is the set of CC price types
that the standard CC on the network uses. If both the standard
and LBE CCs have a similar rate of increase in the absence
of congestion, defining φ(s) in this way allows us to use w(s)
purely as an LBE scaling parameter rather than requiring it
for fairness correction as in Tang et al. [6]. Note that in our
work we define w(s) = (0, 1] which suits our control purposes
(Tang)
more than the ws
= [1, ∞). Thus,

where j ∈ {1, . . . , J} is the jth congestion controller of J
(j)
operating in the network, ml (pl ) is the mapping function on
link l for congestion controller j operating on the common link
(Tang)
(Tang)
6= 1 an
is a weight such that when ws
price pl , and ws
arbitrary share can be assigned to source s—given equivalent
(Tang)
as an
utility functions. In practice Tang et al. [6] use ws
adjustment parameter to aid fair competition between TCP
FAST and TCP Reno since the price ratio alone is insignificant.
This is necessary, because although the price ratio helps to
balance the two different congestion controls, it does not take
into account the different reactions to the congestion signals.
We adapt and extend the model in [6] to develop a model for
Deadline-Aware LBE (DA-LBE) traffic sources which react to
different network prices coexisting with BE traffic.

µ(s) = w(s) φ(s)

So that now:
x(s) =

We map prices to the probability of a congestion indication,
weighting it by the relative effect the receipt of each congestion indication has:
(z,s)

I (z,s)
N

(s)



Us(j)


0 −1  1
(z,s)
P
[cong
ind]
µ(s) W

(27)

In the heterogeneous case it is insufficient to limit only the
increase in w(s) as was done in Section III-C. Increases in
network load also influence φ(s) . Limiting the increase, but
not decrease of φ(s) in the same manner as (19) (limiting
factor lφ ) helps to maintain the LBE properties.
In situations where the standard TCP increase mechanism
is significantly more aggressive than that used by the LBE
mechanism, then the LBE mechanism will not quite receive its

A. Heterogeneous Framework Design

PW [cong ind] = W (z,s)

(26)

(22)
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φ update procedure every Tφ
Calculate W (z) for z = {delay, loss}
(z)
Calculate PW for z = {delay, loss},
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Calculation φ
Limit φ increase similar to (19)

tcp 1
tcp 2
tcp 3
tcp 4
tcp 5
tcp 6
da-lbe

80

rate

60
40

0
500

1000

1500

2000

Time (s) (100ms time steps)

(a) 10% cl DA-LBE target load

case MBC do
w ← uMBC (x̄(tn−1 , tn ), ζ(tn , tD ), ζ(tn−1 , tD ))
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Adjust packet loss processing
if w == 1 then
// maximum aggressiveness
1
if rand() ¡ 1 − µ
then
/* Competing with loss based CC
*/
Skip cwnd reduction

20
0
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// (26)
// (28)

µ ← wφ
α ← µαbase

40

0

(23)
(22)
(24)
(25)

w update procedure every Tw
Calculate x̄(tn−1 , tn )
Calculate target rate ζ(tn , tD )
switch control do
case PID do
w ← uPID (x̄(tn−1 , tn ), ζ(tn , tD ))

20

0

//
//
//
//

2000

Function uPID (x̄(tn−1 , tn ), ζ(tn , tD )):
Calculate w from (7) to (9)
return min(w, 1)

Time (s) (100ms time steps)

(b) 30% cl DA-LBE target load
Fig. 6. MBC control. α = 1.2 for DA-LBE and α = 2 for the other flows

Function uMBC (x̄(tn−1 , tn ), ζ(tn , tD ), ζ(tn−1 , tD )):
/* Vegas model
τ ← RTT − RTTmin
τ ζ(tn ,td )
wbase =

fair share when w(s) = 1. This is not a significant shortcoming,
since our aim is to be LBE. It could be adjusted for by using
a model of the standard CC’s increase mechanism, however,
this is beyond the scope of this work.
1) Numerical validation: We conduct a simple numerical
experiment, similar to that in Section III-C to test the idea.
All TCP flows are modeled the same way as in Section III-C
with (15) α = 2 utility, with P[loss] as the price. The DALBE flow is modeled with (15) α = 1.2 utility and uses the
probability that the queue (M/M/1/K=100 model) is larger than
a target Q size as the price (QT = 10 in this experiment).
The DA-LBE flow working on a different price signal
performs similarly to that in the experiments in Section III-C.
Importantly, even when there is a high target load for the
DA-LBE flow, it competes effectively with the TCP modeled
flows without taking more than its fair share. In general fair
competition will depend on how different the utility functions
are, or for real TCP congestion controllers it will depend
predominantly on how different the cwnd increase functions
are.

φα
base
ζ(t
,t )−x̄(t

n−1 d
n−1
base ←
x̄(tn−1 ,tn )
n ← n + 0.5base
w ← wbase + wbase
Limit w increase (19)
return min(ŵ, 1)

*/

,tn )

// smooth error

Fig. 7. Vegas DA-LBE algorithm

Send rate Mbps (1s averages)

100
tcp 1
tcp 2
tcp 3
tcp 4
tcp 5
tcp 6
da-lbe

80
60
40
20
0
0

500

1000

1500

2000

simulation time (s)

Fig. 8. Vegas MBC 10% Capacity LBE rate (lw = 0.05, lφ = 0.1)

B. Applying the framework to TCP Vegas

(α − β)/2 packets queued along the end-to-end path. If the
difference is less than α, cwnd is increased; if more than β,
1
cwnd is decreased. Since α ∝ P(s)
, we adjust α as follows:

As noted in Section III-D3, loss based DA-LBE has trouble
either achieving LBE rates with β factor back-off control or
making use of short periods of available capacity with phantom
ECN control. Delay based CC can achieve LBE rates and make
use of available capacity, with low latency [14]. In this section
we illustrate the applicability of our heterogeneous DA-LBE
NUM based work to TCP Vegas [15].
Vegas in congestion avoidance mode calculates the difference between the actual transmission rate and the expected
rate (for RTTmin ) to increase or decrease cwnd—a measure
of queueing delay in packets. The objective is to have a target

α(s) = µ(s) αbase

(28)

Figure 7 shows how Vegas can be modified to be DA-LBE.
Vegas reacts to packet loss by halving cwnd but packet loss
is not part of the Vegas congestion avoidance model. DALBE Vegas supplements the congestion avoidance model with
a mechanism that probabilistically skips cwnd reduction on
packet loss in proportion to φ(s) when w(s) = 1.
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Fig. 9. Vegas MBC 30% Capacity LBE rate.
Fig. 10. Box-and-whisker plots of Cubic and Vegas based DA-LBE completion times. Boxes span the middle 50% with whiskers extending up to 1.5×
the interquartile range. Red dashed line shows completion time target.

Figure 8 shows the Vegas based DA-LBE simulation results
for the same scenerio. The Vegas based version has no
problems taking advantage of the 10 s period from t = 1000 s
where there is only background traffic. The lack of congestion
in the 10 s period from t = 1000 s results in a queueing delay
below Vegas’ target during this period allowing Vegas to take
advantage of available capacity. Unfortunately, reliance on
RTTmin to estimate path queuing causes Vegas to send at a
higher rate than it should at the start, t = [400, 600].
Figure 9 shows the same scenario in a situation where the
deadline cannot be met. In these circumstances the DA-LBE
mechanism should compete in a BE manner with the Cubic
traffic. The φ parameter enables the Vegas based DA-LBE
flow to compete more fairly than otherwise would be the case.
When w = 1 the algorithm ignores packet loss triggered cwnd
reductions in proportion to φ, reacting to delay scaled by φ as
calculated by the model.

simulate under these conditions for ∼60 000 s and show the
results using box-and-whisker plots.
The results illustrated in Fig. 10 show that the Cubic based
mechanism completes transmitting closer to the soft deadline,
and generally a little bit over the deadline as the offered load
increases. In terms of deadlines this is not bad, however,
it shows that in realistic traffic scenarios the pseudo-ECN
method of controlling LBEness is unable to take advantage
of the periods of available capacity when they occur. The
Vegas based mechanism is able to take advantage of this due
to its ability to detect congestion abatement through inferring
queueing delay. This results in a larger spread of completion
times, each depending on the traffic at the time. The higher
median and larger box for Vegas at the 30% load is the result
of the very low packet loss rate. A good estimate of φ is
difficult over Tφ = 60 s. φ’s high variability combined with the
increased rate limiting results in a higher degree of LBEness
than what is necessary for the load. Dynamically lengthening
Tφ when congestion indications are rare will avoid this issue.

V. C OMPLETION T IME E VALUATION
We evaluate the performance of our two DA-LBE NS2
Linux TCP implementations, Cubic based DA-LBE and Vegas
based DA-LBE, over a bottleneck with realistic traffic based on
real traffic measurements. We use the Tmix [16] and the traffic
traces used in [17]. Tmix preserves bidirectional application
level interactions, using this high level data as input to the
underlying TCP transport. This produces reactive background
traffic, though many flows are short and do not leave slow
start. This generates bursty realistic traffic.
We coarsely shuffle (50 s scaled bin size) the Tmix trace to
reduce non-stationarity and scale the connection arrival time
to achieve a target offered load. Note that this is the average
load the network would experience if there were no losses
and retransmissions, and as with real traffic at any point in
time the actual load may be higher or lower than this value.
The scaled traces have application session arrival rates of 99.5,
133.8, 167.1, and 202.0 sessions/s for offered loads of about
30%, 40%, 50%, 60% respectively.
With Tmix generating realistic traffic a simple dumbbell
topology suffices for our experiments. After an accelerated
Tmix traffic start up period and settling time a single DA-LBE
source transmits data equivalent to 10% of the bottleneck link
capacity with a soft deadline of 1200 s after start. When each
flow completes, its completion time is recorded, the DA-LBE
source reset, and after a 10 s delay the process repeated. We

VI. R ELATED WORK
LBE congestion control has been the subject of several
proposals in the literature; see [1] for an in-depth survey
and [18] for a more recent example. These proposals cover
a range of approaches to detect congestion—losses, one-way
delays, round-trip times, available bandwidth—and different
reactions to congestion signals, but none of them include a
notion of delivery deadlines. They all aim to achieve scavenger behavior irrespective of any flow-completion constraints.
Some may approach normal TCP aggressiveness under certain
circumstances (e.g., LEDBAT, under loss), but this is done
independently of application requirements. For most proposals,
there’s no straightforward way to tune the LBEness of the
mechanism. To the best of our knowledge, this paper is the
first to both explicitly consider timeliness constraints, and try
to balance such constraints with LBEness requirements—all
adjustable as a matter of application / user policy.
There are quite a few proposals that add deadline awareness
to the networking stacks of data centre (DC) hosts (see [19–
22] and references therein). However, these proposals are not
transferable to Internet CC as they rely on specialised network
support, such as specific scheduling disciplines in nodes or
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end-to-end support of ECN. Our approach does not impose any
such requirements on the network, and can be used across an
arbitrary Internet path3 . Note also that these DC CC methods
have been designed with typical DC applications (like web
search) in mind. These usually have very short and strict
deadlines, and severe user QoE degradation results if these are
not met. Hence, their focus is on short deadline-constrained
flows, with disruption of other flows being of secondary
importance; our focus is on minimizing the disruption on other
flows caused by long bulk transfers while maintaining a degree
of timely completion. Our method allows for tuning the tradeoff between timeliness and impact on other traffic.

[2] K.-J. Grinnemo, T. Jones, G. Fairhurst, D. Ros, A. Brunstrom, and
P. Hurtig, “Towards a flexible Internet transport layer architecture,” in
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VII. C ONCLUSION
A deadline-aware–less-than-best-effort (DA-LBE) service
provides a valuable transport for bulk data transfers such as
backups. It allows transfers to be completed by a soft deadline
while keeping disruption of other traffic sharing the network
to a minimum. This paper develops a framework based on
network utility maximization for transport protocols to inflate
(or in certain circumstance discount) their network “prices” to
achieve these goals.
We have demonstrated its applicability using Cubic and
Vegas as base transports over networks where Cubic is the
dominant transport. Our results show that both Cubic and
Vegas achieve the desired LBE characteristics, although Vegas
can better take advantage of brief instances of available
network capacity. This is due to Vegas’ faster detection of
congestion abatement through its use of queueing delay signals. However, the Vegas mechanism can be too aggressive
initially if it does not have a good estimate of RTTmin . As a
part of future work we plan to explore applying this framework
to a delay gradient based congestion control (CDG[23]) which
does not have this shortcoming.
Our proposed framework has the flexibility to leverage
whatever congestion control methods and congestion signals
are available on a particular networking stack, even when they
are different to the dominant network transport. This enables
it to be applied to future more responsive congestion controls
as they become available. Also as part of future work, we are
planning to implement DA-LBE services in a real operating
system network stack. This framework will also be integrated
into the NEAT enhanced transport layer architecture [2].
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Abstract

equipped with multiple network interfaces of different technologies, e.g. WLAN and 3G/4G. The
use of multiple interfaces have made internet access
truly ubiquitous as users now can access online services at home, in the bus or even out in the wilderness. However, the use of multiple interfaces is not
always a good thing. The current design of transport protocols that employ multiple interfaces often
degrades user experience by increasing transmission
latency. The reason for such suboptimal performance is due to the throughput/latency trade-off
where low latency is traded for higher throughput.
While high throughput is important for some applications and services, low latency is very important
for services that are based on user interaction, a design particularly common for mobile applications.

Many end hosts are today equipped with multiple interfaces, e.g., 4G and WLAN. The initial intention
was to provide more and cheaper capacity for mobile
users, when they were in range of WLAN APs. Now,
3G/4G connections can sometimes provide as good performance as WLAN, all depending on location an load
on the network, making load-balancing over multiple interfaces an interesting way to optimise communication.
To enable this, multi-path protocols like MultipathTCP can be used. Unfortunately, such protocols have
primarily been designed to provide either resilience to
coverage drops/link failures or throughput maximising
– while todays increasingly interactive applications instead require lower latency.
In this paper, we focus on low-latency scheduling for
Multi-path TCP. After an initial assessment of existing
algorithms we present a design and implementation of
the Shortest Transmission Time First (STTF) scheduler
for MPTCP. STTF is compared to existing schedulers
in emulated experiments and is shown to benefit latency
sensitive applications such as web transfers and interactive communication significantly better than existing
solutions.

1

Multi-path TCP (MPTCP) [21] is a relatively new
extension to TCP [40] for communication over multiple interfaces simultaneously. Although a recent
standard, MPTCP is already widely deployed and
used by major vendors in their products, including e.g. Apple and its Siri service [7]. Most of the
research and development surrounding MPTCP’s
multi-path transmission have focused on how to
increase the total throughput, often in scenarios
where links are symmetric in terms of capacity. Unfortunately, such scenarios are the opposite to the
most common multi-path use cases, where asymmetric link technologies often are used (e.g. 3G
and WLAN) and low latency is the most important property for good user experience.

Introduction

Today, online services are expected to be both available and quickly accessible at all times. To be able
to support such demands many devices are now In this article we focus on MPTCP and how
it utilises network paths. When multiple paths
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of communication have been set up between two
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stad, Sweden
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sion the contrary is actually, as we will see later on
in the article.
To tackle this latency problem, we design and implement the Shortest Transfer Time First (STTF)
algorithm to provide low-latency scheduling among
multiple paths. STTF estimates the data transmission time considering the characteristics of all available paths, including the total amount of queued
data, the amount of outstanding data, the congestion control states and RTTs. The STTF calculation is performed for each piece of data that is to be
scheduled and the path with the shortest transfer
time is subsequently used to schedule data over.

LTE
SYN + MP_CAPABLE (Key-A)
SYN/ACK + MP_CAPABLE (Key-A)
ACK + MP_CAPABLE (Key-A, Key-B)
SYN + MP_JOIN (Token)
SYN/ACK + MP_JOIN (HMAC-B)

The focus of this article is STTF’s design, how
it was implemented in the Linux kernel, and its
performance using realistic application scenarios.
The results show that STTF is able to reduce application latency significantly compared to other
schedulers and that it is a suitable replacement, to
MPTCP’s default scheduler, when low latency is of
importance.

ACK + MP_JOIN (HMAC-A)

Figure 1: MPTCP connection establishment.

up a single pooled resource. At the transport layer,
the resource pooling principle translates to the efficient and flexible use of available network paths
between end hosts: A transport connection may
comprise several subflows routed over the available
network paths. A failure on a network path should
result in the traffic being redirected over the stillworking network paths. Moreover, the congestion
control must work over all subflows in a multi-path
transport connection to ensure that the total allocated capacity for the connection is not larger than
what would have been allocated for a connection
over the network path with the most available capacity.

The rest of the paper is structured as follows.
Section 2 gives an overview of Multi-path TCP
(MPTCP) and how multiple paths are used for
a single transfer. Section 3 shows how MPTCP
schedules data over different subflows and why the
standard algorithm for doing this is inefficient. Section 4 presents a conceptually different way to
perform such scheduling that is far more effective. The scheduler, called Shortest Transfer Time
First (STTF), is detailed and both its design and
Linux kernel implementation are described closely.
In Section 5 STTF is validated and evaluated. The
scheduler is tested together with MPTCP’s default
scheduler to compare their mode of operation and
performance in terms of latency and throughput.
STTF is further evaluated in Section 6, where it
is tested in a realistic network scenario using one
of the most widely used applications – web surfing.
The evaluation then continues and considers additional applications that require low latency, e.g., interactive web applications like Google Maps. The
article ends with discussing related work in Section 7 and some concluding remarks in Section 8.

2

MPTCP is an attempt to implement the majority of
the goals behind resource pooling into TCP. Particularly, MPTCP is a number of extensions to standard TCP that enable multipath connections, i.e.,
connections which provides for concurrent transmission over several network paths. It has been
standardized by IETF in RFC 6824 [21], and a
de facto reference implementation of MPTCP has
been developed for the Linux kernel [39]. Apart
from the Linux implementation, there are at least
four known implementations of MPTCP. The implementation used by Apple’s personal digital assistant service, Siri, is the most widespread and wellknown.

Multi-Path TCP

Wischik et al. [49] formulated and argued for the
use of the resource pooling principle in the continued design of the Internet to increase its robustness, better load balance traffic, and to maximize
its utilization. Specifically, they argued that network resources shall behave as though they make

As is the case for a regular TCP connection, the
lifetime of an MPTCP connection comprises three
phases: connection setup, data transfer, and connection teardown. In the setup phase, the primary
difference between MPTCP and regular TCP is
2
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mitted on different subflows. Second, the DSN ACK
option is used to provide cumulative acknowledgment at the MPTCP connection level.

that MPTCP more or less has to go through the
process of setting up regular TCP connections, socalled subflows, for each network path that should
go into the MPTCP connection. Figure 1 illustrates the connection-setup phase of MPTCP. In
the depicted scenario, a dual-homed smartphone
establishes an MPTCP connection comprising two
subflows between itself and a single-homed server.
As follows, the first part of an MPTCP connection setup is similar to that of a regular TCP connection setup, i.e., it comprises a three-way handshake. The only difference is that the SYN, SYN/ACK, and ACK packets also carry an MP CAPABLE
option. For security reasons, the MP CAPABLE option includes a 64-bit key. Both the client and
server side – in our example, the smartphone and
the server – generate keys.

A tear down of an MPTCP connection is typically initiated by the client sending a ”Data FIN”
as part of the so-called DATA SEQUENCE SIGNAL option. The ”Data FIN” has basically the same semantics as that of a regular TCP FIN, however,
differs from a regular TCP FIN in that it operates
on the MPTCP connection level and not on the
subflow level. When all data in an MPTCP session have been successfully received, and both ends
have exchanged ”Data FIN” packets, the MPTCP
connection is considered closed.
If an MPTCP connection comprises several subflows, it is the MPTCP packet scheduler that selects on which subflow a segment should be sent,
and, considering properties of the network path of
the selected subflow, which segment to send. The
policy employed by the default packet scheduler in
Linux MPTCP is to select subflow on the basis of
the shortest RTT: segments are first sent on the
subflow with the lowest smoothed RTT (SRTT), if
the subflow is available for data transmission. Only
when the congestion window of this subflow has become filled, segments are sent over the subflow with
the next lowest SRTT.

Since NATs invalidate the use of source and destination IP addresses and port numbers as unique
identifiers for TCP connections, MPTCP assigns a
locally unique token for each MPTCP connection.
The token is generated as a truncated hash value
of the client-side key and is used during the second
part of the MPTCP connection setup, i.e., when
the first TCP subflow has been setup and additional subflows are established. In our example, a
second subflow is established between the smartphone and the server, and, as seen, a SYN segment with the MP JOIN option is sent by the smartphone. To enable for the server to identify the associated MPTCP connection, the MP JOIN option
contains the previously mentioned connection token. The server replies by sending a SYN/ACK
packet with the MP JOIN option. To ascertain the
authenticity of the client and server sides both the
MP JOIN option in the SYN/ACK and the ensuing
ACK packet, which terminates the three-way handshake, include a Hash-based Message Authentication Code (HMAC) partially based on the clientor server-side keys exchanged during the first part
of the MPTCP connection setup.

Since MPTCP opens up for segments pertaining to
a single connection to be transmitted over different
subflows with different round-trip times and capacities, it increases the risk for so-called Head-of-Line
Blocking (HoLB), i.e., segments are received outof-order at a server and prevented from being delivered to an application until they can be orderly
delivered. Several schedulers have been proposed
with the objective to prevent or mitigate the consequences of HoLB, in an attempt to reduce extensive
buffering at the receiver.

3

During the data-transfer phase, MPTCP provides
reliable, in-order delivery of the data transmitted
over all subflows in a connection. To accomplish
this, MPTCP make use of two levels of sequence
numbers: On a subflow level, it uses the already existing 32-bit TCP sequence numbers. However, on
an MPTCP connection level, it uses 64-bit data sequence numbers. Two options are used to maintain
the 64-bit data sequence space of MPTCP: First,
when a host sends a TCP segment over each subflow, it uses the DSN MAP option for mapping between the 64-bit and the 32-bit sequence numbers
used by the subflows. In this way, data mapped to
the same data sequence numbers, can be retrans-

Scheduling

When multiple subflows are available, there are different ways for MPTCP to schedule the transmission of data. For example, a round-robin scheduler
may iterate over the available subflows and try to
transmit an entire congestion window. Moreover,
the scheduler is responsible for handling retransmissions of data, i.e., determine on which subflows previously lost data segments should be scheduled. At
the core of the scheduling in the Linux MPTCP reference implementation, the implementation used in
this paper, is the way packets submitted for transmission by an application are queued. Figure 2
3
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Application

ing strategy can create a number of problems. For
instance, data scheduled over subflows with low
RTT can arrive earlier than data sent earlier over
flows with higher RTT, creating head-of-line blocking and/or receive-window limitations due to increased buffering demands.

Regular Sockets API
Transport Layer
Meta queue
Scheduler

Slave queues

3.2

One major reason behind performance problems is
the use of paths with asymmetric network characteristics, i.e., heterogeneous paths. Figure 3 illustrates how heterogeneous paths, in terms of RTT,
can affect the transmission of data. Figure 3c,
shows the well-known head-of-line blocking problem. MPTCP only supports in-order delivery of
data. Thus, as shown in the figure, packets 3 and 4
sitting in the receivers buffer cannot be delivered to
the application as packets 1 and 2 have not been received yet. Even worse, if more data is sent over the
faster subflow, the receiver’s buffer might be filled
with data that cannot be delivered until packets 1
and 2 arrive. This last problem is often referred
to as receiver buffer blocking and is illustrated in
Figure 3d.

Network Layer

Figure 2: Queueing of packets in Linux MPTCP.

schematically illustrates how queueing in Linux
MPTCP takes place. As follows, queueing happens
at two levels: the MPTCP connection and the subflow level. When an application sends a packet,
it is first queued in the so-called meta queue at
the MPTCP connection level. Next, the scheduler
moves the packet from the meta queue to one of
the so-called slave queues of the available subflows
in accordance with the employed scheduling policy.
Scheduling in Linux MPTCP is modular, and a
generic framework for introducing novel schedulers
has been proposed and implemented by Paasch et
al. [38].

3.1

Performance Problems

To tackle these problems, several mitigation strategies have been proposed. For instance, the default
scheduler in Linux (LRF) has been equipped with
mechanisms for opportunistic retransmission and
penalization, both to reduce the number of segments arriving out-of-order [41]. Opportunistic retransmission re-injects the data that causes headof-line blocking over another subflow that has space
available in its congestion window (similar to chunk
rescheduling for CMT-SCTP [45]). This allows to
quickly overcome head-of-line blocking situations
and compensate for RTT differences. Further, the
penalization algorithm reduces the congestion window of the subflow with the high RTT in an attempt
to reduce the sending rate and move the traffic to
subflows with lower RTT. Although this strategy
has been shown [41] to both improve throughput
and reduce delay, jitter and memory consumption,
there are several proposals of completely different
schedulers to tackle this problem more efficiently,
including DAPS [43], OTIAS [51], and BLEST [18].

Schedulers

A number of schedulers are included with the Linux
MPTCP implementation: a default scheduler [41],
a round-robin scheduler and a redundant scheduler [22]. Both the round-robin scheduler and the
redundant scheduler can be beneficial in certain scenarios. For example, the redundant scheduler sends
all available data over all available paths simultaneously and can therefore reduce latency in some
situations. Although useful in specific scenarios,
the schedulers are not suitable for general use over
the internet. The default scheduler, often referred
to as the Lowest-RTT-First (LRF) scheduler, is designed to maximise throughput while still trying to
provide reasonable latency performance.
The default scheduler, which is RTT-based, starts
by scheduling data on the subflow with the lowest
RTT estimation. This continues until it has filled
the subflow’s congestion window completely [41].
Then, data is scheduled on the subflow with the
second lowest RTT and so on. Although priority
is given to subflows with lower RTTs this schedul-

Although some of the aforementioned schedulers
are able to slightly improve the latency performance
of MPTCP, mainly by avoiding out-of-order deliveries, none of them focus explicitly on minimizing
latency. Thus, for delay critical applications there
are no good choice of scheduler.
4
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Figure 3: Illustration of Head-of-Line Blocking and Receive Buffer Blocking.

3.3

Low-Latency Scheduling

ments are written to MPTCP by the application,
ten will be scheduled on the path with the lowest
RTT and five on the following subflow. Depending
on the characteristics of the paths, this strategy
might add significant amounts of unwanted latency
to the transmission, compared to a strategy were
all 15 segments are scheduled on the fastest path
– although the last five segments cannot be sent
immediately. Let us expand on this example in a
realistic setting. Assume that the MPTCP connection has two subflows, one routed over WiFi with
a 10 ms RTT and the other over 3G with a 100 ms
RTT. If the default scheduler is used, the transfer
of 15 data segments will require at least (we disre2
gard the bandwidth in this example) 50 ms ( RTT
2 ),
as each subflow will be utilized in parallel and the
slow dominates. If, on the other hand, only the
subflow over WiFi is used, the transmission will
last for approximately 10 + 5 = 15 ms, as one and
a half RTT is required.

As mentioned in the introduction, many applications rely on low latency to work well and fulfill
their requirements. However, a simple switch from
TCP to MPTCP might increase latency, as some of
the transmitted data often are unnecessarily sent
over a slow subflow. Sadly, this fact alone might
inhibit a general deployment of MPTCP. However,
as we will see later in this article, the latency problems are solely due to the design of the MPTCP
scheduling. In fact, it is possible to mitigate the
problems and provide better latency performance
than TCP is able to.
One of the major reasons for latency problems is the
strict congestion window check that is conducted
by both the default scheduler and most of the suggested improvements. That is, when the congestion
window of the best subflow is full, another subflow is
used instead. This work-conserving scheduling approach can add significant amounts of delay for shot
or bursty traffic under heterogeneous network conditions. For instance, consider an MPTCP connection with two subflows that each has a congestion
window of ten segments. If, for instance, 15 seg-

To illustrate the problem, Figure 4 shows the average transmission time for different transfer sizes.
The results shown in the graph comes from an
experiment conducted in a real testbed using the
Linux TCP and MPTCP implementations. As pre5
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Two available paths: RTT path 1: 10ms, RTT path 2: 100ms
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us further assume that R1 starts to increase as S1
starts to fill up intermediate queues. When R1 beFigure 4: Transmission time of differently sized bursts, comes larger than R2 , MPTCP will start using S2
using TCP and MPTCP, with two available paths hav- instead. Now to the interesting part, if R at a later
1
ing asymmetric RTTs (10 ms vs 100 ms).
point starts to decrease and becomes less than R2
again, MPTCP will not switch back to S1 . MPTCP
is not aware of R1 decreasing as it has not sent any
viously mentioned, a transfer of 15 data segments data over S after R became larger than R . As
1
1
2
would supposedly last for 50 ms. This is confirmed MPTCP’s only way to sample RTTs is by observby the experimental results. As shown in the graph, ing the time elapsed from sending data over a path
MPTCP performs very poorly for all given trans- to its acknowledgment, such a RTT change will go
fer sizes (10 − 100 segments). Not only the use unnoticed.
of the congestion window limits the scheduling in
MPTCP. Other problems include e.g. the use of
TCP Small Queues (TSQ) [17]. TSQ is a mech- In the next section we introduce the MPTCP Shortanism designed to reduce latency between concur- est Transfer Time First (STTF) scheduler, which
rent flows by limiting the amount of data that can address all the issues listed above to provide low
be queued within the TCP stack. Currently, its latency communication for delay critical applicadefault limit is set to the minimum of two data tions.
segments or 1 ms worth of data (given the network characteristics at hand). When packets are
about to be scheduled on a subflow in MPTCP, the
scheduler first checks whether TSQ indicates that
its limit has been reached. In most situations this
Shortest Transfer Time First
limit is reached rather fast, after only a few packets, 4
with the result that MPTCP abandons the current
(STTF)
subflow and chooses the next in line. The consequence of this behavior is that MPTCP can switch
to a slower subflow prematurely, i.e., long before
the faster subflows congestion windows have been The Shortest Transfer Time First (STTF) scheduler
tries to remedy the poor latency performance by
filled.
continuously calculating how to schedule all availThere are also a number of small implementation able data to minimize the total transmission time.
issues in the Linux MPTCP scheduling framework This might cause all data to be scheduled on the
that can increase latency when scheduling. The fastest available subflow, even though its congesmost significant of these is the RTT inflation prob- tion window is full, or it might cause data to be
lem, a problem that can cause a fast path to be partitioned among the available subflows. STTF
abandoned over a slower one. Consider two sub- does not consider congestion window limitations or
flows, S1 and S2 , that experience RTTs with the other factors but focuses solely on completing the
mutual relation R1 < R2 . Given this, S1 will be transmission in the shortest amount of time possiutilized as it has the lowest RTT (in this example, ble given the available subflows. Below we describe
we assume equal capacity for the two subflows). Let the design and implementation of the scheduler.
Segments transmitted [#]
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Design

Application

Scheduler
Conceptually, the STTF scheduler works in two Regular Sockets API
if (last_resched < ! && !empty(slave_queues)) {
meta_queue = dequeue_all(slave_queues);
steps: a scheduling step and a transmission step; Transport Layer
}
Figure 5 illustrates these two steps. In the first
Meta queue
while (!empty(meta_queue)) {
data = dequeue(meta_queue);
step, STTF traverses all packets queued in the meta
slave_queue = get_best_queue(data);
enqueue(slave_queue, data);
queue; predicts the transfer time for each queued
Scheduler
}
packet when transferred over each of the available
get_best_queue:
1. exit if all queues are full
subflows in the MPTCP connection, and deter2. calculate transmission time of data for all
available queues (STTF algorithm)
mines, on the basis of the predicted shortest trans3. return queue for which transmission will
Slave queues
be completed first
fer time, on which subflow each packet should be
scheduled. The predicted transfer time for a packet
over a certain subflow is computed with regards to
the SRTT, the congestion state of the subflow, i.e.,
Network Layer
whether the subflow is in slow start or congestion
avoidance, the current values of the congestion winFigure 6: STTF Linux kernel implementation
dow and slow-start threshold, and the number of
packets already queued in the subflow slave queue.
Moreover, the computation of the predicted transto schedule more than what is allowed by the
fer time for a certain packet takes into account the
congestion window.
scheduling of the packets that precedes it in the
meta queue. For example, consider the case shown The STTF transmission time algorithm is apin Figure 5. When the predicted transfer time for
plied on all unscheduled data (data in the meta
the third packet, packet K, queued in the meta
queue) to find suitable subflows to schedule
queue is computed, the preceding two packets are,
each data segment on. The details of this alfrom the perspective of the computation, already
gorithm can be found in Listing 1.
queued in the slave queues of the subflows to which
The re-scheduling component is used when
they have been scheduled.
data is about be scheduled. STTF first checks
whether there are any unsent data left in any
STTF then tries to transmit as many packets as
of the subflows. If this is the case, and a
possible over the subflows which now have enquick preliminary calculation shows that their
queued packets. A packet in the meta queue is
scheduling are likely to change now when more
only queued on its scheduled subflow, and thus
data is to be scheduled, the re-scheduling enqueued for transmission, if it can be sent during
gine extracts all data from the subflows and
the currently ongoing transmission round. Packets
puts them back on MPTCP-level. This comremaining in the meta queue after a transmission
ponent is usually used prior to the STTF transround will have their assigned subflows invalidated
mission time algorithm.
and have to wait until STTF is invoked again, e.g.
when a packet is sent or received by MPTCP.
In addition to the three main components, STTF
also makes use of a number of minor optimizations.
These include the previously mentioned RTT-reset
4.2 Implementation
mechanism, a mechanism to enable fallback to the
default scheduler if paths are symmetric, and an
The Linux kernel implementation of STTF is com- abort mechanism used when it is impossible to
prised of three main components: a modified transmit over any path. The STTF implementascheduling framework, the transmission time cal- tion is summarized in Figure 6.
culation algorithm and a re-scheduling component.
The STTF implementation along with all the necThe modified scheduling framework is essen- essary changes to MPTCP is available at [31]. The
tially a set of changes that allows a scheduler implementation consists of about 1200+ lines of
to schedule data on paths where transmission code and can be used with version 0.91.2 of the
will not immediately occur. The current de- Linux MPTCP kernel [39].
sign of the entire MPTCP protocol is focused
Listing 1: STTF algorithm
around the assumption that scheduled data
// Nothing to send.
is transmitted immediately upon scheduling. if queue_size == 0 then return 0
This modification was needed to allow STTF if free_cwnd > 0 then
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// Space left in cwnd during current round
current_queue_size = max{ current_queue_size - free_cwnd, 0 }
if current_queue_size = 0 then return rtt / 2
end if
transfer_time = transfer_time + rtt

Client

if 2 × ccwnd ≤ ssthresh then
// In slow start
current_cwnd = current_cwnd × 2
else if ( current_cwnd < ssthresh ) and ( ( 2 × current_cwnd ) > ssthresh ) then
// Reaches sshresh during current round
current_cwnd = ssthresh
else
current_cwnd += 1
end if

Figure 7: Experimental multi-path setup

// Number of rounds and transmitted packets until
// we reach ssthresh or the round before sshresh
max_rounds_slow_start = ∞
max_packets_slow_start = ∞
if ssthresh is set then
max_rounds_slow_start = ilog2( ssthresh / ccwnd )
max_packets_slow_start = ccwnd * ( ipow2( max_rounds_slow_start ) - 1 )
end if

of STTF is to provide low delay to latency critical
applications. However, it is also important that the
scheduler works well in a general setting. Therefore,
we move on to assess whether STTF is a reasonable
general purpose scheduler. This is done by evaluating it for applications requiring high throughput.

if current_queue_size <= max_packets_slow_start then
// Remainder queued sent during slow start.
// Note that if current_cwnd >= ssthresh then max_packets_slow_start = 0
rounds_slow_start = max{ ilog2( current_queue_size / current_cwnd + 1 ), 1 }
packets_slow_start = current_cwnd * ( ipow2( rounds_slow_start ) - 1 )
current_queue_size = max{ current_queue_size - packets_in_slow_start, 0 }
transfer_time = transfer_time + rtt * ( r_rounds_slow_start - 1 ) + rtt / 2
if cqsize > 0 then transfer_time = transfer_time + rtt
return transfer_time
else
// Remainder sent during slow start and congestion
// avoidance or only in congestion avoidance
if current_cwnd < ssthresh then
// Starts in slow start
current_queue_size = current_queue_size - packets_slow_start
transfer_time = transfer_time + max_rounds_slow_start * rtt
max_cwnd_slow_start_full_rounds = current_cwnd × ipow2(
max_rounds_slow_start)
if max_cwnd_slow_start_full_rounds < ssthresh then
// One round left in slow start.
if current_queue_size > max_cwnd_slow_start_full_rounds then
// Transfer continues beyond ssthresh.
current_queue_size = current_queue_size max_cwnd_slow_start_full_rounds
transfer_time = transfer_time + rtt
} else {
// Transfer ends before sshresh
transfer_time = transfer_time + rtt / 2
return transfer_time
}
}
current_cwnd = ssthresh
end if

5.1

Experimental setup

For the experiment detailed below, a test-bed setup
consisting of five regular desktop computers were
used. The machines were connected as illustrated
in Figure 7. To perform the scheduling experiments, both the client and the server machines were
equipped with v0.91.1 of the Linux MPTCP kernel.
Additionally, the server’s MPTCP implementation
was extended with the STTF scheduler. The experimental traffic was generated by a pair of request/response applications where the client connected to the server, over both available paths, and
requested data of a certain size. The server then
responded with the corresponding amount of data,
using the selected scheduler. Furthermore, we injected a number of hooks inside the kernel to extract relevant statistics for this evaluation.

// Remainder of transfer in congestion avoidance
estimated_rounds_congestion_avoidance =
( - ( 2 × ccwnd - 1 ) + isqrt( ( 2 × ccwnd + 1 ) × ( 2 × ccwnd + 1 ) +
8 × cqsize ) ) / 2
estimated_packets_congestion_avoidance =
( estimated_rounds_congestion_avoidance × ( 2 × ccwnd + (
estimated_rounds_congestion_avoidance - 1 ) ) ) / 2
current_queue_size = max{ current_queue_size estimated_packets_congestion_avoidance }
tt += rtt × ( estimated_rounds_congestion_avoidance - 1 ) + rtt / 2
if cqsize > 0 then transfer_time = transfer_time + rtt
return transfer_time
end if

5.2

5

Server

STTF Evaluation

Functional Validation

The experiments and analysis presented here serves
as a functional validation of STTF and an illustration of how it differs from LRF.

This section evaluates the basic behavior of the
STTF scheduler in a controlled emulated environment. Section 6 then expands on this by evaluating
the scheduler in a realistic network scenario using
realistic application traffic. First, we show a detailed comparison of how the default LRF scheduler and STTF differs in its scheduling decisions.
This is done to illustrate how STTF works and validate our algorithm. Then, we show the latency
reduction provided by STTF as compared to both
the default scheduler and other proposed scheduling
mechanisms. This is done by measuring, and comparing, the transmission time of differently sized
bursts sent over asymmetric paths. The main goal

Figure 8 shows how LRF and STTF makes their
scheduling decisions when a burst of 15 segments
are sent by an application, two paths are available and their respective RTTs are P1 = 10 ms and
P2 = 100 ms. For the sake of simplicity the available capacity is equal for both paths (0.5 Gbit/s).
Furthermore, the two MPTCP subflows traversing
these paths both have a congestion window of ten
segments. For each algorithm a number of parameters is illustrated. In the upper graph the calculated
transmission time for the segment to be scheduled is
shown, for both subflows (for LRF the transmission
time corresponds to one half of the lowest RTT).
8
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Figure 8: Scheduling decisions for a burst of 15 segments.

lowest calculated transmission time. Not described
in the above text is the bottom part of both graphs.
Here, a number of MPTCP variables are shown.
While these are not necessary for the understanding of the scheduling decisions we chose to include
them for interested readers.

This graph also indicates whether a segment cannot be scheduled on a specific subflow due to TSQ
or congestion window limitations. The line connecting the calculated transmission times indicate
what path was chosen for that particular segment.
For the LRF scheduler, shown in Figure 8a, the
calculated transmission time is equal to half the
RTT of the different subflows. For STTF, shown
in Figure 8b, the transmission time is given by the
algorithm previously explained.

5.3

Latency

First, we consider the LRF scheduling mechanism,
shown in the left-most figure. The first six data
segments are shown to have an estimated transmission time of 5 ms over P1 and 50 ms over P2 ,
for which the scheduler choses the fastest path, P1 .
However, both the sixth and seventh segment are
inhibited from being sent over P1 , even though their
estimated transmission time over this path is lower
than over P2 . These segments are represented by a
star in the graph. The reason for them not being
allowed to be sent is that TSQ has kicked in on the
faster path, in an attempt to limit the queueing for
this subflow. The consequence of this is that data
instead is scheduled over the much slower subflow
(P2 ). After scheduling the two segments over the
slower path, the faster is used again for four additional segments. After this point, however, the
scheduler has filled the congestion window of the
faster subflow and is yet again forced to schedule
data over the slower path, even though the transmission will be completed much slower.

To validate the low-latency properties of STTF, we
ran a number of experiments where bursts of a fixed
size are transmitted over an MPTCP connection using two paths with varying RTTs. We also ran the
same experiments over a single TCP connection always running over the path with the smallest RTT.
The bursts were sized between 10 and 50 segments
and the path RTTs were varied to go from symmetric to highly asymmetric connections (path 1 had
a 10 ms RTT and path 2 had a 10, 40, and100 ms
RTT) Each combination of scheduler, burst size
and path RTTs where repeated 30 times to minimize random variations. Figure 9 show the results
from this experiment. The leftmost graph shows
the results from the symmetric experiment where
both paths had an RTT of 10 ms. The middle
graph shows a slightly asymmetric scenario where
path 1 had an RTT of 10 ms and path 2 40 ms.
Finally, the rightmost graph contains the results
from the experiments in a highly asymmetric setting where the RTT of path 1 is 10 ms and path 2
100 ms.

We then turn the attention to STTF and how it performs the scheduling. STTF is not limited by either
TSQ nor congestion window limitations. Therefore,
the scheduling will occur over the subflow with the

MPTCP and its LRF scheduler is mostly suitable
in settings with subflows that have symmetric performance characteristics, like e.g., RTT. This is indeed visible in our results as well where LRF dis9

53 of 72

Project no. 644334

D3.2
Final Report on Transport Protocol Enhancements

RTT path 2: 10 ms

60

Confidential
Rev. 1.0/ June 15, 2017

RTT path 2: 40 ms

RTT path 2: 100 ms

Object download time [ms]

50

40
Scheduler

30

TCP
LRF
STTF

20

10

0

10

15

20

25

30

35

Data segments [no.]

40

45

50

10

15

20

25

30

35

Data segments [no.]

40

45

50

10

15

20

25

30

35

Data segments [no.]

40

45

50

Figure 9: Average transmission times for TCP and MPTCP (LRF, STTF, and BLEST).

plays the lowest latency among the protocols and
schedulers (leftmost graph). The reason why LRF
performs at least as good as TCP and STTF is
simply that given symmetric connections the best
strategy is aligned to that of LRF: divide the traffic fairly among subflows. When the asymmetry
increases (middle graph) the benefit of using LRF
seems to decrease. For these experiments the three
different protocols and schedulers perform roughly
the same. One exception is the transmission of 10
segments, which requires significantly more time for
LRF than for TCP and STTF. We will get back to
the reason for this a bit later. As shown in the
graph, the results for LRF expose quite high delays
for all the different burst sizes, and it is evident
that some data always is sent over the slower 100
ms RTT path. For most burst sizes this is due
to congestion window limitations. LRF, as previously explained, will immediately pick another path
if the congestion window of the current one becomes
filled. This fact is the case for nearly all depicted
results, as the congestion window in all the experiments is equal to Linux TCP’s initial congestion
window of ten segments. Thus, when there is more
than ten segments to send, the use of the slow path
is inevitable. This is not the case for STTF, which
considers the shortest transmission time, regardless
of congestion window. Interestingly, MPTCP also
transmits data over the slowest path in scenarios
where the amount of data to send is equal to the
initial congestion window (burst of ten segments).
While this might seem strange at first, it is connected to the previously discussed use of TSQ to
limit the queueing within the TCP stack. In this
scenario, segments will be scheduled over the fast
path until TSQ temporarily kicks in and inhibits
the use of this path. As mentioned earlier this happens whenever the queueing exceeds two segments
or approximately one millisecond worth of data.

5.4

Throughput

Many of MPTCP’s motivating use cases have been
to increase throughput when multiple paths are
available. Therefore, it is interesting to see whether
STTF can maintain good throughput although focused at lowering latency. Rather connected to
achievable throughput is also the amount of outof-order data queued at the receiver, as this lowers the achievable goodput and increases the memory demand. Figure 10 shows the average goodput for TCP (over a single 10 ms RTT path) and
MPTCP with the LRF scheduler and STTF. We
also included BLEST for MPTCP, as this scheduler has been shown to both increase goodput and
decrease out-of-order deliveries. The graph illustrates how the average goodput varied with increasing RTT on path 2. As seen for the experiments with symmetric, or slightly asymmetric,
paths, MPTCP performed almost equally regardless of scheduler. With increasing asymmetry, however, the STTF goodput relative to both LRF and
BLEST improved significantly. The reason for this
is closely related to previously explained results –
STTF tends to use the faster path to a larger degree
than LRF which, under asymmetric conditions, is
beneficial. This is also, indirectly, confirmed by the
TCP experiments which only uses the fastest path
and also displays the best performance when the
paths are highly asymmetric.

6

Low-Latency Applications and
STTF

STTF was designed for applications that require
low latency. While we previously showed that
STTF reduces latency for purely synthetic workloads, we in this section evaluate it in realistic sce-
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Bulk transfer over 2x100Mbps links, RTT (first path): 10ms

Table 2: Web sites used in the evaluation

Web site
Google
Wikipedia
Instagram
Amazon
The Guardian

Goodput [Mbps]

150

RTT (second path)

10 ms
20 ms
40 ms
100 ms
200 ms
400 ms

100

Objects

Total size [Kbytes]

6
19
30
59
228

906
132
1,671
1,234
3,166

50

0

and STTF schedulers. The rest of the machines in
the setup used regular Linux kernels configured to
emulate link characteristics and forward traffic.
LRF

TCP

Scheduler

STTF

BLEST

Figure 10: Average goodput for TCP and MPTCP
(LRF, STTF, and BLEST).

6.2

Web

The first part of the evaluation covers the performance of web browsing, and the different schedulers
ability to reduce latency. Recently, HTTP2 [6] have
WLAN
3G
gained momentum and seen a major increase in the
number of supported domains. From its standardCapacity [Mbit/s]
20–30
3–5
isation in May 2015 until today, the deployments
End-to-end delay [ms]
5–25
65-75
has gone from approximately 13 000 to 242 000
Loss [%]
0–1
0
hosts [47]. In relation to HTTP1, HTTP2 enables
a more efficient use of network resources, and can
reduce latency by e.g., providing header compresnarios involving interactive applications.
sion and concurrent object download over the same
connection. The concurrent download mechanism
is interesting as it effectively enables an MPTCP
6.1 Experimental Setup
scheduler to optimize the transmission over several
The topology used for these experiments is the same paths simultaneously.
as for the previous ones (shown in Figure 7). AlFor the experiments in this section we chose five
though simplistic at first sight, understanding why
representative web sites: google.com, wikipedia.com,
protocols behave and perform in a certain way is
instagram.com, amazon.com, and theguardian.com.
almost impossible in a more complex setup. This
The sites vary both in terms of number of objects
kind of topology is also common practise when evaland in their respective sizes. Details regarding the
uating transports (cf. [2, 27]). As mentioned presize distribution can be found in Table 2. The main
viously, the topolgy was realised using five deskgoal for this experiment was to evaluate whether
top acting as: a client, two wireless access points
MPTCP can reduce latency for web object down(WLAN/3G), a server access router and a server.
loads. In addition to that, we also wanted to invesThe links between all machines were emulated to
tigate if latency-aware schedulers can reduce the
be representative of a real WLAN/3G setup, see
latency even further. To perform the actual exTable 1, with regards to capacity, end-to-end deperiments, we used a set of applications on the
lays and packet loss rates. The values shown in the
client and server to perform the downloads. On
table have been used in previous evaluation studthe server we used the nghttp2 web server which
ies [52]. The WLAN links are 802.11ag and the loss
supports HTTP2 with e.g. HPACK header comrate is the rate experienced on transport-level (not
pression. To model the download process as thorincluding e.g. link-layer retransmissions).
oughly as possible we used data and dependency
To enable multi-path communication between graphs from Epload [48] together with a custom
client and server, these machines were equipped made client implemented with libcurl. Each experwith MPTCP-enabled Linux kernels. The client iment was repeated 30 times, as both the end-toused a stock version of the MPTCP kernel and the end delays (over both paths) and the loss (over the
server used a modified version including the BLEST WLAN link) varied between runs.
Table 1: Network Characteristics
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Figure 11: Page load times, object download times and traffic path shares for HTTP2 experiments.

Figure 11 shows the average page load times, web
object download times, and the traffic share over
each path, all with 95% confidence intervals. The
values are shown for the default LRF scheduler,
STTF, and BLEST. Although a page becomes usable before it is completel loaded, the page load
time metric is useful for comparing network performance. Furthermore, the pageload times seem to
correlate with the object download times (middle
graph). We define the object download time as the
average time required to download a specific web
object. The download time of an object is a much
better performance metric as users browsing experience rely on download actual objects and not the
entire page. As both graphs show, LRF poses the
worst performance of the three schedulers. BLEST
is able to decrease latency compared to LRF, and
STTF further reduces latency for object downloads,
with an exception to the wikipedia site where the
amount of data (132 Kbyte) simply was not enough
to have significantly differing scheduling decisions
among the schedulers. The reason for the differences in performance is simply that STTF, and
BLEST, uses the WLAN path more than LRF.
The LRF scheduler sends approximately 60% of the
data over the best path (WLAN), while STTF uses
this path for almost 90% of the traffic. The main
reason for this significant difference in STTF’s abil-

ity to correctly chose path based on transmission
time.

6.3

Google Maps

Google Maps is a good example of an interactive
application that requires low latency to be usable.
To perform experiments with this applications we
replayed real user sessions in our experimental environment. To obtain actual traffic, we used tcpdump and captured network traffic from repeated
real sessions on a Google Chrome Web browser,
where a person was visualizing routes between arbitrary locations. Since the captured traffic to a
large degree depended on the network conditions,
e.g., available bandwidth and RTT, at the time of
the capture, we could not directly create traffic profiles from the captured data. Instead, we used the
captures to reconstruct the application traffic, and
created traffic profiles on the basis of this traffic.
Since the traffic was encrypted (HTTPS), the actual application traffic could only be approximated.
Figure 12a shows a representative traffic time series
plot from the Google Maps experiment. Each dot
in the graph represents a transmitted object, sent
at x s and with a size of y bytes. As shown in the
graph, the amount of data is small and communi-
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cated sparsely (due to real user interactions).

7.2

Figure 12b shows the average download time for
objects included in the traffic workload. The workload is, as previously mentioned, illustrated in Figure 12a and was used for evaluating LRF, BLEST,
and STTF. Like in previous graphs, 95% confidence
intervals are used and the average is based on 30
repetitions. For these experiments we have chosen to show the results for experiments where there
was no data loss separate from experiments where
data loss was present, as this had such a large impact on the schedulers performance. For instance,
when LRF is used and there is no data loss the average download time is about 60 ms, compared to
more than 200 ms when 1% random packet loss
occurs. Similar numbers were not observed in any
other experiment, and analysis of the results seems
to indicate that the reason for this is the limited
amount of data sent. When data loss occurs and
there is a small number of outstanding segments,
MP(TCP) has problems of quickly recovering the
lost data [42]. Despite this fact and that differences
due to the actual scheduling are smaller in this experiment, there are still some significant differences
in performance. When no packet packet loss occurs
STTF outperforms LRF by approximately 25% and
when packets are lost STTF is about 5% faster.

Even if the increased capacity that can be obtained
with the resource pooling feature of MPTCP has
been measured, the relevance of using MPTCP to
carry out latency sensitive applications was not
straight forward. Indeed, such as presented in a
survey on the sources of latency in networks [9],
there are many contributions to latency, and these
sources of latency may have dramatic consequences.
As one example, the head-of-line blocking would
tackle any efforts in reducing the latency by, e.g.,
bringing the data closer to the user or improving
the capacities of the links.

7

Latency reduction with MPTCP

As examples of the potential latency reduction with
MPTCP, the latency reduction for cloud based mobile applications has been assessed in [24], and the
streaming high-quality mobile video in [50]. [52]
evaluates the adequacy of both CMT-SCTP and
MPTCP to carry out video, web and gaming traffics and concludes that in most cases, the delay is
not increased by using multiple paths. The conclusions of this paper identify that improving the
scheduling within MPTCP is a crucial step in reducing the latency with multipath transport. Moreover, the performance of multiple paths transport
are questioned when the asymmetry between the
links increase [3, 10, 20]. Indeed, the occurence of
head-of-line blocking can increase when the asymmetry increases.

Related Work

It is worth pointing out that depending on the
cellular technology, the asymmetry between WiFi
and cellular can change dramatically, even if we do
This section sums up how the work proposed in our not consider the bufferbloat effect on the cellular
article fits in current trend in research, and how our links [23, 30]. There are also studies considering
contributions improve this related work.
using multiple paths on satellite networks [16, 37],
where the asymmetry between the links would be
important. Improving the adequacy of MPTCP to
7.1 General evaluation of the perfor- carry out latency is a necessary step towards its deployment, even when there is asymmetry between
mance of MPTCP
the links, and working on schedulers is one way to
achieve it.
The authors of [25] proposes a survey to identify the
main aspects that need consideration when shifting from single-path to multi-path transport layer. 7.3 Schedulers for improving the
performance of MPTCP
They present a list of the merits of multipathing,
such as load balancing, resource pooling and diversification. In order to evaluate these expected MPTCP comes along with schedulers that have
benefits, various studies have evaluated the per- been compared in [38]. There has been many efformance of MPTCP in the wild [10, 12, 20, 26]. forts in improving the scheduling within MPTCP
These studies found out that MPTCP can provide for the specific video traffic [13, 15, 29, 34, 36].
better performance that single-path TCP, on top Another noticeable approach has been to focus on
of including the inherent features of MPTCP, such packet reordering to specifically reduce the head-ofas the fast handover management and tolerance to line blocking [1, 19, 33, 35, 38], without requiring
link failures [14].
specific knowledge about the application data.
13
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Figure 12: Google Maps experiment, graphs showing both a sample of the traffic pattern and the results.

The performance that can be achieved with a
knowledge of the transmitted data, such as shown
in [13], suggests that providing more pro-active
cross-layer between application and the transport
layers is of interest. The current trend in the
Internet, where more data are carried out with
the HTTP protocol and the traffic is multiplexed
in HTTP2 makes it difficult for application-aware
schedulers to identify the nature of encrypted and
multiplexed flows. A short term deployment would
thus be considering a non-application aware scheduler, such as the one proposed in this article,
whereas long term deployment could envision application aware schedulers.

that is agnostic to the nature of the flow, that fits
into the other efforts in this research field.

8

Conclusions

Today’s networks are often multi-path. For example, mobile devices usually have multiple interfaces, datacenters have redundant paths between
servers, and multi-homing is commonly used in
server farms. In view of this, several works have investigated how to exploit this increased connected7.4 Other research efforts for MPTCP ness to improve network performance. Particularly,
previous work has shown how MPTCP scheduling
[25] presents the expected benefits provided by us- could be used to more efficiently utilize available
ing MPTCP, which are quantifiedi and discussed by bandwidth. In contrast to these works, our work
initial performance assessments [10, 12, 26, 52]. [5, show that multiple interfaces not only opens up
8, 25] discusses the implementation constraints that for more efficient bandwidth usage but also facilneed to be considered to fully benefits from exploit- itates lower overall transmission times. In particing multi-paths. The open issues are, e.g., the con- ular, this article proposes a scheduling algorithm,
nection establishment, the flow control, the friend- STTF, that tries to minimize the total transmission
liness and the flow scheduling. There are research time by scheduling individual packets on those subefforts in improving the performance of MPTCP for flows that provide the minimum transmission time.
the transmission of latency sensitive traffic, such as This article shows, through a series of experiments,
the slow-start management [4], the coupled conges- that STTF indeed offers shorter transfer times for
tion control [32], management of the subflows [28] latency-sensitive applications, such as web browsor network coding [11, 22, 44, 46]. It is worth point- ing and interactive internet applications, while still
ing out that the work presented in this paper thus offering throughput comparable to that of contemfills a gap by proposing a scheduler for MPTCP, porary throughput-aware schedulers.
14
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Chassot, and Ernesto Exposito. “QoS-oriented
MPTCP Extensions for Multimedia Multihomed Systems”. In: Proc. of IEEE AINA
Workshop. 2012.
P. Du, X. Li, Y. Lu, and M. Gerla. “Multipath TCP over LEO satellite networks”.
In: 2015 International Wireless Communications and Mobile Computing Conference
(IWCMC). Aug. 2015, pp. 1–6. doi: 10 .
1109/IWCMC.2015.7288928.
E. Dumazet. TCP Small Queues. https://
lwn.net/Articles/507065/. 2012.
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Abstract—We present ctrlTCP, a method to combine the
congestion controls of multiple TCP connections between the
same pair of hosts. Different from the previously proposed
Congestion Manager, our method is designed to minimize the
changes to the existing TCP code, making it easier to implement.
While we are not the first to propose such lighter-weight
congestion coupling, prior approaches (E-TCP and EFCM) had
deficiencies that are eliminated in ctrlTCP. Using ns-2 simulations
and an implementation in the FreeBSD kernel, we show that
our mechanism reduces both queuing delay and packet loss
while enabling precise allocation of the share of the available
bandwidth between the connections according to the needs of
the applications.

I. I NTRODUCTION
An increasing number of TCP flows overlap in time and
share the same endpoints. There can be many reasons: a
client-server application may deliberately establish parallel
TCP connections to a server in an attempt to expedite content
transfers, independent instances of an application may initiate
connections to the same server that just happen to overlap in
time, and so forth. Unfortunately, as the resulting overlapping
TCP connections usually share a common network path, they
can sub-optimally interact (and indeed, compete) with each
other and other flows. Combinations that appear to produce
throughput gains will often drive significant additional queuing
delays or packet losses, to the detriment of unrelated flows
sharing any bottlenecks along the common path. In large part
this is due to each overlapping TCP connection’s congestion
control state machines acting independently.
Significant solutions to date fall into one of two classes:
Merge common application-layer data streams above a single
transport layer connection, or couple the transport layer congestion control machinery for connections known to share the
same endpoints. Examples of the former include SPDY [1] and
HTTP/2 [2], which multiplex multiple web sessions on top of
a single TCP connection between client and server. Examples
of the latter, often referred to as coupled congestion control,
include the Congestion Manager (CM [3]), Ensemble TCP
(E-TCP [4]) and Ensemble Flow Congestion Management
(EFCM [5]).
However, there are known problems within each class of
solutions. Simply multiplexing application flows onto a single
TCP connection results in a head-of-line (HoL) blocking,

where faster application-layer threads are forced to wait
while serialized messages from slower threads are handled at
the TCP destination. Solving HoL blocking usually involves
entirely different transport protocols, such as QUIC [6] or
SCTP [7]. On the other hand, previous coupled congestion
control strategies tend not to fully leverage the statefulness of
the TCP congestion control algorithm.
We introduce ctrlTCP, a refined coupled congestion control
strategy that better utilizes a TCP sender’s awareness of
network conditions and allows precise intra-flow bandwidth
sharing. Using both ns-2 and FreeBSD implementations we
have explored the benefits of our coupled congestion control
scheme. Our results demonstrate significantly better (lower)
queuing delays and packet loss rates compared to uncoupled
TCP connections. We believe our approach is practical and
deployable in today’s Internet, offering lower RTTs to all
traffic sharing bottlenecks with coupled TCP connections.
The rest of our paper is organized as follows: Section II
introduces related work and describes our improved approach
to coupled TCP congestion control. We discuss methods to
ensure that coupled flows really traverse the same bottleneck
in Section III, and present simulations and experimental results
in Section IV. The paper concludes in Section V.
II. C OUPLED CONGESTION CONTROL ALGORITHM DESIGN
Despite a number of previous attempts at coupled congestion control, widespread deployment has proven to be difficult,
mainly due to the complexities of the proposed mechanisms.
We first briefly outline key prior work as motivation for our
proposed mechanism.
A. Prior Work
To the best of our knowledge, RFC 2140 [8] is the first work
to outline a mechanism for coupling TCP connections by sharing TCP Control Block (TCB) in order to better initialize new
connections. This idea was expanded by Ensemble TCP (ETCP) [4] to allow concurrent flows to benefit from each other
beyond initialization, working together so that the aggregate
is no more aggressive than a single TCP flow. On the other
hand, Ensemble Flow Congestion Management (EFCM) [5]
allows the aggregate to be collectively as aggressive as the
combination of separately controlled TCP connections. The
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Congestion Manager (CM) [3, 9] takes the concept even
further, completely replacing each flow’s congestion controller
with its own congestion control mechanism—a rate based
controller.
The CM is a major modification to the implementation
of congestion control as part of TCP. Our proposal aims to
minimize changes to the kernel TCP code, making it much
easier to implement as an add-on, closer in spirit to E-TCP
and EFCM, but fixing problems that we find with these
mechanisms. We adopt a method that we earlier used to couple
congestion control for media flows in WebRTC [10, 11].
However, TCP has particular difficulties due to its stateful
nature, requiring a significantly different design approach for
ctrlTCP.
Congestion control coupling as described here shares some
similarities, yet also has important differences, when compared
to coupled congestion control for MultiPath TCP (MPTCP),
e.g. the mechanisms LIA [12], OLIA [13] and BALIA [14].
Similar to our proposal, E-TCP and the CM, these mechanisms try to behave like one flow across a single bottleneck.
However, MPTCP’s coupling assumes that flows should take a
different path, and ideally also traverse different bottlenecks.
This means that some things that single-path coupling can
do would probably be quite inappropriate for MPTCP. For
example with single-path coupling:
• A new connection joining the aggregate can immediately
get a share of the potentially quite large cwnd of ongoing
transfers. This can significantly reduce the completion
time of short flows, but in MPTCP, it results in using
a very large initial window on a new path.
• Changing states (e.g. avoiding slow start), as our algorithm does, strongly relies on the assumption that there is
only a single shared bottleneck. The resulting behaviour
is quite wrong in case of multiple bottlenecks.
• A share of the aggregate cwnd can be assigned based on
application preference in the case of single-path coupling.
These preferences can even change on the fly. Again, if
connections would traverse different paths, the outcome
on the wire could temporarily be much more aggressive
than TCP.
Finally, MPTCP’s subflows also use different tuples in order to
be able to use different paths – this is, for example, leveraged
in [15] without even using multi-homed end-systems. This is
the opposite of what we are trying to achieve with the UDP
encapsulation discussed in Section III.
B. Basic algorithm logic
In ctrlTCP, each TCP session communicates with an entity
called a Coupled Congestion Controller (CCC). The CCC
couples flows traversing the same path to the same destination.
Fig. 1 provides an overview of this communication. New
TCP sessions first register with the CCC, supplying it with a
(i) connection identifier (cid), (ii) Priority (P), (iii) cwnd, and
(iv) ssthresh. Where necessary a new coupled group is created
and all summation values are initialized; this includes setting
common variables such as the sum of all congestion windows,

msc CCC Operation
CCC

session
Register

register (cid, P, cwnd, ssthresh)
opt

first

New

coupled
Initialise

register (cid, P, cwnd, ssthresh)
accept (ccc cwnd, ccc ssthresh)

Update

update (cid, cwnd, ssthresh, state )
response (ccc cwnd, ccc ssthresh )⇤

Leave

leave (cid)
opt

none

Fig. 1: Message sequence chart of communication between a TCP
session and the Coupled Congestion Control (CCC) entity.
⇤

Response is not sent if the session is in Fast Recovery (FR)

sum cwnd. Then the new flow obtains its first cwnd and
ssthresh values. Algorithm 1 describes the registering process.
Table I defines the variables used in Algorithms 1 to 3.
Once flows are coupled in a group, they update their status
each time they change cwnd. The update message includes
cid, cwnd, sshthresh, and the TCP state machine state. The
CCC sends a response assigning the updating connection
calculated values of cwnd and ssthresh. The update algorithm,
summarized in Algorithm 3, emulates the behavior of a single
TCP session by choosing one session as the Coordinating
Connection (CoCo), initially the first flow. This session dictates the increase / decrease behavior for the aggregate. For
simplicity, the algorithm refrains from adjusting cwnd when
a connection is in Fast Recovery (FR). As we will explain in
the following, we limit the usage of Slow Start (SS), ensuring
that the aggregate’s behavior is only dictated by SS when
all connections are in the SS phase. A detailed description
of Algorithm 3 is provided in [16].
When a TCP session terminates (see Algorithm 2) its
variables are removed and the summations are recalculated.
The common variables also need to be adjusted when a flow
leaves, as shown in Algorithm 2. If it is the last connection in
the coupled group, the group is removed from the CCC.
Our algorithm shares state variables across multiple TCP
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Variable
cid
cwnd
ssthresh
P
ccc var

Algorithm 1 CCC – connection registering
Input: cid, cwnd, ssthresh, P
Output: ccc cwnd(cid), ccc ssthresh(cid)
if first connection in new coupled group then
ccc cwnd(cid)
cwnd
sum P
0
sum cwnd
0
sum ssthresh
0
end if
ccc P(cid)
P
sum P
sum P + P
sum cwnd
sum cwnd + cwnd
ccc cwnd(cid)
P ⇥ sum cwnd / sum P
ccc ssthresh(cid)
ssthresh
if sum ssthresh > 0 then
ccc ssthresh(cid)
P ⇥ sum ssthresh / sum P
end if
Send ccc cwnd(cid) and ccc ssthresh(cid) to cid

sum cwnd
sum ssthresh
sum P
state
ssbits
CoCo

TABLE I: Names of variables used in Algorithms 1 to 3

cwnd (packets)

Input: cid
if last connection then
Remove coupled group
else
if cid = CoCo then
Coco
the next connection
end if
sum P
sum P - ccc P(cid)
Remove ccc P(cid), ccc cwnd(cid), ccc ssthresh(cid)
end if

110
100
90
80
70
60
50
40
30
20
20

1 loss

25

110
100
90
80
70
60
50
40
Connection 1
30
Connection 2
20
40
45 20
cwnd (packets)

Algorithm 2 CCC – connection leaving

30
35
Time (s)

(a) Not coupled

connections. This has been done in the past by E-TCP [4]
and EFCM [5]; however, these works do not account for the
stateful nature of TCP, leading to erroneous behavior if, as with
E-TCP and our algorithm, the goal is to emulate the dynamics
of a single TCP connection. In the following, we use these
two schemes to explain the design rationale underlying our
algorithm, and we accordingly contrast our work against them
in Section IV.
C. Loss events
1) Fast recovery behaviour: The algorithm only decides
when a flow should enter Fast Recovery (FR); while more
elaborate strategies are possible, incorporating the FR phase
itself in the algorithm would have made it significantly more
complex and did not seem necessary. Thus, once a flow is in
FR, we refrain from updating the cwnd and ssthresh values.
TCP operates on loss events (one or more packet losses per
RTT), not individual packet losses. When congestion controls
are combined, this logic should be preserved. We explain
this by using an example of two connections traversing the
same bottleneck. A single packet drop from connection 1, two
drops from connections 1 and 2 or multiple packet drops from
connection 2 only, should all result in the same behavior of
the traffic aggregate. Simply sharing TCP variables such as
cwnd or ssthresh cannot achieve this.
We simulated the behaviour of two TCP Reno connections

80
60
40
20
0
15

1 loss

Connection 1
Connection 2

25

30
35
Time (s)

40

45

(b) Coupled with EFCM

110
100
90
80
70
60
50
40
30
SS for both upon timeout
25
30
35
40
45 2020
Time (s)
Connection 1
Connection 2

100
cwnd (packets)

1:
2:
3:
4:
5:
6:
7:
8:
9:
10:

Description
Connection identifier
TCP session congestion window value
TCP session slow start threshold value
Priority weight of a TCP flow
Coupled congestion controller calculated version of a TCP session variable
Sum of all the cwnd values in the group
Sum of all the ssthresh values in the group
Sum of all the priority values in the group
TCP state machine state: Slow Start (SS), or
Congestion Avoidance (CA), or Fast Recovery
(FR)
Bit array with a bit for each connection in the
group. Set if connection state=SS
Coordinating Connection

cwnd (packets)

1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

20

(c) Coupled with E-TCP

1 loss

Connection 1
Connection 2

25

30
35
Time (s)

40

45

(d) Coupled with ctrlTCP

Fig. 2: cwnd of two TCP Reno flows
in the ns-2 simulator1 using a dumbbell topology (bottleneck
capacity 10 Mbps, RTT 100 ms, packet size 1500 bytes, and
queue length of one BDP (83 packets)), in order to compare
our mechanism with EFCM coupling2 and without coupling.
Fig. 2 captures the behavior of two TCP Reno flows, without
coupling, with EFCM, and with our proposed coupled congestion control mechanism, respectively. We artificially induced
a packet drop for connection 1 at 25 seconds. Fig. 2(a) shows
that without coupling, it takes quite some time to converge,
and with EFCM (see Fig. 2(b)), the aggregate is not halved,
and the flows remain aggressive. This can lead to higher queue
growth and packet losses.
2) Timeouts and Slow Start: The algorithm operates on
the principle that slow start following a timeout should only
happen if no packets could be delivered across the same
1 We used the TCP-Linux module that gives the flexibility to use the actual
Linux TCP code in simulations. In our case, it was Linux kernel 3.17.4
2 We implemented EFCM and E-TCP in ns-2 based on the description
from [5] and [4].

65 of 72

Project no. 644334

D3.2
Final Report on Transport Protocol Enhancements

Confidential
Rev. 1.0/ June 15, 2017

Algorithm 3 CCC - connection update
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:
39:
40:
41:
42:
43:
44:
45:

Input: cid, cwnd, ssthresh, state
Output: ccc cwnd(cid), ccc ssthresh(cid)
ccc state(cid)
state
if CoCo 6= cid then
if state=FR ^ ccc state(x) = CA 8x 6= cid then
CoCo
cid
else if state=CA _ state=SS then
ccc cwnd(cid)
ccc P(cid) ⇥ sum cwnd / sum P
ccc ssthresh(cid) ccc P(cid) ⇥ sum ssthresh / sum P
end if
end if
if ssbits(cid) = 1 ^ state 6= SS then
ssbits(cid)
0
end if
if CoCo = cid then
if state = CA ^ ssbits(cid) = 0 then
if cwnd ccc cwnd(cid) then
. increased cwnd
sum cwnd sum cwnd + cwnd-ccc cwnd(cid)
else
sum cwnd sum cwnd ⇥ cwnd / ccc cwnd(cid)
end if
ccc cwnd(cid)
ccc P(cid) ⇥ sum cwnd / sum P
ccc ssthresh(cid)
ssthresh
if sum ssthresh > 0 then
ccc ssthresh(cid) ccc P(cid) ⇥ sum ssthresh
/
sum P
end if
else if state = FR then
sum ssthresh
sum cwnd/2
else if state = SS then
if cid experienced a timeout then
ssbits(cid)
1
end if
if ssbits(x) = 1 8x then
ssbits(x) = 0 8x
sum cwnd sum cwnd ⇥ cwnd / ccc cwnd(cid)
ccc cwnd(cid)
ccc P(cid) ⇥ sum cwnd / sum P
sum ssthresh
sum cwnd/2
else
CoCo
first connection where ccc state6=SS
end if
end if
end if
if state 6= FR then
Send ccc cwnd(cid) and ccc ssthresh(cid) to cid
end if

path for the timeout interval. This assumption is broken if
some but not all connections experience a timeout. In practice
this means that if at least one of the flows is still receiving
acknowledgements and has not tried to enter slow start, then
it is not appropriate for the coupled group to enter slow start.
The variable ssbits is used to facilitate this decision (see

Algorithm 3).
E-TCP does not adopt this rationale, instead forcing all
flows to slow start if any one has a timeout (see Fig. 2(c) where
we artificially induced a timeout for connection 1 to simulate
this behavior). EFCM has the issue of sharing the initial very
large ssthresh value, which potentially moves all existing
flows back into Slow Start from Congestion Avoidance when
a new flow joins.
With our algorithm, if the timeout of a particular flow is
indeed due to lost packets, it will recover the lost packets
when it enters Fast Recovery. In the extreme case when a
flow has lost its entire cwnd of packets, it can take up to
1+Dupthresh3 RTTs for the flow to enter fast recovery. The
reason for this is that the flow’s duplicate ack counter is not
being incremented for ACKs received on other coupled flows,
as would be the case if it was truly one aggregated TCP flow.
A possible solution to this — currently under investigation
— is to count ACKs from other coupled flows and send this
DupACK count when the affected flow sends its update. This
will allow fast recovery to be triggered after just 1 RTT and
still maintains the simplicity of implementation and interaction
with the coupled flows that our algorithm has.
D. ACK-clocking
When a new connection joins, it may benefit from sharing
the large cwnd of existing flows. This has potential to cause
bursts of transmission into the network, unless the packets are
paced in some way. Consider the scenario where connection
1 has already achieved a cwnd of 100 packets, connection
2 joins and receives cwnd=50 packets as its share of the
capacity. If it sends these without some form of pacing it can
cause a significant congestion spike in the network. It is not a
problem for connection 1 alone because its packets are paced
by arriving ACKs.
Our CCC algorithm uses a simple ack-clocking mechanism
to avoid these bursts. Rather than using timers, we utilize the
acknowledgements connection 1 receives to pace the sending
of connection 2 over the course of the first RTT. In this way,
we avoid causing a congestion spike in the network.
Fig. 3 shows the packet sequence diagrams over time of
two coupled-TCP Reno connections, with and without ackclocking. Without ack-clocking, the congestion spike causes
significant packet loss. Our ack clocking algorithm completely
eliminates this issue.
III. E NCAPSULATION
Our algorithm, as well as EFCM, E-TCP and the CM
assume that multiple TCP connections sending to the same
destination would traverse the same bottleneck. This is not
always true – load-balancing mechanisms such as Link Aggregation Group (LAG) and Equal-Cost Multi-Path (ECMP)
may force them to take different paths [17]. If this leads
to the connections seeing different bottlenecks, combining
the congestion controllers would incur wrong behavior (as
3 Number
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Fig. 4: Emulated testbed topology

connection 2, with ack-clocking

discussed in Section II-A). There are, however, several application scenarios where the single-bottleneck assumption is
correct:

•

Sender

(b) Packet sequence diagram of
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•
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Fig. 3: Packet sequence plots of 2 flows when flow 2 joins after 5

•
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Router A
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connection 2, without
ack-clocking

Generator

140

Whenever all traffic between the two hosts is already tunneled, e.g. for VPNs. There are many possible encapsulation schemes for various use cases. For example, Generic
UDP Encapsulation (GUE) [18] — a method already
deployed in Linux — allows us to multiplex several TCP
connections onto a same UDP port number pair. Several
encapsulation methods transmit layer-2 frames over an
IP network – e.g. VXLAN [19] (over UDP/IP) and
NvGRE [20] (over GRE/IP). Because Layer-2 networks
should be agnostic to the transport connections running
over them, the path should not depend on the TCP port
number pair and our algorithm should work. Some care
must still be taken: for example, for NvGRE, [20] says:
“If ECMP is used, it is RECOMMENDED that the ECMP
hash is calculated either using the outer IP frame fields
and entire Key field (32 bits) or the inner IP and transport
frame fields”. If routers do use the inner transport frame
fields (typically, port numbers) for this hashing, we have
the same problem even over NvGRE.
When IPv6 is available, the TCP connections could
be assigned the same IPv6 flow label. According to
RFC 6437 [21], “The usage of the 3-tuple of the Flow
Label, Source Address, and Destination Address fields
enables efficient IPv6 flow classification, where only IPv6
main header fields in fixed positions are used” – this
would be favorable for TCP congestion control coupling.
However, this RFC does not end up making a clear
recommendation about either using the 3-tuple or 5-tuple
(which includes the port numbers) – it seems that both
methods are valid. Thus, whether it works to use the flow
label as the sole means to put connections on the same
path depends on router configuration. When it works, it is
an attractive option because it does not require changing
the receiver.
Measurements can infer whether flows traverse the same
bottleneck. This even allows to combine flows from the
same sender that are destined for different receivers. A

recent Shared Bottleneck Detection (SBD) tool [22, 23]
was successfully applied to MPTCP in [24]. Such a
dynamic decision about shared bottlenecks requires that
ctrlTCP can be enabled or disabled, which is easy due to
its design but much harder with the Congestion Manager.
• Whenever the network configuration is known.
We want to be able to ensure that TCP congestion control
coupling can always work, provided that the required code is
available at the receiver – and be able to efficiently fall back
to the standard behaviour in case it is not. To achieve this,
we have devised a method to encapsulate multiple TCP connections using the same UDP port pair. We have implemented
this for both the sender and receiver in the FreeBSD kernel, as
a simple add-on to the TCP implementation that is controlled
via a socket option (see [16]).
IV. R ESULTS
We have implemented our mechanism in the ns-2 simulator
and in the FreeBSD 11 kernel. Fig. 4 shows the experimental
setup for both the ns-2 and emulation experiments. For ns2 we used TMIX4 produced background traffic in the ns-2
simulator. We used a pre-processed version of TMIX traffic in
order to provide an approximate load of 50% on a 10 Mbps
bottleneck link. The RTTs of background TCP flows generated
by TMIX are in the range of 80 - 100 ms. For the emulation
experiments the sender and receiver machines are physical,
identical desktop computers (Intel i7-870 2.93GHz CPU, 8GB
RAM) equipped with Gigabit Ethernet Network Interface
Cards (NICs), running our modified version of FreeBSD-11.
They are connected via a third identical machine running
Ubuntu Linux 15.04 and the CORE network emulator [27]
version 4.7 to form the dumbbell topology in Fig. 4 (bottleneck
capacity 10 Mbps, RTT 100 ms, MTU 1500 bytes, and queue
length 1 BDP (83 packets)). The underlying TCP congestion
control mechanism is NewReno.
In order to compare our proposed coupling mechanism with
E-TCP and EFCM, we simulated the behavior of two TCP
Reno connections by varying the number of timeouts. We
achieved this by dropping a series of packets (per provoked
timeout) from only one of the flows. Fig. 5 illustrates the
aggregate throughput of two TCP Reno connections, with
4 TMIX traffic used in ns-2 simulations is taken from 60-minute
trace of campus traffic at the University of North Carolina [25] traffic
in ns-2 simulations, and it can be accessed from the common TCP
evaluation suite [26].
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90

EFCM, E-TCP, and ctrlTCP, respectively. It can be seen from
the graph that the aggregate throughput of two connections
coupled with EFCM is more than ctrlTCP and E-TCP because
it is more aggressive than one flows. However, the aggregate
throughput of two connections coupled with ctrlTCP is more
than E-TCP because our mechanism does not force all flows
to enter slow start if one has a timeout. Because this result,
together with the findings in Fig. 2, shows that ctrlTCP
successfully eliminates the deficiencies of EFCM and E-TCP,
we do not consider these two algorithms further.
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Fig. 6: cwnd (in Kbytes) plot of two TCP connections using
coupled congestion control with priorities compared to a single
TCP flow scenario. The aggregate line depicts the sum of cwnds in
two connections scenario. cwnd going down all the way to 0
whenever cwnd is reduced is not related to ctrlTCP but a result of
how cwnd is internally updated in FreeBSD.
Fig. 6 showcases an example of ctrlTCP where two connections are created with priorities 0.75 and 0.25, respectively.
Connection 1 starts at t=3 sec and connection 2 starts at
t=30 sec. It can be seen from Fig. 6 that between t=30 sec and
t=85 sec (the duration when two flows coexist), flow 1 gets
3/4 of the aggregate cwnd while flow 2 gets 1/4. It is also
observable that the two flows are coupled, as they increase
and decrease their cwnds at the same time. Outside of this

interval, flow 1 gets all of the cwnd.
In Fig. 6, flow 2 is able to immediately use its share of
the aggregate cwnd. Fig. 7 demonstrates that this can yield a
significant improvement in the short flow’s completion time.
Here, we varied the capacity from 1 Mbps to 10 Mbps. We
repeated this test 10 times with randomly picked flow start
times over the first second for the long flow (25 Mb) and the
sixth second for the short flow (200 Kb). It can be seen from
Fig. 7 that ctrlTCP with ack-clocking further improves the
short flow’s FCT. Coupling also removes a synchronization
effect: in the uncoupled 2 Mbps scenario, the short flow was
even faster than in the 3 Mbps scenario because it was the
first to send its initial window (IW) into the queue, which did
not have enough space for the IWs of two flows. We also
confirm the reduction of FCTs in emulation while varying the
capacity to 6, 8, and 10 Mbps, respectively (see Fig. 8). In
both the simulation and emulation experiments, the impact on
the long flow was negligible.
In the following tests, experiments were repeated 10 times
with different randomly picked flow start times over the first
second. Prerecorded traces of self-similar crosstraffic were
injected to occupy 50% of the bottleneck link capacity on
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with and without coupled congestion control (emulation)

Fig. 12: Throughput ratio as the priorities of two TCP connections
are varied

varied, with and without coupled congestion control (emulation)

5 https://www.virtualbox.org

capacity by opening multiple TCP
Fig. 13 shows
PN connections. P
N
Jain’s Fairness Index [29] ( ( i=1 xi (t))2 /N i=1 xi (t)2 )
for N = 2 aggregate flows x1 and x2 , calculated using the traffic that originated from two VMs across a 10 Mbit/s⇥100 ms
bottleneck with and without the coupled congestion control
algorithm in Section II.

ctrlTCP
uncoupled
1:
4

1.00
0.95
0.90
0.85
0.80
0.75
0.70

1:
1

Fairness index

average. These were generated using the D-ITG [28] traffic generator, by superposition of 11 on/off streams, with
Pareto heavy-tailed on-time distributions (H = 0.8) and exponentially distributed off-times (µ 2 [1, 2] s). Packet sizes are
normally distributed (µ = 1000, = 200), with exponentially
distributed (µ 2 [50, 150] pps) inter-packet times.
Fig. 9 and 11 illustrate the average RTT, and loss ratio,
with and without coupling, respectively. It can be seen from
the graphs that our mechanism reduces both the average RTT
and loss without significantly affecting goodput as we varied
the number of flows (see Fig. 10).
Fig. 12 demonstrates that our mechanism can distribute the
share of the aggregate cwnd to the TCP connections based
on the needs of the applications. Both the simulation and
emulation results confirm that our mechanism calculates and
assigns the shares as we vary the priority ratio between two
TCP Reno connections, close to the ideal behaviour.
In order to see if our mechanism could be run as a standalone application to control different senders not running on
the same OS instance, we have also implemented our ctrlTCP
in the FreeBSD 11 kernel with state shared across the freely
available VirtualBox5 hypervisor. In this way, it could be used
to prevent an unfair sender from obtaining a larger share of the

1:
3

Fig. 10: Average goodput as the number of TCP connections is

Fig. 11: Loss ratio as the number of TCP connections is varied,

1:
2

Fig. 9: Average delay (in milliseconds) as the number of TCP
connections is varied, with and without coupled congestion control
(emulation)

Flows ratio (VM1:VM2)

Fig. 13: Fairness between two VMs, with 1 flow in VM1 and 1 to
4 flows in VM2. Without coupling, fairness deteriorates; our
ctrlTCP algorithm achieves perfect fairness.

V. C ONCLUSIONS
It is increasingly common for standard TCP connections
to overlap in time between the same network endpoints. The
result is competition, rather than cooperation, between each
connection’s congestion control mechanism, often leading to
undesirable spikes in queuing delay and packet loss rates.
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We have introduced ctrlTCP, a new coupled congestion control strategy that allows applications to exert precise allocation
over the relative bandwidth share offered to coupled flows,
with only minimal interfacing to the kernel TCP code.
We have implemented ctrlTCP in both ns-2 and the
FreeBSD kernel, and used these implementations to demonstrate the utility of our proposal: ctrlTCP yields lower queuing
delays and packet loss rates than uncoupled TCP flows, and
has negligible impact on aggregate end-to-end performance.
Coupling flows is especially beneficial when many short
web-like flows share a common bottleneck as it allows the
short flows to quickly obtain a share of the available capacity.
However, when multiple bulk transmissions are aggregated,
competing as one TCP flow may not achieve an appropriate
share of the bottleneck capacity. As future work we plan to
investigate dynamically tuning our mechanism as prior work
has suggested (cf. MulTCP [30], MulTFRC [31]) to ensure
that an appropriate capacity share is obtained across a range
of use cases.
In prior work [11], we have successfully applied a method
similar ctrlTCP to various WebRTC RTP congestion controls,
using the same minimally-invasive approach of letting each
flow do its own rate calculation, and then interacting with a
coupled congestion control instance. Early tests indicate that
it even may be feasible to couple heterogeneous congestion
controls with this homogeneous approach. This could, for
example, help avoid known problems that arise when latencysensitive delay-based mechanisms compete with loss-based
mechanisms such as standard TCP. We also consider it feasible
to adjust the ctrlTCP algorithm to operate with flows that
have different RTTs; this would allow us to couple TCP flows
that leave one sender, traverse a common bottleneck (e.g., a
home user’s thin uplink) and arrive at different destinations.
We intend to investigate these issues in our own future work –
but we also expect that our approach creates new opportunities
for experimentation (e.g., Fig. 13 has shown that senders do
not even have to be running in the same OS instance). We
therefore hope that this paper inspires others to build upon
ctrlTCP.6
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