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Abstract
The NEAT System offers an enhanced API for applications that disentangles them from the
actual transport protocol being used. The system also enables applications to communicate their service requirements to the transport system in a generic, transport-protocol independent way. Moreover, the architecture of the NEAT System promotes the evolution of
new transport services. Work Package 3 (WP3) enhances and extends the core parts of the
NEAT Transport. Efforts have been devoted to developing transport-protocol mechanisms
that enable a wider spectrum of NEAT Transport Services, and that assist the NEAT System
in facilitating several of the commercial use cases. Work has also started on the development of optimal transport-selection mechanisms; mechanisms that enable for the NEAT
System to make optimal transport selections on the basis of application requirements and
network measurements. Lastly, another research activity has been initiated on how to use
SDN to signal application requirements to routers, switches, and similar network elements.
This document provides an initial report on all these WP3 activities—both on completed
and on near-term planned work.
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Figure 1: The architecture of the NEAT System.

1

Introduction

There is a growing concern that the Internet transport layer has become ossified in the face of emerging novel applications, and that its further evolution has become very difficult. The NEAT System
we are designing and developing aims at addressing this issue. Figure 1 provides an overview of the
architecture of the NEAT System.
NEAT offers an enhanced API for applications to access transport services. The NEAT User Module
is designed to be portable across different operating systems and network stacks. It comprises five
groups of components: NEAT Framework, NEAT Selection, NEAT Policy, NEAT Transport, and NEAT
Signalling.
NEAT includes a set of protocol mechanisms that take care of protocol selection, accompanied
with a fallback mechanism when paths are incapable of supporting the chosen protocol, end to end.
NEAT has an evolvable architecture that opens up for the introduction of new transport services and
that can enable interaction with network devices to improve the transport service. NEAT also enables
the incremental introduction of new transport protocols, both in the kernel and in user space.
The NEAT Framework components provide basic functionality required to use the NEAT System.
They define the structure of the NEAT User API and interfaces to the NEAT Logic that implements core
mechanisms. Applications provide information about the requirements for a desired transport service
via the NEAT User API.
The NEAT Selection components choose an appropriate transport solution. The additional information provided by the NEAT User API enables the NEAT System to move beyond the constraints of
the traditional socket API, making the stack aware of what is actually desired or required for each traffic flow. On the basis of both the information provided by the NEAT User API and policies for service
selection, the NEAT Policy components identify candidate transport solutions. The candidate trans-
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port solutions are tested by the NEAT Selection components, and the one deemed most appropriate
is returned to the NEAT Logic.
The NEAT Policy components comprise the Policy Information Base (PIB), the Characteristics Information Base (CIB), and the NEAT Policy Manager. The PIB is a repository that contains a collection
of policies, where each policy consists of a set of rules linking a set of matching requirements to a set of
preferred or mandatory transport characteristics. In contrast, the CIB is a repository storing information about available interfaces, supported protocols towards accessed destination endpoints, network
properties and current/previous connections between endpoints, thus, its contents evolve over time.
The NEAT Transport components are responsible for providing functions to instantiate the Transport Service for a particular NEAT Flow. Transport components provide a set of transport protocols
(e.g., TCP, UDP and SCTP) and other necessary components to realise a Transport Service. While the
choosing of transport protocols is handled by the NEAT Selection components, the NEAT Transport
components are responsible for configuring and managing the selected transport protocols.
The NEAT Signalling components can provide advisory signalling to complement the functions of
the NEAT Transport components. This could include communication with middleboxes, support for
failover, handover and other mechanisms.
The core functionality of the NEAT Framework, NEAT Selection and NEAT Transport components
is being developed in Work Package 2. Work Package 3 enhances and extends the core NEAT Transport
System produced in WP2. During the first phase of WP3, we have concentrated our efforts on five
objectives defined for this Work Package:
1. Implement common functions in protocols that lack those functions (Section 2.1): The SCTP
transport protocol has been enhanced with functions such as hardware-assisted checksum computation, improved UDP encapsulation, and support for mapping of application flows to SCTP
streams. From a NEAT perspective, these enhancements help making SCTP a viable alternative
to TCP. In particular, these enhancements lower the CPU consumption of SCTP, enable SCTP
to traverse middleboxes, and assist NEAT in efficiently using available bandwidth resources by
facilitating explicit mapping of NEAT Flows to SCTP streams.
2. Design mechanisms that enable a richer set of NEAT services (Sections 2.2, 2.4 and 3.1): Work
has started on developing an adaptive, deadline-aware less-than-best-effort (LBE) congestion
control scheme for applications where large data sets need to be moved between data centres.
The scheme is designed to swiftly react to congestion, and at the same time keep buffer queuing
delays, and thus latency, at a low level. Moreover, we are currently designing and implementing a coupled congestion controller that enables independent, standard TCP flows to efficiently
interact over shared network paths. This also enables NEAT to apportion the aggregate rate of
such flows based on a priority that is assigned by a NEAT-enabled application. A first version of
the congestion controller has already been evaluated and shown promising results, and development of a second version is underway.
Another ongoing effort in NEAT focuses on significantly reducing latency for the web (which
has drastically increased along with the complexity of web pages). To this end, a new UDPbased transport protocol is being designed in NEAT that explores high cross-layer integration
and latency-reducing features of HTTP/2. We have also carried out studies that extend previous
work on web-page latencies, and, related to these studies, evaluated SCTP as a transport for web
traffic. As part of this activity, tools have been developed that are publicly available on GitHub.
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3. Design mechanisms for intelligent use of multiple interfaces (Section 2.3): User equipment
and network nodes equipped with several interfaces facilitate providing transport-level redundancy and reduced latency. To this end, we have designed and implemented a robust, latencyaware scheduler for MPTCP that tries to optimise for flow transfer time.
4. Design mechanisms that enable dynamic control of data transmission (Section 3.2): Work has
been initiated on extending NEAT’s policy and transport-selection blocks. Ways to both actively
and passively measure available bandwidth and to detect bottlenecks along network paths have
been studied. Moreover, tools to collect metadata (such as link-level technology, frequency spectrum, signal strength, etc.) that could assist the Policy Manager in taking decisions are being
developed.
5. Design mechanisms that enable application-to-network-element signalling (Section 3.3): SDN
enables standardised signalling between NEAT-enabled end-hosts and network-switching equipment such as routers and switches. A survey of contemporary SDN-signalling solutions has been
conducted, and work is ongoing on an SDN-based framework for bidirectional signalling of application properties and network conditions between NEAT-enabled source end-hosts and the
network elements along the network paths from the source to the target end-hosts.
The document concludes in Section 4 with a brief summary of the presented WP3 developments
and an overview of future plans. Appendices C to G include publications—both research papers and
Internet drafts—produced by project participants during the first phase of WP3, stemming from the
research efforts reported in this document.

2

Transport protocol enhancements

This section describes ongoing and completed work carried out during the initial phase of WP3 to
enhance the TCP and SCTP transport protocols, so that they better meet the direct needs of NEAT
Transport components and the indirect needs of NEAT Policy and NEAT Selection components.

2.1

SCTP optimisations

The Stream Control Transmission Protocol (SCTP) is one of the transport protocols being supported
by the NEAT library. Therefore, its services can be used by all applications using the NEAT library. For
most applications, using SCTP might be beneficial and also provides them with the ability to update
the transport stack if the userland SCTP implementation is used. The Mozilla use case (described in
D1.1 [31]), about improving the performance of web traffic, has been used to test several features of
the SCTP implementation and to improve it.
Two ways of lowering the CPU resources when using SCTP were studied. These include the usage
of hardware support by modern CPUs for the SCTP checksum computation, and a new API for sending and receiving packets that can be used by user-space stacks. This is important for the usage of
SCTP within the NEAT System, since it reduces the CPU load when using SCTP or user-space stacks in
general. Details are given in Section 2.1.1.
While testing with web traffic, several issues with UDP encapsulation have been identified and addressed. This is described in Section 2.1.2. Using UDP encapsulation is important for the NEAT System
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since it allows the usage of an alternate transport protocol without requiring special privileges in the
end-hosts.
A new method for performing path MTU discovery, which does not affect user message transfer
when probing, has been developed and implemented and is currently under test. This allows to use
SCTP as an alternative to TCP within the NEAT context and is described in Section 2.1.3.
Finally, the user message interleaving extension to SCTP is being implemented and tested. It will
allow the NEAT System to transparently map NEAT flows to SCTP streams instead of TCP connections,
to improve the overall performance. User message interleaving is described in Section 2.1.4.
2.1.1

Performance enhancements for SCTP stacks

The SCTP checksum computation requires more CPU cycles than the checksum used for TCP and
UDP. To mitigate this overhead in cases where checksum offloading to network interface cards is not
possible, using special CPU instructions has been considered and the results are described in Section 2.1.1.1.
Improving the performance of the SCTP user-space stack and the coexistence of user-space and
kernel-land SCTP stacks have been considered in Section 2.1.1.2.
2.1.1.1

Hardware assisted SCTP checksum computation

The SCTP [81] checksum allows the re-

ceiver to detect corrupted packets due to a checksum mismatch. Every SCTP packet includes a 32-bit
checksum in the common header which covers the whole SCTP packet including the common header
and all chunks. Initially, SCTP used the Adler-32 checksum algorithm [83], which turned out to be
weak for small packets. In 2002, the Adler-32 algorithm was replaced by the CRC32-C algorithm, defined in RFC 3309 [84].
While profiling the user-space SCTP stack [12], we noticed that checksum computation consumes
significant CPU time. Some network interface controllers offer checksum offloading for SCTP, which
results in a substantial CPU usage reduction, but the user-space SCTP stack cannot make use of the
offloading feature.
In 2008, Intel introduced the Streaming SIMD Extensions 4 (SSE4) [3] instruction set which was
first implemented in the Nehalem-based Intel Core i7. The SSE 4.2 instruction set provides hardwareassisted checksum computation which promises speedup for the checksum computation used in the
usrsctp library [12].
We implemented the hardware-assisted checksum computation into the usrsctp library and made
it configurable as an optional feature by the configuration file. When the hardware-assisted checksum
computation is activated, the library checks if the feature is supported by the CPU at run-time and—if
supported—computes the checksum with hardware support.
To determine the performance improvements we measured the bandwidth by using the tsctp testing tool which is part of the usrsctp library. As shown in Figure 2 the hardware assisted checksum
computation generally increases the transmission speed, especially for full-sized frames.
2.1.1.2

Netmap and multi-stack

Netmap [73] is a fast network packet handling framework sup-

porting Linux, Windows and FreeBSD; it has been included in the latter as a kernel module since 2011.
The netmap framework allows direct access to the Network Interface Card (NIC) by supplying ring
buffers to the user’s application. This makes netmap very interesting for the usrsctp [12] library, which
uses raw sockets to transmit and receive native SCTP packets.
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Figure 2: Relative bandwidth improvement for usrsctp when using HW-assisted CRC32C computation.
When using netmap, the application gets exclusive access to the network interface. This means
that neither the host network stack nor other applications are able to use the interface. The application
with netmap access has to handle all parts of the network communication including ARP. This is where
multi-stack [5] becomes useful for the NEAT System.
Multi-stack is a kernel module for FreeBSD and Linux which allows to run user-space network
stacks beside the kernel network stack. An application registers itself at the multi-stack module with a
3-tuple containing the network protocol, port and network interface card. The kernel module checks
every incoming packet for a registered handler which matches the packet. If there is no matching
3-tuple the network packet is handled by the kernel stack.
We extended the usrsctp library by adding netmap and multi-stack support which is configurable
at compile time. The user decides if the library should include netmap and multi-stack support, only
netmap support or neither of them.
If the usrsctp library runs with multi-stack and netmap support the library only picks packets defined by the 3-tuple; all other packets are transmitted to the kernel network stack. When running only
with netmap support, all incoming packets are handled by the usrsctp library. We implemented a
rudimentary ARP response handling to ARP requests.
To measure the performance improvements by netmap and multi-stack we used the same testing
scenario as in the hardware assisted checksum computations. In Figure 3, the measurement results
show a notable performance improvement, especially for smaller messages. Our netmap implementation currently supports native SCTP as well as UDP-encapsulated SCTP.
2.1.2
2.1.2.1

Enhancements for UDP encapsulation of SCTP
Introduction To allow middlebox traversal for SCTP packets, support of SCTP needs to be

added to them. To support SCTP-based communications also for legacy middleboxes (i.e., middleboxes lacking SCTP support), UDP encapsulation as specified in RFC 6951 [91] can be used. This is
implemented in the FreeBSD kernel SCTP stack and the usrsctp user-space stack. RFC 6951 also specifies how an SCTP end-point adapts to UDP port number changes when it receives packets. This allows
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Figure 3: Relative bandwidth improvement for usrsctp when using netmap and not using HW-assisted
CRC32C computation).
to continue communication in case of such port number changes, and allows clients to use arbitrary
UDP source port numbers when communicating to an SCTP server supporting UDP encapsulation.
2.1.2.2

Improving the general handling While testing with SCTP-enabled web clients and web

servers it was detected that RFC 6951 [91] does not explicitly specify how to handle SCTP packets
containing INIT chunks. Since no validation of the verification can be performed, no UDP port numbers should be updated. However, a detailed description of this case is missing in the specification
and implementations might not implement it correctly, resulting in a possibility for an attacker to take
over existing associations. This issue is described and resolved by us in [92], which aims at updating
the specification in RFC 6951 (see Appendix F). We have updated the SCTP implementation of the
FreeBSD kernel and the usrsctp user-space stack to implement this case correctly.
2.1.2.3

Improving support for multi-homed end points Our tests also revealed that the connec-

tivity is improved if the UDP encapsulation port is not only used for the source addresses of packets
containing an INIT or INIT-ACK chunk, but for all addresses listed in these chunks. We implemented
this in the SCTP stack of the FreeBSD kernel and the usrsctp user-space stack.
2.1.3
2.1.3.1

Path MTU discovery for SCTP
Introduction SCTP as a message-based transport protocol preserves message boundaries.

For supporting arbitrarily large user messages, fragmentation is performed by SCTP itself and not by
the network layer. For example, changes in the network configuration on the way from the sender
to the receiver can result in a Maximum Transmission Unit (MTU) value lower than expected. As a
consequence, the packet is dropped and it is expected that an ICMP message is sent by the router to
indicate that the packet is too big and has to be fragmented. To prevent this packet loss it is necessary
to know the path MTU, i.e., the minimum of the MTUs along the whole path.
In RFC 1191 [61] Path MTU Discovery is performed with the help of ICMP Datagram Too Big (DTB)
messages that inform the receiver about the size of the next hop MTU. This method can be used for
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SCTP, but it involves the retransmission of messages containing user data. Another disadvantage is
that not all routers behave as expected and either not send the DTB message or do not include the
necessary next hop MTU size. Furthermore there are middleboxes not handling these DTB messages
correctly or even dropping them.
Another method, Packetisation Layer Path MTU Discovery, has been introduced in RFC 4821 [59]
by Mathis et al. It uses packets containing user data for probing. As a consequence, packet loss is
observed and user data has to be retransmitted. The retransmission of user data cannot be avoided for
TCP, but for SCTP it can be avoided by using probe packets that do not contain user data. Therefore,
we implemented a Path MTU (PMTU) discovery for SCTP that extends the Path MTU Discovery as
specified in RFC 1191, does not result in retransmissions of user data and in addition also works when
the ICMP feedback is not available.
2.1.3.2

Probing The central idea of Path MTU discovery is probing. Packets of increasing sizes are

sent to find out the maximum size of an SCTP message being completely transferred from the sender
to the receiver.
Every SCTP message is preceded by a common header and contains one or more chunks. Control
chunks serve different purposes like setting up an association or tearing it down, acknowledging data
or announcing a new IP address. In RFC 4820 [93] a padding chunk (PAD) was introduced to pad
an SCTP packet to an arbitrary size. This chunk type can be beneficially used to probe a link. The
SCTP mechanism of Heartbeats to check the availability of a path can be used in conjunction with
the padding chunk to probe the MTU size. As the sending of control chunks is not restricted by the
congestion window, congestion control mechanisms are not needed.
Probing is performed by sending a HEARTBEAT chunk bundled with a PAD chunk. The HEARTBEAT chunk carries a Heartbeat Information parameter which includes, besides the information suggested in RFC 4960 [81], the probing size, which is the MTU size the complete datagram will add up
to.
The size of the PAD chunk is therefore computed by reducing the probing size by the IPv4 or IPv6
header size, the SCTP common header, the HEARTBEAT request and the PAD chunk header. The
payload of the PAD chunk contains arbitrary data.
To avoid the fragmentation of retransmitted data, probing starts right after the handshake before
data is sent. Assuming normal behaviour (i.e., the PMTU is smaller than or equal to the interface
MTU), this process will take a few RTTs depending on the number of MTU sizes probed. A PMTU
smaller than the interface MTU is detected either upon a packet-loss timeout for probe packets or
when an ICMP DTB message arrives. Each path has to be probed independently and every address
change triggers a new phase of MTU probing. A timer is started when a probe packet is sent and
stopped when it is acknowledged. When the timer expires the probe packet is retransmitted. When
the number of retransmissions exceeds a threshold, another state is entered.
2.1.3.3

State machine

For each path a state machine as depicted in Figure 4 and explained below

has to be implemented.
The following states are defined to reflect the probing process.
SCTP-PROBE-NONE is the initial state a path enters when it has not been confirmed yet. Instead of
sending a HEARTBEAT request for checking the reachability, probing is started.
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SCTP-PROBE-NONE
Address conﬁrmed
Probe 7mer expired
Counts < MAX

SCTP-PROBE-BASE
Max MTU probe acked

ICMP arrived
ICMP < probed MTU

PMTU raise 7mer
expired

ICMP arrived
ICMP = Base MTU

ICMP arrived
ICMP < probed MTU

SCTP-PROBE-DONE

ICMP arrived
probed MTU < ICMP < probe
Max MTU probe acked
Probe 7mer expired
Counts >= MAX

Probe acked

SCTP-PROBE-SEARCH

ICMP arrived
probed MTU < ICMP < probe
Probe 7mer expired
Counts >= MAX

Probe acked

SCTP-PROBE-ERROR

ICMP arrived
Probe 7mer expired
Max MTU reached
Counts < MAX
Probe acked

Figure 4: State machine for path MTU discovery.
SCTP-PROBE-ERROR is entered when the suggested MTU drops below the base MTU or if the ICMP
DTB message announces a very small MTU. This is taken as an indication of a path failure. The
reachability is checked and probing is started with MTUs below the base MTU. A minimum MTU
is set as a starting point.
SCTP-PROBE-BASE is characterised by a basic value. The base MTU is set to a size that should work
in most cases. In the case of IPv6 this value is 1280 bytes as specified in RFC 2460 [26]. When
using IPv4 a minimal size of 1200 is suggested. The state SCTP-PROBE-BASE is reached for the
first time, when a path has been confirmed. It is a divider between MTU sizes that appear too
small and those that are acceptable. Sizes smaller than base are only probed when the SCTPPROBE-ERROR state was reached before.
SCTP-PROBE-SEARCH is the main probing state. It is either entered when probing the base MTU was
successful or when the reachability test in SCTP-PROBE-ERROR was successful. If the probing
of an MTU size is successful, the probing size is increased.
SCTP-PROBE-DONE indicates the successful end of a probing phase. It will be left again when the
PathMTU raise timer expires.
2.1.3.4

Event-driven state changes We distinguish between the following events.

Path setup When a new path is initiated, its state is set to SCTP-PROBE-NONE. As soon as the path is
confirmed, the state changes to SCTP-PROBE-BASE and the probing mechanism for this path is
started. A probe packet with the size of the base MTU is sent.
Arrival of a HEARTBEAT-ACK As the PAD chunk is bundled with a HEARTBEAT chunk, the acknowledgement is announced with a HEARTBEAT-ACK chunk. Depending on the probing state, the
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reaction differs according to Figure 5, which is just a simplification of Figure 4 focusing on this
event.
SCTP-PROBE-NONE

SCTP-PROBE-ERROR

SCTP-PROBE-BASE

1

SCTP-PROBE-BASE

2
SCTP-PROBE-SEARCH

2

SCTP-PROBE-SEARCH

1

SCTP-PROBE-DONE

SCTP-PROBE-DONE

Condition 1: The maximum MTU size has not been reached yet.
Condition 2: The maximum MTU size has been reached.

Figure 5: State changes at the arrival of a HEARTBEAT-ACK chunk.
Probing timeout When a probing packet is sent, the probing timer is started. It is stopped when
a HEARTBEAT-ACK chunk arrived. If the HEARTBEAT chunk is not acknowledged, the timer
expires and the state is either changed or kept as it is, when the maximum number of tries has
not arrived yet. The state transitions are illustrated in Figure 6, which is just a simplification of
Figure 4 focusing on this event.
SCTP-PROBE-NONE

SCTP-PROBE-ERROR

SCTP-PROBE-ERROR
2

SCTP-PROBE-BASE

SCTP-PROBE-SEARCH

SCTP-PROBE-BASE
1
1

SCTP-PROBE-SEARCH

2
SCTP-PROBE-DONE

SCTP-PROBE-DONE

Condition 1: The maximum number of probes has not been reached.
Condition 2: The maximum number of probes has been reached.

Figure 6: State changes at the expiration of the probe timer.
PMTU raise timer timeout The configuration of the network can change over time, a broken link can
work again and the PMTU can increase again. Therefore, a PMTU raise timer is started with a
timeout of 10 minutes as recommended by RFC 4821 to start a periodic probing of the link. When
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the timer expires probing is started with the base MTU and the state is changed to SCTP-PROBEBASE.
Arrival of an ICMP message The active probing of the link might be supported by the arrival of ICMP
messages that are sent back by routers whose MTU is smaller than the probe. If the ICMP packet
includes the router’s MTU, it is handled like the maximum possible MTU. Three cases can be
distinguished:
1. The new ICMP MTU is between the already probed and confirmed MTU and the probe that
caused the ICMP message.
2. The ICMP MTU is smaller than the confirmed MTU.
3. The ICMP MTU is equal to the base MTU.
In case 1 SCTP-PROBE-BASE leads to SCTP-PROBE-ERROR. In SCTP-PROBE-SEARCH a new
probe is sent with the ICMP MTU. Its result is handled according to the former events. In the
second case, a network reconfiguration is assumed. If the ICMP MTU is greater than the base
MTU, probing starts again at SCTP-PROBE-BASE. Otherwise the state SCTP-PROBE-ERROR is
entered and a HEARTBEAT chunk is sent to confirm the path. In the third case the maximum
possible MTU is reached. It is probed again because there might be a router on the further path
with a smaller MTU.
Not all routers include the MTU in the packet. If the ICMP MTU is not provided the probe is
handled like condition 2 of Figure 6.
2.1.3.5

Validation The state machine and the algorithms to perform the event-driven state changes

have been integrated in the FreeBSD kernel version of SCTP. As testing tool we used Packetdrill, a
script-based tool, released by Google in 2013 to test transport protocols and extended by us to support
SCTP [8]. The scripts defining a test-case allow to inject packets to the implementation under test,
perform operations at the API controlling the transport protocol and verify the sending of packets, all
at specified times. In the original version only UDP and TCP were supported. We added the support
for SCTP to be able to test the behaviour of this protocol in situations when the usual testing setups do
not suffice. For PMTU test scripts were written to validate the correct sending of probing messages.
To trigger a desired behaviour the acknowledgements were either injected or held back.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

0 . 0 ‘ s y s c t l −w net . i n e t . s c t p . pmtu_raise_time =20 ‘
+ 0 . 0 ‘ s y s c t l −w net . i n e t . s c t p . plpmtud_enable =1 ‘
+ 0 . 0 s o c k e t ( . . . , SOCK_STREAM, IPPROTO_SCTP ) = 3
+ 0 . 0 f c n t l ( 3 , F_GETFL ) = 0x2 ( f l a g s O_RDWR)
+ 0 . 0 f c n t l ( 3 , F_SETFL , O_RDWR| O_NONBLOCK) = 0
// Check the handshake with an empty ( ! ) cookie .
+ 0 . 1 connect ( 3 , . . . , . . . ) = −1 EINPROGRESS ( Operation now in p r o g r e s s )
+ 0 . 0 > s c t p : INIT [ f l g s =0 , t a g =1 , a_rwnd = . . . , os = . . . , i s = . . . , t s n =0 , . . . ]
+ 0 . 1 < s c t p : INIT_ACK [ f l g s =0 , t a g =2 , a_rwnd =4500 , os =1 , i s =1 , t s n =3 , STATE_COOKIE [ len =4 ,
+ 0 . 0 > s c t p : COOKIE_ECHO[ f l g s =0 , len =4 , v a l = . . . ]
+ 0 . 1 < s c t p : COOKIE_ACK [ f l g s =0]
+ 0 . 0 getsockopt ( 3 , SOL_SOCKET , SO_ERROR , [ 0 ] , [ 4 ] ) = 0
// Send Base probe , probe 1200
* > s c t p : HEARTBEAT[ f l g s =0 , HEARTBEAT_INFORMATION[ len = . . . , v a l = . . . ] ] ; PAD[ f l g s =0 , len = . . .
+ 0 . 0 < s c t p : HEARTBEAT_ACK [ f l g s =0 , HEARTBEAT_INFORMATION[ len = . . . , v a l = . . . ] ]
// probe 1492
* > s c t p : HEARTBEAT[ f l g s =0 , HEARTBEAT_INFORMATION[ len = . . . , v a l = . . . ] ] ; PAD[ f l g s =0 , len = . . .
+ 0 . 0 < s c t p : HEARTBEAT_ACK [ f l g s =0 , HEARTBEAT_INFORMATION[ len = . . . , v a l = . . . ] ]
// probe 1500
* > s c t p : HEARTBEAT[ f l g s =0 , HEARTBEAT_INFORMATION[ len = . . . , v a l = . . . ] ] ; PAD[ f l g s =0 , len = . . .
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// Reduce the PMTU by sending an ICMP message
+ 0 . 5 < [ s c t p ( 2 ) ] icmp unreachable frag_needed mtu 1496
// probe 1496
* > s c t p : HEARTBEAT[ f l g s =0 , HEARTBEAT_INFORMATION[ len = . . . , v a l = . . . ] ] ; PAD[ f l g s =0 , len = . . . , v a l = . . . ]
+ 0 . 0 < s c t p : HEARTBEAT_ACK [ f l g s =0 , HEARTBEAT_INFORMATION[ len = . . . , v a l = . . . ] ]
// Send fragmented data and g e t i t acknowledged .
+ 0 . 2 w r i t e ( 3 , . . . , 2000) = 2000
+ 0 . 0 > s c t p : DATA[ f l g s =B , len =1464 , t s n =0 , s i d =0 , ssn =0 , ppid =0]
+ 0 . 0 > s c t p : DATA[ f l g s =E , len =568 , t s n =1 , s i d =0 , ssn =0 , ppid =0]
+ 0 . 1 < s c t p : SACK [ f l g s =0 , cum_tsn =1 , a_rwnd =45000 , gaps = [ ] , dups = [ ] ]
// Tear down the a s s o c i a t i o n
+0.0 close ( 3 ) = 0
+ 0 . 0 > s c t p : SHUTDOWN[ f l g s =0 , cum_tsn =2]
+ 0 . 1 < s c t p : SHUTDOWN_ACK[ f l g s =0]
+ 0 . 0 > s c t p : SHUTDOWN_COMPLETE[ f l g s =0]

Listing 1: Example of a Packetdrill test script.
Listing 1 shows a test where the probing is started with the base MTU right after the handshake.
When probing 1500 bytes, an ICMP packet arrives and the MTU is set to 1496. This value is probed
again and the successful setting of the new MTU is tested by sending 2000 bytes of user data that have
to be fragmented according to the new MTU.
2.1.4
2.1.4.1

User message interleaving
Introduction SCTP [81] is a message oriented protocol optimised for small messages with

a special emphasis on network fault tolerance. In particular, it minimises receiver-side Head of Line
Blocking (HoLB) by supporting multiple uni-directional streams in both directions. The sender of
a user message specifies the stream being used, and sequence preservation is only guaranteed for
messages sent on the same stream. Each DATA chunk has a Transmission Sequence Number (TSN)
used to provide reliability. The Stream Identifier (SID) specifies the stream the user message is sent on,
and the Stream Sequence Number (SSN) is used to provide sequence preservation of user messages
within each stream.
For supporting user messages larger than a packet, SCTP supports fragmentation and reassembly.
The sender fragments the user message using multiple DATA chunks. In the first DATA chunk the Bbit is set in the flags field, in the last one the E-bit is set. All DATA chunks belonging to the same user
message get the same SID and SSN. The TSNs are chosen in a consecutive way. Therefore, the TSN is
not only used to provide reliability but also to encode the sequence of the fragments.
In most SCTP implementations the TSNs encode the sequence in which the DATA chunks are put
on the wire. Therefore, if the sender starts sending a large user message, user messages of all other
streams are blocked until the sending of the large message has been completed. This introduces a
sender-side HoLB. To overcome this limitation, we are specifying user message interleaving in [82]
(see Appendix E).
2.1.4.2

User message interleaving

To be able to avoid sender-side HoLB, user message interleav-

ing uses I-DATA chunks instead of DATA chunks. When using I-DATA chunks, the TSN is only used for
providing reliability. For enumerating the fragments of a large user message, the Fragments Sequence
Number (FSN) is used. To avoid additional overhead, a single field is used to hold the Payload Protocol
Identifier (PPID) for the first fragment, when the B-bit is set. The FSN is considered 0 implicitly. For
all other fragments, the FSN is set in that field. To avoid performance limitations, the 16-bit SSN is
replaced by a 32-bit Message Identifier (MID).
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The support for I-DATA chunks has been added in cooperation with Randall Stewart (from Netflix)
to the SCTP implementation of the FreeBSD kernel and the usrsctp user-space stack. For testing, the
packetdrill tool has been extended to support the I-DATA chunk and more than 100 test scripts have
been written to validate the implementation [7].
2.1.5

Next steps

We will consider adding hardware checksum support to the FreeBSD kernel for amd64 and arm64 platforms. The PMTU discovery algorithm will be included into the FreeBSD kernel and the SCTP usrsctp
user-space stack, since ICMP feedback can now be processed also for UDP encapsulated packets. This
feature was added recently.
The support for user message interleaving in the scheduler will be added to the SCTP kernel stack
of FreeBSD and the user-space usrsctp stack. This will complete the support of the user message
interleaving extension and is a prerequisite of a feature of the NEAT library, which will transparently
map NEAT Flows to SCTP streams instead of TCP connections.
Finally, the SCTP handshake will be reconsidered to add support for fast connection setup similar
to the TCP Fast Open extension [23].

2.2

Deadline-based LBE congestion control

Less-than-Best-Effort (LBE) is a network service model, where data traffic using such a service is carried at a lower priority than Best Effort (BE) traffic. An LBE service is sometimes called a “scavenger”
service, when it aims to use only residual network resources—e.g., on a given network link, the LBE
traffic only consumes the portion of the link capacity that is not used by other, non-LBE traffic flows,
and should yield to non-LBE traffic.
There are different ways in which an LBE service can be implemented; for instance, some form of
priority scheduling can be used in routers to allocate residual capacity to LBE traffic flows. In NEAT
we will focus on LBE end-to-end Congestion Control (CC) [75], that is, algorithms running in end-hosts
as part of a transport protocol. LBE CC algorithms should react to congestion by quickly reducing the
sender’s data rate, and should try to keep network buffer usage low so as to keep queuing delays to a
minimum.
A key use for an LBE transport service is data backup applications. In general, backup applications
do not have specific throughput or delay requirements, can be paused and resumed later, and can take
advantage of periods when the network is lightly loaded. In the case of a distributed storage system—
such as in EMC’s use case—, the transport used for data backup and replication between nodes should
have the following characteristics: (i) keep disruption of concurrent BE interactive services to a minimum (i.e., LBE behaviour); (ii) add a timeliness constraint to the transport, i.e., the transfer should
be finished by a soft deadline to fit in with other network activities and to ensure a timely correctness
of replicated data; (iii) to achieve item ii, it should be able to dynamically adjust its aggressiveness in
competing with BE traffic from that of a scavenger-type service up to that of a BE-type service.
An LBE CC that includes the notion of data delivery deadlines could be used by such an application
in a best-effort network context, to balance non-intrusiveness and respect of timeliness constraints.
To the best of our knowledge, no deadline-aware LBE congestion control methods have ever been
proposed in the literature; this is the research topic this NEAT activity focuses on.
Several LBE congestion controllers have been proposed1 , of which the most prominent example
1 See [75] for a full survey.
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Figure 7: Capacity sharing between two flows. Using LBE for one flow allows the other flow to finish
earlier. In both cases, the light-grey flow finishes transferring its data at time T, before its deadline D.

is the LEDBAT algorithm [80], used by BitTorrent clients, and by MacOS X for downloading software
upgrades. With the NEAT System, an application should be able to simply express its wish to transfer
its data in an LBE manner—and, possibly, any timing constraints on the data—, then let the Transport Selection components pick among available alternatives. In the first version of the abstract API
defined in deliverable D1.2 [96], selection of a simple LBE service by the application can be done via
the capacity_profile parameter of the INIT _ FLOW primitive. Integrating deadline information, as well
as developing the required policies to tune a deadline-aware LBE service, is ongoing work and will be
reported in future deliverables D1.3 (needed extensions to the API) and D3.2/D3.3 (e.g., policy-related
design choices).
Note that plain TCP may be used as a fallback if no LBE CC is available and the application asks for
a transport service like TCP’s (i.e., reliable, connection- and stream-oriented, point-to-point) but with
LBE behaviour; in fact, algorithms such as LEDBAT revert by design to a TCP-like functioning under
some circumstances [80]. NEAT’s Policy Manager could be used to tune the LBE service provided by
the transport system for a specific application. For instance, the PM may prioritise use of one LBE
algorithm over another, if more than one method is available (e.g., one that supports deadlines over
another that does not). Alternatively, the PM may enforce the use of an LBE transport and, if none is
available, either fail or select a specific default CC flavour, depending on the application requirements
and availability of methods.
2.2.1

Detailed description

Figure 7 schematically depicts the general principle of LBE capacity sharing. Consider two simultaneous “long” flows sharing a bottleneck, transferring the same amount of data. When both flows use
a classic TCP CC method, capacity is shared roughly equally2 because TCP’s CC strives for flow-rate
fairness (Fig. 7a). If one of the flows uses some form of LBE CC, it will only consume residual capacity
as long as the other (TCP) flow is active, then grab all capacity when the other flow ends (Fig. 7b).
The main point of Fig. 7 is that using an LBE service is not necessarily at odds with transferring data
within a (non-tight) deadline. Depending on how much the LBE flow yields to other traffic, and the
overall traffic profile, it should be possible to both satisfy timely-delivery constraints and compete less
aggressively for capacity.
2 For simplicity, we neglect all factors (like RTT or packet-loss rate differences) that may result in unequal sharing; this does
not alter the main argument.
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Figure 8: Comparison of capacity sharing when using “plain” LBE and with an idealised deadlineaware LBE method.

Delay-based CC algorithms seem like a natural choice for building an LBE congestion controller.
The rationale behind delay-based CC is that a higher network load translates into higher end-to-end
latency, since network buffers tend to fill with an increased load and, therefore, queuing delays increase. Measured end-to-end delays, either one-way or round-trip, are used by delay-based CC as
an indicator of the level of congestion. Compared to standard TCP’s reaction to congestion, which is
based on packet loss—i.e., on buffers getting full—, a delay-based method can react earlier and more
conservatively by reducing the sending rate when delay increases, before buffers actually get full.
Deadline/timing requirements may be incorporated in a delay-based LBE method. This could be
achieved by dynamically adapting, over time, the “aggressiveness” of the LBE flow as a function of
the deadline, the remaining data to be sent and the network conditions. Figure 8 shows an idealised
case where two non-LBE flows compete in quick succession with an LBE one. If the LBE mechanism
does not consider time constraints, and the flow blindly reduces its sending rate to the minimum,
the delivery deadline may not be satisfied (Figure 8a). On the other hand, if the LBE flow adapts its
sending rate appropriately—in this case, increasing it to “catch up”, but still to a value below the equal
share—then it can finish before its deadline (Figure 8b).
We are taking the following approach for designing and implementing an adaptive, deadline-aware
LBE algorithm:
1. Provide a theoretical base for deadline-aware LBE services coexisting with BE traffic.
2. Identify suitable, promising LBE methods that can be extended to consider timeliness constraints.
These methods should also be usable as a “normal” LBE transport by the NEAT System, for the
sake of flexibility.
3. Add deadline-awareness and adaptation mechanisms to the selected LBE method(s).
In the next paragraphs we describe both ongoing and future steps related to this topic.
2.2.1.1

Stable predictable LBE and BE traffic coexistence

In networks where sources with differ-

ent congestion controllers compete using different congestion signals (e.g., packet loss and packet
delay) current network theory indicates that there is not necessarily a single globally stable equilibrium [87, 88]. This may help to explain the inconsistent outcomes of current LBE proposals. To
properly address this, we have begun work looking at the equilibrium behaviour of deadline-aware
LBE services competing with BE services using the Network Utility Maximisation theoretical framework [49, 57].
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Figure 9: Proportion of throughput the CUBIC flows obtain with respect to the G parameter of the
CDG algorithm. Each point is the mean of five runs, with error bars spanning the range of results.
2.2.1.2

Evaluation of CAIA delay gradient as candidate for an LBE transport service

LEDBAT has

been so far the dominant LBE transport in the Internet, but there are several problems with this algorithm that may cause it to be detrimental to regular TCP flows competing for the same resources
[74, 90]. Also, LEDBAT suffers from other issues, such as the so-called “latecomer unfairness” [21].
We have identified a promising candidate for implementing an LBE transport service in NEAT:
the CAIA Delay Gradient (CDG) mechanism, first proposed in [42]. CDG is an experimental delaybased congestion controller that, contrary to LEDBAT, does not require sustaining a standing queue
in the bottleneck to control delay. CDG uses a measure of the gradient of the delay signal (i.e., how
fast delay is increasing or decreasing, relative to the RTT) as an indicator of congestion developing or
abating in the network. When this RTT relative gradient is increasing, CDG backs off with a probability
exponentially proportional to the gradient. This helps desynchronise the response of concurrent CDG
sources, cope with signal noise and handle differences in source RTT.
CDG was not designed to behave in an LBE way; in fact, it includes mechanisms that allow it
to compete more fairly with standard, loss-based TCP flows and avoid the fairness issues that have
plagued other delay-based controllers (e.g., TCP Vegas [20]). However, its delay gradient based mechanism shows potential in providing an LBE service that avoids the pitfalls of existing attempts [15].
Initial investigations of CDG as a deadline aware LBE candidate We investigate CDG with its
mechanisms for coexistence with loss-based flows turned off—so that it operates in a LBE manner—
on a simple dumbbell topology in a Linux-based testbed. We adjust the G parameter, which scales the
probabilistic back-off, to determine whether CDG’s aggressiveness can be predictably tuned. In the
experiment a first CDG flow starts at t=0 s, a second CDG flow randomly starts over the first 5 s, 40 s
after the second CDG flow a first CUBIC flow is starts, and 40 s after that a second CUBIC flow starts.
Statistics are gathered after the system reaches steady state, from t=120 s to t=340 s. Figure 9 shows
how CDG’s aggressiveness can be adjusted by changing the G parameter, in terms of the fraction of
throughput obtained by the CUBIC flows. The results show that the G parameter is able to tune the
aggressiveness from a less than 10% share toward an equal share, though there is a small dependence
on RTT. The results look promising, though more work is required to test CDG’s suitability for the EMC
test case.
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Next steps

2.2.2.1

Stable predictable LBE and BE traffic coexistence Extending the Network Utility Maximi-

sation framework to model deadline-aware LBE services competing with BE services will guide the
development of a robust deadline aware delay-based LBE congestion control mechanism. The work
should also provide us with the theory necessary to use the NEAT System to adaptively parametrise
existing BE or LBE services to approximate the functionality of a purpose built deadline-aware LBE
service should one not be available on a particular system.
2.2.2.2

Exploration of other delay-based CC algorithms and adding deadline-awareness Although

CDG shows promise, there are other LBE transport services that may also contribute ideas or provide
a better base for our deadline-aware LBE service. One of the mechanisms we plan to investigate is
the recently proposed Fuzzy Lower-than-Best-Effort transport protocol (FLOWER) [90]. Its incorporation of fuzzy heuristic based determinations of the network state may help ensuring the NEAT LBE
mechanism stays less than best effort in all network conditions.

2.3

Multi-path scheduling

Wischik et al. [98] proposed the resource pooling principle as an Internet design principle to increase
network robustness, improve load-balancing of traffic and maximise network utilisation. Specifically,
they argued that the network’s resources should behave as though they make up a single pooled resource. At the transport layer, the resource pooling principle translates to an efficient and flexible
use of available network paths between end-hosts. Multi-path TCP (MPTCP) [36] is an attempt to
implement the resource pooling principle into TCP. Particularly, MPTCP is a number of extensions
to standard TCP that enable multi-path connections, i.e., connections which provide for concurrent
transmission over several network paths, so-called subflows. It has been standardised by the IETF [36],
and a de facto reference implementation of MPTCP has been developed for the Linux kernel [65].
A key component in the realisation of resource pooling in MPTCP is multi-path scheduling: this
governs in which order and on what paths packets in an MPTCP connection should be transmitted. At
the core of scheduling in the Linux MPTCP reference implementation (the implementation used by us)
is the way packets are queued when submitted for transmission by an application. Figure 10 schematically illustrates how queuing in Linux MPTCP takes place. As follows, queuing happens at two levels:
the MPTCP connection and the subflow level. When an application sends a packet, it is first queued in
the so-called meta queue at the MPTCP connection level. Next, the scheduler moves the packet from
the meta queue to one of the so-called slave queues of the available subflows in accordance with the
employed scheduling policy.
The default scheduler in Linux MPTCP, Lowest-RTT-First (LRF), selects the subflow on which to
send a packet based on the shortest RTT: packets are first sent on the subflow with the lowest smoothed
RTT (SRTT). Only when the congestion window of this subflow has become filled, segments are sent
over the subflow with the next lowest SRTT. Apart from LRF, several alternative multi-path schedulers
have been proposed: Yang et al. [100] proposed a scheduler that tries to maximise bandwidth utilisation and throughput on the basis of estimated subflow path capacities. Ferlin-Oliveira et al. [34] have
suggested a scheduler, Multi-Path Transport Bufferbloat Mitigation (MPT-BM), that reduces transfer
delay by limiting the amount of data sent on each subflow, and, in so doing, alleviates the persistentlyfull buffer problem also known as “bufferbloat” [37]. Other schedulers address the deteriorating effects of Head-of-Line Blocking (HoLB), i.e., when packets belonging to different subflows are blocked
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Figure 10: Queuing of packets in Linux MPTCP.
from delivery by each other, a problem inherent with multi-path transmission and MPTCP: the foundations behind Delay-Aware Packet Scheduling (DAPS) were brought forward by Sarwar et al. [76] and
later applied to MPTCP by Kuhn et al. [54]. The main idea behind DAPS is to schedule packets on
subflows on the basis of their estimated transfer delay so that they are received in order. In order to
accurately estimate the transfer delay, they use a timestamp-based method similar to the one used
by the Datagram Congestion Control Protocol (DCCP) [51]. In the same vein as DAPS, Out-of-order
Transmission for In-order Arrival Scheduling (OTIAS) was proposed in [101]; the main difference between DAPS and OTIAS is at what time scheduling takes place: OTIAS schedules packets when they
are enqueued, whereas DAPS schedules packets when they are dequeued. A novel suggested scheduler that aims to minimise the amount of HoLB is Blocking Estimation-based MPTCP (BLEST) [33].
BLEST has similarities with both DAPS and OTIAS, but differs from them in that it uses a more elaborate scheme to determine the number of segments that could be sent during a transmission round,
on available subflows, without introducing HoLB.
Although several multi-path schedulers have been proposed, as far as we know, there is none that
is explicitly designed to reduce transfer delay. To this end, we have designed the Shortest Transfer
Time First (STTF) scheduler. The design activity has taken place partly in NEAT and partly in another
project. In principle, STTF tries to schedule packets on those subflows where their predicted transfer
time is the shortest, taking into account factors such as the current SRTT, packets queued for transmission, and congestion state. STTF is one of the experimental mechanisms of the NEAT System and
will benefit the Celerway use case. Notably, STTF will assist the Celerway software in providing both
transport selection and transport optimisation. It will also complement the Celerway software with
latency-aware scheduling, and thus enabling scheduling not only on the basis of bandwidth but also
on transfer delay. Section 2.3.1 provides a more detailed description of the STTF scheduler, and Section 2.3.2 evaluates the latency reduction offered by MPTCP and the STTF scheduler for web traffic.
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Figure 11: The STTF scheduler in Linux MPTCP.
2.3.1

Detailed description

Our STTF scheduler works in two steps: a scheduling step and a transmission step; Figure 11 illustrates these two steps. In the first step, STTF traverses all packets queued in the meta queue, predicts
the transfer time for each queued packet when transferred over each of the available subflows in the
MPTCP connection, and it determines, on the basis of the predicted shortest transfer time, on which
subflow each packet should be scheduled. The predicted transfer time for a packet over a certain
subflow is computed with regards to the SRTT, the congestion state of the subflow (i.e., whether the
subflow is in slow start or in congestion avoidance), the current values of the congestion window and
slow-start threshold, and the number of packets already queued in the subflow slave queue. Moreover,
the computation of the predicted transfer time for a certain packet takes into account the scheduling
of the packets that precedes it in the meta queue. For example, when the predicted transfer time for
the third packet queued in the meta queue is computed, the preceding two packets are, from the perspective of the computation, already queued in the slave queues of the subflows to which they have
been scheduled.
In the second step, STTF goes through the packets in the meta queue again, however, this time with
the intent to transmit as many packets as possible on the subflows to which they were scheduled in
the first step. A packet in the meta queue is only queued on its scheduled subflow, and thus queued
for transmission, provided the subflow is available, and provided the congestion window of the subflow permits the packet to be immediately transmitted, i.e., transmitted during the currently ongoing
transmission round. Those packets that remain on the meta queue after the completion of the second step have their assigned subflows invalidated, and have to wait until STTF is invoked again, for
example when a packet is sent or received by MPTCP.
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Figure 12: The emulated network topology used in the evaluation of the STTF scheduler.
Table 1: Network configuration in STTF experiments.

Capacity [Mbit/s]
End-to-end delay [ms]
Loss [%]

2.3.2

WLAN

3G

20–30
5–25
0–1

3–5
65-75
0

Evaluation

To evaluate whether MPTCP with STTF scheduling reduces latency for web object downloads, a series
of emulation-based tests have been conducted. The network topology used in our tests is depicted
in Figure 12. This topology, though simple, allows us to analyse the behaviour of STTF and is in line
with recommendations such as those in [14, 41] for evaluating transport mechanisms. To realise the
topology, we used five desktop computers: a client, two emulated wireless access points (WLAN/3G),
a server access router and a server. The links were emulated to be representative of a real WLAN/3G
setup with regards to capacity, end-to-end delays, and packet loss rates; in each emulation run, their
configurations were randomly selected within the intervals listed in Table 1 according to a uniform
distribution. The WLAN links are 802.11ag, and the loss rate is the rate experienced at transport-level
(i.e., the loss rate does not include factors such as link-layer retransmissions).
To enable multi-path communication between client and server, these machines were equipped
with MPTCP-enabled Linux 4.1 kernels. The client used a stock version and the server a modified
version of the MPTCP kernel. The version of the MPTCP kernel used by the server had the OTIAS
and STTF schedulers compiled in. The rest of the machines in the setup used regular Linux 4 kernels
configured to emulate link characteristics and forward traffic.
In our experiments, HTTP/2 [18] web downloads from three web sites were studied: google.com,
amazon.com, and theguardian.com. As shown in Table 2, the size of the sites varied both in terms
of number of objects as well as in terms of bytes. Since both end-to-end delays as well as packet loss
varied in between runs of the same experiment, each experiment was repeated 30 times.
The bar chart in Figure 13 summarises the results from our experiments by showing the mean and
95% confidence intervals for the web-object download times for each of the three schedulers (Default,
STTF, and OTIAS), and for each of the three studied web sites. We observe that STTF offers a significant
reduction in latency across all three studied sites.
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Table 2: Evaluated web sites in STTF experiments.
Web site
Google
Amazon
The Guardian

Objects

Total size [Kbytes]

6
59
228

906
1,234
3,166

2500

Average Object Completion Time [ms]

2000

1500
Scheduler

sttf
otias
default

1000

500

0

amazon

google

theguardian

Figure 13: Comparison of mean web download times and their 95% confidence intervals between the
Default, STTF, and OTIAS schedulers.
2.3.3

Next steps

In the near future we will continue evaluating STTF. We will complement our emulations on webdownload times with live experiments in the MONROE testbed3 . Moreover, we will evaluate STTF
for other types of applications including interactive web services and web streaming. The findings
from our evaluation of STTF will result in a paper in the next couple of months, to be submitted.
STTF will also be integrated into the NEAT System and will enable NEAT to offer applications latencysensitive transport services. The integration entails complementing the NEAT Selection components
with support for MPTCP, and to include policies in the Policy Manager that map to MPTCP and STTF.

2.4

Coupled congestion control for single-path TCP

Sometimes, multiple TCP connections overlap in time and share the same endpoints. There can be
many reasons: a client-server application may deliberately establish parallel TCP connections to a
server in an attempt to expedite content transfers; independent instances of an application may initiate connections to the same server that just happen to overlap in time; and so forth. Unfortunately,
as the resulting overlapping TCP connections usually share a common network path, they can sub3 https://www.monroe-project.eu
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optimally interact (and indeed, compete) with each other and with other flows. Combinations that
appear to produce throughput gains will often drive significant additional queuing delays or packet
losses, to the detriment of unrelated flows sharing any bottlenecks along the common path. In large
part this is due to the congestion-control (CC) state machines of overlapping TCP connections acting
independently.
Significant solutions to date fall into one of two classes: (a) merge common application-layer data
streams above a single transport layer connection, or (b) couple the transport layer congestion control machinery for connections known to share the same endpoints. Examples of the former include
SPDY [39], HTTP/2 [18] and multi-streaming in SCTP [64]. Examples of the latter, often referred to
as coupled congestion control, include the heavy-to-implement Congestion Manager (CM) [16] as well
as Ensemble TCP (E-TCP) [30] and Ensemble Flow Congestion Manager (EFCM) [77], and the Flow
State Exchange (FSE) recently proposed as a means to combine congestion controls of media flows in
WebRTC [46].
This work proposes a method to couple TCP connections that requires much less changes to the
kernel code than CM, and hence is more in line with E-TCP and EFCM. It draws inspiration from
the FSE, as this is our own prior work. Different from the FSE use cases—where multiple flows are
encapsulated over a single UDP five-tuple in accordance with the WebRTC standard—, the different
TCP connections have different port numbers that may be visible on the wire. This therefore only
applies to situations where the TCP connections are known to take the same path, i.e., mechanisms
such as Equal-Cost Multi-Path (ECMP) or Link Aggregation (LAG) do not put them across different
bottlenecks [52]. These include:
• VPNs, either via UDP tunnels or IPSec (ESP) in tunnel-mode, where ECMP and LAG do not apply
because the transport header is encrypted.
• Scenarios where the bottleneck is known, e.g., because the access link has such a small capacity
that it is reasonable to assume that it is the bottleneck, or because routing across the network is
known (e.g., in a data centre).
• Other forms of encapsulation, like PLUS4 [53] or the dedicated “TCP-in-UDP" encapsulation that
we have described in [97].
For the case where there are multiple flows between the same endpoints, the NEAT System is bound
to make use of SCTP wherever possible, where streams of an SCTP association obtain a service that is
very similar to what we have described here. However, when SCTP is not available, yet TCP connections are known to take the same path for the reasons described above, our TCP kernel patch can help
the NEAT System operate better. It does provide a benefit by itself, i.e., without the NEAT API (in terms
of reduced loss and delay due to avoiding competition), but SCTP multi-streaming as well as congestion control coupling as we have it here can also very precisely support application-provided priorities
(dividing the total share of the link capacity accordingly). This has an influence on the API reflected
by a new socket option of our kernel patch, which NEAT could use. When multiplexing flows—e.g., via
UDP—is an option, then there is also a trade-off between coupling and mechanisms like ECMP (which
UDP-multiplexing eliminates), as ECMP could let the TCP connections attain better throughput.
Flow coordination is a requirement for Mozilla’s use case, in particular to be able to assign priorities
between flows. HTTP/2 and QUIC allow for prioritisation, but the transition to these protocols is slow;
prioritisation via coupled congestion control in the kernel could serve as an intermediate method for
4 That is, the approach formerly known as SPUD.
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Figure 14: Congestion window cwnd of four TCP connections.
one-sided deployment of prioritisation. Moreover, the induced congestion of uncoordinated flows
is identified as one of the key issues to be resolved in the Mozilla use case—even without applying
prioritisation, coupled congestion control diminishes this effect, yielding less latency for all flows that
share the same bottleneck.
Figure 14 illustrates how congestion control coupling reduces competition. It shows the cwnd values of 4 TCP flows that compete across the same bottleneck, from a simulation using the ns-2 network simulator with the TCP-Linux module (Linux kernel 3.17.4). The four flows competed across
a 10 Mbit/s bottleneck in a dumbbell topology with an RTT of 100 ms, using a FIFO DropTail queue
with a length of one bandwidth-delay product (BDP) (83 packets) at the bottleneck. The packet size
was 1500 bytes. Background traffic was generated using TMIX traffic [95] from a 60-minute trace of
campus traffic at the University of North Carolina. RTTs of background flows varied between 80 and
100 ms.
In the scenario on the left (without coupled congestion control), the average link utilisation, loss
ratio and queue length in this simulation were 68%, 0.78% and 58 packets, respectively. With coupling (on the right), these values became 66%, 0.13% and 37 packets. This is a pronounced reduction
in packet loss and queuing delay, at the cost of slightly reduced utilisation: multiple separate TCP
congestion controllers achieve better utilisation because together, they more aggressively probe for
available capacity than a single or combined congestion controller. However, this is only a side-effect
of their behaviour and not necessarily ideal: when desired, a single TCP connection can be made to
be more aggressive (as e.g. CUBIC does).
2.4.1

Detailed description

The main difference between prior work like E-TCP and EFCM and the algorithm that we have devised
is that our algorithm honours the statefulness of TCP congestion control. Both E-TCP and EFCM fail
to achieve their goals in certain cases because they only share variables but do not incorporate the
states in the logic.
For example, a Re-transmit Timeout (RTO) firing and the following reaction of a TCP sender is
based upon the assumption that all segments have been lost. If, however, ACKs do arrive on other
connections, and the goal is to make the aggregate behave as if it was one flow (as with E-TCP and our
mechanism), then this assumption is wrong for the aggregate flow. So slow start is a state that should
be avoided in this case. Similarly, TCP works with “loss events” where, within one RTT, a single packet
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Algorithm 1 CCC – connection registering
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

Input: c, cwnd, ssthresh, P
Output: ccc_cwnd(c), ccc_ssthresh(c)
if first connection in new coupled group then
ccc_cwnd(c) ← cwnd
sum_P ← 0
sum_cwnd ← 0
sum_ssthresh ← 0
end if
ccc_P(c) ← P
sum_P ← sum_P + P
sum_cwnd ← sum_cwnd + cwnd
ccc_cwnd(c) ← P × sum_cwnd / sum_P
ccc_ssthresh(c) ← ssthresh
if sum_ssthresh > 0 then
ccc_ssthresh(c) ← P × sum_ssthresh / sum_P
end if
Send ccc_cwnd(c) and ccc_ssthresh(c) to c

Table 3: Names of variables used in Algorithms 1 and 2.
Variable
c
cwnd
ssthresh
P
ccc_var
sum_cwnd
sum_ssthresh
sum_P
state
ssbits
CoCo

Description
Connection identifier
TCP session congestion window value
TCP session slow start threshold value
Priority weight of a TCP flow
Coupled congestion controller calculated version of a TCP session variable
Sum of all the cwnd values in the group
Sum of all the ssthresh values in the group
Sum of all the priority values in the group
TCP state machine state: Slow Start (SS), Congestion Avoidance (CA), or Fast Recovery (FR)
Bit array with a bit for each connection in the group; set if connection state=SS
Coordinating Connection

loss or multiple packet losses cause the same reaction (as long as a certain amount of information from
ACKs becomes available). If the goal is to react like a single TCP connection, this logic can also not
be maintained by an algorithm that simply shares variables without incorporating states, as multiple
packet losses from multiple connections or from a single connection automatically become a different
thing, whereas they should in fact be treated the same.
In our algorithm, each TCP session communicates with an entity called a Coupled Congestion
Controller (CCC). New TCP sessions first register with the CCC, supplying it with:
• a connection identifier (c),
• a priority (P) value,
• a congestion window cwnd, and
• a slow-start threshold ssthresh.
Where necessary a new coupled group is created and all summation values are initialised. Algorithm 1 describes the registering process. Table 3 defines the variables used in the algorithm.
Once flows are coupled in a group, they update their status each time they change cwnd. The update message includes c, cwnd, ssthresh, and the TCP state machine state. The CCC sends a response
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Algorithm 2 CCC - connection update
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:
39:
40:
41:
42:
43:
44:
45:
46:
47:
48:

Input: c, cwnd, ssthresh, state
Output: ccc_cwnd(c), ccc_ssthresh(c)
ccc_state(c) ← state
if CoCo 6= c then
if state=FR ∧ ccc_state(x) = CA ∀x 6= c then
CoCo ← c
else
if state=CA ∨ state=SS then
ccc_cwnd(c) ← ccc_P(c) × sum_cwnd / sum_P
ccc_ssthresh(c) ← ccc_P(c) × sum_ssthresh / sum_P
if state=SS then
ssbits(c) ← 1
end if
end if
end if
end if
if CoCo = c then
if state = CA then
if cwnd ≥ ccc_cwnd(c) then
. increased cwnd
sum_cwnd ← sum_cwnd + cwnd - ccc_cwnd(c)
else
sum_cwnd ← sum_cwnd × cwnd / ccc_cwnd(c)
end if
ccc_cwnd(c) ← ccc_P(c) × sum_cwnd / sum_P
ccc_ssthresh(c) ← ssthresh
if sum_ssthresh > 0 then
ccc_ssthresh(c) ← ccc_P(c) × sum_ssthresh / sum_P
end if
else if state = FR then
sum_ssthresh ← sum_cwnd/2
if ss_bits(x) = 1 ∀x 6= c then
sum_ssthresh ← sum_cwnd/2
sum_cwnd ← sum_cwnd × cwnd / ccc_cwnd(c)
ccc_cwnd(c) ← ccc_P(c) × sum_cwnd / sum_P
ssbits ← 0
else
ssbits(c) ← 1
CoCo ← first connection where ccc_state 6= SS
end if
end if
end if
if state = CA ∧ ssbits(c) = 0 then
. Receiving Acks so slow start should not be invoked
ssbits ← 0
end if
if state 6= FR then
Send ccc_cwnd(c) and ccc_ssthresh(c) to c
end if

assigning the updating connection calculated values of cwnd and ssthresh. The update algorithm,
summarised in Algorithm 2, emulates the behaviour of a single TCP session by choosing one session
as the Coordinating Connection (CoCo), initially the first flow. This session dictates the increase / decrease behaviour for the aggregate. The algorithm refrains from adjusting cwnd when a connection is
in Fast Recovery (FR). This algorithm limits the usage of Slow Start (SS), ensuring that the aggregate’s
behaviour is only dictated by SS when all connections are in the SS phase. This is achieved via the
ssbits variable.
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Figure 15: Flow completion time (FCT) of short flows: 1) without coupling; 2) with coupling, but without ACK-clocking; 3) with coupling and ACK-clocking.
When a TCP session terminates its variables are removed and the summations are recalculated. If
it is the last connection in the coupled group, the group is removed from the CCC.
In simulations as well as in real-life tests in FreeBSD, this algorithm showed that it is able to precisely assign a desired share of the total capacity to connections based on an application-supplied
priority, and that it reduces loss and delay with only a marginal negative impact on throughput (which
is due to the somewhat reduced overall aggressiveness of the congestion control). When combined
with an extra mechanism to maintain ACK-clocking as new flows join, it has also shown the ability to
significantly reduce the completion time of short flows, as they can immediately obtain the share of
the large cwnd that an ongoing flow may already have achieved [45].
Figure 15 illustrates the reduction of Flow Completion Times (FCT) by enabling a short flow to
immediately use a share of the cwnd of a longer flow. The figure shows a particular benefit of ACKclocking [45]. This simulation was repeated 10 times with randomly picked flow start times over the
first second for the long flow (25 Mb) and the sixth second for the short flow (200 Kb). We used a
dumbbell topology (RTT 100 ms, MTU 1500 bytes, queue length 1 BDP) and varied the capacity from
1 Mbps to 10 Mbps. It can be seen from Fig. 15 that there is a significant improvement in the short
flow’s completion time, and the FCT is reduced by more than 40% for all other bottleneck capacities
except 1 and 2 Mbps. The reduced competition also makes the behaviour more predictable: the dip at
2 Mbps only exists when flows compete—here, the queue had just enough space for one, but not two
flows each sending their Initial Window (IW).
Because the long flow gets to rapidly increase its cwnd when a short flow terminates, the coupled
congestion control mechanism reduced the FCT of the long flow too, but only by a negligible amount:
only 0.66% or less in all cases.
2.4.2

Next steps

At this point, a paper on the algorithm in Section 2.4.1 is under submission, and another short paper
that extends the algorithm with a method to maintain ACK-clocking (“pacing”, but without using a
timer) has been published [45] (see Appendix C). We are continuing the development of the algorithm
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to cover more usage scenarios (e.g., currently connections cannot immediately benefit from other
connections becoming application-limited). Work on the IETF Internet-draft [97] (see Appendix G)
also continues.
We will investigate whether already deployed encapsulation methods could be used—i.e., if the
receiver would simply accept packets, strip off the outer header, and give the packets to the stack for
further processing. For instance, making Generic UDP Encapsulation (GUE) [43] permanently listen
in Linux on the receiver side would only be a matter of convincing maintainers of Linux distributions
to execute a command on startup rather than changing the Linux kernel. We will also measure whether
usage of the IPv6 flow label ensures that separate TCP connections with different port numbers but
the same IP address pair use the same path. If these measurements indicate a high probability of the
flow label allowing us to enforce multiple connections to traverse the same path, one-sided usage of
coupled congestion control would be a viable choice, making this usable by NEAT whenever IPv6 is
used.
The code for single-path coupled congestion control is a kernel patch for FreeBSD, which is being
updated to work with the latest kernel version and include ACK-clocking (which so far only existed in
simulations) at the time of writing. When the patch is finished, it is planned for the NEAT library to
make use of it (i.e., turn it on via the respective TCP socket options, and use these options to control
parameters when desired by the API) under the following circumstances:
• Multi-streaming via SCTP is not available, or there are some other reasons to prefer TCP (e.g., a
policy that specifies so).
• The single-path congestion control coupling kernel patch is available on the underlying system
(currently only FreeBSD).
• TCP connections are known to share the same bottleneck. Here we plan to investigate whether
NEAT should interact with tunneling methods, or whether the IPv6 flow label can be relied upon
as a means to ensure the same path for different connections. We will also add functionality
to the NEAT User API to let the application decide that the bottleneck is shared (because the
network configuration is known, e.g., all outgoing traffic traverses a very low-bandwidth uplink
connection).

3

Extensions to the transport system

This section reports on activities that have been carried out during the initial phase of WP3 to extend
the functionalities of the NEAT transport system.

3.1

New transports for web browsing

The modern web has evolved through structural changes over the recent decades. Examples include
transforming the early hypertext document formats to become rich multimedia web pages and the
emergence of dynamic web applications. Most present web pages have become complex, formed by
a combination of images, style sheets, scripts and other multimedia content. These rapid structural
changes of web pages have resulted in a steady growth of the total page size, number of web objects,
the number of hosts serving those objects, the overall complexity and the degree of dependency between objects. To maintain a consistent performance in parallel to this, a number of application-level
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performance improvement mechanisms have been introduced by the web community. These include
domain-sharding, resource in-lining, concatenation and spriting. The primary motivation for many
of these techniques was to bypass the limitations introduced by deploying HTTP/1.1 [35] over TCP. In
retrospect, the new techniques could be viewed as technical workarounds, rather than fundamental
changes to address deficiencies in the baseline protocol—e.g., even a small change in a sprited image
would invalidate the entire cache at the client (browser) and force the re-download of an entire sprited
image.
HTTP/1.1 and HTTP/1.1/TLS have become the predominant application layer protocols for web
access over TCP. The request/response design of HTTP/1.1 has been found to introduce head-ofline blocking (HoLB) in the application layer. This means that, over a TCP connection, a request
(HTTP/1.1) for an object can be initiated only after the response to the previous request has been
received in full by the application. This design defect of HTTP/1.1 poses a significant constraint on
performance when accessing a modern web page over a TCP transport connection.
The design of web browsers responded to this constraint by introducing parallelism. This workaround allows multiple parallel TCP connections to be used. This alleviated the performance obstacles
introduced by the HoLB behaviour of HTTP/1.1. However, introducing multiple transport connections can also have its drawbacks, primarily the collateral damage that can occur to other competing
TCP flows at an Internet bottleneck influences the available capacity and flow dynamics. Hence web
browsers define a limit on the number of parallel TCP connections that a browser can open towards a
particular server (six by default in Mozilla Firefox and Google Chrome). The limitation on TCP parallelism (i.e., the number of TCP connections) has also motivated the use of sharding.
Recent research has resulted in a new specification for HTTP, HTTP/2 [18], also known as H2. The
new design is inspired by the SPDY experimental protocol developed by Google [39]. HTTP/2 introduces a framing layer that helps bidirectional multiplexing of interleaved requests and responses over
a persistent TCP connection [18]. This allows a single transport session to overcome HoLB. In addition,
when used over Transport Layer Security (TLS) [27], the framing layer is bound to TCP’s end-to-end
semantics. Our initial tests on HTTP/2 [78] (see Appendix D) show that HTTP/2 is very successful
in reducing latency with a wide range of page compositions. However, they also reveal some issues
with the current interaction between the application and the underlying transport protocol. These
include the fine-tuning of certain application parameters (e.g., the buffer size allocated to HTTP/2 or
the timeout periods) and the interaction between HTTP and middleboxes.
In addition to changes within HTTP, there have been adjustments to several aspects of TCP to make
it work better with web traffic, including TCP Fast Open [23], IW10 [24], PRR [58], Tail Loss Probe [28],
RACK [22], etc. In some situations these can significantly decrease web page load time.
HTTP has been specified on top of the connection-oriented TCP service, and has traditionally used
the sockets API. Until recently, there has been little interest in deploying HTTP over other transport
protocols. Recent work by Google with the experimental QUIC protocol [40, 47, 79, 89] has defined
a new UDP-based transport, which has been used to explore new features. Other designs of UDPbased transport may also be envisioned. A UDP-based solution may be desirable to achieve wide
deployability suggesting a user space implementation of transport features running over UDP as the
transport protocol.
Using a different transport protocol for web traffic is expected to eliminate the many shortcomings
of TCP as transport. As a part of this activity, NEAT will investigate what transport mechanisms influence the performance, whether useful mechanisms (such as multi-streaming) can be provided by
other protocols and how much of an impact the API has on the overall performance.
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Developing a new transport protocol provides an opportunity to reflect upon and incorporate
experience collected through observation of the existing transport protocols. Some middlebox behaviour (e.g., modifying transport layer headers to improve TCP performance, or blocking some TCP
options) limit TCP’s evolution and render many of TCP’s options and enhancements unusable [44].
Encryption of transport layer packets and offering only fully authenticated packets can overcome this
problem. Unauthenticated TCP headers are vulnerable to active attacks as well. Moving a transport
protocol implementation into user space facilitates faster deployment as well as accessibility of enhancements to older operating systems.
Although arguably more difficult to deploy using the current socket API, alternate connectionoriented transports could also be leveraged, such as SCTP [81]. SCTP is a reliable streaming transport protocol with built-in ability to handle multiple streams in an association. The recent HTTP/2.0
protocol adopts a similar idea of multiple streaming in a persistent TCP connection to improve web
performance, a scheme that is readily available in SCTP.
SCTP could also have other benefits if deployed. The four-way handshake in SCTP protects servers
from SYN flooding attacks, a more prevalent attack on TCP-based servers, by introducing the COOKIEECHO/COOKIE-ACK mechanism. Moreover, the multi-homing support in SCTP adds more reliability
in case of path failure. There is therefore an opportunity to apply SCTP standardised mechanisms to
web browsing and to study, evaluate and compare web performance over SCTP and TCP.
There are still areas for future improvement: as the standardisation of TLS 1.3 [71] progresses, a
zero-RTT connection start can be achieved. This will allow a connection-less UDP protocol to achieve
faster connection establishment with benefits to the user experience. Similar mechanisms have also
been suggested for SCTP. Google recently announced that it would like to standardise key aspects of
QUIC, and therefore this also opens the possibility to influence the final specification of this transport.
3.1.1

Detailed description

This work focuses on three threads:
• A NEAT User API would enable the choice of an alternative transport for use by web browsers.
The first thread seeks to understand the root causes of delay and the limitations introduced by
the transport protocol stack that is being used for web browsing. This motivates the desire for
deeper understanding of the factors that impact the performance of the web system. An optimised NEAT System could allow selection of a suitable transport based on characteristics of the
network discovered by the NEAT System. This work will reflect on the motivations for decisions
made in HTTP/2. A deeper understanding can enhance protocol selection algorithms for the
Mozilla use case and can directly influence the standardisation of QUIC.
• The second thread will go further in examining how and under which network conditions certain
algorithms, such as FEC or different loss recovery and congestion control algorithms, influence
a protocol’s performance. This could influence QUIC’s design and further give advantage to the
use of QUIC in the NEAT System. The knowledge about network conditions which is available in
the NEAT System and the knowledge about benefits of certain algorithms in certain network conditions will further improve feature selection for QUIC. Introducing QUIC into the NEAT System
will support Mozilla’s use case.
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Table 4: Software tools developed for HTTP experiments over SCTP.
Tool

Short description

cURL (patch)

A patch to enable libcurl to use SCTP 5

thttpd (patch)

A patch to enable thttpd, a lightweight web server supporting SCTP 6

pReplay

A tool that can replay web page loading 7

HTTPoverSCTP (patch)

A patch to enable Mozilla Firefox to run over SCTP 8

• The final thread will use the web applications to test the NEAT System in order to provide a better
understanding of the operation of NEAT. This work will focus on the evaluation of the Mozilla use
case described in deliverable D1.1 [31], and will be coordinated with testing in Work Package 4.
3.1.1.1

Web traffic over alternative transports

This work has been investigating the usefulness of

SCTP as an alternative transport for web traffic. SCTP already offers congestion control, loss recovery, stream management, multi-homing, etc. A key requirement is to understand what mechanisms
in SCTP can improve the performance of web browsing. This includes understanding the potential
benefits of using HTTP/1 over SCTP compared to TCP. The hypothesis is that multi-streaming in SCTP
could reduce HoLB delay and improve the overall performance compared to multiple parallel TCP
connections commonly used by today’s web browsers.
Existing work [62–64, 99] has evaluated SCTP web performance. SCTP’s multi-streaming reduces
HoLB delay when transferring independent web objects [62, 64], where SCTP has been shown to improve HTTP throughput compared to multiple TCP connections in scenarios with a low-capacity last
hop (commonly seen in the developing regions) [63]. We will extend their basic analysis by evaluating over a wider range of network scenarios. In common with other more recent work, we will use
a modern workload and a web client that emulates real browser dependencies and computational
dynamics. Later, we will compare the results with those for HTTP/2.0 over TCP. This phase will exclude using SCTP for H2, since H2 semantics are tied with how in-order TCP delivery works for header
frames in H2; the benefit from SCTP multi-streaming is not applicable here.
In this multi-phased activity, this deliverable focuses on laying out the framework for the evaluation of protocols, methodology, experimental plans, tools and implementations. Further, in future
deliverable D3.2 we will present our test results and analyses.
Development of experimental tools This work has focused on the development of appropriate
tool sets that can be used to drive the experimentation. Table 4 summarises this development. To take
advantage of existing open-source projects, code was developed as patches to existing programs. Both
patches and new code were made publicly available through the GitHub repositories.
Our goal was to create a simple yet complete web-page transfer scenario to understand the benefits
of a stream-oriented approach. This needed to enable SCTP at both the client and the server.
• For the client, we developed an HTTP request generator (pReplay) to replicate a sequence of
requests from an actual web transaction. pReplay relies on the multi-protocol file transfer li5 https://github.com/NEAT-project/HTTPOverSCTP/blob/master/patch-sctp-curl-7.48.0.diff
6 https://github.com/rsecchi/thttpd
7 https://github.com/NEAT-project/pReplay-public
8 https://github.com/NEAT-project/HTTPOverSCTP/blob/master/Firefox/FirefoxSctp.patch
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brary libcurl [4], which was modified to support SCTP and stream management. In addition, the
HTTPoverSCTP patch for Mozilla Firefox enabled HTTP/1.1 over SCTP.
• For the server, we modified thttpd (tiny HTTP daemon) [10], a lightweight HTTP server that supports HTTP/1.1. A previous patch allowed thttpd to be run over SCTP, but data was permitted
only on stream zero of the SCTP association. The patch [11] was extended in NEAT to allow the
server to respond to requests from different streams.
The following paragraphs provide more detail about the software developed.
cURL (command-line URL) [2] is an open-source command line tool for transferring data with URL
syntax supporting a large number of protocols. Its standalone library (libcurl [4]) provides a flexible
API to transfer data independently of the protocol or URI scheme used to access data. This gave us the
flexibility to compare web request strategies while changing the underlying transport protocol (e.g.,
HTTP/1.1 or HTTP/2).
The API consists of an easy and a multi interface. The easy interface provides a synchronous transfer service over a transport connection. This interface supports only one transfer at a time. The multi
interface is used to aggregate handlers of the easy interface into a single handler to perform parallel
transfers. Both interfaces deliver data from the application using a callback method.
The command-line tool and the library were modified to support SCTP and requests over multiple
streams when used with the multi interface.
thttpd is a small web server consisting of only a few thousand lines of code. Despite its small size,
thttpd performance is very close to that of more sophisticated servers (such as Apache or Netscape) [10]
and the most common features are supported (including various HTTP headers, common gateway
interface and TLS by means of a proxy tunnel). Using a simpler server facilitated our analysis and
extensions of the code to support SCTP.
Modifications were needed to enable the server to respond to HTTP requests made over parallel SCTP streams and to support persistent connections. Before our modifications, the server responded by inserting a Connection: close response field into the HTTP header. When receiving
the Connection: close header, the client was forced to terminate the connection once the transaction was completed. This allowed only one transaction (request/response) per SCTP association.
Our modified thttpd server creates a new internal structure to hold the connection state when a
HTTP request is received on a certain SCTP stream. This allows the server to progress parallel transactions over different streams of a SCTP association. The structure is maintained until after the transaction is completed and reused for further requests over the same SCTP stream.
pReplay is a tool developed in C that uses libcurl [4] for making HTTP requests. This can replay
HTTP traces using HTTP/1.1 over TCP or SCTP 9 . The HTTP traces utilise JSON files containing dependency graphs of URLs requested by real browsers with computation times required to process Java
scripts, CSS, etc. pReplay walks through the dependency graph starting from the first activity that is
loading the root HTML. If it is a network activity, pReplay makes an HTTP request using the relevant
URL, otherwise it waits for a specific time mimicking computational delays. Once a particular activity
is finished, pReplay checks whether a new activity should be started (if all the dependent activities are
completed). pReplay finishes when all the activities in the dependency graphs have been visited.
3.1.1.2

Web traffic over a new UDP transport component The second thread of work focuses on

the design of a new transport protocol to support web traffic, building upon HTTP/2 support for mul9 Our web client can also use HTTP/2 over TCP.
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tiplexing streams on a single connection with per-stream flow control. This needs to be supported by
any new transport protocol together with methods to avoid HoLB. The new protocol should offer inorder data delivery on a single stream and also out-of-order delivery between streams. HTTP/2 uses
a header encoding scheme that makes the header from different streams dependent (i.e., matching
TCP’s in-order delivery). Any new protocol therefore needs to also support in-order delivery of header
frames. These requirements have been used to derive a new protocol, internally called the Secure
Datagram Transport (SDT). A Firefox version supporting the UDP-based SDT protocol is being made
available to NEAT with a corresponding simple proxy between HTTP/2 and the SDT protocol that can
be used for testing.
The initial design of the UDP-based transport component explores a high cross-layer integration.
This introduced a minimal change to the HTTP/2 protocol to make it suitable for an unreliable UDP
transport protocol. HTTP/2 already has framing that indicates the stream id and we have extended this
by adding the sequence number to facilitate in-order delivery of data on a per-stream basis. A separate stream has been introduced for header frames to facilitate in-order delivery of all headers frames
independent of their request-response streams. The protocol implements the main TCP algorithms
(like RTT and RTO calculations, and CUBIC congestion control). However, a proper flow control over
the stream collection is missing in the current implementation. The protocol uses unique packet sequence numbers that facilitates an easy detection of spurious retransmissions and more accurate RTT
measurements. This is possible because frame sequence numbers are used for frame ordering. UDP
is a packet-oriented protocol, therefore frames do not extend over packet boundaries, which deviates
from the HTTP/2 standard.
QUIC is based on SPDY [39] and QUIC Crypto [56] (as a security layer), whereas Mozilla is working
on an implementation that explores standardised protocols such as HTTP/2 and DTLS. The current
implementation uses the DTLS 1.2 [72] protocol for encryption and authentication and it makes use
of the existing DTLS sequence numbers that are unique per session instead of introducing a new sequence number. The entire packet contents except for the DTLS header are encrypted. This optimisation is possible only because of the cross-layer integration.
This is still a work in progress and a more detailed description of the protocol and the experimental
results will be reported in later WP3 deliverables.
3.1.1.3 Supporting the web use case in the NEAT System The third thread will be coordinated with
WP4 activities and a version of Firefox that uses the NEAT System will be available.
3.1.2

Next steps

This section describes further steps in all three threads.
3.1.2.1

Web traffic over alternative transports We plan to complete the comparison of transport

mechanisms (evaluating H1/TCP and H1/SCTP), and later to extend the comparison to H2/TCP. The
comparison will utilise traces of HTTP requests collected from a previous measurement campaign [94].
The goal is to evaluate the benefits of using parallel streams over a single connection, both in terms of
reduced HoLB and improved friendliness to other network traffic. This will consider network topologies suited to the web use case. This could suggest appropriate parameters, such as the number of
parallel streams, or to devise a strategy to schedule data from different flows onto a single connection.
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In the experiment, we will study the performance of multi-streaming based SCTP as opposed to
multiple parallel TCP connections for loading a subset of top Alexa websites [1]. Our selection of websites will cover a range based on sizes and number of resources available in a site. In the experiment
we will also vary other parameters such as network settings and TCP settings. The outcome will be
published and is expected to help select a better transport for the application.
3.1.2.2

Web traffic over a new UDP transport component We intend to finish the first implemen-

tation of the new UDP-based SDT protocol by adding flow control synchronised with the streambased flow control of HTTP/2 and introducing additional loss recovery enhancements, like tail-loss
probes [28], early retransmission [13], F-RTO [13], etc. A new version of TLS will be adapted to explore
additional benefits from zero-RTT start. Furthermore, experiments with different loss recovery and
congestion control algorithms are planned. The Firefox Nightly channel will be used for these experiments. The Firefox Nightly channel is built from the code that developers are actively working on. It
is built daily which facilitates rapid deployment and testing. This covers all supported operating systems including Android. The large number of users with Nightly as their default browser will produce
a significant volume of test results.
These results will be used for a further optimisation of QUIC in the NEAT System since adding QUIC
as a new UDP-based web transport component for the NEAT System is foreseen. NEAT will utilise its
knowledge about network conditions and the Mozilla experiment results to optimally select protocol
features.
Finally, NEAT will use these results as feedback to the QUIC standardisation process and anticipates that both efforts will adapt accordingly.
3.1.2.3

Supporting the Mozilla use case in the NEAT system The third thread will use a separate

Firefox distribution as an existence proof of NEAT’s ability to practically evolve web transport mechanisms. It will also provide a testing and feedback platform for the efficacy of other key NEAT components. The key initiative is not so much to fully migrate Firefox to NEAT—though innovative elements
will be considered for long-term integration with the platform—as it is to prove that NEAT is up to the
needs of a complicated piece of software such as Firefox.

3.2

Extended policy system and transport selection

The NEAT System is developed to make an optimal transport selection based on the services requested
by the application. Building the transport selection features includes developing policies that choose
transport options in terms of protocols, parameters and interface(s). The result is based on matching application service requirements, path and interface characteristics and policies, as described in
section 5.4.3 of deliverable D1.1 [31] and in section 2.4.1 of deliverable D2.1 [50].
The following NEAT components are involved:
• Policy components: Collecting path and interface statistics and developing policies.
• Selection components: Selection of transport candidates based on above-mentioned matching.
• Transport components: Configuring transport protocol parameters and extensions.
Transport selection is among the most common features in all use cases presented in deliverable
D1.1 [31]. The Cisco use case uses transport selection to ensure quality of particular applications. The
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Mozilla and EMC use cases employ transport selection to select best supported transport options for
different flows over available paths for Mozilla services and EMC data centre services, respectively.
Finally, the Celerway use case utilises transport selection to provide optimal quality for different flows
and optimal network utilisation.
3.2.1

Detailed description

In order to facilitate optimal transport selection, characteristics about interfaces, paths and end-hosts
should be collected. As described in D1.1 [31], the collected information will be stored in Characteristics Information Bases (CIBs) and the tools collecting such information are named CIB sources.
Policy Information Bases (PIBs) will store policies that are matched with application requirements and
CIB entries to find the optimal protocol, parameters and interface(s) for a certain NEAT Flow. In the
following, we elaborate more on our plans to develop CIB and PIB examples.
3.2.1.1

CIB sources

As described in D2.1 [50], a CIB contains characteristics and statistics of the

following contexts/entities:
• A Local endpoint like an interface or the device itself.
• A Remote endpoint of a connection (e.g. destination host with IP address(es)/port).
• An established connection such as transport protocol and associated options (it might include
end-to-end path characteristics).
Information to fill the CIBs can be generated by collecting metadata about the device and interface(s), and by running active and passive measurements of the entity of interest.
Metadata about the device and its interfaces can be useful when selecting transport options and
interface for a certain application. We are developing tools that collect and process relevant metadata
from devices and interfaces as described below. It includes current values, and also statistics and
trending behaviour that can be used by the Policy Manager to make the best possible selection of
interface and transport options for the applications.
• Type of device can be vendor and device model that might indicate for instance if it is mobile,
stationary or IoT-like type of use.
• Battery level and knowledge of saving mode can be used to select the interface with least energy
consumption.
• Type of interface can be vendor, model and type like mobile broadband, Ethernet, Wi-Fi, etc.
• Technology limited latency can often be given by type of interface and protocol standard. A mobile broadband modem, an Ethernet port and a Wi-Fi radio provide different levels of latencies.
• Technology limited bandwidth can often be given by type of interface protocol standard. A mobile broadband modem, an Ethernet port and a Wi-Fi radio provide different levels of bandwidths.
• Frequency used by different radio interfaces like Wi-Fi and mobile broadband can operate with
different levels of bandwidth, latency, stability and coverage features.
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• Protocol standard means the supported standard of an interface modem. For Wi-Fi it could be
802.11g, .11n, .11ac, while on mobile broadband it can be CDMA or GSM. These standards give
very different network characteristics and hence might affect transport selection.
• Protocol mode for instance in mobile broadband can be 2G, 3G, LTE, etc.
• Sub mode for mobile broadband 3G can for instance be HSPA+.
• Signal strength is reported by radio modems like Wi-Fi and mobile broadband, and different
levels may affect link quality.
• Cell ID is reported by mobile broadband modems, and statistics about this might hint to the
stability of the interface quality.
• ISP is often reported by mobile broadband modems, and statistics and coverage of the ISP can
be used to predict interface quality.
• GPS position is given by many devices, and this information can be used to predict stability and
quality of certain interfaces.
Passive measurements (like bandwidth estimation and bottleneck detection) might include all
statistics and current status of interfaces, paths and end-hosts that can be read from the packets, counters, etc. in the OS. In our example CIBs, we analyse Linux RX and TX statistics in all interfaces, and
furthermore we analyse TCP behaviour in order to estimate the maximum and available bandwidth,
and to identify bottlenecks. The following elaborates on the analyses of TCP behaviour.
Estimation of available bandwidth has attracted great interest for several decades, due to its many
different applications and the necessity for network resource optimisation. Traditional approaches
such as Pathload [48] or Spruce [85] based on Probe Rate and Probe Gap models respectively, are just
two of many active measurement techniques present in the literature. However, our experience is that
most of the existing techniques rely on unrealistic, outdated assumptions which do not reflect the
characteristics of current networks and make them inaccurate when applied, especially, for wireless
and mobile broadband networks. In addition, relying on continuous active bandwidth measurements
might empty a user’s mobile broadband data quota quite fast.
The estimation of the available bandwidth and the detection of the tight link (i.e., the one with least
available bandwidth, which is not necessarily the link with the least capacity) can be used to decrease
congestion in overloaded segments of the network, and to locate or even avoid congestion before it
becomes troublesome for the performance of current connections. Our hypothesis is that such statistics of available bandwidth and bottlenecks will considerably improve the transport selection process
and success rate of application requests.
Our approach aims to locate the tight link and estimate whether the available bandwidth can fulfil
the requirements of an application over one or several interfaces. We aim at reducing complexity and
minimising the probe traffic that is sent in traditional active measurements, by conducting passive
measurements and combining the information they provide with the statistics that we can collect at
the receiving device (e.g., metadata). We have found very few approaches that tackle available bandwidth estimation with passive measurements. Examples are [103] and [60], where the latter is the only
one that applies this type of method to mobile broadband networks.
In addition to the information that can be extracted from the TCP layer and the traces of the flows
arriving at the receiver (e.g., inter-packet arrival times, window size, unacknowledged data, losses and
42 of 143

Project no. 644334

D3.1
Initial Report on the Extended Transport System

Confidential
Rev. 1.0/ January 26, 2017

Rcv1

R3

Snd1

R4

Snd2

B2
R1

B1

R2
B3

Figure 16: Emulator setup used to produce some example results of bandwidth estimation.
timeouts), we can monitor the network interfaces of the end device, which also provides values of the
amounts of traffic exchanged. In the following, we give a few examples to describe our initial approach
on analysing TCP behaviour.
As a first step, we analyse the development of sender-side congestion windows and receiver-side
RX statistics. Our hypothesis is that this combination will indicate the maximum and available bandwidth of the interfaces (first hops), and also be able to locate bottlenecks on different path segments by
grouping senders (destination addresses). As a next step, we will move to receiver-side only analysis,
and mimic congestion window behaviour by analysing received data and receiver side ACKs, building
on the work of Kaur10 .
As a first example, let us consider the scenario in Figure 16 where Snd1 and Snd2 are the sources
of several TCP flows addressed to Rcv1. The available bandwidths on the links are B1 = 20 Mbps, B2 =
10 Mbps and B3 = 20 Mbps. Both senders set up a variable number of greedy flows, starting at random
times during the experiment and with different durations, between 5 s and 20 s. We use the CORE
(Common Open Research Emulator) emulator11 for this experiment.
Figure 17 shows how the evolution over time of the sum of congestion windows for all senders
correlates with the RX counter at the receiver. The congestion windows will be higher than RX due
to the fact that the window is increased before congestion is detected. By analysing this evolution,
we will identify maximum and available bandwidth on different path segments. Inferring sender side
congestion windows from receiver side ACKs will build on the work of Kaur12 .
Figures 18 and 19 show the difference between the sum of the congestion window and the RX
counter grouped by sender(s). The traffic from Snd1 is traversing the tightest link, and that is clearly
seen in Figure 18. These examples are meant to illustrate a recently initiated activity, which aims at understanding the TCP behaviour of all flows, and how their behaviour can be used to identify available
bandwidth in different path segments on all interfaces. Combined with traceroute, we hope to be able
to group senders and be able to locate bottlenecks. This can be valuable knowledge when selecting
the interface(s) for certain applications.
Active measurements is the only viable tool when an interface is idle, or when there is not enough
data traversing the interface. In such cases, lightweight active measurements should be used to learn
the status of interfaces before transport selection. These measurements will also filter out candidate
10 http://www.cs.unc.edu/~jasleen/notes/TCP-char.html
11 http://www.nrl.navy.mil/itd/ncs/products/core
12 See footnote 10.

43 of 143

Project no. 644334

D3.1
Initial Report on the Extended Transport System

●

50

●

Confidential
Rev. 1.0/ January 26, 2017

●

sum(cwnd)
receiver counter

●
●

●
●
● ●

●

●
●

40
30
20
0

10

Number of packets

●

●

●●

●
●

●
●

●
●

●

●●

●
●
●
●
●

●
●

●

●
●

●

●
●
● ●
●●
●
●
● ●
●●●
●● ●
●
●●
● ●
● ●
● ●●
●
● ●
● ●
●
●●● ●● ●●
●
●● ●
●
● ●
●● ●● ●●
●
●
●●
●●
● ●
●●
●
● ●●
●
● ●
●
●●
●●
● ● ●
●● ● ● ●
●
●
●●
●
●●
●●
●
●
●●●
●●
● ● ● ● ● ●●
● ● ●
● ● ● ●●
●
●●● ● ● ●
●●●
●● ● ●
● ● ●●
●● ●●
●● ●●
● ●
●●
●● ●●
●● ● ●●●
●●●●●●● ●
●
●
● ● ●
● ● ●
●
●
●
● ●●
●
●
● ● ●●● ●
● ●
●
● ●
●● ●
●●
●
●
●
●●●●● ● ● ● ●
●
●
●●●
●●
●
● ●
●
●
●●●
● ●● ●
● ●●●●
●●
● ●
●●●
●● ●●
●
●
●
● ●●● ●●●
● ●● ● ●●
● ● ●● ●
● ●●
●● ● ●
●
●
● ●● ● ●● ●
●●
● ●● ●
●●● ● ●
●●
●● ●
●● ●
●
●● ● ●
●
●● ●●● ●
●●
● ● ●● ●●
●●● ●● ● ● ●
●
●
●● ●
●● ●●
●●
●●●●● ●●
●●●
● ● ●
● ●●●●
●
● ● ●●●
●●●
●
●●●●●●●
●●
● ● ●●●
●●●
●●
●● ●●
●
●●● ●
●●●
●
● ● ●●● ●●
●
● ●●●●
●● ● ●
●●●
● ●●● ●
●●● ●● ● ● ●● ●
●
●●
●●● ●●
●
● ● ● ●●
● ●
●
●●
● ● ●● ● ●
●● ●● ● ●● ●●●
●
●
● ●●
● ●●●
● ● ●●
●
● ●●●●● ●●
●
●● ●●
●● ●
●● ●● ●
●● ● ●
●● ●● ●
● ●
●
●●●
●● ●
● ●
●●●
●
●●
● ● ●●
●● ●●●
● ● ●●●● ●● ●●
●● ● ● ● ● ●●● ● ● ● ● ● ●●●
● ●●
●
● ● ●●
●●
● ●●●● ● ●● ● ●●●● ● ●●
●
● ●● ●● ●●●
●●
● ●
●
●
●●● ●●●● ●
●●●● ●●● ●●
● ● ● ● ●●
●
●● ● ●
●●
●●● ● ●
●●●● ●
● ●
●
●
● ●●●
●● ● ●
●● ● ●●●●
● ●●● ● ● ●●
●●●
●
●●
●● ●
●● ● ●● ● ●
● ●
● ●●●●
●
●●● ●
● ●●
●● ● ● ● ●
● ● ● ● ●
●
●
● ●●
●●●●● ●
● ● ●●●
● ●
● ●
● ●● ●
● ●
●
●● ●●● ● ● ●● ● ●
●
● ●● ●
●
● ●● ●
●● ●●
●●
● ●● ●● ●● ●●
●●● ● ● ●
●● ● ●
●●●
●●● ●●
●● ●
●●● ●
●
● ●●
●● ●● ● ● ●●
●●
●● ●
●
● ●
●
●●
●●● ●● ●● ●
●
●●
● ●●●
●● ●● ●●●
● ●
●●●
●●●
● ● ●●●
● ●● ● ● ●
● ● ● ● ● ●●
●
● ●●●● ● ●●●
●
●
●
● ●● ● ●
●● ●●●● ●
● ● ●● ●
● ●● ● ● ●● ● ● ●●● ●
● ● ●●●● ●●
●● ●●● ●●●
●●● ●●●●● ● ● ●●●●
●● ●●●
●●●● ●
● ●●●● ●
●
●●
●●●●● ● ●●
●●●●●
●●
●
● ●● ● ●
●
●●
●●●●
● ●●
●●
●●
●
●
●
●●
● ●●●
●●●● ●●●●●●●● ●●● ● ●●●●●●●
●
●
●●●●
●●●●●●● ●●
●●● ●●●●●●●●●●
●
●●●●
●●●● ● ●● ●
● ●●●
●●
●●●●●●●●●●●
●
●
● ● ●●
●●
●●●●
●●
●●
●●●● ● ●● ●●● ● ●● ●● ●● ● ●● ●●●
● ●●
●
● ●●● ●●●
●●●●●
●●●●●●●● ●●
●●
●●
●●
●●
●
● ● ●●●
●●●●●
●
●●
●
● ●● ●
● ●●
●●●
●● ●●●●●● ●●
●● ●●
●●
●● ●
●● ● ●● ●●●●
● ●●
●●
●
●● ●
●
● ●● ●
●
●● ● ●
●●●
●●●●●●● ●
●●●● ●●●●●●●
●●●
●●
●●●●●
●
●●
●
● ●●
●●●●
●●● ● ●
●
●
●●●
● ●●●●●●
●
● ●●●
●
●●● ●● ●●● ●
● ●●●
●
●
●●
● ● ● ●●●
●●●
● ●● ●●● ●●● ● ● ●●●●●●
●●●● ●●●●
●● ●
●
●●
●● ●
● ● ●● ●
● ●●●●
●●●●●● ●● ●
●
● ●
●●●●●● ● ● ● ●
●
●
●●●●●●
●
●
●● ● ●
●● ●● ●●
●● ● ●● ●
● ●
● ●
●● ●
●
●
●● ●
●●●
● ●●●
●●
● ● ●●
●
●● ● ●● ● ●
● ●●
● ●● ●● ●
●●● ● ● ●
●● ●
●
● ●● ●
●● ●●
●● ● ●
● ●
●
●
●●
● ●●
●●●
●●
●
●
●
●● ●● ●
●
●●●● ●
●
●● ●● ●
●
● ●●
●
●● ● ● ●● ●●
●
●
●
●
● ● ●●
●
●●
●● ●
●
●● ● ●
●
●
●
●
●
●●
●●
● ●
●
● ●
●● ●
●●●● ●
● ●●● ●
●●
●●
●
●
●
●
●● ●
● ●
●
●●
●
●
●●●
●● ●
●
●●
●●
● ●●
●
●●
●●
●
●
●●
●
●
●
●
● ● ●●● ●
●
●
●
● ●●●●
● ●● ●● ●
●●●
●
●
●●●
●
●●
●●●●
●
●
●
●●
●
●
●
●
●●
●
●●●●
●● ●
●●●●● ●
●●
●●●
●●
●
●●●●
●●
●
●●●
●● ●
● ●●
●●
●
●●
● ●●
●
●
●
●
●
●
●
●
●
● ●
●
●●
●
●
●●
●

0

●
●
●
●
●●
●
●● ●
●
●
●
●
●●●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●
●

5

10

15

20

Time [s]

Figure 17: Comparison of total sender-side (both senders) congestion window values and receiver RX
values.
interfaces to be used by the NEAT Happy Eyeballs component. Metadata about interfaces are used
to configure parameters of the active measurements. The active measurements described below are
used to get current state, but also statistics, trends and stability of an interface. Together with metadata, these measurements give a coarse-grained estimate of latency and bandwidth on the available
interfaces. Ping is used to reach some common servers on the Internet to get some first indications
of connectivity and latency. Size and frequency of ping packets must be calibrated to handle different
modes and idle periods of for instance mobile broadband networks. DNS requests of common services are used to verify that DNS works properly on the interfaces. TCP connections are established
to selected common services in order to get first indications on quality and latency. Very lightweight
bandwidth tests are used to get a very coarse-grained bandwidth estimate of the interface.
3.2.1.2

Policies The knowledge collected from the CIB sources above will be stored in CIBs and

used to define policies with regards to interface selection for different applications. For clients, application needs are learned through requirements in the NEAT User API, while network elements like
multi-homed routers and proxies can improve application performance by inferring needs using either DPI, DSCP or IPv6 address selection. Examples of policies for interface selection, simultaneous
use of multiple interfaces, handover, protocol selection and parameter selection will be explored.
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Figure 18: Comparison of sender-side (sender 1) congestion window values and receiver RX values.
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Figure 19: Comparison of sender-side (sender 2) congestion window values and receiver RX values.
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Next steps

This section has presented current work and plans regarding the extended policy system and transport selection. In the following, we give a brief summary of the next steps for this work. The next
step for these activities will be to calibrate and combine the data collected from metadata, passive
and active measurements. We plan to explore how accurate the NEAT System can get when using a
minimal amount of data. Future work will also include analysing TCP flows on the receiver side in
order to identify available bandwidth and bottlenecks. The above-mentioned statistics will be used to
build CIBs and policies for categories of applications. The CIBs and policies will be implemented in
Celerway routers and the MONROE mobile broadband platform13 in order to evaluate the accuracy of
CIBs and the performance of the applications.

3.3

SDN controller integration

Traditionally, data centre networks have been built with proprietary, closed switches and routers that
forward traffic based on local decisions made by each device, supported by a large number of complex
networking protocols. This networking model cannot meet the flexibility required by modern applications dealing with huge amounts of data which must often be transferred in real time: data centre
networks are expensive to maintain, expensive to scale, and lack the capability for fast innovation.
To address these problems, enterprises are turning to Software-Defined Networking (SDN). SDN
solutions, typically controlled and monitored from a logically centralised controller, keep a global
view of the entire data centre network. With SDN, network traffic is managed with software applications, which are more dynamic and easy to optimise and tune depending on the specific application requirements. Data centre applications are becoming increasingly (if not natively) virtualised and
cloud-based, where data is exchanged mainly between virtual machines through virtual switches and
routers. In such highly virtualised scenarios, SDN software controllers are a fundamental core for a
virtual network layer connecting applications. EMC’s use case is centred on data traffic in a data centre network managed by an SDN controller. The integration between the NEAT System and a network
controller enables a flexible and direct influence on network policies: the global knowledge of the data
centre network state provided by a network controller leads to better transport optimisations in order
to meet application requirements. The SDN controller that monitors and provisions the data centre
network interacts with NEAT Policy components, pushing into the NEAT System additional information which policies can work on.
More generally, the NEAT System can leverage any external device capable of providing useful network information or measurements to improve locally made decisions with broader feedback. In this
sense, the SDN integration demonstrates the extensibility of the NEAT architecture.
The following NEAT components are involved in the realisation of the SDN integration:
• NEAT Framework components: integrating statistics and measurements provided by an SDN
controller into the NEAT System, to be consumed by a diagnostic application and user requests.
• NEAT Policy components: collecting statistics and policies from an SDN controller and informing the SDN controller about existing policies.
• NEAT Selection components: selecting transport candidates based on the additional information provided by an SDN controller.
13 www.monroe-project.eu
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• NEAT Transport components: configuring transport protocol parameters and extensions according to policy installed by an SDN controller or triggered by additional information coming
from the network.
• NEAT Signalling components: exchanging statistics and metadata between the NEAT System
and an SDN controller.
3.3.1

Detailed description

Activities within the NEAT-SDN integration topic can be classified into two optimisation areas:
Application optimisation: this involves approaches which aim to improve the performance of specific NEAT-enabled applications. In SDN environments with centralised control, this can be
achieved by supplying applications with detailed information about the network state or by provisioning resources based on specific application requirements.
Network optimisation: this involves approaches which aim to optimise the overall performance of
data-centre networks by evaluating application requirements expressed through the NEAT interface, and by matching these with currently available physical resources in the network.
3.3.1.1

State of the art survey on enhanced end-host capabilities in SDN environments The SDN

architecture proposes a logically centralised network controller entity, responsible for configuring the
forwarding logic of managed network devices. Today, end-hosts typically do not play a significant
role in network management, and usually rely on configurations and policies implemented in existing
applications and operating systems, with only limited inferred knowledge of the network state.
With respect to integrating SDN concepts into the NEAT framework, a review of the related work
has been performed (see Appendix B) focusing, among others, on the following topics: communication between the SDN controller and the end-hosts; required Application Programming Interfaces
(APIs); type of data that can be made available to management applications and network operators;
and the features implemented in the end-host.
From the evaluation of the interactions between end-hosts and their traffic, it is evident that the
existing solutions exhibit either an active behaviour (mostly through the classification of application
data), or a passive behaviour (through the collection of statistics from the generated traffic or from
the used network and/or device resources). Most of the applications and frameworks work with APIs,
available in the end-host, controller or both. A large set of the options that provide APIs in the endhosts have implemented the decision making logic in the controller. On the other hand, the end-host
solutions that interact with APIs provided by the controller require additional custom applications.
Finally, when analysing the transport layer configuration, existing works are focused on specific parameters and transport protocols (mainly related to TCP). None of the surveyed solutions supports the
configuration of other transport protocols, such as UDP, MPTCP or SCTP.
3.3.1.2

Integration strategies

In the EMC use case consisting of a data centre network with Open-

Flow-enabled switches and NEAT-enabled end-hosts, we consider the following approaches to achieve
the aforementioned goals of network and application optimisation.
The approaches in Table 5 illustrate that the optimisation goals can be achieved by exploiting information available at the NEAT hosts, at the controller, or a combination of the two. Hence, we further
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Table 5: NEAT-SDN goals.
Application optimisation
Dissemination of network
metrics

Targeted application tuning

Active application requests

An SDN controller pushes network topology information and performance statistics to a set of NEAT-enabled hosts (e.g. through the CIBs).
This information is used by applications running on the hosts to select
the most suitable network interfaces and transport protocols.
For a known type of applications an SDN controller installs policies
into the PIB of the corresponding NEAT hosts, which enforce the use of
a suitable transport protocol or network path. Example of such policies
may be the use of MPTCP for elephant flows [55, 66] generated by data
replication services or the use of pre-provisioned low latency paths for
VoIP applications.
In order to fulfil their requirements, NEAT applications use a northbound interface to actively notify the SDN controller about the desired
resources and path properties during connection establishment. The
controller may choose to respond to such a request by provisioning resources that meet the given requirements.

Network optimisation
Global application view

Targeted application handling

An SDN controller actively queries known NEAT hosts, e.g. by randomly polling information from the PIB/CIB, in order to determine the
type of applications running on the hosts attached to the network (e.g.
VoIP or backup clients). This information is used to augment the controller’s global network view, enabling the classification and prioritisation of application traffic, as well as the provisioning of network paths.
As a result the controller can ensure an efficient utilisation of the available network resources.
An SDN controller targets specific NEAT applications which have previously actively registered with the controller through a northbound
SDN interface. In this scenario the Policy Manager acts as an agent
which transmits the application properties and requirements (i.e.,
“database client” or “bulk file transfer”) to the controller prior to opening a connection.

characterise the NEAT-SDN integration strategies with respect to the NEAT host interaction with the
controller:
• Controller initiated: the SDN controller injects policies, and information about the resource
availability in the managed network into the CIB/PIB of the relevant NEAT-enabled end-hosts.
Conversely, the SDN controller may query NEAT hosts to collect information about flows originating from the host and their respective requirements.
• NEAT initiated: NEAT applications explicitly notify the SDN controller about their requirements
using a northbound SDN interface. NEAT initiated communication may consist of informational
notifications to the controller containing application requirements.
The controller initiated approach will be developed and implemented as the main mechanism for
the integration between NEAT and SDN. Solutions for the NEAT initiated approach may be explored
later in the project. A hybrid scheme combining the approaches above may also be implemented to
improve efficiency.
3.3.1.3

NEAT external interfaces

From the survey in appendix B, the communication between

NEAT end-hosts and an SDN controller can be classified according to the three dimensions presented
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in Table 6. The features targeted by the NEAT-SDN integration activities, to be implemented in the
controller initiated approach, are shown in the table in bold italics.
Table 6: NEAT-SDN communication.
Direction of communication
NEAT to SDN
SDN to NEAT
Bidirectional

From the end-host NEAT stack to the SDN controller
From the SDN controller to the end-host NEAT stack; needed for the
controller initiated approach
Bidirectional communication between the NEAT host and SDN controller

Communication channel
In-band

Out of band

Information exchange between SDN controller and end-host NEAT
stack occurs in the data plane, by encoding information in data packet
headers (e.g., using DSCP values)
Information exchange using dedicated connection and custom payload, such as standard or extended OpenFlow control messages or any
other communication mechanism separated from the data plane

Communication API
NEAT policy interface
Controller API

Bidirectional

Interface providing CIB/PIB access to external entities; enables the
controller initiated approach
SDN northbound interface (i.e. REST) or implicitly leveraging the standard OpenFlow packet handling and custom header or meta data inside packets
Exposed interfaces at both end-hosts and SDN controller to implement
a duplex interaction

The CIB is the most appropriate entry point in the NEAT architecture for granting external devices
a way of providing network statistics and measurements summaries. In the SDN scenario, we assume
that the SDN controller knows how to reach NEAT hosts and can inject feedback into the corresponding CIBs using some out-of-band mechanism. In this scenario the SDN controller acts as a CIB source.
Similarly, the controller may be granted access to the PIB repository in order to install policies aiming
to improve the overall performance of the network.
In the initial prototype, the SDN controller will install CIB JSON files containing relevant statistics
directly into the folder monitored by the CIB engine (e.g., using Secure FTP). In subsequent implementations a complete policy interface will be necessary to secure CIB access from external devices
through authentication, roles and access lists.
The SDN controller will push and periodically update CIB files containing properties obtained
from network measurements as well as topology information derived form the global network view.
SDN controllers can directly obtain a number of statistics from OpenFlow-enabled switches14 which
may be directly incorporated into CIB files:
Flow statistics: duration, priority, timeouts, packet count, byte count.
Table statistics: active entries, packet look-up count, matched packets count.
Port statistics: received/transmitted/dropped packets, received/transmitted bytes, received/transmitted errors.
14 https://www.opennetworking.org/images/stories/downloads/sdn-resources/onf-specifications/openflow/
openflow-switch-v1.5.1.pdf
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Table 7: Network measurements provided by the SDN controller.
Name

Description

JSON property key

Possible values

Path capacity

Maximum bandwidth of a physical path between the source and
destination host, defined by the
link providing the minimum bandwidth in the path
Available bandwidth on a physical
path between the source and destination host
The number of established and
running flows (defined by the
OpenFlow 5 tuple identification) in
the SDN-managed network
Number of physical distinct paths
between the local source and the
destination

path_capacity

Single integer (in
Mbps)

path_available_bw

Single integer (in
Mbps)

concurrent_flows

Single integer

available_paths

Single integer

Path available bandwidth
Number of concurrent
flows in the network

Available paths to a
destination

1

{
"uid": "path_8",
"description": "SDN controller path information",
"properties":{
"path_available_bw": {"value": 345},
"path_capacity": {"value": 1000}
},
"match": [{"uid": {"value": "local_23"}}, {"local_ip": {"value": ["10.2
.1.1", "10.2.0.0"]}}]

2
3
4
5
6
7
8
9

}
Listing 2: CIB file from SDN controller.

Port description: port state, current/supported speeds, current/advertised/supported features.
Queue statistics: transmitted bytes/packets/errors.
A key advantage of the SDN integration with NEAT is the ability to provide NEAT hosts with endto-end information about the network—such as topology, path utilisation, queue length and delays—
which is not readily available today. Because SDN controllers possess a global view of the network
such characteristics can be derived by aggregating and correlating individual flow and port statistics.
The initial set of network-wide statistics is listed in Table 7. Each statistic is mapped to a property
managed by the policy components, defined by a key for the JSON formatted CIB file and possible
values that property can have.
Listing 2 shows an example of a CIB file containing the measurements and statistics provided by
an SDN controller: a network path exists between a local interface on the end-host and a previously
known remote endpoint, with 1 Gbps capacity and 345 Mbps currently available.
3.3.2

Data-centre environment scenario

The implementation of an effective (with respect to EMC’s use case) NEAT-SDN integration will be
driven by the following scenario within a data-centre environment.
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An SDN controller manages the data-centre network and has already provisioned several distinct
physical paths between two NEAT-enabled end-hosts. An application, such as storage replication or
disaster recovery, transfers large amounts of data from one host to the other through a standard TCP
connection. The main objective is to optimise such transfer by leveraging the pre-provisioned physical
paths and using multiple connections transparently with MPTCP.
This scenario can be divided in three subsequent implementation phases:
1. SDN controller interaction: how can the controller feed CIB and PIB information into the NEAT
System of the hosts, taking the findings from the state of the art survey into account (see appendix B).
2. Elephant flow detection: the data transfer application must be detected as a generator of elephant flows, in order to handle those flows more carefully and not to impact other flows running
in the network, which may be latency sensitive.
3. MPTCP connection management: how the elephant flows can be mapped to MPTCP subflows
and then to distinct physical paths in the network.
3.3.2.1

Phase #1: SDN interaction

The CIB and PIB file repositories have been already imple-

mented (at least as a prototype) in the NEAT System. The OpenDaylight SDN controller15 has been
selected for the final implementation, because of its popularity among the SDN community and enterprises deploying SDN environments. It has been already used by consortium partners in other research activities, therefore the partners involved in the SDN-NEAT integration can use and share their
existing knowledge.
3.3.2.2

Phase #2: Elephant flow handling

Traffic flows are often classified as elephants and mice,

depending on the amount of data transferred and the lifetime of the connection. While mice flows are
characterised by their short duration (and being often latency-sensitive), elephant flows are responsible for a huge portion of bandwidth consumption, related to long-lasting flows (e.g., file transfers, VM
backups, or data synchronisation). In an SDN-managed network it is critical to identify elephant flows
and to handle these by taking their characteristics as well as the requirements from the user/application into account. After the detection of an elephant flow, the SDN controller can then make decisions
that may impact both the flow itself, and previously installed flows. As possible decision-making actions, the controller may install new flow rules matching elephant flows (e.g. to use a high-capacity
path), manage QoS configurations in the switches or remotely optimise network protocol configurations at the end-hosts.
There are various strategies for performing elephant flow detection using different components,
which include the used applications, the NEAT System, the VM Hypervisor/OpenFlow switch located
in the first hop and the SDN controller. After providing a brief description of these solutions, we outline our plan to implement and evaluate the most appropriate elephant flow detection option leveraging the NEAT System.

15 https://www.opendaylight.org/
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Figure 20: Elephant flow detection by applications with controller API signalling.
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3. packet_in
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End-host
App A App B App C

2. DSCP = 10101

End-host
NEAT
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Figure 21: Elephant flow detection by applications stack with in-band signalling.
SDN Controller
1a. ﬂow = elephant

3. packet_in

4. ﬂow_mod

End-host
App A App B App C

2a. MPTCP SYN

End-host
NEAT

NEAT
1b. ﬂow = mice

2b. TCP SYN

Figure 22: Elephant flow detection by applications and NEAT policies using different transport protocols.
Elephant flow detection strategies
1. Detection performed by applications: Applications can identify elephant flows based on knowledge about the traffic they will generate (e.g., transferring several gigabytes of data). Signalling
can be made in different ways:
Controller API The application sends information about a new elephant flow through a controller API—e.g. REST or a dedicated socket (Figure 20).
In-band signalling The application includes elephant flow meta data in the first sent packets—
e.g. using the DSCP field in the IP header (Figure 21).
NEAT Policies Applications can trigger pre-installed (or new) NEAT policies or profiles which
select different transport protocols, e.g. TCP for mice flows, MPTCP for elephant flows. To
this end, NEAT-enabled applications pass specific properties (e.g. bulk_transfer) to the
NEAT User API when opening new connections (Figure 22). Alternately, policies may match
against a specific application name or class, as explained in the next detection strategy.
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Figure 23: Elephant flow detection by the NEAT system with controller API signalling.
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Figure 24: Elephant flow detection by the NEAT system with in-band signalling.
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Figure 25: Elephant flow detection by the NEAT system with different transport protocols.
Independently of how elephant flows are signalled, this approach requires modifications in the
original applications’ behaviour, or specific implementations that enable these functionalities.
This cannot always be possible to have, especially when dealing with proprietary software where
the source code is not available.
2. Detection performed by the NEAT System: Elephant flows can be detected by the NEAT System
as they are initiated or afterwards. A possible approach for the latter case is to monitor existing
sockets and respective buffers, similarly to Mahout [25]. When the buffers reach a configured
threshold value, the respective flow is considered an elephant. Once an elephant flow is detected
the controller can be signalled through the methods mentioned in the previous section – through
a controller API call (Figure 23), using in-band signalling (Figure 24), or using different transport
protocols16 (Figure 25). When considering scalability, having the NEAT System installed in every
end-host can increase drastically the controller’s workload, as it needs to process individually all
the requests for each NEAT System. An alternative for a highly virtualised environment would reside in placing a management component in the hypervisor, where the communication with the
16 Only applicable for the case where flows are detected at initiation.
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Figure 26: Elephant flow detection by an OpenFlow switch.
controller could be intelligently handled. Through this approach, the manager would coordinate
the behaviour from each NEAT System residing in the managed VMs and communicate with the
controller when it is required, rather than have every NEAT System individually messaging the
controller.
Detecting elephant flows before they are created raises a challenge of how to perform that detection. Some possibilities are:
• Usage of knowledge database of application traffic provided by the CIB (identify elephant
flows based in previous flows between the same source and destination).
• Usage of policies/profiles in the PIB to identify elephant flows from the application requirements/meta data.
3. Detection performed by a hypervisor or an OpenFlow switch: In a virtualised environment, all the
data directed towards/from virtual machines passes through a hypervisor, behaving as a traffic
aggregation node, which can monitor all the incoming and outgoing traffic from its virtual and
physical interfaces. The same applies to the first-hop switch in a non-virtualised environment.
In an SDN environment, both types of nodes could be OpenFlow-capable switches connected to
a controller.
By performing elephant flow monitoring in the first hop where the end-hosts are connected, as
depicted in Figure 26, it is possible to reduce the number of messages sent to the controller and
the required modifications/additional workload in the hosts, since management is made by a
single node.
An example of a mechanism for performing elephant flow monitoring is in the elephant branch
of Open vSwitch [6]. By extending the Open vSwitch Database Management Protocol (OVSDB) [68],
additional fields can indicate whenever existing flows are elephants, by monitoring if existing
flows pass a defined threshold value of transmitted bytes. A local daemon monitors the existence of elephant flows, by inspecting the respective augmented configurations. Upon detecting
elephant flows, the hypervisor/OpenFlow switch can signal the controller through previous described methods (using a controller API or by tagging received packets before sending them to
the controller).
Additionally, there can be the possibility of having a proactive configuration in these nodes that
differentiate mice from elephant flows. This configuration can be based in having different flow
rules, or by having stateful forwarding (e.g. OpenState [19]).
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Figure 27: Elephant flow detection by the SDN controller.
4. Detection performed by the SDN controller: As part of the original SDN paradigm definitions, the
controller is responsible for the management of the network. Detection of elephant flows by the
controller can be done in different ways, which include (see Fig. 27):
OpenFlow statistics: In its specification, OpenFlow allows statistics polling from the controller
to the managed switches. With this, the controller can obtain flow statistics and then identify elephant flows. Though this is a functionality implemented in most controllers, performing statistics monitoring with a high number of managed devices can significantly increase the controller’s processing demand.
Sampling: By using sampling tools (e.g. sFlow [9], a controller can monitor existing flows by
sampling packets from the switch ports (e.g. with a defined sample rate of 1 in 1000 packets),
and detect elephant flows when the number of sampled packets from a flow reaches a
threshold value.
Device API: The controller communicates with the managed devices, or through an entity responsible for monitoring the existence of elephant flows via an available API. An example of
this approach can be given by having the controller remotely monitoring the Open vSwitch
elephant flow data through the OVSDB protocol.
Within the context of EMC’s main use case involving integration of the NEAT System with SDN
networks, we focus initially on the implementation and evaluation of static elephant flow detection in
the NEAT end-hosts using policies mapping specific properties to elephant flows. In terms of detection
strategies described above, it is a Detection performed by the NEAT System using policies and profiles
in the PIB. In the example provided in Listing 3, a bulk transfer profile tags a specific flow, identified
by the source application name and the IP address of the remote endpoint, as an elephant flow to be
managed by an MPTCP transport option.
Phase #3: MPTCP association management

When the NEAT System is used to intervene in estab-

lished MPTCP associations, different approaches can be identified when selecting the role of the NEAT
System. Given an SDN architecture, there are two different generic MPTCP management strategies:
(a) NEAT-based, SDN assisted and (b) SDN-based, NEAT assisted.
(a) NEAT-based, SDN assisted: In a primarily NEAT-based MPTCP management approach, the NEAT
System can obtain network state data from the SDN controller, as an input to its decision making strategies. Collected data can include the number of available paths between a source and
destination node and/or available resources, such as bandwidth or link latency.
55 of 143

Project no. 644334

D3.1
Initial Report on the Extended Transport System

1

{
"name":"Bulk transfer",
"description":"bulk file transfer policy",
"priority": 5,
"match":{
"application_name": {"value": "vnx_replicator"},
"remote_ip": {"value": "10.1.23.45"}
},
"properties":{
"elephant_flow": {"value": true},
"MTU": {"value": [9000, 1500]},
"transport": {"value": "MPTCP", "precedence": 2},
"path_capacity": {
"value": {"start":10000, "end":100000},
"precedence": 2
}
}

2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
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}
Listing 3: Policy for static identification of applications generating elephant flows.
3. get_paths(3)

SDN Controller
2. packet_in
4. ﬂow_mod
1. MPTCP SYN

End-host
NEAT

- 3 subﬂows

End-host
NEAT

Figure 28: MPTCP association managed by NEAT System, assisted by the SDN controller.
With the collected information the NEAT System can then choose how many MPTCP sub-flows
it should open and other local kernel configurations regarding the network stack.
An example of this approach in combination with elephant flow detection is creating multiple
sub-flows for elephant flows. Through an active monitoring, the NEAT System can in addition
manage dynamically the number of existing sub-flows while the MPTCP association is active.
Figure 28 illustrates an example of opening a MPTCP association by using previously gathered
network information. Each step is as follows:
1. The end-host starts an MPTCP connection. The NEAT System adds metadata to the packet
regarding the number of sub-flows that it will add, e.g., as a specific DSCP marking or custom TCP option.
2. The SDN controller receives the sent packet through a packet_in message sent by the first
OpenFlow switch due to an unmatched flow.
3. The controller calculates a number of paths at least equal to the number of sub-flows indicated in the received packets. The used path calculation strategy is obtained from the type
of flow information sent by the NEAT System.
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3. optimal_paths = 3 8. add_mptcp_header_opts

9. packet_out
MPTCP SYN/ACK
- 3 subﬂows

End-host
NEAT

SDN Controller
2. packet_in

7. 6. packet_in

4. packet_out
MPTCP SYN

5. MPTCP SYN/ACK

1. MPTCP SYN

End-host
NEAT

Figure 29: MPTCP association managed by the SDN controller, assisted by the NEAT System.
4. According to the calculated paths, flow rules are installed in the respective OpenFlow nodes.
(b) SDN-based, NEAT assisted: By having an SDN-based approach, assisted by the NEAT System, an
SDN controller can manage the creation of MPTCP sub-flows for bulk file transfers in the endhosts based on local network knowledge, or based on the output from CIB queries.
When the controller receives an MPTCP SYN packet originally sent by an end-host, it can calculate an optimised number of sub-flows that the host should open. In order to signal the recommended configurations to the NEAT System, the controller can then either communicate
through the PIB/CIB in the end-host or by adding metadata in the SYN/ACK packet corresponding to the original sent packet, as explained above.
Figure 29 illustrates an example of opening a MPTCP association by using previous gathered
network information. Each step is then described:
1. The end-host initiates an MPTCP association.
2. The SDN controller receives the sent packet through a packet_in message sent by the first
OpenFlow switch due to an unmatched flow.
3. The controller calculates the optimal number of paths according to the known topology
information and the type of traffic for the requested flow.
4. The MPTCP SYN packet is sent to the destination node through a packet_out message.
5. The destination end-host replies with a SYN/ACK packet. Additionally, this packet can contain information from the host’s NEAT System.
6. The controller receives the SYN/ACK packet through a packet_in message due to an unmatched flow table hit.
7. With the previous calculated paths, the controller installs the respective flow rules in the
OpenFlow switches used by each path.
8. The SYN/ACK packet is manipulated by the controller, where it puts the number of subflows that the source end-host should initially open.
9. The MPTCP SYN/ACK is delivered to the source node. The NEAT System reads the packet
options, and opens the number of sub-flows that the controller requested.
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OpenDaylight
Application A

Information about
elephant flows

Network statistics

NEAT System
NEAT Policy Manager
PIB

P

Host B

OpenFlow network with
pre-provisioned multiple
physical paths

CIB

Host A

Figure 30: Example scenario for building and testing NEAT-SDN integration.
3.3.3

Next steps

We will continue the implementation and testing of the three identified phases: SDN controller (OpenDaylight) interaction, elephant flow handling and MPTCP association management. Regarding the
OpenDaylight interaction, we plan to:
• Refine CIB and PIB structure to ensure that path statistics added by an external controller are
processed appropriately.
• Investigate the possibility for the SDN controller to install policies in the PIB. An example of
such a policy could be: if a path to the remote host is composed by highly congested links (say,
utilisation > 80%) then use a different congestion control mechanism (e.g., LBE).
• Define and deploy an experimental topology for testing, containing NEAT-enabled hosts, OpenFlow switches and an SDN controller running OpenDaylight.
• Implement a OpenDaylight application which collects network statistics and pushes these to
NEAT-host CIBs. Based on the CIB/PIB entries the module will apply a heuristic to optimise the
performance of the network or application.
• Implement a northbound API for OpenDaylight to get diagnostic information and evaluate the
NEAT initiated approach.
Regarding elephant flow detection and handling, we will implement a full strategy building on top
of the static identification through policies, with a first evaluation of the NEAT initiated approach.
The Policy Manager will be responsible to inform the SDN controller about incoming elephant flows
through a northbound interface (e.g. REST) provided by the controller. The example scenario shown
in Figure 30 includes the following steps:
1. Creation of a policy P assigning an elephant flow label to application A.
2. Application A requests a new connection with additional requirements.
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3. The Policy Manager applies P to the request and becomes aware of the incoming elephant flow
4. Once the NEAT Logic established the connection, the PM informs the SDN controller with IP and
transport details to handle this elephant flow in the network.
5. The SDN controller can take specific actions to manage the elephant flow
Regarding MPTCP association management, we will implement a simplified NEAT-based, SDN assisted mechanism, where the SDN controller informs host NEAT Systems on the number of available
distinct physical paths through the CIB. The behaviour of this mechanism to be implemented will be
tailored to the presented scenario of a pre-provisioned data centre network, with the following differences from the generic NEAT-based, SDN assisted approach as explained above:
1. The SDN controller pushes information about the available, provisioned physical paths into the
CIB. The SDN controller can also state how to differentiate MPTCP sub-flows (e.g. using different source ports and/or different DSCP values) in order to pre-populate OpenFlow rules in the
switches and be proactive.
2. The end-host starts an MPTCP association. The NEAT System knows how many MPTCP subflows to open and how to mark each of them in order to spread them across the available physical
paths.
3. The SDN controller does not need to react at each sub-flow start, since it has already installed
the correct rules in the OpenFlow nodes.

4

Conclusions

In the first phase of WP3, work has been performed to enhance and extend the NEAT transport services and underlying transport protocols. Optimisations to the SCTP transport protocol have been
introduced that assist the NEAT System in providing lower-latency transport services, and that facilitate middlebox traversal. Work has been started to implement an adaptive, deadline-aware Less-thanBest-Effort (LBE) congestion control scheme that, among other things, targets the EMC use case with
large data sets being transported between end-hosts. As a step towards providing support for intelligent multipath support within NEAT, a low-latency packet scheduler for Multipath TCP has been designed and implemented. As a building block for prioritisation among NEAT flows sharing a common
bottleneck, we have begun to study a coupled congestion-control algorithm that is more lightweight
than comparable proposed algorithms and that honours the statefulness of TCP’s congestion control.
Work on enhanced transport solutions for Mozilla’s Web use case has been initiated. A new UDP-based
transport protocol, SDT, has been designed that explores a high cross-layer integration between the
application and the transport layer, and that explores use of HTTP/2 and DTLS. The use of SCTP for
both HTTP/1 and HTTP/2 traffic has also been investigated. We have further started to develop the
transport selection features of NEAT, a work that involves extending the NEAT Policy system. Acquisition of suitable metadata about a device and its network interfaces as well as active and passive
path measurements for populating NEAT CIBs have been explored. Finally, in connection to EMC’s
date centre use case, a comprehensive review of ways to extend end-host capabilities through the use
of SDN has been conducted, and design efforts to integrate the NEAT System with SDN have been
started.
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Collectively, the developed WP3 mechanisms provide a solid starting point for meeting the related
WP3 objectives and for the continued work in the NEAT project. In the next steps, the described mechanisms will be further developed and integrated into the NEAT system, preparing them for evaluation
in WP4 (deliverable 4.3). The required API changes to support the extensions will be integrated into
the update of the API in WP1 (deliverable D1.3) and the advanced policy mechanisms and support for
signalling will be integrated with the core of the policy system developed in WP2. A final report on
WP3 transport-protocol enhancements will be provided at the end of Task 3.1 (deliverable D3.2), and
on NEAT transport extensions at the end of Tasks 3.2 and 3.3 (deliverable D3.3).
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NEAT Terminology

This section defines terminology used to describe NEAT. These terms are used throughout this document.
Application An entity (program or protocol module) that uses the transport layer for end-to-end delivery of data across the network (this may also be an upper layer protocol or tunnel encapsulation). In NEAT, the application data is communicated across the network using the NEAT User
API either directly, or via middleware or a NEAT Application Support API on top of the NEAT User
API.
Characteristics Information Base (CIB) The entity where path information and other collected data
from the NEAT System is stored for access via the NEAT Policy Manager.
NEAT API Framework A callback-based API in NEAT. Once the NEAT base structure has started, using
this framework an application can request a connection (create NEAT Flow), communicate over
it (write data to the NEAT Flow and read received data from the NEAT Flow) and register callback
functions that will be executed upon the occurrence of certain events.
NEAT Application Support Module Example code and/or libraries that provide a more abstract way
for an application to use the NEAT User API. This could include methods to directly support a
middleware library or an interface to emulate the traditional Socket API.
NEAT Component An implementation of a feature within the NEAT System. An example is a “Happy
Eyeballs” component to provide Transport Service selection. Components are designed to be
portable (e.g. platform-independent).
NEAT Diagnostics and Statistics Interface An interface to the NEAT System to access information
about the operation and/or performance of system components, and to return endpoint statistics for NEAT Flows.
NEAT Flow A flow of protocol data units sent via the NEAT User API. For a connection-oriented flow,
this consists of the PDUs related to a specific connection.
NEAT Flow Endpoint The NEAT Flow Endpoint is a NEAT structure that has a similar role to the Transmission Control Block (TCB) in the context of TCP. This is mainly used by the NEAT Logic to
collect the information about a NEAT Flow.
NEAT Framework The Framework components include supporting code and data structures needed
to implement the NEAT User Module. They call other components to perform the functions
required to select and realise a Transport Service. The NEAT User API is an important component
of the NEAT Framework; other components include diagnostics and measurement.
NEAT Logic The NEAT Logic is at the core of the NEAT System as part of the NEAT Framework components and is responsible for providing functionalities behind the NEAT User API.
NEAT Policy Manager Part of the NEAT User Module responsible for the policies used for service selection. The Policy Manager is accessed via the (user-space) Policy Interface, portable across
platforms. An implementation of the NEAT Policy Manager may optionally also interface to kernel functions or implement new functions within the kernel (e.g. relating to information about
a specific network interface or protocols).
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NEAT Selection Selection components are responsible for choosing an appropriate transport endpoint and a set of transport components to create a Transport Service Instantiation. This utilises
information passed through the NEAT User API, and combines this with inputs from the NEAT
Policy Manager to identify candidate services and test the suitability of the candidates to make a
final selection.
NEAT Signalling and Handover Signalling and Handover components enable optional interaction
with remote endpoints and network devices to signal the service requested by a NEAT Flow, or to
interpret signalling messages concerning network or endpoint capabilities for a Transport Service Instantiation.
NEAT System The NEAT System includes all user-space and kernel-space components needed to realise application communication across the network. This includes all of the NEAT User Module,
and the NEAT Application Support Module.
NEAT User API The API to the NEAT User Module through which application data is exchanged. This
offers Transport Services similar to those offered by the Socket API, but using an event-driven
style of interaction. The NEAT User API provides the necessary information to allow the NEAT
User Module to select an appropriate Transport Service. This is part of the NEAT Framework
group of components.
NEAT User Module The set of all components necessary to realise a Transport Service provided by
the NEAT System. The NEAT User Module is implemented in user space and is designed to be
portable across platforms. It has five main groupings of components: Selection, Policy (i.e. the
Policy Manager and its related information bases and default values), Transport, Signalling and
Handover, and the NEAT Framework. The NEAT User Module is a subset of a NEAT System.
Policy Information Base (PIB) The rules used by the NEAT Policy Manager to guide the selection of
the Transport Service Instantiation.
Policy Interface (PI) The interface to allow querying of the NEAT Policy Manager.
Stream A set of data blocks that logically belong together, such that uniform network treatment would
be desirable for them. A stream is bound to a NEAT Flow. A NEAT Flow contains one or more
streams.
Transport Address A transport address is defined by a network-layer address, a transport-layer protocol, and a transport-layer port number.
Transport Service A set of end-to-end features provided to users, without an association to any given
framing protocol, which provides a complete service to an application. The desire to use a specific feature is indicated through the NEAT User API.
Transport Service Feature A specific end-to-end feature that the transport layer provides to an application. Examples include confidentiality, reliable delivery, ordered delivery and message-versusstream orientation.
Transport Service Instantiation An arrangement of one or more transport protocols with a selected
set of features and configuration parameters that implements a single Transport Service. Examples include: a protocol stack to support TCP, UDP, or SCTP over UDP with the partial reliability
option.
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Survey on enhanced end-host capabilities in SDN environments

Introduction
The original concept and implementation of Software-Defined Networking resides in having a controller as a centralized logical unit, responsible for configuring the managed network devices. Existing
end-hosts typically do not have any role in network management, often having the configuration and
adaptation to the current network conditions implemented in existing applications and operating systems, but always without having a broad knowledge of the existing network state. However, there are
proposed solutions that aim to distribute the performed tasks back to other network devices, such as
end-hosts.
This survey presents an overview of existing solutions that introduce enhanced capabilities in the
end-hosts of Software-Defined networks.

SDN-based solutions with end-host capabilities
This section presents a description of existing SDN solutions which implement and use additional
network capabilities in the end-hosts from the managed networks.
An analysis of different topics is made for each of the studied approaches, whenever there is enough
information in the original publications. The studied topics include how the controller communicates
with the end-hosts, available Application Programming Interfaces (APIs), what kind of data is available
to management applications and network operators, which features are implemented in the end-host,
and applications that are described and/or implemented using the developed platform.
Eden
Eden [17] is an architecture that aims to integrate additional network capabilities into end-hosts in
a SDN environment. By using applications that classify their traffc into different message types, and
by implementing flow match-action functions in the network stack, end-hosts can be programmed to
have a more important role when developing and deploying network functions.
End-host and controller communication Requires packet prioritization (by using 802.1q tags) and
source routing through MPLS labels or VLAN tags (end-hosts specify a packet’s path as a label in
their label). Additionally, to enable source routing in the network, the controller needs to set up
additional forwarding rules in switches.
APIs APIs reside mostly in the end-hosts, allowing the controller to program stages and enclaves.
End-host capabilities Applications/libraries (referred as "Stages") classify their network traffic by message types (e.g. GET or PUT requests), and can also specify the fields that classify message types
into different classes, as well with related meta-data. Besides stages, end-hosts have a datapathlike feature installed in their network stack, referred as "Enclaves". Enclaves have a set of matchaction tables that can be programmed by the controller. Unlike OpenFlow, EDEN allows actions
to be specified as functions written in the F# language, which enlarge the set of allowed operations for each flow rule. Additionally, end-hosts’ stages and enclaves can be programmed by the
controller through specific APIs.
Applications Load balancing, Datacenter QoS and Flow scheduling are provided examples.
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eSDN
eSDN [69] is a framework that implements light-weight SDN controllers at the end-hosts. End-host
controllers query the network state through OpenFlow statistics, available within the network switches,
as well as application information. This communication can contribute to an enhancement of scalability, as the processing load in the central controller is distributed across the end-host controllers,
though the paper does not identify how the communication is done between those 2 entities and what
kind of information is exchanged.
End-host capabilities Light-weight SDN controller running in slave mode (not making any modifications to the switch forwarding tables), polling statistics from OF switches and applications.
Applications The authors performed a RCP congestion control simulation in ns2, using the proposed
solution.
PANE
PANE [32] is a SDN controller prototype that implements an API that allows the control of a network.
This API can be used to manage existing network resources among users, with mechanisms for delegating priviledges and resolving conflicts among the requested resources. Users can perform direct
requests to the controller, as well as query it to improve his knowledge about the network, or provide
hints that can be use to improve the network’s performance.
End-host and controller communication End-hosts communicate with the controller by a Northbound API, through the exchange of Requests, Queries or Hints.
APIs Northbound API allows users to make resource requests, query the network state and provide
hints about their own network usage, in order to improve the network’s performance.
Available data Queries can get the type of existing links (cooper/optical), location of hosts, port usage
statistics, similarly to a database view.
End-host capabilities Used applications must support the communication with the controller API in
order to use it (Queries, Hints and Requests).
Applications Access control (allow and deny traffic), guaranteed minimum bandwidth (reservation of
resources between two hosts), path control (setting hosts as way-points or nodes to be avoided),
rate limiting between hosts.
HONE
The HOst-NEtwork (HONE) traffic management platform [86] implements a distributed solution through
the usage of Software-Defined Networks and by implementing an agent running on each end-host of
the managed network. The agent is responsible for collecting socket activities through the interception of Linux system calls, as long with TCP statistics provided by the Web10G framework [70]. The
data generated in the end-host is pre-computed by the agent and sent to the SDN controller (Floodlight), distributing the workload across the network. The collected information can be queried by
management applications (which communicate with the SDN controller) and used to implement control policies in the managed network.

72 of 143

Project no. 644334

D3.1
Initial Report on the Extended Transport System

Confidential
Rev. 1.0/ January 26, 2017

End-host and controller communication Communication is made through a specific end-host to
controller socket. Can use relay end-host to perform data aggregation.
APIs Uniformed database-like tables containing the host and switch data enable programmers/ administrators to query statistics. Has its own programming framework. Control policies are enforced with rate-limit and path forwarding actions.
Available data Connection TCP/UDP five tuple, TCP stack statistics, process CPU/memory usage,
host machine total CPU/memory usage, link capacity, switch OF statistics.
End-host capabilities Monitoring of socket activities is made through Linux system calls. Additionally, TCP statistics are obtained with Web10G. The end-host responds to statistics queries by the
controller.
Applications Flow scheduling, distributed rate limiting, network diagnosis (as examples). Tasks run
in end-host and controller. Some statistics are calculated in the controller then reported to the
controller, which aggregates all the results, building the final ones.
Towards Software-Friendly Networks
Authors in [102] implemented a plugin for the control plane that allows applications to query the
network state and request network services from the SDN controller, by providing a Northbound API
that can be used by the end-hosts using JSON messages. The examples given include a query of the
link congestion state, flow bandwidth reservation and support for multicast.
End-host and controller communication JSON messages through a controller northbound API.
APIs Available to applications (in end-hosts). The role of network administrators is not described in
the article.
Available data Controller discovery, congestion state, bandwidth reservation function, multicast request function.
End-host capabilities Requires applications with additional capabilities for querying the controller’s
API., according to their requirements.
Applications Path congestion state, bandwidth reservation, multicast support
OpenADN
The Open Application Delivery Networking (OpenADN) [67] allows application service providers (ASP)
to request their application management polices and required constraints to a SDN controller. The
communication between the SDN controller and the respective OpenFlow managed switches is made
through layer 3 and 4 (layer 3.5) packets, using Application Label Switching (APLS) messages, which
are interpreted by OpenADN-enabled switches and used to enforce the configured policies. With this
approach, end-hosts perform application-based packet classification, that is later used to forward and
route the traffic over the managed network, within the parameterization made by ASPs.
End-host and controller communication Extensions to OpenFlow implement an Application Layer
Switching (APLS) mechanism in layer 3.5. All the specific internal OpenADN communication/
signaling is made through the OpenFlow protocol, with the required datapath modifications in
the OF switches/controller.
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APIs Northbound API in the controller allows ASPs to configure the managed networks.
End-host capabilities Endpoints perform application flow tagging within the APLS header format.
Applications Replication and partitioning, load balancing, fault tolerance, user context, service mobility, client mobility, service composition.
Mahout
Mahout [25] provides a SDN-based solution that allows the detection of elephant flows in datacenters.
This is achieved by implementing an agent present in the managed end-hosts that monitors the size of
existing socket buffers. When the size of the buffers is bigger then a defined threshold, the respective
flow is marked as an elephant, by using the DSCP field in the packet IPv4 header. Marked elephant
flows packets are sent to the controller, which is responsible for assigning new flow rules based in the
best available path (least congested).
End-host and controller communication End-host signals elephant flows using inband connectivity, by setting up the DSCP field in packets, which are then sent to the controller periodically, by
predifined OF rules in the managed switches.
End-host capabilities Shim agent which monitors the buffer size of existing sockets. Elephant flow
packets are periodically marked through the DSCP field.
Applications ECMP routing for default flows. Load-balacing using least congested paths for elephant
flows.
OpenTCP
OpenTCP [38] SDN-based framework that allows the reconfiguration of TCP parameters in datacenter
managed hosts. This configuration is possible through the usage of a kernel module present in each
end-host (Congestion Control Agent, CCA), which can change the used TCP variant configuration.
The controller exchanges Congestion Update Epistle (CUE) messages to the CCAs with commands
to perform the desired changes, and collects data from the managed network through the available
OpenFlow statistics. Network operators can establish congestion control policies in the controller,
that influence which statistics are collected, what strategy goal should be used (examples given include
maximize link throughput and reduce flow completion times), constraints to be satisfied and specific
TCP configuration parameters per session.
End-host and controller communication The SDN controller periodically sends messages (CUEs) to
the CCA in the end-hosts with the TCP configuration options.
APIs Future work includes allowing network operators to program the used network policies by accessing a controller interface.
End-host capabilities Kernel agent that modifies the machine TCP parametrization, when it receives
CUEs sent by the controller.
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Table 8: Overview of end-host capabilities

Feature

[17]

[69]

[32]

[86]

[102]

[67]

[25]

[38]

Active traffic management
Local statistics monitoring
End-host API
Interaction with controller’s API
OpenFlow switch monitoring
Transport-layer configuration

Yes
No
Yes
No
No
No

No
No
Yes
No
Yes
Yes

No
Yes
No
Yes
No
No

No
Yes
Yes
Yes
No
No

No
No
No
Yes
No
No

Yes
No
No
No
No
No

Yes
Yes
No
No
No
No

No
No
Yes
No
No
Yes

Discussion on enhanced end-host network capabilities
When analysing the solutions presented in the previous section, more specifically when focusing in
the functionalities implemented in the end-hosts, different aspects can be distinguished, according
the the requirements of the proposed specifications. Table 8 presents a detailed comparison of the
following characteristics:
Active traffic management Manipulation of application traffic is done by the end-host. This can involve modifying the original packet data, classifying application traffic or adding additional application information to outgoing traffic (e.g. metadata);
Local statistics monitoring The end-host can collect statistics from different sources (e.g. CPU or
memory usage, individual socket statistics, parametrization of transport protocols);
End-host API The end-host provides an API that enables interaction from the SDN controller or other
network devices;
Interaction with controller’s API The end-host communicates with the SDN controller through provider
APIs (e.g. a REST Northbound interface), that can be used to perform requests or submit collected statistics, for example;
OpenFlow switch monitoring The end-host obtains statistics from the OF switches present in the
managed network. These statistics can include individual per-port byte information, flow counters, existing network devices and topology data;
Transport-layer configuration The transport-layer behaviour is modified by the end-host. These
modifications can include a change in the used transport protocol congestion mechanism or
the tune-up of protocol parameters (e.g. init_cwd).
Analysing the interactions with the traffic from the end-host, it is visible that the proposed solutions either have an active behaviour (mostly through the classification of application data), or
work passively, through the collection of statistics from the generated traffic or from the used network
and/or device resources.
Most of the applications and frameworks work with APIs, available either in the end-host, controller or both. A large set of the options that provide APIs in the end-hosts have implemented the
decision making logic in the controller. On the other hand, the end-host solutions that interact with
APIs provided by the controller require specific applications to be programmed and configured by
users or network operators, without being able to operate natively.
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The only exceptions that don’t have any reference of performing any specific calls to the controller
or can receive remote commands are OpenADN and Mahout. While OpenADN relies in the packet
classification made by customized applications without requiring additional configurations, Mahout
can be configured (though it is not explicit how this is achieved).
When considering usage of information from another OpenFlow switches, eSDN was the only solution that proposed such functionality. However, the authors did not detail what kind of data would
be used from those devices, and how it would contribute to improvements in the managed network
environment.
Finally, when analysing the transport-layer configuration, only eSDN and OpenTCP allows endhosts to perform these changes. This behaviour, however, is focused in specific parameters and specific transport protocols. eSDN only specifies an adaptive mechanism to reconfigure the usage of
the Rate Control Protocol (RCP) [29], without describing further enhancements to possible transportlayer reconfigurations. On the other hand, OpenTCP is bound to perform modifications only to TCP
connections, by adjusting the used variant and respective parameters (e.g. init_cmd). None of the
previous solutions supports the configuration other transport protocols, such as UDP, MPTCP or SCTP,
for example.

Conclusions
This survey provided an overview of existing SDN-based solutions with additional capabilities implemented in the end-hosts present in the managed networks. By comparing how these end-host
extensions were implemented, it was possible to conclude that either the end-hosts perform an active role in the used application, mostly through packet classification, or have a passive behaviour,
through statistics collecting and by performing specific changes requested by the controller (without
interfering with the application data).
It was also visible that most of the processing logic resides in the controller, following the original
SDN concept of having a centralized entity, responsible for making decisions in the managed network. Additionally, due to the lack of solutions that offer a flexible transport-layer reconfiguration
mechanism, it is clear that there aren’t any alternatives that combine the exchange of intelligence/information between both end-host and controller, in order to provide a framework that would allow
applications to selected the most appropriate transport configurations.
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ABSTRACT

share of an aggregate from the ongoing transfers instead of
“blindly” applying a constant value. RFC 2140 [11] describes
these two cases as temporal and ensemble sharing; this paper
is concerned with the latter case.

When multiple TCP connections are used between the same
host pair, they often share a common bottleneck – especially
when they are encapsulated together, e.g. in VPN scenarios.
Then, all connections after the first should not have to guess
the right initial value for the congestion window, but rather
get the appropriate value from other connections. This allows short flows to complete much faster – but it can also
lead to large bursts that cause problems on their own. Prior
work used timer-based pacing methods to alleviate this problem; we introduce a new algorithm that “paces” packets by
instead correctly maintaining the ACK clock, and show its
positive impact in combination with a previously presented
congestion coupling algorithm.

2.

CCS Concepts
•Networks ! Transport protocols;

Keywords
TCP pacing; coupled congestion control

1.

BACKGROUND

Each TCP connection maintains states (e.g., local process states, RTT, cwnd, ssthresh) in a data structure called
Transport Control Block (TCB). Sharing TCB data across
parallel TCP connections can improve transient performance
during the initialization phase [11]. Ensemble-TCP (E-TCP)
[6] expanded the idea of (ensemble) sharing of TCB data
across parallel TCP connections in order to allow active
connections to continuously benefit from each other. In ETCP, the aggregate of an ensemble is no more aggressive
than one TCP Reno connection. Ensemble Flow Congestion Management (EFCM) [9] extended E-TCP by allowing
the aggregate of an ensemble to be as aggressive as n TCP
connections. These two mechanisms both realize a service
of joint congestion control, somewhat similar to the Congestion Manager (CM) [2] or when using application stream
multiplexing as in e.g. SCTP [10] or QUIC [8] – but such
sharing is easier to implement than the former and does not
require application involvement as in the latter.
We have recently complemented E-TCP and EFCM with
an algorithm that addresses some problems that both of
these mechanisms have,1 as well as a possible encapsulation
scheme to ensure that connections traverse a common bottlenecks, in an Internet-draft [13]. The coupling algorithm
in [13] is inspired by our prior work on coupling for media
flows in the context of WebRTC / RMCAT [7, 12].
Sharing TCB data can be particularly beneficial for short
flows (e.g., web on/o↵ traffic); short flows joining an aggregate can significantly reduce their completion time due to
acquiring a share of potentially large cwnd from active connections. The crux of such sharing/initialization is that it
can create sudden bursts in the network, potentially leading to queue growth and packet loss. E-TCP and EFCM
acknowledged this problem, and addressed it using pacing.
Most pacing methods (including the ones proposed for ETCP and EFCM) use timers to clock out packets at regular

INTRODUCTION

Finding a suitable initial congestion window (cwnd) has
been debated for many years in the IETF. A large Initial
Window (IW) can be very beneficial [5], yet problematic for
low bandwidth links, e.g. in developing countries (although
RFC 6928 [4] discusses a study involving South America and
Africa, this has been criticized for focusing on the flows that
used the proposed larger initial window instead of measuring the impact on competing traffic). This is a difficult engineering trade-o↵ because TCP normally assumes no prior
knowledge about the path when it applies the IW.
Often, concurrent TCP connections are used between the
same source-destination pair. They can share a network
bottleneck, in particular when they are in a tunnel, e.g. in
case of a VPN. In such cases, it would be possible for newly
joining flows to either use a cached connection state or a
Permission to make digital or hard copies of all or part of this work for personal or
classroom use is granted without fee provided that copies are not made or distributed
for profit or commercial advantage and that copies bear this notice and the full citation
on the first page. Copyrights for components of this work owned by others than the
author(s) must be honored. Abstracting with credit is permitted. To copy otherwise, or
republish, to post on servers or to redistribute to lists, requires prior specific permission
and/or a fee. Request permissions from permissions@acm.org.

1
TCP congestion control is stateful, but these states are not
addressed in the E-TCP and EFCM algorithms. For example, slow start after a retransmission timeout (RTO) should
not happen on one flow while ACKs still arrive on another
flow. Also, to emulate the backo↵ of a single flow, TCP’s
concept of loss events should be retained for the aggregate,
meaning that there should be only one backo↵ irrespective
of the number of losses within the same loss “round”.

ANRW ’16, July 16 2016, Berlin, Germany
c 2016 Copyright held by the owner/author(s). Publication rights licensed to ACM.
ISBN 978-1-4503-4443-2/16/07. . . $15.00
DOI: http://dx.doi.org/10.1145/2959424.2959440
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a replacement of any other connection’s cwnd increase. Initially,
number of acks c = 0 and clocked cwnd c is c’s target cwnd calculated by the algorithm in [13]. N = number of flows.

if clocked cwnd c <= 0 then
return
. alg. ends; other connections
. can increase cwnd again
end if
if number of acks c % N = 0 then ’
send a new segment for connection c
clocked cwnd c
clocked cwnd c - 1
end if
number of acks c
number of acks c + 1
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Figure 1: Coupling of 3 connections when connections 2 and 3
join after 5 and 6 seconds
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Reduction 3 vs. 1 (%)

80

intervals over an RTT. This is not without problems, both
in terms of implementation in the end host as well as (somewhat counter-intuitively) the impact inside the network [1].
The algorithm in [13] does not include any form of pacing,
and therefore produces bursts that can lead to the problems
described above (potentially diminished by burst limitation
mechanisms underneath, e.g. in Linux [3]). We supply a
mechanism to avoid sudden bursts in this paper. Di↵erent
from prior work, this mechanism does not rely on a timer but
simply maintains the ACK clock of TCP, thereby minimizing
the impact on the dynamics in the network.

FCT of short flows (RTTs)
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3.

Figure 2: Flow completion time (FCT) of short flows.

DESIGN

We begin by showing what happens when a new flow gets
a share of a large aggregate with our mechanism in [13]; we
simulate the behavior of three TCP connections in the ns-2
simulator2 with a dumbbell topology (bottleneck capacity
10 Mbps, RTT 100 ms, packet size 1500 bytes, and queue
length of 1 BDP (83 packets)). Connections 2 and 3 join
after 5 and 6 seconds, respectively, and they receive large
cwnd values from the aggregate. Figure 1(a) shows a timesequence plot of connections 2 and 3. The congestion spike
due to sudden bursts from connection 2 causes significant
packet losses. Appropriate mixing of the two coupled flows
did not play out well until the 3rd RTT for connection 2. A
small burst is also visible when connection 3 joins.
We propose a simple mechanism to avoid these bursts.
Rather than using timers, we make use of the ACKs connection 1 receives to clock packet transmissions of connection 2 over the course of the first RTT when connection 2
joins. Similarly, we make use of the ACKs of connections 1
and 2 to clock packet transmissions of connection 3. In this
way, we avoid causing a burst in the network. Figure 1(b)
illustrates that using the ack clock from the preexisting connection eliminates the congestion that is shown in Fig. 1(a).
When a connection c joins, it turns on the ack-clock feature and calculates the share of the aggregate, clocked cwnd c.
Algorithm 1 illustrates the ack-clock mechanism that is used
to distribute the share of the cwnd based on the acknowledgements received from other flows.
Figure 2 demonstrates the reduction of a short flow’s completion times by immediately taking a share of the aggregate. This simulation was repeated 10 times with randomly
picked flow start times over the first second for the long flow
(25 Mb) and the sixth second for the short flow (200 Kb). We

used a dumbbell topology (RTT 100 ms, MTU 1500 bytes,
queue length 1 BDP) while varying the capacity from 1 Mbps
to 10 Mbps. It can be seen from Fig. 2 that there is a significant improvement in the short flow’s completion time using
our ack-clock mechanism, and the FCT is reduced by more
than 40% for all other bottleneck capacities except 1 and
2 Mbps. The reduced competition also makes the behavior
more predictable: the dip at 2 Mbps only exists when flows
compete (here, the queue had just enough space for one, but
not two flows each sending their Initial Window (IW)).
Because the long flow gets to rapidly increase its cwnd
when a short flow terminates, the ack-clock mechanism reduced the FCT of the long flow too, but only by a negligible
amount: only 0.66% or less in all cases.

4.

CONCLUSION

We have presented an extension of our TCP congestion
control coupling algorithm in [13] to maintain ACK clocking
for multiple flows as if they were only a single flow. This
allows to let newly starting flows of an aggregate quickly reap
the benefit of an already large congestion window, reducing
the flow completion times of short flows without incurring
disadvantages of timer-based pacing methods.
We have not discussed what happens when another flow
joins while this ACK clocking algorithm is active. This requires a slight extension of the algorithm that we will tackle
in future work, together with other extensions of the algorithm in [13], e.g. to correctly handle quiescent senders.
After a few such updates, we are confident that this algorithm will work significantly better than multiple competing
TCPs in all possible cases, such that it would simply be a
mistake to leave TCP connections uncoupled in situations
where they are already encapsulated together (e.g. VPNs).

2
We used the TCP-Linux module that allowed us to use
TCP code from Linux kernel (3.17.4) in simulations.
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Evaluating the Performance of Next Generation Web Access via
Satellite
R. Secchi1∗ , A. I. C. Cader1 , and G. Fairhurst1
1 School

of Engineering, University of Aberdeen, Fraser Noble Building, AB24 3UE, Aberdeen (UK)

SUMMARY
Responsiveness is a critical metric for web performance. Recent work in the Internet Engineering Task
Force (IETF) and World Wide Web Consortium (W3C) has resulted in a new set of web protocols,
including definition of the hypertext transfer protocol version 2 (HTTP/2) and a corresponding set of
TCP updates. Together, these have been designed to reduce the web page download latency compared
to HTTP/1.1. This paper describes the main features of the new protocols and discusses the impact of
path delay on their expected performance. It then presents a set of tests to evaluate whether current
implementations of the new protocols can offer benefit with an operational satellite access network,
and suggests how the specifications can evolve and be tuned to further enhance performance for long
network paths. Copyright c 2016 John Wiley & Sons, Ltd.
Received . . .

KEY WORDS: SPDY, HTTP/2, PEP, web performance.

1. INTRODUCTION
The Hypertext Transport Protocol (HTTP) was created in the late nineties as a method
to access and navigate a set of linked web pages across the Internet [1, 2]. HTTP/1.x used
a request/response model, where each web object was requested separately from the other
objects. Since development, limitations of this protocol have become apparent [14].
The original protocol did not scale to support modern complex modern web pages. Protocol
chatter (i.e., protocol exchanges that need to be synchronised sequentially between endpoints)
within HTTP/1.1 added significant latency [5], as also did the protocol interactions with
security and transport layers (i.e., Transmission Control Protocol [4]). This caused significant
overhead at start-up, especially when used over a long network path, such as a satellite
broadband access network [3].
Early web pages typically consisted of a few tens of kilobytes of data and were normally
static (where content was not constructed dynamically by the server). The last ten years
has seen a radical change in the content of typical web pages, with pages becoming more
complex, and often consisting of (many) tens of elements, including images, style sheets,
programming scripts, audio/video clips, HTML frames, etc [6, 7]. Moreover, many forms of
content retrieved by web requests are updated in real-time (e.g., linked to live events or dynamic
databases). Applications for HTTP now extend beyond browsing applications, e.g., to interact
with distributed web applications, support for conferencing and a wide range of other uses.
∗ Correspondence
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ensure that you use the most up to date class file, available from the SAT Home Page at
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The growing size and number of objects per page led to the common practice of web clients
using many concurrent HTTP/1.1 connections, and web content providers using “sharding” to
distribute their content across multiple server sites and “spriting” of images. These techniques
were able to decrease the down-load time. But, while multiple TCP connections can reduce page
load times, this is not a network-friendly solution because it can also result in traffic competing
aggressively with other network flows, e.g., disrupting time-critical streaming applications (see
description of the impact of collateral damage in [5]).
The design of HTTP/1.1 is also vulnerable to head-of-line blocking (HoLB), because it
sequentially serves requests and responses. When an important object is delayed by a less
important object, this adds to the latency to the initial drawing of a web page at a client (also
known as first paint ) [5, 35].
To improve responsiveness of page download, GoogleTM proposed an alternative to
HTTP/1.1, which became known as SPDY [8]. In 2009, the initial results from using SPDY
triggered formation of the HTTPbis working group in the Internet Engineering Task Force
(IETF) and related work in World Wide Web Consortium (W3C). Together this led to the
definition of a new standard, HTTP/2 [9] in 2015. The adoption of HTTP/2 has been growing
rapidly [10] and is expected to continue.
Work on HTTP/2 has been accompanied by developments of the associated protocols. At
the transport layer, this has motivated updates to the TCP specifications [36] and a proposal
for an alternative delivery protocol, QUIC [11, 12, 13].
[14] provided an extensive comparison of HTTP(S) and HTTP/2 for common network path
characteristics. This confirmed that HTTP/2 effectively addressed many of the problems of
HTTP, but also highlighted some potential pitfalls. It observes that a single connection is more
exposed to transient packet loss than multiple HTTP/1.1 connections (significant for high delay
paths), and that the performance of HTTP/2 could be less when used in the current highly
sharded web. The benefit can also be limited by current page design [15]. The design of new
content may be expected to evolve to favour HTTP/2, as this becomes more widely deployed.
This new web architecture is designed as a replacement for HTTP/1.x, and must therefore
be able to operate across all network paths encountered in the Internet. It is important to
consider not just the performance for high speed broadband services, but also network paths
that have very different characteristics. In this context, it is useful to evaluate the performance
over a long path, such as offered by a broadband satellite service.
Services using geostationary satellites incur a higher than average path delay (typically
500-750 ms), due to a combination of physical-layer propagation delay and the time required
by sophisticated medium access control (MAC) protocols. This higher path delay can expose
inefficiencies in protocol design/usage - and as for other services with a higher path delay has
led to common use of protocol accelerators (sometimes known as Protocol Enhancing Proxies,
PEPs [19]) with HTTP/1.1. This is therefore a helpful test case for HTTP/2 and helps answer
the question as to whether the performance enhancements in the new protocol are sufficient
to eliminate the need for PEPs in satellite networks or whether new methods will be needed.
This paper complements the analysis on HTTP/2 over satellite done in [16, 17, 18, 3] by
evaluating the protocol across a wider range of scenarios, including cases with PEPs and cases
where PEPs were unable to offer benefit (e.g., with encrypted tunnels). Our results confirm
previous analysis that HTTP/2 offers better performance with respect to HTTP/1.1 provided
that the system is fine-tuned to support the protocol. In [16], for example, it was observed that
multiplexing the entire web connection over a single connection can be a disadvantage when
the connection suffers wireless loss. However, this performance reduction can be compensated
for by using an appropriate scheduling discipline and countermeasures for the wireless errors.
[18] showed that the performance of HTTP/2 is sensitive to the bandwidth allocation method
used by a satellite system. However, a proper choice of the Bandwidth on Demand (BoD) leads
to a reduced Page Load Time (PLT).
The remainder of this paper is organised in a series of sections. Section 2 introduces the new
features of HTTP/2 and discusses their use over high delay paths. Section 3 surveys proposals
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for TCP modifications and their impact on web performance. Section 4 reports the results of
a set of experiments using a satellite service, followed by a discussion in Section 5. Section 6
provides conclusions.

2. HTTP/2
Although HTTP/2 was designed to replace HTTP/1.x, deployment is envisaged where
HTTP/2 will co-exist with older HTTP/1.x systems for the foreseeable future, since not all
servers will immediately change to use HTTP/2. The design of HTTP/2 therefore chose to
describe web resources using the URI scheme developed for HTTP/1.x and HTTPS, although
it makes also available the ”h2” and ”h2c” URI schemes (for native HTTP/2 over TLS and
HTTP/2 cleartext respectively). To facilitate use of existing middleboxes (e.g., PEPs, firewalls
and network and port translators, NAPTs) it also reuses the same TCP port numbers (80 and
443). HTTP/2 sessions can be unencrypted or encrypted using the Transport Layer Security
(TLS) protocol. Use of TLS is default, as is the use of end-to-end compression of web data. In
addition, HTTP/2 defines a compressed HTTP header (HPACK [20]) eliminating redundant
HTTP/1.1 headers.
2.1. Connection Setup
A key goal of HTTP/2 is to remove the latency introduced by protocol chatter - a term we
use to describe unnecessary protocol interactions across the network path. Each interaction
typically incurs a round trip time of latency, increasing the PLT, especially significant when
the path delay is large.
A method was required to signal the use of HTTP/2. HTTP/1.1 defined the Switching
Protocol header that, when inserted in a request, indicates the clients intent to change the
session protocol. This mechanism costs an extra RTT after connection establishment. Instead,
HTTP/2 performs an Application Layer Protocol Negotiation (ALPN) extension (sent to signal
the presence of HTTP/2 during the TLS handshake).
HTTP/1.0 [1] allowed only one web object to be requested at a time over a TCP
connection. HTTP/1.1 [2] permitted use of persistent HTTP connections, i.e., allowing reuse of
a TCP connection for subsequent object requests. This could avoid the overhead of transport
connection establishment - useful for long delay paths [35], although it was not widely used.
HTTP/2 has adopted this persistent design, where the bundle of HTTP request/response
transactions required to retrieve a web page are mapped to a single transport connection.
2.2. Multiplexing of Frames and Streams
In HTTP/2, web page resources (objects) are sent in Frames.
Each streams comprises independent, bi-directional sequences of Frames exchanged between
a server and the client. Streams can be initiated by either a client or a server. (In HTTP/1.1,
an HTTP connection could only be started by the client). An HTTP/2 connection can have
multiple concurrently open streams, with either end-point interleaving frames from multiple
streams. This removes the need to open multiple transport connections to reduce HoLB.
Specific frames may be prioritised to minimise its HoLB.
Once an HTTP/2 client has received the index page, it may generate a sequence of requests
using stream synchronisation messages (SYN STREAM). Each stream is identified by a streamID. The server uses this to refer to the objects in the responses.
Multiplexing objects can improve reduce the PLT for a long network path [3]. This reduces
both the chatter from opening new connections and reduces the volume of traffic by sending
more data per transport segment [5]. By eliminating the advantage of parallel connections and
the performance incentive of server sharing/spriting, this also encourages use of fewer transport
connections. This in turn reduces the number of simultaneously active ports, simplifying the
Copyright c 2016 John Wiley & Sons, Ltd.
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design of PEPs and NAPTs and may benefit other network functions (e.g., easier identification
of traffic expectations by an adaptive satellite MAC).
2.3. Flow Control
HTTP/2 introduces a credit-based Flow Control mechanism, essential for a multiplexed
design that removes HoLB. This seeks to regulate the connection rate to protect resourceconstrained endpoints (or intermediaries that process HTTP Streams) from being overwhelmed
by excessive received data. This helps in cases where the receiver/intermediary is unable to
process data on one Stream, yet wants to continue to process other Streams. In a multi-hop
HTTP/2 connection each receiver can control the rate over its local path.
The HTTP/2 specification defines the necessary tools to implement Flow Control, but the
does not mandate a particular method of use. Clients specify an initial size for each stream
in the SETTINGS frame, indicating the amount of data they are prepared to accept for the
entire connection. During the session, clients may use WINDOW UPDATE frames to increase
the size of a stream or the connection. The WINDOW UPDATE frame specifies the increment
in the size of the Stream.
Briscoe [21] noted in a memo to the HTTP/2 working group that the credit-based HTTP/2
flow control mechanism lacks a technique to detect congestion at the application-layer and
is not capable of adapting the HTTP/2 transmission rate for a path with a large bandwidth
delay product. A receiver could restrict its rate because it lacks feedback information needed
to increase the size of the flow. Too small an initial setting may constrain the transfer rate
over a path with a high bandwidth-delay product connection. Section 4 investigates this issue
in a current browser.
2.4. Server Push
HTTP/2 defines an experimental Server Push mechanism. This allows a server to initiate
a Stream to push additional responses to a client. This could be useful when a server can
anticipate resources (objects) that a client may need (e.g., based on previous requests).
Server Push can be implemented using the PUSH PROMISE Frame, which contains the
set of requests that would originate a response. The PUSH PROMISE Frame is followed by
PUSH RESPONSE Frames containing the pushed data. If the client decides to accept the
pushed data, it does not need to send a request. Otherwise, the client can issue a control
Frame (RST STREAM) that stops transmission of the pushed data.
Server Push could be used as performance tool for long paths, where it could potentially
reduce the PLT by at least one RTT. For example, eliminating the need to request related
objects linked to an index page. However, predicting the best data to push can be difficult. In
some contexts, the unsolicited data may be undesirable, for instance when it transfers objects
that are either not desired by a client, duplicates data already present in a receiver cache [15]
or when it consumes additional network capacity that is charged or could otherwise be used
for more important data. To avoid pushing useless data, a client can request that Server Push
may be disabled when the connection settings are negotiated. The benefits for a mobile data
or satellite network are therefore difficult to predict.

3. TRANSPORT ENHANCEMENTS THAT CAN IMPROVE WEB PERFORMANCE
Transport protocol mechanisms (such as connection-setup, congestion control and loss
recovery) also contribute to the PLT. The benefit of introducing new HTTP mechanisms would
be limited if these were not complemented by changes at the transport layer. Awareness of this
dependency has promoted a series of proposals to update TCP [4] since 2010. The underlying
mechanisms are also applicable to the Quick UDP Internet Connection (QUIC) [11, 12], an
experimental UDP-based protocol that seeks to combine a set of mechanisms functionally
Copyright c 2016 John Wiley & Sons, Ltd.
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Figure 1. Topology of the HTTP/2 experimental long network delay testbed using the Hylas-II satellite
platform

equivalent to a combination of TCP, TLS, and HTTP/2. QUIC has seen experimental
deployment by Google, using congestion control methods similar to those of TCP [11, 13].
This section surveys recent relevant transport layer enhancements. Although most
enhancements have been motivated by a desire improve performance over terrestrial networks,
they can improve performance for long network paths. Removing even a few initial RTTs can
have macroscopic benefits for a flow using a long path.

3.1. Fast Open
TCP uses an initial three-way handshake to setup each connection; this introduces one RTT of
latency before data can be sent. Although it has long been possible to exchange one idempotent
segment of data in the initial SYN message using T/TCP [22], this had drawbacks and saw
limited use.
The TCP Fast Open (TFO), [23] experimental specification, published in 2014, addressed
the pitfalls of T/TCP by introducing a cookie mechanism [36] to authenticate clients with
a server when they first start a connection. This benefits an HTTP client by saving setup
latency when a client needs to connect multiple times to the same server over a path with a
high network delay [5]. This is particularly beneficial for high delay paths carrying requests
made over non-persistent connections or when content has been sharded, but can offer benefit
in other practical situations.

3.2. Larger Initial Window
After opening a TCP connection, the congestion window grows each RTT from the Initial
Window (IW) value [24]. This limits the transfer rate of transport connections that transfer
small amounts of data. An IW of 3 segments was widely deployed to improve TCP Fast
Retransmit, but was insufficient to carry many small web objects. Experiments by Google
[25] showed benefits in reducing web object transfer times at moderate cost in terms of
increased congestion and associated packet loss when used over their network. This motivated
an experimental update to TCP in 2013 [26] to increase the server IW to 10 segments (IW10
corresponding to about 15 KB.
[26] also recommended TCP implementations refrain from resetting IW to one segment
unless multiple SYN or SYN-ACK retransmissions occurred or congestion losses were
confirmed. However, the current standard specifies resetting IW to 1 even when a single
control packet is missing. Also, considering that some operating systems (e.g., Linux) use a
non-standard initial Retransmission TimeOut (RTO) lower than one second, the IW reduction
can penalise connections with a high network path delay.
Copyright c 2016 John Wiley & Sons, Ltd.
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Figure 2. Dynamics of HTTPS traffic rate and active connections (shown below). Rate samples were
taken every 100 ms.

4. PERFORMANCE EVALUATION OF HTTP OVER SATELLITE
A set of tests explored the impact of a long network path using experiments to assess the
performance of an HTTP/1.1 and an HTTP/2 server. The experiments used the Apache
2.2 web server running under Linux kernel 3.8. This Linux kernel implements the TCP
enhancements described in section 3 (IW 10). The HTTP/2 implementation was based on
the SPDY/3 module (mod-spdy) provided by GoogleTM . All experiments used the Google
ChromeTM (vers. 36) web browser client and captured protocol messages using the built-in
protocol analyser. The Google Chrome configuration panel allowed a switch between HTTP
and HTTP/2.
The experiments used an IPoS [27] terminal with the Hylas-II satellite operated by
AvantiTM [28], shown in Figure 1. The satellite ISP set the peak rates for the Forward
Link (FL) as 8 Mb/s and the Return Link (RL) as 512 KB/s according to a commercial
Service Level Agreement (SLA), (reflecting current standard industry practice). The traffic
was managed by a SLA enforcer co-located with the satellite gateway. The satellite network
employed a transport layer PEP [19]. This split a TCP session, breaking the end-to-end
transport connection to the HTTP server at the satellite terminal and/or satellite gateway.
In the experiments, this PEP function could be disabled by using a tunnel over the satellite
service [3].
Our methodology is similar to another HTTP/2 study [15] which measures the PLT to
characterise network performance and user experience. This is the time to retrieve all the data
associated with a web page, while not taking into account the time to render the web-page on
screen. This metric was chosen for ease of measurement, rather than the time-to-first-paint [18],
but was still able to evaluate the performance benefits of an HTTP protocol. Each experiment
was repeated 10 times to mitigate the variability of the download duration on the average
PLT. The Figures report the 95% confidence interval together with the average PLT.
To explore a range of web page compositions, three sets of web-pages were considered
(500 KB, 1500 KB, and 2500 KB) with three sets of object sizes (respectively of about 5 B,
20 KB and 100 KB). This resulted in 9 combinations of pages each with a different size, but
objects of a similar size.
The number of objects in our tests was varied between 5 (for a page size of 500 KB and an
object size of 100 KB) and 500 (for a page size of 2500 KB and object size of 5 KB). HTTP/2
has been designed to accommodate large numbers of objects per page, and hence is insensitive
to how web data is divided into objects. The number of objects per page has steadily increased
Copyright c 2016 John Wiley & Sons, Ltd.
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Figure 3. Dynamics of HTTP/2 traffic rate and state for a single connection (shown below). Transfer
rate for a web session over the satellite forward link (solid line) and RL (grey line). Rate samples were
taken every 100 ms.

in recent years, although pages with more than 200 objects are not normally found in today’s
Internet.
4.1. Observed download dynamics for HTTP(S) and HTTP/2
Figure 2 and 3 illustrate the performance benefits of HTTP/2 with respect to HTTPS. Both
diagrams show the rate of an HTTP web session with a web-page of 500 objects (each
approximately 5 KB) measured using rate samples every 100 ms. The plot in the lower part of
the figure shows the activity, i.e., when packets are received/transmitted over each connection.
All connections were persistent between the client and the PEP while the PEP created a new
TCP connection for each HTTP request/response transaction.
When using HTTP/1.1 (Figure 2), the client opened six parallel transport connections each
carrying a single request/response transaction. The server sent objects of a few kilobytes with
a size smaller than the TCP IW, and hence each object was sent in one RTT. Since each
connection could carry only one object per RTT, the six connections were too few to be able
to utilise the bandwidth-delay product (about 650 KB in this case) of the satellite. This limited
the transfer rate to 230 KB/s, much less than permitted by the SLA (8 Mb/s). This HTTP
performance could not be improved by a transport PEP, because the transmission time was
determined by the end-to-end time to complete each response.
On the other hand, HTTP/2 (Figure 3) allowed the same set of objects to be delivered
in about 12 s with an average transfer rate of 1.7 Mb/s. This performance was mainly due
to HTTP/2 being able to request simultaneous Streams using a single transport connection
(the connection activity is shown in the lower part of Figure 3). The transmission of
SYN STREAMS at time 4 s achieved a peak download rate of 6 Mb/s. This is still less
than the rate permitted by the SLA, but is a significant increase with respect to HTTP/1.1.
Multiple simultaneous request messages allowed the server to receive requests faster and to
respond to several requests at the same time, achieving a higher transfer rate.
4.2. Improving further HTTP/2 performance
Figure 3 shows also that a significant time of HTTP/2 PLT is spent in opening the connection
(one RTT for the TCP three-way handshake) and in TLS handshake (two RTTs).
However, three RTTs are required only when a server is first accessed. A TFO-capable client
can entirely eliminate the TCP handshake when communicating with a TFO-enabled server. A
client can also reduce the cost of the TLS handshake in HTTP/2 to one RTT (the abbreviated
Copyright c 2016 John Wiley & Sons, Ltd.
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Figure 4. Page load time (PLT) with respect to number of objects for HTTP/1.x, HTTPS and
HTTP/2. The plot links web page of the same total size with lines. For each point on a line, the
product of the number of object and their size is the same.

TLS handshake) by using one of two methods: It could resume with an indication of a previous
session-ID to a server that supports Session Caching [29], or could use a Session Ticket [30]
that was previously released by the same server.
The cost of a first-time TLS handshake to a server can also be reduced to one RTT using
the TLS False Start procedure [31]. This allows a client to send data as soon as a shared key is
calculated, normally at the end of the first RTT after the client has verified the identity of the
server. After sending the shared secret to the server, a client would normally wait to validate
the encrypted Finish message. Sending data before this handshake is completed means that
the data exchanges could have taken place over an inconsistent connection (e.g., if a manin-the-middle modified the handshake messages). This “attack” could compromise the TLS
connection, although the client’s encrypted information would be protected, since the client is
still able to authenticate the server and use its cryptographic information [5].
4.3. Impact of page composition on web performance
Figure 4a shows the PLT for test web-pages plotted with respect to the number of objects
using HTTP/1.1, HTTPS, and HTTP/2.
The PLT in our experiment was subject to very high variability (in some cases larger than
100%) from one trial to the next, which inevitably affected the uncertainty on the average PLT
estimation even after a certain number of trials. This variability demonstrates the sensitivity
of the PLT to network condition and the dynamics of the medium access control (in particular
the dynamic bandwidth allocation as discusses further in the text).
Despite the variability, the PLT shows for HTTP/1.1 and HTTPS a clear trend of increasing
PLT with respect to the number of objects. The number of objects influenced the PLT more
than the total page size. In contrast, for HTTP/2 the PLT is a function of the size of the page,
but not the size of objects within the page (see plot (b)).
For example, downloading a web page consisting of a hundred objects of 5 KB (labelled
500 KB in the figure) took around 35 s when using HTTPS, while a page of 15 100 KB objects
(labelled 1500 KB) too only 12 s.
This dependency of the PLT on the number of objects when using HTTP/1.1 is not
surprising. A client can open only a certain number of connections towards the web server
Copyright c 2016 John Wiley & Sons, Ltd.
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Figure 5. Page Load Time (PLT) with respect to the number of objects for HTTP, HTTPS and
HTTP/2. The plot links web page of the same total size with lines. For each point on a line, the
product of the number of object and their size is the same.

and request only one web object at a time per connection. Moreover, an HTTP applicationlayer PEP could prefetch large objects from the server and serialise them for a client connected
via the satellite network. This avoids the time that an end-to-end TCP connection would spend
opening its congestion window and reduces the dependency on object size (see plot (a)).
Figure 4a also shows that the PLT with HTTP/1.x was significantly lower than with
HTTPS. This performance is limited because the HTTP/1.x connection is not persistent and
represents the worst case for HTTPS. When connections are not persistent, a new TCP and
TLS handshake needs to be performed for each object. The performance of HTTP/1.1 and
HTTPS improves when persistence is enabled [5].
HTTP/2 (Fig 4a) resulted in a PLT of 10-12 seconds, which was not strongly dependent on
the number of objects. Many more objects could be transmitted concurrently. The HTTP/2
performance also depended weakly on the page size. However, HTTP/2 flows were still unable
to fully-utilise the capacity available on a high delay path and the transmission rate varies
substantially (Figure 3). It was difficult to identify one specific factor limiting this performance,
and the effect was attributed to interactions between the control-loop of the satellite network
(bandwidth on demand mechanisms, queuing in network devices) and the HTTP/2 protocol
(protocol design, default configuration and implementation). Section 4.6 describes how some
of these problems could be mitigated by appropriate configuration of the web client.
4.4. Performance with a large end-to-end delay (no transport PEP)
The impact of using a PEP was evaluated in a set of tests that sent traffic using a network
tunnel (using the point-to-point (PPP) protocol) between the client and the web server (Figure
1. This prevented the satellite PEP from intercepting transport headers or data, and hence
disabled transport acceleration (the performance would be the same if a Virtual Private
Network or IPsec had been used).
Figure 4b shows the HTTP performance without the mediation of a PEP. This performance
exhibits more variability than when using a PEP, with an increasing trend of PLT with respect
to the number of objects. Inspecting the traces, showed that the large variations in RTT (of the
order of seconds) was a root cause of the large performance variations. A likely reason for this
variation was the delay introduced by the satellite return-link BoD scheme. Typical schemes
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seek to track variations in demand for capacity, removing capacity allocations if a terminal
has been idle for a period of time. This can cause a client to wait for a new capacity allocation
after a server has been slow to respond to a request. In contrast, these delays can be avoided
by a transport PEP that splits the connection (eliminating the capacity needed for transport
protocol chatter and enabling cross-layer optimisation between the PEP and BoD methods).
Disabling the PEP was found to increase delay variance, which also in turn impacted the
ability for TCP to estimate an appropriate RTO, ultimately impacting performance.
The results show that the PLT for a 500 KB webpage using HTTP/2 ranged between 11
and 15 s. The results for HTTPS span a much larger interval, taking up to few minutes to
download a page when there are more than one hundred objects. There was a clear performance
improvement with HTTP/2, attributed to efficient multiplexing of the many small objects onto
a single TCP connection. In these results, the transfer rate was not constrained by the peak
SLA capacity.
Analysing the traces we found that several factors impacted the performance:
1. Performance over satellite was influenced by the connection retry timeout
(kMaxConnectRetryIntervalMs) in the Chrome client configuration. This parameter set
the time the browser waited after opening a connection before attempting to open a
new connection (in Mozilla Firefox, the variable network.http.connection-retry-timeout
has a similar purpose). The tested default setting was 250 ms, slightly larger than the
default TCP initial RTO on several Unix-based systems (200 ms). When this parameter
is less then the path RTT, it caused multiple connections to be opened and resulted in
connection errors at the start.
2. The memory reserved by the client for the TCP connection receive buffer was about
128 KB. Although the TCP Window Scaling Option [32] was used (enabled in the
majority of modern TCP/IP stacks) and the application was able to retrieve data
quickly from the receive buffer, the TCP receiver advertised a window smaller than
the bandwidth-delay product. The small advertised window is a result of limited buffer
space reserved by this browser client.
3. The maximum number of concurrent active streams was limited to one hundred (the
default value in an Apache modspdy server). This is a precautionary measure to constrain
the amount of memory used by HTTP/2 streams. While the number was chosen to be
sufficient for a terrestrial path, a path with a large bandwidth-delay product could easily
utilise several hundred streams, if the object size were only a few kilobytes.
4. The browser had a timeout to reset the connection when idle for several seconds. In some
of our tests, the HTTP session was reset more than once to before completing download
of the objects. At each reset, new TCP connections were created.
HTTP parameters in a web browser are typically configured to achieve adequate performance
over common network paths. All these issues are related to design decisions that would be
appropriate for a terrestrial Internet path. However, HTTP/2 offers mechanisms (such as
SETTINGS and the UPDATE control frame) that allow configuration of the HTTP session
based on the requirements of the client/server. Using these mechanisms it may be possible to
optimise the parameters to improve performance of a session using a high bandwidth-delay
path.
The next section illustrates how the performance could be increased by optimising the
browser based on the network path being used.
4.5. Impact of the Initial Congestion Window
Table I shows the impact on PLT of increasing the IW at the web server from three to ten
segments [26]. When a PEP was used, increasing IW at the server had limited impact, since a
transport PEP already compensated for the effects of TCP startup. The larger IW was only
used for the server-proxy loop without visible effect on the overall server-client connection
(the latency may even increase due to limited buffer space). The larger IW may have benefited
Copyright c 2016 John Wiley & Sons, Ltd.
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Table I. PLT of HTTP/2 with IW=3 and IW=10.

page size
(KB)
500

1500

2500

obj size
(KB)
5
20
100
5
20
100
5
20
100

PEP
IW3(s) IW10(s)
10.8
9.5
10.8
9.6
10.2
11.3
10.8
13.1
9.7
12.1
9.9
12.7
12.1
15.6
12.3
15.7
11.9
15.0

no PEP
IW3(s) IW10(s)
26.7
23.0
23.1
32.7
24.8
23.2
46.6
40.1
52.5
34.8
34.8
45.5
68.4
49.9
56.0
51.7
60.4
64.9

HTTP/2 performance if the client connected without the mediation of a PEP. However, in
this case the performance advantage was overshadowed by the effects of RTT variation. Thus,
the improvements from using an IW of 10 are difficult to quantify.
4.6. Performance over a path with Large Bandwidth-Delay Product
In our experiments, the small default connection-retry timeout caused Chrome to initiate three
to five TCP connections at start-up before choosing one for data transfer and then dropping
the unused ones. Connection drops also occurred during transmission when the path had been
idle for a few seconds. In this case, however, these also had the side effect of causing the TLS
session to reset and in some cases to fallback to using HTTP/1.1.
Figures 5a and 5b shows the PLT over satellite after Chrome was re-compiled with
kMaxConnectRetryIntervalMs set to 1500 ms. (Mozilla Firefox makes this variable available
from the configuration panel, in contrast to Chrome, which required the source code had to
be changed.) The experiment was repeated with the PEP enabled (Figure 5a) and when PEP
was disabled using a tunnel (Figure 5b).
Both set of results show a decrease in the PLT. This was principally due to the stability of
the connection. With PEP enabled, HTTPS exhibited a lower PLT across the range of analysed
object numbers, while the improvement for HTTP1/1.1 was more significant for transfers with
a larger number of objects. With the PEP disabled, fine-tuning of the connection-retry timeout
produced a substantial reduction in the PLT for all cases. In particular, HTTP/2 achieved the
same performance as observed with a PEP. This suggests that a PEP may not be needed in
presence of HTTP/2 traffic, provided a client had been appropriately configured.

5. DISCUSSION
The results in the previous section show that tuning could significantly improve the
performance of a web client over a satellite path. However, it is challenging to provide automatic
calibration of web client parameters (e.g., a higher connection retry timeout) to accommodate
the larger delay experienced on some network paths. To achieve suitable information for tuning
requires knowledge of the network path characteristics. This information is not commonly
provided by a network stack and simple measurements may be expected to result in mistuning. For example, a web client that relies exclusively on RTT measurements to initialise
application-layer timeouts (assuming a network stack that exposes TCP’s RTT samples or the
RTO), could suffer significant delay if some of its connections are retarded at startup. Delays
at startup might occur because of a slow middle-box or an unsupported TCP option. In these
cases timeouts are a quick way to escape this deadlock.
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A web client configuration could be tuned by running an installation script on each user’s
computer, such as proxy auto-config (PAC) files or by proxy auto-configuration (such as
web-proxy auto-discovery protocol - WPAD [33]). These methods, though, require manual
intervention of the user. They can be expensive for an operator to deploy and maintain, and
prone to errors (e.g., when clients connect to multiple infrastructures).
5.1. Implication and opportunities for PEPs when using long network paths
The limited performance of HTTP/1.x over long delay paths has resulted in deployment of
PEPs [19]. These satisfy two needs - first, a desire to avoid individual users needing to install
specific updates or changes in configuration because their network path happens to be long,
and second to mitigate performance problems in the design and usage of HTTP/1.1.
PEPs are therefore currently considered an important tool by operators needing to support
long network paths. They are widely used for satellite broadband access and also in mobile
operator networks to ensure acceptable web performance without the need to update or
configure client equipment [43].
One common transport PEP mechanism splits transport connections, allowing them to
accelerate connection setup, and congestion control. Transparent application PEPs intercept
web traffic, and assist cross-layer interaction with satellite MAC mechanisms. Deployed PEPs
typically use a range of mechanisms and operate at multiple levels. Many are tailored to the
networks in which they are deployed.
However, PEPs have many practical drawbacks:
• A Transport PEP by definition has to understand the syntax and protocol of the
transport protocol that it is enhancing. Current PEPs hence only support a predefined set
of transport protocols (e.g., may fail to offer benefit with the Stream Control Transport
Protocol (SCTP), or packets encapsulated in other packets, such as SCTP/UDP or
QUIC/UDP).
• A Transport PEP breaks the end-to-end semantics of the transport. This seemingly
simple change has significant implications when the transport is updated or new options
are introduced (such as a larger IW, improvements to loss recovery or congestion control
or new options such as TCP Fast Open [36]). Lack of compatible support in a PEP
results in options (or packets) being dropped preventing use of new extensions. (Even
though enhancements such as TCP Fast Open are now widely deployed, our experiments
showed that the PEP we used prevented the client using this option. It also negated the
benefit of a larger IW).
• Some transport protocols by design do not reveal their protocol. Applications using a
UDP-based transport (e.g., based on QUIC, Path Layer UDP Substrate,PLUS, or some
other transort) may choose not to fix the protocol to allow more rapid evolution, or may
employ end-to-end encryption to avoid middleboxes tampering with protocol exchanges.
Such methods prevent use of traditional Transport or Application PEPs.
• Perhaps most significantly, current application PEPs are incompatible with the end-toend security model of HTTPS and HTTP/2, and need to break this model to enable
acceleration. The volume of encrypted HTTP traffic continues to grow [37] and many
networks enable such proxies by installing root certificates in user devices to sign the
HTTPS objects requested by the user [43]). This allows a TLS connection to be split at
an application-layer PEP, but breaks the end-to-end integrity of the connection [38] and
is only possible in scenarios where the network administrator has access to user devices
(e.g., common for handheld devices on a mobile operator network [43]).
• All PEPs introduce an additional service element which can ossify the network, unless
the element continues to be updated. e.g., tracking changes in application semantics,
such as introduction of HTTP/2 methods, or changes in transport protocol design or
usage.
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In summary, the introduction of HTTP/2 and the new TCP optimisations demands changes
to the way PEPs are used to avoid ossification of the network stack. Ossification is particularly
undesirable for application protocols - where updates to protocols can be deployed over very
short timescales (months rather than years) - much faster than PEPs are being updated. This
could easily lead to a situation where an outdated PEP causes a performance problem.
One way to reduce the maintenance cost of deploying PEPs may be to separate the transport
and application functions. Providing the transport can be updated either by maintaining an
up-to-date Transport PEP or updating the user transport protocols, the Application PEP
functions could be performed using a new type of HTTP/2 proxy.
PEPs could also be virtualised using methods such as the Network Function Virtualisation
(NFV) framework introduced by ETSI [41]. NFV enables a software-defined networking (SDN)
model where the network functions are maintained separately from the underlying hardware
giving ISPs more flexibility in controlling and managing their networks. Network operators
still need to continuously update network devices to benefit from HTTP/2 and new TCP
optimisations, but may allow PEP functions to be more easily updated [40]. NFV solutions do
not resolve the need for devices to intercept data - nor provide a clear direction for cross-layer
optimisations (such as interacting with satellite BoD mechanisms).
5.2. Evolution to support longer network paths
In previous section, we argued that deploying a PEP may result in ossification that conflicts
with the desire to enable evolution, a core motivation in the design of HTTP/2. Since HTTP/2
has been designed to ease updates (e.g., implementations can ignore all unknown Frame types),
we suggest further extensions are to be expected.
Our analysis of Application PEPs and split transport PEPs presented in Section 5 showed
that HTTP/2 can be a viable alternative to deploying new PEP mechanisms. However,
experience with the current implementation of this protocol indicates there are still small,
but important, areas where performance variability is unlikely to be acceptable for complex
web pages.
We therefore advocate an approach that reduces latency for long network paths by enabling
auto-tuning within the HTTP and transport protocols to adapt the client and servers. This
requires the protocols to understand the expected characteristics of the network path and its
likely capacity and packet loss rate - allowing the client browser to set/request appropriate
configuration parameters. Such information can be aggregated at the transport layer and could
be made visible to applications through a new transport layer API [39]. We argue this approach
will make the web more robust for a wide variety of paths, and can enable continued evolution.
A new approach to the design of transport stacks [39] could also enable browser clients to
benefit from alternative transports - such as QUIC [11] or SCTP. SCTP using http 1.1 was
evaluated in [35] and was shown to offer desirable features for high delay paths.
Reducing the reliance on network-specific enhancement of application and transport
protocols by PEPs is expected to have additional benefits. An end-to-end approach seeks
solutions that still offer benefit for content that cannot be proxied (e.g., dynamic web content,
or when security mechanisms hide the payload data from middleboxes). Methods continue to
work as new transport methods emerge, and even when tunnels and (opportunistic) transport
encryption is used. Using standard methods means the methods much more likely to be
compatible with commercial network accelerators designed for the general Internet (e.g., web
content distribution networks, front-end load balancers and devices for traffic engineering).
The push mechanism, although not supported in current systems, has the potential to
also improve latency if appropriately used in long-delay paths [3]. In a satellite context, this
approach could eventually replace proprietary Application PEP functions (e.g., [42]).
There are proposals to introduce a new form of explicit web proxy, preserving the end-toend security model, while permitting acceleration for certain content. A possibility discussed in
the IETF httpbis working group is to define a method to signal the presence of intermediaries
(middleboxes) that are able to cooperate with clients [34] to improve user web experience. This
Copyright c 2016 John Wiley & Sons, Ltd.
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form of explicit proxy would be useful in a variety of scenarios [34], including an academic
network, enterprises and Internet hot-spots. A major concern with the deployment of such
a network device is a change to the security model, since this prevents end-to-end TLS
integrity, and the new agents will be able to read the decrypted request and content. One
potential solution could be to update the TLS protocol to enable multiple security contexts
that explicitly permit a PEP (or other middlebox) to insert itself on the network path [38].

6. CONCLUSION
HTTP/2 was developed after substantial experience using HTTP/1.x, and has been designed
to address the performance limitations of HTTP/1.x. It introduces better multiplexing,
the use of persistent connections, content compression, and other mechanisms that directly
reduce the latency experience by users. While the design of HTTP/2 was intended to be
applicable to a wide range of network characteristics, the initial implementations have naturally
targeted common network conditions, where it has already been shown to offer significant
reductions in page load time. This paper examined whether the design of a currently available
implementation offers similar benefits when used over a long network path, such as that
presented by a geostationary satellite network.
Using HTTP/1.1 over a satellite network that supported protocol acceleration, our
experiments showed that HTTP/1.1 can outperform HTTP/2. However, significant
performance improvements with HTTP/2 could have been achieved had the web client had
been configured appropriately for the satellite path delay. For example, although the default
size of the TCP send and receive buffer did not have limit performance when the end-toend connection was split by an intercepting transport PEP, when the PEP was removed this
limited performance. Other parameters could also be tuned to achieve significant improvements
in performance (e.g., the default initial connection size used in the Flow Control mechanism
and the maximum number of permitted parallel streams).
When the page had a large number of objects, HTTP/2 outperformed HTTP(S). Although
the exact benefit depends on the structure of the web page, a web page with more than a
hundred HTTP/2 objects completed tens of seconds earlier.
Our experience with HTTP/2 has led us to conclude that an implementation of HTTP/2 can
be tuned to improve performance over a long path, and may then form a credible alternative
to using a PEP. However, we argue that such tuning needs to be automated, rather than
requiring each client to be re-configured. Appropriate tuning and evolution of the transport
and HTTP protocols is expected to overtake the ability of PEP mechanisms at the transport
and application layers. By moving away from network-specific approaches, this also opens the
possibility of benefiting from use of new transports and the continued development of new
forms of HTTP/2 middleboxes.
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Abstract
The Stream Control Transmission Protocol (SCTP) is a message oriented
transport protocol supporting arbitrary large user messages.
However, the sender can not interleave different user messages which
causes head of line blocking at the sender side. To overcome this
limitation, this document adds a new data chunk to SCTP.
Whenever an SCTP sender is allowed to send a user data, it can
possibly choose from multiple outgoing SCTP streams. Multiple ways
for this selection, called stream schedulers, are defined. Some of
them don’t require the support of user message interleaving, some do.
Status of This Memo
This Internet-Draft is submitted in full conformance with the
provisions of BCP 78 and BCP 79.
Internet-Drafts are working documents of the Internet Engineering
Task Force (IETF). Note that other groups may also distribute
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Internet-Drafts are draft documents valid for a maximum of six months
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time. It is inappropriate to use Internet-Drafts as reference
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Introduction

1.1.

Overview

When SCTP [RFC4960] was initially designed it was mainly envisioned
for the transport of small signaling messages. Late in the design
stage it was decided to add support for fragmentation and reassembly
of larger messages with the thought that someday Session Initiation
Protocol (SIP) [RFC3261] style signaling messages may also need to
use SCTP and a single MTU sized message would be too small.
Unfortunately this design decision, though valid at the time, did not
account for other applications which might send very large messages
over SCTP. When such large messages are now sent over SCTP a form of
sender side head of line blocking becomes created within the
protocol. This head of line blocking is caused by the use of the
Transmission Sequence Number (TSN) for three different purposes:
1.

As an identifier for DATA chunks to provide a reliable transfer.

2.

As an identifier for the sequence of fragments to allow
reassembly.

3.

As a sequence number allowing to have up to 2**16 - 1 Stream
Sequence Numbers (SSNs) outstanding.

The protocol requires all fragments of a user message to have
consecutive TSNs. Therefore it is impossible for the sender to
interleave different user messages.
This document also defines several stream schedulers for general SCTP
associations. If support for user message interleaving has been
negotiated, several more schedulers are available.
The following Figure 1 illustrates the behaviour of a round robin
stream scheduler using DATA chunks. Please note that the use of such
an scheduler implies late TSN assignment but it can be used with an
[RFC4960] compliant implementation not supporting user message
interleaving.
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+---+---+---+
|
0/0
|-+
+---+---+---+ |
| +---+---+---+---+---+---+---+---+---+
+---+---+---+ +->|1/2|1/1|2/0|2/0|2/0|1/0|0/0|0/0|0/0|
|1/2|1/1|1/0|--->|---|---|---|---|---|---|---|---|---|
+---+---+---+ +->| 8 | 7 | 6 | 5 | 4 | 3 | 2 | 1 | 0 |
| +---+---+---+---+---+---+---+---+---+
+---+---+---+ |
|
2/0
|-+
+---+---+---+
+-------+
+-------+
|SID/SSN|
|SID/SSN|
|-------|
+-------+
| TSN |
+-------+
Figure 1: Round Robin Scheduler without User Message Interleaving
This document describes a new Data chunk called I-DATA. This chunk
incorporates all the flags and fields except the Stream Sequence
Number (SSN) and properties of the current SCTP Data chunk but also
adds two new fields in its chunk header, the Fragment Sequence Number
(FSN) and the Message Identifier (MID). Then the FSN is only used
for reassembling all fragments having the same MID and ordering
property. The TSN is used only for the reliable transfer in
combination with SACK chunks.
The MID is also used for ensuring ordered delivery, therefore
replacing the stream sequence number. Therefore, the head of line
blocking caused by the original design is avoided.
The following Figure 2 illustrates the behaviour of an interleaving
round robin stream scheduler using I-DATA chunks.
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+---+---+---+
|
0/0
|-+
+---+---+---+ |
| +-----+-----+-----+-----+-----+-----+-----+-----+-----+
+---+---+---+ +->|2/0/2|1/2/0|0/0/2|2/0/1|1/1/0|0/0/1|2/0/0|1/0/0|0/0/0|
|1/2|1/1|1/0|--->|-----|-----|-----|-----|-----|-----|-----|-----|-----|
+---+---+---+ +->| 8 | 7 | 6 | 5 | 4 | 3 | 2 | 1 | 0 |
| +-----+-----+-----+-----+-----+-----+-----+-----+-----+
+---+---+---+ |
|
2/0
|-+
+---+---+---+
+-----------+
+-------+
|SID/MID/FSN|
|SID/MID|
|-----------|
+-------+
|
TSN
|
+-----------+
Figure 2: Round Robin Scheduler with User Message Interleaving
The support of the I-DATA chunk is negotiated during the association
setup using the Supported Extensions Parameter as defined in
[RFC5061]. If I-DATA support has been negotiated for an association
I-DATA chunks are used for all user-messages and no DATA chunks. It
should be noted, that an SCTP implementation needs to support the
coexistence of associations using DATA chunks and associations using
I-DATA chunks.
1.2.

Conventions

The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
"SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
document are to be interpreted as described in [RFC2119].
2.

User Message Interleaving
The interleaving of user messages is required for WebRTC Datachannels
as specified in [I-D.ietf-rtcweb-data-channel].

2.1.

The I-DATA Chunk supporting User Message Interleaving

The following Figure 3 shows the new I-DATA chunk allowing user
messages interleaving.
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0
1
2
3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Type = 64
| Res |I|U|B|E|
Length
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
TSN
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Stream Identifier
|
Reserved
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Message Identifier
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Payload Protocol Identifier / Fragment Sequence Number
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
\
\
/
User Data
/
\
\
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
Figure 3: I-DATA chunk format
The only differences between the I-DATA chunk in Figure 3 and the
DATA chunk defined in [RFC4960] and [RFC7053] is the addition of the
new Message Identifier (MID) and Fragment Sequence Number (FSN) and
the removal of the Stream Sequence Number (SSN). The length of the
I-DATA chunk header is 20 bytes, which is 4 bytes more than the
length of the DATA chunk header defined in [RFC4960].
The new fields are:
Reserved: 16 bits (unsigned integer)
This field is reserved. It MUST be set to 0 by the sender and
MUST be ignored by the receiver.
Message Identifier (MID): 32 bits (unsigned integer)
The MID is the same for all fragments of a user message, it is
used to determine which fragments (enumerated by the FSN) belong
to the same user message. For ordered user messages, the MID is
also used by the SCTP receiver to deliver the user messages in the
correct order to the upper layer (similar to the SSN of the DATA
chunk defined in [RFC4960]). The sender uses two counters for
each outgoing stream, one for ordered messages, one for unordered
messages. All counters are independent and initially 0. They are
incremented by 1 for each user message. Please note that the
serial number arithmetic defined in [RFC1982] using SERIAL_BITS =
32 applies. Therefore the sender MUST NOT have more than 2**31 1 ordered messages for each outgoing stream in flight and MUST NOT
have more than 2**31 - 1 unordered messages for each outgoing
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stream in flight. Please note that the MID is in "network byte
order", a.k.a. Big Endian.
Payload Protocol Identifier (PPID) / Fragment Sequence Number (FSN):
32 bits (unsigned integer)
If the B bit is set, this field contains the PPID of the user
message. Note that in this case, this field is NOT touched by an
SCTP implementation; therefore, its byte order is not necessarily
in network byte order. The upper layer is responsible for any
byte order conversions to this field, similar to the PPID of DATA
chunks. In this case the FSN is implicitly considered to be 0.
If the B bit is not set, this field contains the FSN. The FSN is
used to enumerate all fragments of a single user message, starting
from 0 and incremented by 1. The last fragment of a message MUST
have the ’E’ bit set. Note that the FSN MAY wrap completely
multiple times allowing arbitrary large user messages. For the
FSN the serial number arithmetic defined in [RFC1982] applies with
SERIAL_BITS = 32. Therefore a sender MUST NOT have more than
2**31 - 1 fragments of a single user message in flight. Please
note that the FSN is in "network byte order", a.k.a. Big Endian.
2.2.

Procedures

This subsection describes how the support of the I-DATA chunk is
negotiated and how the I-DATA chunk is used by the sender and
receiver.
2.2.1.

Negotiation

A sender MUST NOT send a I-DATA chunk unless both peers have
indicated its support of the I-DATA chunk type within the Supported
Extensions Parameter as defined in [RFC5061]. If I-DATA support has
been negotiated on an association, I-DATA chunks MUST be used for all
user messages and DATA-chunk MUST NOT be used. If I-DATA support has
not been negotiated on an association, DATA chunks MUST be used for
all user messages and I-DATA chunks MUST NOT be used.
A sender MUST NOT use the I-DATA chunk unless the user has requested
that use (e.g. via the socket API, see Section 4). This constraint
is made since usage of this chunk requires that the application be
willing to interleave messages upon reception within an association.
This is not the default choice within the socket API (see [RFC6458])
thus the user MUST indicate support to the protocol of the reception
of completely interleaved messages. Note that for stacks that do not
implement [RFC6458] they may use other methods to indicate
interleaved message support and thus enable the usage of the I-DATA
chunk, the key is that the stack MUST know the application has
indicated its choice in wanting to use the extension.
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Sender Side Considerations

Sender side usage of the I-DATA chunk is quite simple. Instead of
using the TSN for fragmentation purposes, the sender uses the new FSN
field to indicate which fragment number is being sent. The first
fragment MUST have the ’B’ bit set. The last fragment MUST have the
’E’ bit set. All other fragments MUST NOT have the ’B’ or ’E’ bit
set. All other properties of the existing SCTP DATA chunk also apply
to the I-DATA chunk, i.e. congestion control as well as receiver
window conditions MUST be observed as defined in [RFC4960].
Note that the usage of this chunk implies the late assignment of the
actual TSN to any chunk being sent. Each I-DATA chunk uses a single
TSN. This way messages from other streams may be interleaved with
the fragmented message. Please note that this is the only form of
interleaving support. For example, it is not possible to interleave
multiple ordered or unordered user messages from the same stream.
The sender MUST NOT be fragmenting more than one user message in any
given stream at any time. At any time, a sender MAY fragment
multiple user message, each of them on different streams.
The sender MUST assign TSN’s in a way that the receiver can make
progress. One way to achieve this is to assign the later fragments
of a user message a higher TSN and send out the TSNs in sequence.
2.2.3.

Receiver Side Considerations

Upon reception of an SCTP packet containing a I-DATA chunk if the
message needs to be reassembled, then the receiver MUST use the FSN
for reassembly of the message and not the TSN. The receiver MUST NOT
make any assumption about the TSN assignments of the sender. Note
that a non-fragmented message is indicated by the fact that both the
’E’ and ’B’ bits are set. An ordered or unordered fragmented message
is thus identified by not having both bits set.
2.3.

Interaction with other SCTP Extensions

The usage of the I-DATA chunk might interfere with other SCTP
extensions. Future SCTP extensions MUST describe if and how they
interfere with the usage of I-DATA chunks. For the SCTP extensions
already defined when this document was published, the details are
given in the following subsections.
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SCTP Partial Reliability Extension

When the SCTP extension defined in [RFC3758] is used in combination
with the user message interleaving extension, the new I-FORWARD-TSN
chunk MUST be used instead of the FORWARD-TSN chunk. The difference
between the FORWARD-TSN and the I-FORWARD-TSN chunk is that the
16-bit Stream Sequence Number (SSN) has been replaced by the 32-bit
Message Identifier (MID) and the largest skipped MID can also be
provided for unordered messages. Therefore the principle applied to
ordered message when using FORWARD-TSN chunks is applied to ordered
and unordered messages when using I-FORWARD-TSN chunks.
0
1
2
3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Type = 194 | Flags = 0x00 |
Length = Variable
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
New Cumulative TSN
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Stream Identifier
|
Reserved
|U|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Message Identifier
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
\
\
/
/
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Stream Identifier
|
Reserved
|U|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Message Identifier
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
Figure 4: I-FORWARD-TSN chunk format
The relevant new fields are:
Stream Identifier (SID): 16-bits (unsigned integer)
This field holds the stream number this entry refers to.
Reserved: 15 bits
This field is reserved. It MUST be set to 0 by the sender and
MUST be ignored by the receiver.
U bit: 1 bit
The U bit specifies if the Message Identifier of this entry refers
unordered messages (U bit is set) or ordered messages (U bit is
not set).
Message Identifier (MID): 32 bits (unsigned integer)
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This field holds the largest Message Identifier for ordered or
unordered messages indicated by the U-bit that was skipped for the
stream specified by the Stream Identifier. For ordered messages
this is similar to the FORWARD-TSN chunk, just replacing the
16-bit SSN by the 32-bit MID.
The FORWARD-TSN chunk MUST be used in combination with the DATA chunk
and MUST NOT be used in combination with the I-DATA chunk. The IFORWARD-TSN chunk MUST be used in combination with the I-DATA chunk
and MUST NOT be used in combination with the DATA chunk.
Support for the I-FORWARD-TSN chunk is negotiated during the SCTP
association setup via the Supported Extensions Parameter as defined
in [RFC5061]. Only if both end points support the I-DATA chunk and
the I-FORWARD-TSN chunk, the partial reliability extension can be
used in combination with user message interleaving.
2.3.2.

SCTP Stream Reconfiguration Extension

When an association resets the SSN using the SCTP extension defined
in [RFC6525], the two counters (one for the ordered messages, one for
the unordered messages) used for the MID MUST be reset to 0
correspondingly.
Since most schedulers, especially all schedulers when supporting user
message interleaving, require late TSN assignment, it should be noted
that the implementation of [RFC6525] needs to handle this.
3.

Stream Schedulers
This section defines several stream schedulers. The streams
schedulers may behave differently depending on whether user message
interleaving has been negotiated for the association or not. The set
of schedulers being implemented is implementation dependent.

3.1.

First Come First Serve (SCTP_SS_FCFS)

The simple first-come, first-serve scheduler of user messages is
used. It just passes through the messages in the order in which they
have been delivered by the application. No modification of the order
is done at all. The usage of user message interleaving does not
affect the sending of the chunks, except that I-DATA chunks are used
instead of DATA chunks.
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Round Robin Scheduler (SCTP_SS_RR)

When not using user message interleaving, this scheduler provides a
fair scheduling based on the number of user messages by cycling
around non-empty stream queues. When using user message
interleaving, this scheduler provides a fair scheduling based on the
number of I-DATA chunks by cycling around non-empty stream queues.
3.3.

Round Robin Scheduler per Packet (SCTP_SS_RR_PKT)

This is a round-robin scheduler but bundles only DATA or I-DATA
chunks referring to the same stream in a packet. This minimizes
head-of-line blocking when a packet is lost because only a single
stream is affected.
3.4.

Priority Based Scheduler (SCTP_SS_PRIO)

Scheduling of user messages with strict priorities is used. The
priority is configurable per outgoing SCTP stream. Streams having a
higher priority will be scheduled first and when multiple streams
have the same priority, the scheduling between them is implementation
specific. When using user message interleaving, the sending of lower
priority user messages will not block the sending of higher priority
user messages.
3.5.

Fair Bandwidth Scheduler (SCTP_SS_FB)

A fair bandwidth distribution between the streams is used. This
scheduler considers the lengths of the messages of each stream and
schedules them in a certain way to maintain an equal bandwidth for
all streams. The details are implementation specific. Using user
message interleaving allows for a better realization of the fair
bandwidth usage.
3.6.

Weighted Fair Queueing Scheduler (SCTP_SS_WFQ)

A weighted fair queueing scheduler between the streams is used. The
weight is configurable per outgoing SCTP stream. This scheduler
considers the lengths of the messages of each stream and schedules
them in a certain way to use the bandwidth according to the given
weights. The details are implementation specific. Using user
message interleaving allows for a better realization of the bandwidth
usage according to the given weights.
This scheduler in combination with user message interleaving is used
for WebRTC Datachannels as specified in
[I-D.ietf-rtcweb-data-channel].
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Socket API Considerations
This section describes how the socket API defined in [RFC6458] is
extended to allow applications to use the extension described in this
document.
Please note that this section is informational only.

4.1.

Exposition of the Stream Sequence Number (SSN)

The socket API defined in [RFC6458] defines several structures in
which the SSN of a received user message is exposed to the
application. The list of these structures includes:
struct sctp_sndrcvinfo
Specified in Section 5.3.2 of [RFC6458] and being deprecated.
struct sctp_extrcvinfo
Specified in Section 5.3.3 of [RFC6458] and being deprecated.
struct sctp_rcvinfo
Specified in Section 5.3.5 of [RFC6458].
If user message interleaving is used, the lower order 16 bits of the
MID are used as the SSN when filling out these structures.
4.2.

SCTP_ASSOC_CHANGE Notification

When an SCTP_ASSOC_CHANGE notification is delivered indicating a
sac_state of SCTP_COMM_UP or SCTP_RESTART for an SCTP association
where both peers support the I-DATA chunk,
SCTP_ASSOC_SUPPORTS_INTERLEAVING should be listed in the sac_info
field.
4.3.

Socket Options

+-----------------------------+-------------------------+-----+-----+
| option name
| data type
| get | set |
+-----------------------------+-------------------------+-----+-----+
| SCTP_INTERLEAVING_SUPPORTED | struct sctp_assoc_value | X | X |
| SCTP_STREAM_SCHEDULER
| struct sctp_assoc_value | X | X |
| SCTP_STREAM_SCHEDULER_VALUE | struct
| X | X |
|
| sctp_stream_value
|
|
|
+-----------------------------+-------------------------+-----+-----+
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Enable or Disable the Support of User Message Interleaving
(SCTP_INTERLEAVING_SUPPORTED)

This socket option allows the enabling or disabling of the
negotiation of user message interleaving support for future
associations. For existing associations it allows to query whether
user message interleaving support was negotiated or not on a
particular association.
User message interleaving is disabled per default.
This socket option uses IPPROTO_SCTP as its level and
SCTP_INTERLEAVING_SUPPORTED as its name. It can be used with
getsockopt() and setsockopt(). The socket option value uses the
following structure defined in [RFC6458]:
struct sctp_assoc_value {
sctp_assoc_t assoc_id;
uint32_t assoc_value;
};
assoc_id: This parameter is ignored for one-to-one style sockets.
For one-to-many style sockets, this parameter indicates upon which
association the user is performing an action. The special
sctp_assoc_t SCTP_FUTURE_ASSOC can also be used, it is an error to
use SCTP_{CURRENT|ALL}_ASSOC in assoc_id.
assoc_value: A non-zero value encodes the enabling of user message
interleaving whereas a value of 0 encodes the disabling of user
message interleaving.
sctp_opt_info() needs to be extended to support
SCTP_INTERLEAVING_SUPPORTED.
An application using user message interleaving should also set the
fragment interleave level to 2 by using the SCTP_FRAGMENT_INTERLEAVE
socket option specified in Section 8.1.20 of [RFC6458]. This allows
the interleaving of user messages from different streams. Please
note that it does not allow the interleaving of ordered and unordered
user messages on the same stream. Failure to set this option can
possibly lead to application deadlock. Some implementations might
therefore put some restrictions on setting combinations of these
values.
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Get or Set the Stream Scheduler (SCTP_STREAM_SCHEDULER)

A stream scheduler can be selected with the SCTP_STREAM_SCHEDULER
option for setsockopt(). The struct sctp_assoc_value is used to
specify the association for which the scheduler should be changed and
the value of the desired algorithm.
The definition of struct sctp_assoc_value is the same as in
[RFC6458]:
struct sctp_assoc_value {
sctp_assoc_t assoc_id;
uint32_t assoc_value;
};
assoc_id: Holds the identifier for the association of which the
scheduler should be changed. The special
SCTP_{FUTURE|CURRENT|ALL}_ASSOC can also be used. This parameter
is ignored for one-to-one style sockets.
assoc_value: This specifies which scheduler is used.
constants can be used:

The following

SCTP_SS_DEFAULT: The default scheduler used by the SCTP
implementation. Typical values are SCTP_SS_FCFS or SCTP_SS_RR.
SCTP_SS_FCFS:
SCTP_SS_RR:

Use the scheduler specified in Section 3.1.
Use the scheduler specified in Section 3.2.

SCTP_SS_RR_PKT:

Use the scheduler specified in Section 3.3.

SCTP_SS_PRIO: Use the scheduler specified in Section 3.4. The
priority can be assigned with the sctp_stream_value struct.
The higher the assigned value, the lower the priority, that is
the default value 0 is the highest priority and therefore the
default scheduling will be used if no priorities have been
assigned.
SCTP_SS_FB:

Use the scheduler specified in Section 3.5.

SCTP_SS_WFQ: Use the scheduler specified in Section 3.6. The
weight can be assigned with the sctp_stream_value struct.
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Get or Set the Stream Scheduler Parameter
(SCTP_STREAM_SCHEDULER_VALUE)

Some schedulers require additional information to be set for
individual streams as shown in the following table:
+-----------------+-----------------+
| name
| per stream info |
+-----------------+-----------------+
| SCTP_SS_DEFAULT |
n/a
|
| SCTP_SS_FCFS
|
no
|
| SCTP_SS_RR
|
no
|
| SCTP_SS_RR_PKT |
no
|
| SCTP_SS_PRIO
|
yes
|
| SCTP_SS_FB
|
no
|
| SCTP_SS_WFQ
|
yes
|
+-----------------+-----------------+
This is achieved with the SCTP_STREAM_SCHEDULER_VALUE option and the
corresponding struct sctp_stream_value. The definition of struct
sctp_stream_value is as follows:
struct sctp_stream_value {
sctp_assoc_t assoc_id;
uint16_t stream_id;
uint16_t stream_value;
};
assoc_id: Holds the identifier for the association of which the
scheduler should be changed. The special
SCTP_{FUTURE|CURRENT|ALL}_ASSOC can also be used. This parameter
is ignored for one-to-one style sockets.
stream_id: Holds the stream id for the stream for which additional
information has to be provided.
stream_value: The meaning of this field depends on the scheduler
specified. It is ignored when the scheduler does not need
additional information.
4.4.

Explicit EOR Marking

Using explicit EOR marking for an SCTP association supporting user
message interleaving allows the user to interleave the sending of
user messages on different streams.
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IANA Considerations
[NOTE to RFC-Editor:
"RFCXXXX" is to be replaced by the RFC number you assign this
document.
]
[NOTE to RFC-Editor:
The suggested values for the chunk type and the chunk flags are
tentative and to be confirmed by IANA.
]
This document (RFCXXXX) is the reference for all registrations
described in this section.
A new chunk type has to be assigned by IANA. IANA should assign this
value from the pool of chunks with the upper two bits set to ’01’.
This requires an additional line in the "Chunk Types" registry for
SCTP:
+----------+-------------------------+-----------+
| ID Value | Chunk Type
| Reference |
+----------+-------------------------+-----------+
| 64
| New DATA chunk (I-DATA) | [RFCXXXX] |
+----------+-------------------------+-----------+
The registration table as defined in [RFC6096] for the chunk flags of
this chunk type is initially given by the following table:
+------------------+-----------------+-----------+
| Chunk Flag Value | Chunk Flag Name | Reference |
+------------------+-----------------+-----------+
| 0x01
| E bit
| [RFCXXXX] |
| 0x02
| B bit
| [RFCXXXX] |
| 0x04
| U bit
| [RFCXXXX] |
| 0x08
| I bit
| [RFCXXXX] |
| 0x10
| Unassigned
|
|
| 0x20
| Unassigned
|
|
| 0x40
| Unassigned
|
|
| 0x80
| Unassigned
|
|
+------------------+-----------------+-----------+
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Security Considerations
This document does not add any additional security considerations in
addition to the ones given in [RFC4960] and [RFC6458].
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Introduction
[RFC6951] specifies the UDP encapsulation of SCTP packets. To be
able to adopt automatically to changes of the remote UDP
encapsulation port number, it is updated automatically when
processing received packets. This includes automatic enabling and
disabling of UDP encapsulation.
Section 5.4 of [RFC6951] describes the processing of received packets
and requires the check of the verification tag before updating the
remote UDP encapsulation port and the possible enabling or disabling
of UDP encapsulation.
[RFC6951] basically misses a description for the
packets where this verification tag check is not
includes packets for which no association can be
containing an INIT chunk, since the verification
packets must be 0.

2.

handling of received
possible. This
found and packets
tag for these

Conventions
The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
"SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
document are to be interpreted as described in [RFC2119].

3.

Handling of Out of the Blue Packets
If the processing of an out of the blue packet requires the sending
of a packet in response according to the rules specified in
Section 8.4 of [RFC4960], the following rules apply:
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1.

If the received packet was encapsulated in UDP, the response
packets MUST also be encapsulated in UDP. The UDP source port
and UDP destination port used for sending the response packet are
the UDP destination port and UDP source port of the received
packet.

2.

If the receive packet was not encapsulated in UDP, the response
packet MUST NOT be encapsulated in UDP.

Please not that in these cases a check of the of the verification tag
is not possible.
4.

Handling of SCTP Packets Containing an INIT Chunk Matching an
Existing Association
SCTP packets containing an INIT chunk have the verification tag 0 in
the common header. Therefore the verification can’t be checked.
The following rules apply when processing the received packet:
1.

The remote UDP encapsulation port for the source address of the
received SCTP packet MUST NOT be updated if the encapsulation of
outgoing packets is enabled and the received SCTP packet is
encapsulated.

2.

The UDP encapsulation for outgoing packets towards the source
address of the received SCTP packet MUST NOT be enabled, if it is
disabled and the received SCTP packet is encapsulated.

3.

The UDP encapsulation for outgoing packets towards the source
address of the received SCTP packet MUST NOT be disabled, if it
is enabled and the received SCTP packet is not encapsulated.

4.

If the UDP encapsulation for outgoing packets towards the source
address of the received SCTP packet is disabled and the received
SCTP packet is encapsulated, an SCTP packet containing an ABORT
chunk MUST be sent. The ABORT chunk MAY include the error cause
defined below indicating an "Restart of an Association with New
Encapsulation Port". This packet containing the ABORT chunk MUST
be encapsulated in UDP. The UDP source port and UDP destination
port used for sending the packet containing the ABORT chunk are
the UDP destination port and UDP source port of the received
packet containing the INIT chunk.

5.

If the UDP encapsulation for outgoing packets towards the source
address of the received SCTP packet is disabled and the received
SCTP packet is not encapsulated, the processing defined in
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If a packet is sent in response, it

6.

If the UDP encapsulation for outgoing packets towards the source
address of the received SCTP packet is enabled and the received
SCTP packet is not encapsulated, an SCTP packet containing an
ABORT chunk MUST be sent. The ABORT chunk MAY include the error
cause defined below indicating an "Restart of an Association with
New Encapsulation Port". This packet containing the ABORT chunk
MUST NOT be encapsulated in UDP.

7.

If the UDP encapsulation for outgoing packets towards the source
address of the received SCTP packet is enabled and the received
SCTP packet is encapsulated, but the UDP source port of the
received SCTP packet is not equal to the remote UDP encapsulation
port for the source address of the received SCTP packet, an SCTP
packet containing an ABORT chunk MUST be sent. The ABORT chunk
MAY include the error cause defined below indicating an "Restart
of an Association with New Encapsulation Port". This packet
containing the ABORT chunk MUST be encapsulated in UDP. The UDP
source port and UDP destination port used for sending the packet
containing the ABORT chunk are the UDP destination port and UDP
source port of the received packet containing the INIT chunk.

8.

If the UDP encapsulation for outgoing packets towards the source
address of the received SCTP packet is enabled and the received
SCTP packet is encapsulated and the UDP source port of the
received SCTP packet is equal to the remote UDP encapsulation
port for the source address of the received SCTP packet, the
processing defined in [RFC4960] MUST be performed. If a packet
is sent in response, it MUST be encapsulated. The UDP source
port and UDP destination port used for sending the packet
containing the ABORT chunk are the UDP destination port and UDP
source port of the received packet containing the INIT chunk.

The error cause indicating an "Restart of an Association with New
Encapsulation Port" is defined bytes the following figure.
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Cause Code = 14
|
Cause Length = 8
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Current Encapsulation Port |
New Encapsulation Port
|
+-------------------------------+-------------------------------+
Cause Code: 2 bytes (unsigned integer)
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This field MUST hold the IANA defined error cause code for the
"Restart of an Association with New Encapsulation Port" error
cause. The suggested value of this field for IANA is 14.
Cause Length: 2 bytes (unsigned integer)
This field holds the length in bytes of the error cause; the value
MUST be 8.
Current Encapsulation Port: 2 bytes (unsigned integer)
This field holds the remote encapsulation port currently being
used for the destination address the received packet containing
the INIT chunk was sent from. If the UDP encapsulation for
destination address is currently disabled, 0 is used.
New Encapsulation Port: 2 bytes (unsigned integer)
If the received SCTP packet containing the INIT chunk is
encapsulated in UDP, this field holds the UDP source port number
of the UDP packet. If the received SCTP packet is not
encapsulated in UDP, this field is 0.
All transported integer numbers are in "network byte order" a.k.a.,
Big Endian.
5.

IANA Considerations
[NOTE to RFC-Editor:
"RFCXXXX" is to be replaced by the RFC number you assign this
document.
]
[NOTE to RFC-Editor:
The suggested value for the error cause code is tentative and to
be confirmed by IANA.
]
This document (RFCXXXX) is the reference for the registration
described in this section.
A new error cause code has to be assigned by IANA. This requires an
additional line in the "Error Cause Codes" registry for SCTP:
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Error Cause Codes
Value
----14
6.

Cause Code
Reference
-----------------Restart of an Association with New Encapsulation Port [RFCXXXX]

Security Considerations
This document does not change the considerations given in [RFC6951].
However, not following the procedures given in this document might
allow an attacker to take over SCTP associations. The attacker needs
only to share the IP address of an existing SCTP association.
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Abstract
This document specifies a method to encapsulate multiple TCP
connections using only one UDP port number pair. Doing so allows for
a relatively easy implementation of coupled congestion control for
the TCP connections. This can have several performance benefits, and
it makes it possible to precisely assign a share of the congestion
window to the connections based on priorities. It also enables use
of UDP-based NAT traversal techniques, and it can act as a framework
for experimentation with novel changes to the TCP standard.
Requirements Language
The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL NOT",
"SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and "OPTIONAL" in this
document are to be interpreted as described in [RFC2119].
Status of This Memo
This Internet-Draft is submitted in full conformance with the
provisions of BCP 78 and BCP 79.
Internet-Drafts are working documents of the Internet Engineering
Task Force (IETF). Note that other groups may also distribute
working documents as Internet-Drafts. The list of current InternetDrafts is at http://datatracker.ietf.org/drafts/current/.
Internet-Drafts are draft documents valid for a maximum of six months
and may be updated, replaced, or obsoleted by other documents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite them other than as "work in progress."
This Internet-Draft will expire on September 22, 2016.
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Introduction
Note that this document is written in a style that should facilitate
quick reading by focusing on the key changes from prior similar
proposals. A future version of this document will provide more
details about the parts that are "inherited" from such prior work.
TCP-in-UDP (TiU) is based on [Che13].
o

It differs from it in that:

Other than [Che13], TiU encapsulates multiple TCP connections
using the same UDP port number pair. TCP port numbers are
preserved; a single well-known UDP port is used for TiU. If TiU
is implemented in the kernel, this allows using normal TCP
sockets, where enabling the usage of TiU could be done via a
socket option, for example.
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o

The header format is slightly different to allow representing a
TCP connection with a few bits that are encoded across the
original TCP header’s "Reserved" field and the URG (Urgent) flag
to encode a Connection ID. With this encoding, similar to the
encapsulation in [Che13], the total TiU header size does not
exceed the original TCP header size.

o

A (TiU-encapsulated) TCP SYN uses a newly defined TCP option to
establish the mapping between a Connection ID and the original TCP
port number pair.

o

A method to couple the congestion controls of the TCP connections
is presented. This coupling can have various performance benefits
(explained in detail in Section 6) and allows to precisely
allocate a desired share to one of the coupled TCP connections
based on a priority from the application. Coupled congestion
control is possible in TiU because the common preceding UDP header
makes it reasonable to assume that the connections traverse the
same network bottleneck. This is not necessarily a correct
assumption when the outer header’s port numbers differ due to
mechanisms like Equal-Cost Multi-Path (ECMP). Note that ECMP can
have performance benefits which TiU eliminates. This trade-off is
also discussed in Section Section 6.

o

This document provides some new and/or somewhat different
explanations: Section 4 discusses how TiU support can work with
preceding extra information such as a SPUD header
([I-D.hildebrand-spud-prototype]) without exceeding the MTU and
elaborates on a possible method of implementating TiU including
robust "Happy Eyeballing".

TiU inherits all the benefits of [Che13] and a preceding similar
proposal, [Den08]. It adds potential benefits that are due to
coupled congestion control, and it adds the potential disadvantage of
not being able to benefit from ECMP. In short, the benefits and
features of TiU that are already explained in detail in [Che13] and
[Den08] are:
o

To establish direct communication between two devices that are
both behind NAT gateways, Interactive Connectivity Establishment
(ICE) [RFC5245] is used to create the necessary mappings in both
NAT gateways, and ICE can have higher success rates using UDP
[RFC5128].

o

TCP options, as required for Multipath TCP [RFC6824], for example,
are expected to work more reliably because middleboxes will be
less able to interfere with them.
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o

Because the packet format allows the first octet to be in the
range 0x0-0x3 (as is the case for a STUN [RFC5389] packet, where
the most significant two bits are always zero), the UDP port
number pair used by TiU can be used to exchange STUN packets with
a STUN server that is unaware of TiU.

o

Following the method described in [Che13] and [Den08], other
transport protocols than TCP (e.g., SCTP) could be UDPencapsulated in a similar fashion. With TiU, the same outer UDP
port number pair could be used for different encapsulated
protocols at the same time.

[Che13] also lists a disadvantage of UDP-encapsulating TCP packets:
because NAT gateways typically use shorter timeouts for UDP port
mappings than they do for TCP port mappings, long-lived UDPencapsulated TCP connections will need to send more frequent
keepalive packets than native TCP connections. TiU inherits this
problem too, although using a single five-tuple for multiple TCP
connections alleviates it by reducing the chance of experiencing long
periods of silence.
2.

More related work
The TCPMUX mechanism in [RFC1078] multiplexes TCP connections under
the same outer transport port number; it does however not preserve
the port numbers of the original TCP connections, and no method to
couple congestion controls is described in [RFC1078].
TiU’s congestion control coupling follows the style of RTP
application congestion control coupling in
[I-D.ietf-rmcat-coupled-cc] which is designed to be easy to
implement, and to minimize the number of changes that need to be made
to the underlying congestion control mechanisms. This method was
shown to yield several benefits in [fse]. TiU’s congestion control
requires slightly deeper changes to the TCP’s congestion control,
making it harder to implement than [I-D.ietf-rmcat-coupled-cc], but
it is still a much smaller code change than the Congestion Manager
[RFC3124].
Combining congestion controls as TiU does it has some similarities
with Ensemble Sharing in [RFC2140], which however only concerns
initial values of variables used by new connections and does not
share the congestion window (cwnd), which is the variable of interest
in TiU. The cwnd variable is shared across ongoing connections in
[ETCP] and [EFCM], and the mechanism described in Section 5 resembles
the mechanisms in these works, but neither [ETCP] nor [EFCM] address
the problem of ECMP.
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Coupled congestion control has also been specified for Multipath TCP
[RFC6356]. MPTCP’s coupled congestion control combines the
congestion controls of subflows that may traverse different paths,
whereas TiU builds on the assumption that all its encapsulated TCP
connections traverse the same path. This makes the two methods for
coupled congestion control very different, even though they both aim
at emulating the behavior of a single TCP connection in the case
where all flows traverse the same network bottleneck.
3.

Specification
TiU uses a header that is very similar to the header format in
[Den08] and [Che13], where it is explained in greater detail. It
consists of a UDP header that is followed by a slightly altered TCP
header. The UDP source and destination ports are semantically
different from [Den08] and [Che13]: TiU uses a single well-known UDP
port, and multiple TCP connections use the same UDP port number pair.
The encapsulated TCP header is changed to fit into a UDP packet
without increasing the MSS; this is achieved by removing the TCP
source and destination ports, the Urgent Pointer and the (now
unnecessary) TCP checksum. Moreover, the order of fields is changed
to move the Data Offset field to the beginning of the UDP payload.
This allows using it to identify other encapsulated content such as a
STUN packet: for TCP, the Data Offset must be at least 5, i.e. the
most-significant four bits of the first octet of the UDP payload are
in the range 0x5-0xF, whereas this is not the case for other
protocols (e.g., STUN requires these bits to be 0). The altered TCP
header for TiU is shown below:
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0
1
2
3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Source Port
|
Destination Port
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Length
|
Checksum
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
| Data | Conn |C|E|C|A|P|R|S|F|
|
| Offset| ID
|W|C|I|C|S|S|Y|I|
Window
|
|
|
|R|E|D|K|H|T|N|N|
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Sequence Number
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Acknowledgment Number
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
(Optional) Options
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
Figure 1: Encapsulated TCP-in-UDP Header Format (the first 8 bytes
are the UDP header)
Different from [Den08] and [Che13], the least-significant four bits
of the first octet and a bit that replaces the URG bit in the next
octet together form a five-bit "Connection ID" (Conn ID). TiU
maintains the port numbers of the TCP connections that it
encapsulates; the Connection ID is a way to encode the port number
information with a few unused header bits. It uniquely identifies a
port number pair of a TCP connection that is encapsulated with TiU.
Using these five bits, TiU can combine up to 32 TCP connections with
one UDP port number pair.
The TiU-TCP SYN and SYN/ACK packets look slightly little different,
because they need to establish the mapping between the Connection ID
and the port numbers that are used by TiU-encapsulated TCP
connections:
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0
1
2
3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Source Port
|
Destination Port
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Length
|
Checksum
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
| Data |Re|C|E| |A|P|R|S|F|
|
| Offset|served |W|C|0|C|S|S|Y|I|
Window
|
|
|
|R|E| |K|H|T|N|N|
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Sequence Number
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Acknowledgment Number
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Encapsulated Source Port
| Encapsulated Destination Port |
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|
Options
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
Figure 2: Encapsulated TCP-in-UDP SYN and SYN/ACK Packet Header
Format
The Encapsulated Source Port and Encapsulated Destination Port are
the port numbers of the TCP connection. To create this header, an
implementation can simply swap the position of the original TCP
header’s port number fields with the position of the Data Offset /
Reserved / Flags / Window fields.
Every TiU SYN or TiU SYN-ACK packet also carries at least the TiUSetup TCP option. This option contains a Connection ID number. On a
SYN packet, it is the Connection ID that the sender intends to use in
future packets to represent the Encapsulated Source Port and
Encapsulated Destination Port. On a SYN/ACK packet, it confirms that
such usage is accepted by the recipient of the SYN. A special value
of 255 is used to signify an error, upon which TiU will no longer be
used (i.e., the next packet is expected to be a non-encapsulated TCP
packet). The TiU-Setup TCP option is defined as follows:
0
1
2
3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
| Kind
|
Length
|
ExID
|
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
| Connection ID |
+-+-+-+-+-+-+-+-+
Figure 3: TiU Setup TCP Option
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The option follows the format for Experimental TCP Options defined in
[RFC6994]. It has Kind=253, Length=5, an ExID that is with value TBD
(see Section 8) and the Connection ID. The Connection ID is an 8-bit
field for easier parsing, but only values 0-31 are valid Connection
IDs (because the Connection ID in non - SYN or SYN/ACK TiU packets is
only 5 bit long).
4.

Protocol operation and implementation notes
There can be several ways to implement TCP-in-UDP. The following
gives an overview of how a TiU implementation can operate. This
description matches the implementation described in Section 7.
A goal of TiU is to achieve congestion control coupling with a simple
implementation that minimizes changes to existing code. It is thus
recommendable to implement TiU in the kernel, as a change to the
existing kernel TCP code. The changes fall in two basic categories:
o

Encapsulation and decapsulation: this is code that should, in the
simplest case, operate just before a TCP segment is transmitted.
Based on e.g. a socket option that enables/disables TiU, the TCP
segment is changed into the TiU header format (Figure 1). In case
it is a TCP SYN or TCP SYN/ACK packet, the header format is
defined as in Figure 2, and the TiU-Setup TCP option is appended.
This packet is then transmitted. For decapsulation, the reverse
mechanism applies, upon reception of a UDP packet that uses
destination port XXX (TBD, see Section 8). Both hosts keep a list
of encapsulated TCP port numbers and their corresponding
Connection IDs. In case a SYN packet requests using a Connection
ID that is already reserved, an error (Connection ID value 255 in
the TiU Setup TCP option) must be signified to the other end in a
TiU-encapsulated TCP SYN/ACK, and encapsulation must be disabled
on all further TCP packets. Similarly, when receiving a TiU SYN/
ACK with an error, a TCP sender must stop encapsulating TCP
packets.

o

Coupled congestion control: this is code that influences the
congestion control of TCP. Section 5 describes a simple coupled
congestion control algorithm that can be applied to couple TCP
connections and assign them a share of the total congestion window
that is based on a priority.

The TCP port number space usage on the host is left unchanged: the
original code can reserve TCP ports as it always did. Except for the
TiU encapsulation compressing the port numbers into a Connection ID
field, TCP ports should be used similar to normal TCP operation. A
TCP port that is in use by a TiU-encapsulated TCP connection must
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therefore not be made available to non-encapsulated TCP connections,
and vice versa.
For each TCP connection, two variables must be configured: 1) TiUENABLE, which is a boolean, deciding whether to use TiU or not, and
2) Priority, which is a value, e.g. from 1 to 10, that is used by the
coupled congestion control algorithm to assign an appropriate share
of the total cwnd to the connection. Priority values are local and
their range does not matter for this algorithm: the algorithm works
with a flow’s priority portion of the sum of all priority values.
The configuration of the two per-connection variables can be
implemented in various ways, e.g. through an API option.
With these code changes in place, TiU can operate as follows,
assuming no previous TiU connections have been made between a
specific host pair and a client tries to connect to a server:
o

An application uses an API option to request TiU operation. The
kernel then sends out a TiU TCP SYN that contains a TiU-Setup TCP
option. This packet header contains the encapsulated TCP port
numbers (source port A and destination port B) and the Connection
ID X.

o

The server listens on UDP port XXX (TBD, see Section 8). Upon
receiving a packet on this port, it knows that it is a TiU packet
and decodes it, handing the resulting TCP packet over to "normal"
TCP processing. The TiU-Setup TCP option allows the server to
associate future TiU packets containing Connection ID X with ports
A and B. The server sends its response as a TiU SYN-ACK.

o

TCP operates as normal from here on, but packets are TiUencapsulated before sending them out and decapsulated upon
reception, using Connection ID X. Both hosts associate TiU
packets carrying Connection ID X with a local identifier that
matches ports A and B, just like they would associate nonencapsulated TCP packets with the same local identifier when
seeing ports A and B in the TCP header.

o

If an application on either side of the TiU connection wants to
connect to a destination host on the other side and requests TiU
operation, the kernel sends out another TiU TCP SYN, this time
containing a different TCP source port number and either the same
or a different destination port number (C and D), and a TiU-Setup
TCP option with Connection ID Y. From now on, packets carrying
Connection ID Y will be associated with ports C and D on both
hosts. Otherwise, TiU operation continues as described above.
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Now, because there are two or more connections available between
the same host pair, coupled congestion control begins to operate
for all outgoing TiU packets (see Section 5 for details). This is
a local operation, applying the priority values that were
configured to use for the TiU-encapsulated TCP connections.

Unless it is known that UDP packets with destination port number XXX
(TBD, see Section 8) can be used without problems on the path between
two communicating hosts, it is advisable for TiU implementations to
contain methods to fall back to non-encapsulated ("raw") TCP
communication. Such fall-back must be supported for the case of
Connection ID collisions anyway. Middleboxes have been known to
track TCP connections [Honda11], and falling back to communication
with raw TCP packets without ever using a raw TCP SYN - SYN/ACK
handshake may lead to problems with such devices. The following
method is recommended to efficiently fall back to raw TCP
communication:
o

After sending out a TiU SYN packet, additionally send a raw TCP
SYN packet.

o

After sending out a TiU SYN/ACK packet, additionally send a raw
TCP SYN/ACK packet.

o

Upon receiving a TiU SYN packet, after responding with a TiU SYN/
ACK packet and raw TCP SYN/ACK packet, immediately store the
encapsulated port numbers and Connection ID. As long as a TiU
connection is ongoing, ignore any additional incoming TCP SYN or
TCP SYN/ACK packets from the same host that carry port numbers
matching the stored encapsulated port numbers. Otherwise, process
TCP SYN or TCP SYN/ACK packets as normal.

This method ensures that the TCP SYN / SYN/ACK handshake is visible
to middleboxes and allows to immediately switch back to raw TCP
communication in case of failures. If implemented on both sides as
described above and no TiU SYN or TiU SYN/ACK packet arrives, yet a
TCP SYN or TCP SYN/ACK packet does, this can only mean that the other
host does not support TiU, a UDP packet was dropped, or the UDP and
TCP packets were reordered in transit. Reordering in the host (e.g.,
a server responding to a TCP SYN before it responds to a TiU SYN) can
be a problem for similar methods (e.g. [RFC6555]), but it can be
eliminated by prescribing the processing order as above.
Because TCP does not preserve message boundaries and the size of the
TCP header can vary depending on the options that are used, it is
also no problem to precede the TCP header in the UDP packet with a
different header (e.g. SPUD [I-D.hildebrand-spud-prototype]) without
exceeding the known MTU limit. When creating a TCP segment, a TCP
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sender needs to consider the length of this header when calculating
the segment size, just like it would consider the length of a TCP
option. For this to work, the usage of other headers such as SPUD
in-between the UDP header and the TiU header must therefore be known
to both the sender-side and receiver-side code that processes TiU.
5.

Coupled congestion control
For each TCP connection c, the algorithm described below receives
cwnd and ssthresh as input and stores the following information:
o

the Connection ID.

o

a priority P(c) -- e.g., an integer value in the range from 1
(unimportant) to 10 (very important).

o

The previously used cwnd used by the connection c, ccc_cwnd(c).

o

The previously used ssthresh used by the connection c,
ccc_ssthresh(c).

Three global variables S_CWND, S_SSTHRESH and S_P are used to
represent the sum of all the ccc_cwnd values, ccc_sshtresh values and
priorities of all TCP connections, respectively. S_CWND and
S_SSTHRESH are used to update the cwnd and ssthresh values for all
connections.
5.1.

Example algorithm

This algorithm emulates the behavior of a single TCP connection by
choosing one connection as the connection that dictates the increase
/ decrease behavior for the aggregate. It was designed to be as
simple as possible. In the algorithm description below,
abbreviations are used to refer to the phases of TCP congestion
control as defined in [RFC5681]: SS refers to Slow Start, CA refers
to Congestion Avoidance and FR refers to Fast Recovery.
For simplicity, this algorithm refrains from changing cwnd when a
connection is in FR. SS should not happen as long as ACKs arrive.
Hence, the algorithm ensures that the aggregate’s behavior is only
dictated by SS when all connections are in the SS phase.
(1)

When a connection c starts, it adds its priority P(c) to S_P.
If it is the very first connection that uses the outer UDP port
number pair, it also sets S_CWND to its own cwnd. After that,
the connection’s globally known cwnd and ssthresh values
(ccc_cwnd(c) and ccc_ssthresh(c)) are updated, and the
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connection updates its own cwnd and ssthresh values to be equal
to ccc_cwnd(c) and ccc_ssthresh(c).

S_P = S_P + P(c)
ccc_cwnd(c) = P(c) * S_CWND / S_P
ccc_ssthresh(c) = ssthresh
if (S_SSTHRESH > 0)
ccc_ssthresh(c) = P(c) * S_SSTHRESH / S_P
end if
// Update c’s own cwnd and ssthresh for immediate use:
send ccc_cwnd(c) and ccc_ssthresh(c) to the connection c

(2)

When a connection c stops, its entry is removed.
recalculated.

S_P is

(3)

Every time the congestion controller of a connection c
calculates a new cwnd, the connection calls UPDATE, which
carries out the tasks listed below to derive the new cwnd and
ssthresh values for all the connections. Since we intend to
emulate the behavior of one connection, we designate one of the
connections as the "Coordinating Connection" (CoCo). Whenever
the coordinating connection calls UPDATE, S_CWND and S_SSTHRESH
are additionally updated to reflect the current sum of all
stored ccc_cwnd and ccc_ssthresh values. Initially, there is
only one connection and this connection automatically becomes
the CoCo. It updates S_CWND to its own cwnd and sets S_SSTHRESH
to 0.

(4)

WHEN a non-CoCo connection c CALLS UPDATE......

if(all of the connections including CoCo are in CA but c is in FR)
c becomes the new CoCo.
else
if(c is in CA or SS)
c’s cwnd is assigned its previously stored ccc_cwnd value.
(5)

WHEN c(CoCo) CALLS UPDATE......
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if (c is in CA)
if(cwnd >= ccc_cwnd(c)) // cwnd has increased
S_CWND = S_CWND + cwnd - ccc_cwnd(c)
else
S_CWND = S_CWND * cwnd / ccc_cwnd(c)
end if
ccc_cwnd(c) = P(c) * S_CWND / S_P
ccc_ssthresh(c) = ssthresh
if (S_SSTHRESH > 0)
ccc_ssthresh(c) = P(c) * S_SSTHRESH / S_P
end if
// Update c’s own cwnd and ssthresh for immediate use:
send ccc_cwnd(c) and ccc_ssthresh(c) to the connection c
end if
else if (c is in FR)
S_SSTHRESH = S_CWND/2
else if (c is in SS)
if (all other connections are in SS)
S_SSTHRESH = S_CWND/2
S_CWND = S_CWND * cwnd / ccc_cwnd(c)
ccc_cwnd(c) = P(c) * S_CWND / S_P
// Update c’s own cwnd for immediate use:
send ccc_cwnd(c) to the connection c
else
make any other connection which is not in SS the CoCo
end if
end if
6.

Usage considerations
TiU cannot work with applications that require the Urgent pointer
(which is not recommended for use by new applications anyway
[RFC6093], but should be consider if TiU is implemented in a way that
allows it to be applied onto existing applications; telnet is a wellknown example of an application that uses this functionality). It
enables use of TCP with methods such as SPUD
[I-D.hildebrand-spud-prototype]. It can also be used as a method to
experimentally test new TCP functionality in the presence of
middleboxes that would otherwise create problems (as some have been
known to do [Honda11]). TCP option space is getting scarce, in
particular on TCP SYN and TCP SYN/ACK packets. Rather than
stretching the Data Offset field on TCP SYN / TCP SYN/ACK packets
(which was considered for TiU design), it is recommended to use one
of the other proposed mechanisms to stretch option space, e.g.
"Inner Space" [I-D.briscoe-tcpm-inner-space].
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Reasons to use TiU include the benefits of [Che13] and [Den08] that
were discussed in Section 1. TiU has the disadvantage of disabling
ECMP for the TCP connections that it encapsulates. This can reduce
the capacity usage of these TCP connections. It has the advantage of
being able to apply coupled congestion control, which can provide
precise congestion window assignment based on a priority. Other
benefits of TiU’s coupled congestion control are:
o

Reduced average loss and queuing delay (because the competition
between the encapsulated TCP connections is avoided)

o

Even in the absence of prioritization, better fairness between the
TiU-encapsulated TCP connections

o

No need for new
cwnd value that
can immediately
cwnd. This can
connections.

TiU connections to slow start up to a reasonable
ongoing TiU connections already have: a connection
be assigned its share of the aggregate’s total
significantly reduce the completion time of short

All of these benefits only play out when there are more than one TCP
connections. Some of the benefits in the list above are more
significant when some transfers are short. Moreover, short transfers
are less likely than long ones to saturate the capacity of a path,
reducing the chance to benefit from ECMP (which TiU eliminates).
This makes the usage of TiU especially attractive in situations where
some transfers are short.
7.

Implementation status
The University of Oslo is currently working on a FreeBSD kernel
implementation of TCP-in-UDP.

8.

IANA Considerations
This document specifies a new TCP option that uses the shared
experimental options format [RFC6994]. No value has yet been
assigned for ExID.
This document requires a well-known UDP port (referred to as port XXX
in this document). Due to the highly experimental nature of TiU,
this document is being shared with the community to solicit comments
before requesting such a port number.
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Security Considerations
We have not thought about security yet.

10.

This will surely be fun!
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